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A B S T R A C T

Reinforcement learning (RL) has been increasingly used for efficient energy management systems (EMSs) in 
microgrids. The battery storage system in the microgrid can be controlled using efficient policies derived from 
RL. However, little attention has been paid so far to the parametric study, which is a fundamental step for 
efficient implementation of such RL algorithms. Unlike previous works which focused on the implementation of 
different RL algorithms, this paper mainly demonstrates the parametric sensitivity study of the RL algorithms. It 
involves investigating the effects of (1) controllable state discretization, (2) exogenous state discretization, (3) 
action discretization, (4) exploration and exploitation parameters, and (5) decision intervals. Moreover, the 
performance of the ε-greedy randomized RL algorithm is compared against the adaptive Q-learning, derived from 
the adaptive approximate dynamic programming (ADP). In many microgrids utilizing solar energy and battery 
storage, energy management still relies on manually tuned and inefficient algorithms. This is largely due to the 
sensitivity of RL algorithm parameters to factors such as the specific EMS problem, environment, action-state 
discretization, exploration parameter and time step. We show the univariate and multivariate kernel density 
estimate (KDE) plots to study the RL algorithms’ performance concerning the rewards and variation of the 
battery state of charge (SoC) and the net power imported from the grid. Overall, the deterministic adaptive RL 
performs better as compared to the randomized ε-greedy algorithms in terms of rewards and simulation time. 
Higher discretization levels in the action space affect the convergence rate while lower discretization levels in the 
state space influence the performance of the algorithm. The proposed parametric analysis can be easily adapted 
to other EMS in more complex microgrids.

1. Introduction

With the increasing cost of fossil fuels and environmental concerns, it 
is essential to develop appropriate control strategies and efficient 
management of microgrids consisting of renewable energy resources 
(RES), battery energy storage systems (BESSs), and local load variations. 
Residential and commercial microgrids can maximize the utilization of 
locally produced RES power, and hence reduce the overall cost of 
electricity imported from the main grid. BESSs are deployed to reduce 
power fluctuations and the inherent volatility of RES [1]. They are also 
utilized by intelligent EMSs to charge during low tariff and discharge 
during high tariff within the day, thereby reducing costs while making 

the best use of the available RES power [2]. Among competing optimi
zation methods, RL is well known for its adaptability and ability for 
self-learning in model-free environments using random simulations.

1.1. Existing literature on RL in energy management

RL is a popular control and optimization algorithm and has been 
widely used in the management of microgrids [3–8], charging of electric 
vehicles (EVs) [9–11], energy management in hybrid electric vehicles 
[12–16] and demand-side management (DSM) for scheduling appliances 
usage. In microgrids, control algorithms for BESS focus on utilizing local 
RES to reduce power imported from the grid. In Refs. [6,17], power 
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imported from the main grid is only considered while other works e.g. 
Refs. [3,5,7,18] focus on bidirectional exchange of power with the main 
grid. Continuous state space has been generally utilized for the control 
actions of the battery and hence the principle of function approximation 
has been used. Previous studies have considered control actions for EMS 
based on the availability of hourly data. However, in Ref. [17], the 
optimal policy of the state action pair is obtained from the Q-table where 
the control decisions are updated at 5-min intervals. In Ref. [18], the 
derived Q-learning policy is compared with the randomized Particle 
Swarm Optimization (PSO) algorithm, where the former had a better 
cost-saving performance. The performance of batch RL is analyzed 
considering the influence of the exogenous data like the solar power 
generation in Ref. [4]. The performance is benchmarked with that of the 
Mixed Integer Linear Programming (MILP) method. In Ref. [19], the 
tabular Q-learning method is compared with different variants of the 
algorithm, like retaining the previous action, minimum instantaneous 
reward, and hourly optimization. In Ref. [5], rewards are compared by 
changing the initial SoC, and the results are benchmarked against the 
reward obtained from greedy optimization algorithms where the per
formances are also analyzed by changing the hyper-parameters of the 
deep neural networks (DNNs) employed for function approximation in 
the case of non-stationary data. In Ref. [7], the performance of RL al
gorithm is analyzed with the centralized and decentralized control mode 
of the grid for the community BESS. The whole system is analyzed in the 
grid-connected and islanded mode of operation. Furthermore, the val
idity of the algorithm is tested on a longer time scale of 48 h. However, 
an in-depth sensitivity analysis of different parameters of RL algorithms, 
i.e., states, actions, exploration/exploitation rates, have not been 
explored in the previous RL-EMS literature for optimal microgrid 
management.

Recent advancements in deep reinforcement learning (DRL) for 
battery energy management in electric vehicles (EVs) have demon
strated significant adaptability to real-time driving environments, 
particularly under dynamic traffic conditions [20,21]. To handle the 
complex interactions within real-time distribution networks, 
multi-agent DRL (MADRL) techniques have been employed, showcasing 
enhanced scalability and coordination to optimize battery operational 
costs [22]. Additionally, battery operational costs have been integrated 
with battery swapping logistics, considering the optimization of truck 
routes [23]. Hierarchical coordination between Distribution System 
Operators (DSOs) and batteries in multi-microgrid setups have also been 
explored, optimizing operational costs by managing power imports from 
the grid under realistic constraints [22].

A cyclic time-dependent Markov Decision Process (MDP) is utilized 
in Ref. [24] to capture daily patterns in energy management, while 
conditional generative adversarial networks are applied in Ref. [25] to 
generate wind and solar power scenarios for DRL applications. The 
works in Refs. [26,27] incorporate battery operational metrics such as 
aging, optimal state of charge, and charge-discharge cycles into the 
reward functions of DRL algorithms. Safety aspects are further enhanced 
using projection techniques to improve the trustworthiness of DRL de
cisions [28]. Studies like [29] focus on cell balancing and switching for 
RES applications, while [30] integrates various elements, such as wind 
turbines and thermostatically controlled loads, with energy storage 
systems managed by DRL algorithms. Moreover, online RL techniques 
for grid-connected battery management, considering dynamic tariffs, 
have been explored to further refine energy management operations 
[31].

1.2. Contribution of this paper

Unlike previous works, the main contribution of this paper is a 
thorough parametric study of adaptive Q-learning along with traditional 
ε-greedy Q-learning algorithms. The analysis has been conducted on 24- 
h load demand and solar photovoltaic (PV) data, which can be fore
casted using advanced algorithms [32,33]. Similar training of the RL on 

a daily horizon of load demand and solar PV data has been adopted in 
Ref. [7]. Since the number of state-action pairs is finite and a Time of Use 
(ToU) tariff is used, a tabular Q-learning method is employed instead of a 
function approximator in Ref. [7]. Q-table can be used for framing 
policies with finite state space due to its simplicity and faster conver
gence during learning. With the use of Q-table for finding an optimal 
policy, it is imperative to investigate the discretization levels for 
different types of states and actions used, which have not been addressed 
in the existing RL-EMS literature. Previously the value of ε, which sig
nifies the percentage of the time agent explores the action space 
randomly, have been considered arbitrarily.

This paper builds upon our previous work [34] but introduces a 
novel adaptive algorithm that deviates from the traditional 
exploration-exploitation trade-off for action selection. Instead, it em
ploys a deterministic algorithm with dual-layer optimization, incorpo
rating robust theoretical convergence guarantees, adapted from 
Ref. [35]. In addition, a detailed parametric study inspired from 
Ref. [12] is conducted, where the grid cost is equivalent to mileage in 
hybrid electric vehicles. However, in this paper, the novel contribution 
lies in the comprehensive analysis of RL algorithm performance across 
various discretization levels of the controlled state (SOC of the battery), 
exogenous state (the net power to be met by the battery) (PNet) and the 
battery action space (charging/discharging commands) (Pb). The per
formance of the algorithm is also analyzed by varying ε, which controls 
the exploratory nature of the learning agent. In addition, the decision 
made by the EMS based on data available at different time intervals (Δt)
is also analyzed, which has not been addressed in the previous RL based 
EMS literature. The reward function, in the deployed algorithms is 
modified to reflect the overall economic cost, and the penalties to pre
vent operation at extreme ends as presented in Ref. [7]. The adaptive 
Q-learning algorithm, derived from the ADP as given in Ref. [35], is 
utilized for the EMS for the first time, using an auxiliary table to update 
the main Q-table, thus accelerating convergence. The algorithm tunes 
the adaptive parameter for policy evaluation, which achieves a trade-off 
between the current and future Q-functions. The performance of 
Q-learning techniques, as described in Ref. [36], is compared for all the 
parametric variation along with the novel adaptive Q-learning algorithm 
for EMS. The parametric study is conducted using the univariate and 
bivariate KDE plots of the parameters obtained from the numerical 
simulations of the RL algorithm. Furthermore, due to the ToU tariff used, 
the performance of the algorithm has also been checked at various tariff 
states. Overall, the main contributions of this paper can be summarized 
as: 

• Parametric study of different state and action discretization levels 
and decisions at control intervals for the adaptive and temporal 
difference (TD) type Q-learning algorithm. The adaptive Q-learning 
algorithm is implemented for EMS in a microgrid with solar PV 
generation, offering a trade-off between the current and future Q- 
function for policy evaluation.

• Comparison of the performance of TD-type Q-learning with different 
exploration parameters of the learning agent.

• Comparison of the performance of different variants of Q-learning 
algorithms like repeated trace and value iteration with the adaptive 
Q-learning algorithm.

The manuscript is structured into six sections. Section 2 explores the 
microgrid environment, incorporating battery storage and solar PV 
systems. Section 3 conceptualizes the microgrid as an MDP, detailing its 
state space, action space, transition dynamics, and reward function. 
Section 4 introduces the benchmark RL algorithms and elaborates on the 
adaptive RL strategy, supported by theoretical proofs. Section 5 presents 
the numerical implementation, results, and discussions, highlighting 
various algorithms across different parametric studies. Finally, section 6
provides the conclusion and future scope of research.
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2. Microgrid with battery storage and solar PV

2.1. Description of the microgrid with battery and EMS

The system used in this study consists of a residential load, BESS, 
local PV generation, utility grid, and their interface with the EMS unit, as 
shown in Fig. 1. The load demand is met using the power generated from 
the solar PV, power discharged from the battery and the remaining 
power needs to be imported from the main grid. The power flow for the 
battery storage system is considered as bidirectional, based on the 
control commands of the EMS.

The utility price considered here is ToU tariff, described in Ref. [37] 
where the price of the electricity varies according to the general load 

demand pattern. The tariff strategy is to provide monetary benefits to 
the consumers for shifting their demand in the day. The data used for the 
tariff is Green UK tariff policy, as described in Ref. [38]. Samples of the 
load demand, tariff and PV generation profiles used in this paper are 
shown in Fig. 2. As observed, three levels of the tariff are used, peak, 
mid-peak and off-peak as given in Refs. [38–40]. Peak tariff is observed 
when the load demand is considerably higher with a moderate amount 
of PV generation.

2.2. Battery state of charge (SoC) model

In a battery storage system, Pb(t) represents the battery power, where 
it is positive when charging and negative when discharging. The SoC 
represents the percentage of the energy available within the battery. The 
SOC(t) of the battery is represented by the difference equation: 

SOC(t) = SOC(t − 1) + Pb(t)⋅Δt/Eb, (1) 

where, Eb represents the energy capacity of the battery and Δt represents 
the action duration of the time step. However, the SOC of the battery 
must stay within the given limits to prevent over-charging and over- 
discharging. Hence it is constrained between the following interval: 

SOCmin ≤ SOC(t) ≤ SOCmax, (2) 

where, SOCmin and SOCmax represent the minimum and maximum SOC 
limits, respectively. The rated power of the battery (Prated) used in this 
study is 2 kW with the energy capacity (Eb) is 8 kWh. The values of 
SOCmin and SOCmax used here are 15 % and 100 %, respectively. The 
difference equation (1) is used to describe the next state of the envi
ronment once the agent has decided battery power Pb(t) in the time 
interval Δt. The overall characteristics of the environment for the RL 
agent are described in the next section.

3. Description of the RL environment

In RL, the agent interacts with the environment by taking a certain 
action based on the given state and obtaining a certain reward. Hence 
the states, actions and the reward used in the study are described in the 
next subsections.

3.1. The state space

As described in Refs. [4,5,41], the state space (S) of the environment 

Fig. 1. Microgrid architecture along with the direction of power flow.

Fig. 2. Daily load demand, PV generation and ToU tariff used in the current data analysis and simulations.
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generally consists of three features, namely, timing component (St), 
controllable component (Sc) and non-controllable component (Sx). Since 
tabular Q table has been used for selecting control actions, the policy 
values are stored corresponding to the discrete value of the states. 
Hence, the discrete state space is represented as: 

S = St × Sc × Sx. (3) 

The timing component St is time-dependent, and it incorporates the 
environment’s state information at a given time. Since the tariff is time 

dependent, it is incorporated as the timing component. The ToU tariff 
used in the study consists of three states [39,40], as shown in Fig. 2. It is 
defined as: 

St = {́ Off − Peakʹ
,́ Mid − Peakʹ

,́ Peakʹ
}. (4) 

The controllable component Sc consists of the information of the 
state, which is measured and controlled from the agent’s actions.

For this study, SOC is considered as the controllable component. The 
SOC is controlled using the battery power action Pb(t) at time t as 

Fig. 3. Reward plots for different action discretization levels for TD (for 100 Monte Carlo runs) and adaptive Q-learning.

Fig. 4. Histograms of rewards for the last 200 episodes for different action discretization levels for temporal difference and adaptive Q-learning.
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defined in (1). However, the agent needs to guarantee the safety limits 
imposed in (2). The SOC value obtained after taking an action is rounded 
off to the nearest bin value to derive the appropriate policy. The non- 
controllable component Sx has a significant influence on the control
lable component and the rewards obtained by the agent. However, it is 

not influenced by the control actions taken by the agent. This feature is 
dependent on external conditions. The net power PNet(t) is used as non- 
controllable component and it is represented as: 

PNet(t) = PL(t) − PPV(t), (5) 

Fig. 5. Battery power at different action discretization level along with the SoC variation for TD-learning and adaptive Q-learning, considering the same initial Q- 
table initialization in the last episode.

Fig. 6. Bivariate density plots of the power drawn from the main grid along with the SoC level variations for all the Monte Carlo simulations at different action 
discretization during different tariff periods. Row 1: off-peak, row 2-mid peak, row 3: peak.
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where, PL is the load demand and PPV is the PV power generated. The 
PNet(t) is discretized to the nearest bin, to formulate the policy. With the 
availability of different states, it is essential to analyze the agent’s ac
tions while it interacts with the environment.

3.2. The action space

The agent takes an action Pb(t), which is a supervisory command to 
the inverter for regulating the power flow of the battery. It depends on 
the given state st at time t. The action space P is discretized into n levels 
such as: 

Fig. 7. Convergence characteristics of adaptive Q-learning for different episodes for different action discretization levels.

Fig. 8. Convergence characteristics of the TD-Learning after 100 Monte Carlo runs. For different action discretization levels.
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P =
{
P(1)

b , …, P(n)

b , 0, − P(n)

b , …, − P(1)

b

}
, (6) 

where, P(i)
b = [(n − i + 1) /n]⋅Pbat.

However, it is essential that the SOC limits, as defined in (2), are not 
exceeded. If the action determined by the policy would violate these 
limits, it is overridden. The override action depends on the timing 
component of the state St, i.e. the tariff. This dependency is created so 
that battery is charged during the less expensive tariff period, and the 
energy being conserved when the tariff is high. The override action 
when SOC goes below SOCmin can be defined as: 

Pov
b (t) =

{
0, if St = {́ Peakʹ

},

Pbat, else.
(7) 

The idle action is preferred during peak period so that the battery is 
not charged during the expensive tariff. Similarly, the override action, 

when SOC goes beyond, the SOCmax is defined as: 

Pov
b (t) =

{
0, if St = {́ Off Peakʹ

},

−Pbat, else.
(8) 

The agent’s reward is formulated based on the actions defined in 
Ref. [7], with the objective of deriving an optimal policy. Further details 
are provided in the following subsection.

3.3. The reward function

The overall objective of the RL agent is to maximize the future 
reward. Conventionally, the reward is related to the grid cost, which has 
to be effectively minimized. Thus, the reward function is defined as: 

rt(st , at) = − Pg⋅CSt , (9) 

Fig. 9. SOC variation for different action level discretization levels for TD learning during different time of the day for 100 Monte Carlo runs.

Fig. 10. The power imported from the grid at different action discretization levels for 100 Monte Carlo runs for temporal difference learning.
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where, CSt is the tariff cost at time t, and Pg = PNet(t) − Pb(t) is the net 
power imported from the grid, and at represents the action taken by the 
agent as defined in the previous section. The battery power considered 
here in both positive and negative, considering charging and discharg
ing nature of the battery. We have assumed that Pg remains positive 
throughout the day. A negative value is used so that the reward is 
effectively maximized, thus minimizing the overall grid cost. However, 
the override actions, (7) and (8), are sub-optimal since they are not 
derived from the policy. As given in Ref. [42], the life of the battery 
depends on its mode of operation. It should not operate at a high depth 
of discharge, which corresponds to a low state of charge. Moreover, the 
battery should avoid operating near the high state of charge mode, as it 
acts like a power-consuming device rather than a generating device, 
hence undermining the objective. Therefore, a high penalty term has 
been introduces, derived from Ref. [7] as: 

rt(st , at) = − 1000. (10) 

The magnitude of the penalty for taking a sub-optimal action in (10) 
is considered high as compared to the penalty for consuming the power 

from the grid, defined in (9). As we observe, the agent receives a penalty 
(10) and a corrective action defined in (7) and (8). Both the penalty and 
corrective mechanism guide the agent to converge towards an optimal 
policy. The following section outlines how this optimal policy is derived 
using different RL algorithms.

4. Reinforcement learning algorithms

The RL algorithm used in this paper is based on the Q-table due to its 
simplicity. Q-learning is an iterative algorithm that requires initializa
tion of the Q-table. A high initial value encourages exploration of the 
action space and can lead to slow convergence. Zero-initialization of the 
Q-table tends to make the agent biased towards the unexplored states, 
causing premature convergence. In order to mitigate these issues, an 
initial positive bias is added to the reward function [12] so that it ex
plores the whole space of state-action pairs. However, as per [43], if the 
decision making policy is initialized with none-zero initial rewards, the 
convergence characteristics become faster. Hence, in this study, Q-table 
is initialized using rewards obtained from randomly selected action 
values. Moreover, the max Q-value of the explored states at time t for the 

Fig. 11. Reward plots for different controllable state discretization levels for temporal difference (for 100 Monte Carlo runs) and adaptive Q-learning.

Fig. 12. Histograms of reward for last 200 episodes for different controllable state discretization levels for mean temporal difference and adaptive Q-learning al
gorithm considering the same initial Q-table initialization.
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update equation has been used. The performance of the algorithm is 
dependent on the reward obtained from the randomly chosen value used 
for the initialization of the Q-table. Therefore, simulations are per
formed with different Q-table initialization from the rewards of different 
initial random actions.

4.1. Off-policy reinforcement learning value prediction

As given in Ref. [44], Monte Carlo and temporal difference methods 
rely on the experiences to solve the prediction problem. However, in the 
former method, the policy update takes place at the end of each episode, 

Fig. 13. Battery power at different controllable state discretization level along with the SoC variation for TD learning and adaptive Q-learning, considering the same 
initial Q-table initialization in the last episode.

Fig. 14. Bivariate density plots of the power drawn from the main grid along with the SoC level variation for all the Monte Carlo simulation at different controllable 
state discretization during different tariff periods. Row 1: off-peak, row 2: mid peak, row 3: peak.
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after the rewards are obtained. While in the latter method, the learning 
is bootstrapped, i.e. estimated from an incremental experience. The 
exploration and exploitation of the action space are managed using ε 
greedy policy which is defined as: 

at =

{ argmax
a

Q(st , a) with probability (1 − ε),

random action P with probability ε.
(11) 

The ε parameter is used for exploration/exploitation where higher 
value promotes more exploration in the action space. Once the agent 
takes action at and obtains reward rt, and the environment transitions 

Fig. 15. The convergence characteristics at different SOC discretization levels for adaptive Q-learning algorithm.

Fig. 16. Convergence characteristics of the TD Learning process for different SoC discretization levels for 100 Monte Carlo runs. Sky Blue-Variance, Blue-Mean.
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from st to śt, the Q-table is updated as shown in (15). The value δ(st ,at ) in 
(15) depends on the state-action pair (st ,at). For the temporal difference, 
it is defined as: 

δ(st ,at ) = rt + γmax
at

Q(ś , at+1) − Q(st , at). (12) 

The convergence of (12) depends on the learning rate α as given in 
Refs. [45,46]. It follows the stochastic approximation principle of a 
convergent series as: 
∑

t
αt(st , at) = ∞,

∑

t
α2

t (st , at) < ∞. (13) 

The algorithmic convergence also depends on the number of times 
the state-action pair is visited M(st ,at), which is updated every time step 
as in (16). The relation of the step size with M(st , at) as adapted from 
Ref. [46] is given as: 

αt(st , at) = 1 / M(st , at). (14) 

Algorithm 1. Off-policy RL Algorithm based on Value Prediction
Initialize: Q(s, a)

for episode = 1, N do 
Initialize initial state s1 

s1 = [CSt , SOCin, PNet(1)]

for t = 1, T do: 
Choose at using ε greedy policy 
Observe: next state śt as per (1) and the data set. 
Reward rt(st , at) as per (9) or (10). 
Update Q-table as per the equation 
Q(st , at) = Q(st , at) + αM(st ,at )

δ(st ,at )e(st ,at ) (15) 
M(st , at) = M(st , at) + 1 (16) 
st←śt 

end 
end

The relation in (16), reduces the agent learning rate from the opti
mum Q-values for the next state śt as the state-action pair (st , at) is 
visited more often making the algorithm converging to an optimal 

policy. The detailed mathematical proof of this is given in Refs. [45,46]. 
The initial value of α is set to 0.5. The variable e(st ,at) defined in (15) is 
considered to be 1, in the case of temporal difference learning, since the 
decision is based on the reward of a single action. The value of γ is set to 
0.95, which is standard in contemporary RL literature [3].

The update equation for value iteration Q-learning is based on the 
maximum Q-value of the next state śt [18]. The temporal difference 
target δ(st ,at) is defined as: 

δ(st ,at ) = rt + γmax
a

Q(ś , at). (17) 

Since value iteration is a variant of temporal difference learning, the 
values of γ and e(st ,at ) are retained as previously defined. When future 
rewards are incorporated using n-step TD prediction, the learning pro
cess alternates between using average rewards in some steps and esti
mated rewards in others. The number of prediction steps depends on the 
value of λ. The TD learning deployed that incorporates future rewards is 
called TD(λ) prediction. However, the rewards obtained from previous 
states can be considered as future rewards as given in Ref. [44]. Hence it 
is formulated as an algorithm in the form of eligibility traces. However 
repeated trace algorithm in Ref. [47], performs better than the eligibility 
trace. Here, the variable e(st ,at ) is defined as: 

et(st , at) =

⎧
⎨

⎩

1 + γλet−1(st , at) if s = st and a = at ;

0 if s = st and a ∕= at ∀s, a;

γλet−1(st , at) if s ∕= st .

(18) 

The number of times a state is visited has been captured already in 
e(st ,at ). Hence, the value of λ is set to 0.5 as it provides a balance between 
Monte Carlo simulation-based control and single-step TD learning. The 
general structure of the off-policy value prediction has been shown in 
Algorithm 1. In addition to the RL techniques derived from dynamic 
programming, Q-learning derived from the adaptive ADP is described in 
the next section.

Fig. 17. SOC variation for different action level discretization levels for TD learning during different time of the day for 100 Monte Carlo runs.
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4.2. Off-policy adaptive Q-learning

Algorithm 2 represents an off-policy adaptive Q-learning, where the 
update equations (21) and (23) depend on the actions taken from the 
next state śt. Hence, the Q-table must be fully initialized for all state- 
action-pairs (st , at), making the learning process deterministic. An 
auxiliary table is used to update the main Q-table, hence accelerating the 
convergence of the algorithm. The algorithm also tunes the adaptive 
parameter for policy evaluation, enabling a trade-off between the cur
rent and future Q-function. The policies derived from the actions are not 
updated within the same episode. This adaptive Q-learning procedure is 
adapted from the algorithm described in Ref. [35] and applied to energy 
management in microgrids. 

Algorithm 2. Adaptive Q-Learning
Initialize: Q0(s, a), Z(0)(s, a)

for j = 1, N do 
Initialize initial state s1, 
s1 = [CSt , SOCin, PNet(1)]

for t = 1, T do: 
at = argmax

a
Q(j−1)(st , a) (19) 

Observe: next state śt as per (1) and the data set. 
Reward rt(st , at) as per (9) and (10). 
at́ = argmax

a
Q(j−1)

(
śt , a

)
(20) 

Update Z-table as per the equation 
Zt

(j−1)(st , at) = r(st , at) + αjZt
(j−1)

(
śt , aʹ

t
)

+
(
1 − αj

)
Q(j−1)

(
śt , át

)
(21) 

st←śt 
end 
Q(j)(st , at) = Z(j−1)

T (s, a) (22) 
for t = 1, T do: 
Q(j)(st , at) = r(st , at) + αjQ(j)(śt , aʹ

t
)

+
(
1 − αj

)
Q(j−1)

(
śt , aʹ

t
)

(23) 
end 
Z(j)(s,a)←Q(j)(st ,at)

j←j + 1 
end

As seen in Algorithm 2, the actions are taken based on the maximum 
Q-value obtained from (19). Thus, the agent does not explore the input 
action space as described in the previous off-policy Q-learning procedure 
in (11). The Q-update procedure is hierarchical in this method, where 
one form of the update process is performed within the episode, using 
Z(s, a) as shown in (21). However, convergence proof has not yet been 
established for the custom microgrid model. Therefore, the 

reassignment of the intermediate variable is performed using the theory 
presented in Ref. [35]. Applying Theorem 1.4. in Ref. [35] we get, 

lim
t→T

Z(t)(st , at) = Q(j). (24) 

Thus the update equation defined in (21), uses the Q-values from the 
previous episode Q(j−1) to initialize the Q-value for its update as given in 
(22). The Z(j−1)

T (s, a) obtained at the final step is used for initialization. 
The Q-value is further updated using the equation in (23). The updated 
Q-value becomes the initial value of Z(s, a) in the next iteration. As per 
Theorem 2.2 in Ref. [35], the value of Q(j) converges to: 

lim
i→∞

Q(i)(s, a) = Q*(s, a). (25) 

Hence, the stopping criteria 
⃦
⃦Q(i+1)(s, a) − Q(i)(s, a)

⃦
⃦

∞ is to be used as 
the criterion of convergence. As per Corollary 1 in Ref. [35], the step size 
increases with the episode for the convergence of the optimal policy. 
Hence, it is defined as: 

αj = tanh(b ln(j + 1)). (26) 

Here, j represents the episode number, since the number of episodes 
considered is 1000 to benchmark with the algorithm, described in the 
previous subsection. Therefore, the value of b considered here is set to 
0.005, so that αj approaches 1 with the episodes.

5. Results and discussions

The RL algorithms described in the previous section are implemented 
on the microgrid model shown in Fig. 1, using daily load demand and 
solar PV dataset. All simulations are carried out in MATLAB. The 
initialization of the Q-table for the off-policy RL algorithm as described 
in Algorithm 1, is based on initial random action. Then, Monte Carlo 
simulations were performed 100 times based on the rewards of the 
different initial random actions selected in every simulation. The 
simulation of Q-learning algorithm is performed for 1000 episodes, and 
the rewards and the parameters of the environment are analyzed 
accordingly. A single day simulation constitutes one episode, and the 
rewards are accumulated over several steps. The simulation is continued 
over several episodes until convergence in episodic rewards is achieved. 
The values corresponding to the state-action pair in the updated Q-table 
can be used to take the actions in real time.

Fig. 18. The power imported from the grid at different SOC discretization levels for 100 Monte Carlo runs for temporal difference learning.
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The initial state of charge for every episode is set to 50 %. The value 
of the converged rewards and the relationship between the power drawn 
from the grid and the variation of SOC during the day is analyzed using 
univariate and multivariate KDE plots. These plots are created using the 
function kdeplot() in the Seaborn library in Python [47]. The univariate 
plot of the reward is considered after 800 episodes which is equivalent to 
visualization of the posterior samples after a burn-in period for Markov 

Chain Monte Carlo (MCMC) family of algorithms. The kernel density is 
estimated at default parameters of the function where the grid-size is 
100, with Gaussian kernel and Scott method of determining the kernel 
size, scalar factor, and scale for each dimension. Since the number of 
samples in the case of adaptive Q-learning is small, the bivariate plots 
are generated by interpolating between the samples using the interp()

function in MATLAB with the cubic-spline method. The rewards for all 

Fig. 19. Reward plots for different exogenous state discretization levels for temporal difference (for 100 Monte Carlo runs) and adaptive Q-learning.

Fig. 20. Histograms of the reward for the last 200 episodes for different exogenous state discretization level for temporal difference and adaptive Q-learning al
gorithm considering the same initial Q-table initialization.
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the on-policy RL algorithms are analyzed, considering the samples ob
tained from the Monte Carlo simulation runs on different Q-table 
initialization, where the mean and the confidence intervals of one 
standard deviation around the mean are plotted. The univariate KDE 
plot for the same is plotted, considering the mean variation of the re
wards, obtained for all the episodes.

The operation of the battery considering the variation of its SOC and 
the power imported from the grid, is analyzed with the same Q-table 
initialization for different parametric study under consideration. The 
adaptive Q-learning algorithm is deterministic as per the Q-table 
initialization and the action selection in (19) and (20). Therefore, we 
obtain a single plot for the reward when the kernel density is estimated. 

Fig. 21. Convergence characteristics of the adaptive Q-learning for different exogeneous state level discretization.

Fig. 22. Convergence characteristics of the TD-learning algorithm for different exogeneous state discretization levels.
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The nominal simulation is conducted considering 11 action levels and 10 
states of the controllable and exogeneous states discretization levels for 
comparing the performance of algorithms at different exploratory pol
icies and decision intervals.

5.1. Analysis at different discretization levels

The RL algorithm has been analyzed at different discretization levels 
of the actions and the state space. The analysis is conducted by keeping 
one parameter constant and varying the discretization level of the other 

Fig. 23. Battery power at different exogenous state discretization level along with the SoC variation for TD learning and adaptive Q-learning considering the same 
initial Q-table initialization in the last episode.

Fig. 24. Bivariate density plots of the power drawn from the grid along with the SoC level variation for all the Monte Carlo simulation at different exogenous state 
discretization during different tariff periods. Row 1: off-peak, row 2: mid peak, row 3: peak.
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state variable. The value of ε in the greedy algorithm for the value 
iteration is set to 0.05, which is standard in many recent RL literatures.

5.1.1. Effect of action discretization
In this simulation, the action space discretization level is varied, 

while the discretization levels of the controllable and exogeneous states 
are kept fixed. It is observed from Fig. 3 that the reward variation in
creases with random initialization of the Q-table with the increase in the 
number of decisions in the action space. Moreover, it is also evident that 

the convergence time is faster in the case of smaller action space. In 
adaptive Q-learning, an increase in the size of the action space leads to 
the selection of more sub-optimal actions. As a result, penalties may still 
be observed even after the algorithm has converged. The higher initial 
spikes observed before convergence suggest that the battery operates 
mostly at extreme limits during the initial episodes.

The univariate reward distribution shown in Fig. 4 suggests that the 
converged rewards for the Adaptive Q-learning algorithm are better 
than those of the TD. The univariate mean in the case of adaptive Q- 

Fig. 25. Bivariate density plots of the power drawn from the grid and SoC variations for adaptive Q-learning algorithm at different discretization levels.

Fig. 26. Variation of SOC throughout the day for different exogenous state discretization levels for 100 Monte Carlo runs.
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learning is much lower than the one observed in TD learning. Moreover, 
in the case of TD-learning, the absolute amount of the rewards is less 
than the penalty defined in (10). This is because the penalty is induced 
for some initialization of Q-values. Hence, the average value becomes 
lower than the specified one in (10), when the overall rewards average. 
It also suggests that the deterministic algorithm is more likely to operate 
within the given battery SOC limits compared to stochastic algorithms. It 

is mainly due to the maximization step, which restricts the agent’s 
exploration of the action space.

In Fig. 5, it is observed that the battery operation shows greater os
cillations or extended idle periods in the case of adaptive Q-learning 
process. This can be detrimental to long-term battery life due to the 
oscillatory nature of battery actions at lower action levels.

The reward for higher action states in the case of TD learning is lower 

Fig. 27. Comparison of the daily episodic cost (in pounds) for adaptive RL and TD learning for different action level, SoC level and PNet level discretization.

Fig. 28. Reward plots for different exploration parameter levels for temporal difference (from 100 Monte Carlo runs) and adaptive Q-learning.
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compared to other cases. This suggests that higher action discretization 
can cause the agent to take more sub-optimal decisions. When the action 
discretization level is low, the battery SOC in the case of adaptive Q- 
learning tends to oscillate during periods of high solar PV generation 
throughout the day. In contrast, in the case of TD learning, SOC tends to 
stay mostly idle for extended periods, indicating limited battery utili
zation. A similar phenomenon is observed when the action space is 
discretized to 11 levels, where the battery is mostly utilized when the 
solar PV generation is high. However, the spike in SOC is observed 
during peak period, which is due to the suboptimal actions taken in that 

period. However, the ideal usage of the battery is observed at 21 action 
levels where the battery is charged during the low-price period of the 
day, charging and discharging during the PV period and discharged 
during the higher peak period. However, when the action discretization 
level is even higher, the battery operates primarily at high SOC mode 
taking up more power from the grid. This also explains the slow 
convergence of the rewards.

Bivariate density plot of the power imported from the grid and the 
SOC variation for Monte Carlo simulation is shown in Fig. 6 for off-peak, 
mid-peak and peak periods. It is observed that the spread in SOC 

Fig. 29. Histograms of the reward for the last 200 episodes for different exploration parameters considering same initial Q-table initialization.

Fig. 30. SOC variation for different exploration parameters in TD learning during different time of the day for 100 Monte Carlo runs.
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becomes more significant with higher action discretization levels. This 
implies that lower action discretization level results in a narrower range 
of SOC variation. Beside the convergence characteristics of the reward in 
Fig. 3, the convergence of other variables are shown in Figs. 7 and 8, for 
four levels of action discretization.

Similarly, we also observe the variation in SOC with change in action 
discretization levels in Fig. 9, and correspondingly the power imported 
from the grid in Fig. 10.

5.1.2. Effect of controllable state discretization
Next, the controllable state discretization space is varied while 

keeping the number of exogenous states and action space constant. The 
variation of rewards is shown in Fig. 11. The convergence characteristics 
of the tolerance and optimal Q-value is shown in Figs. 15 and 16

respectively for different SOC discretization levels. Unlike the pattern 
observed in the previous case, higher discretization causes a fewer vi
olations of the SOC limits. The violation is due to the inefficient 
approximation of the SOC to the nearest bin. Hence, it causes the agent 
to take sub-optimal actions inducing penalties for the agent, which is not 
observed in the coarse discretization levels. This trend is also visible in 
the rewards for adaptive Q-learning. It is observed in Fig. 12 that the 
average reward is better at the discretization level of 10 in the case of TD 
learning, which implies that the optimum performance is obtained at a 
specific SOC discretization level, as lower discretization causes poor 
approximation of the state. In contrast, a higher discretization level 
causes over-approximation of the state.

In the case of adaptive Q-learning algorithm, the performance re
mains similar at high discretization levels. Hence, similar rewards are 

Fig. 31. Battery power at different exogenous state discretization level along with the SoC variation for TD learning and adaptive Q-learning for the same Q-table 
initialization for the last episode.

Fig. 32. Bivariate density plots of the power drawn from the main grid along with the SoC level variation for all the Monte Carlo simulation at different exploration 
parameters, during different tariff periods. Row 1: off-peak, row 2: mid peak, row 3: peak.
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observed for 30 and 50 discretization levels. This is a result of optimal 
actions defined in (19) as there are no variation in the rewards with the 
increase in discretization states. However, in the case of TD-learning, we 
observe slight variation in the rewards with the increase in the dis
cretization levels.

In the SOC plots, shown in Fig. 13, for adaptive Q-learning algorithm, 
the response is oscillatory in the duration when PV generation is high, 

but with the increase in discretization level, the battery remains idle 
most of the time. However, as the discretization level increases the SOC 
space is explored more by the TD learning as compared to the adaptive 
Q-learning algorithm. At higher discretization levels, the agent follows 
the typical behaviour, i.e. charging during the off-peak period and dis
charging during the peak period. From the bivariate plots in Fig. 14
obtained for TD algorithm, we observe that the SOC variation is quite 

Fig. 33. Convergence characteristics of adaptive Q-learning for different episodes for different control time iteration.

Fig. 34. Reward plot for different control interval for temporal difference (for 100 Monte Carlo runs) and adaptive Q-learning.
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high when the discretization level increases. The analysis can also be 
reflected by the SOC variation and the power imported from the grid in 
Figs. 17 and 18 for various SOC discretization levels.

5.1.3. Effect of exogenous state discretization
Next, the exogenous state discretization space is varied, keeping the 

number of controllable states and action space constant, and the varia
tion of the reward is shown in Fig. 19. The convergence of the algorithm 

with respect to different exogenous state discretization levels is shown in 
Figs. 21 and 22. Lower variation is observed for the different dis
cretization levels of the exogenous variable. However, a decrease in 
reward overshoot for the adaptive Q-learning algorithm is observed with 
increase in the discretization levels. It signifies that there is a higher 
chance that the battery operates near to the SOC limits due to the 
inaccurate approximation of the load demand and PV generation.

The univariate density plots in Fig. 20 show slight differences in the 

Fig. 35. Convergence characteristics of TD learning at different control decision interval for 100 Monte Carlo runs.

Fig. 36. Histograms of reward for last 200 episodes for different controllable state discretization levels for temporal difference/adaptive Q-learning.
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converged rewards across different RL parametric variations. However, 
for the adaptive Q-learning algorithm in the case of low state dis
cretization, the battery operation has fewer fluctuations in battery 
commands as observed in Fig. 23. With further increase in the dis
cretization levels, the operation becomes more oscillatory due to high 
PV generation during the day, as shown in Fig. 23. Moreover, the SOC 
variation in the case of TD algorithm is minimal, and the battery oper
ates near the lower SOC limits.

In the bivariate density plot shown in Fig. 24, it is observed that more 
power is drawn at lower SOC which means more charging actions is 
preferred during the peak period of the day at lower discretization 

levels. The number of samples with higher SOC decreases as the dis
cretization level increases for all periods. However, in the case of 
adaptive Q-learning algorithm, the spread in SOC increases with the 
increase in discretization levels, as shown in Fig. 25.

The variation of the SOC with different exogenous state discretiza
tion values as shown in Fig. 26 does not affect the daily cost signifi
cantly. A comparison of the costs across different algorithms in Fig. 27
shows that the final cost remains similar regardless of the discretization 
levels of action and SoC. However, we observe a slightly lower cost for 
lower action levels in the TD learning and a slightly higher cost for the 
lower SoC discretization levels. Hence, we can conclude that the 

Fig. 37. Power imported from the grid at different control intervals for adaptive Q-learning.

Fig. 38. Variations of the power imported from the main grid for different control time intervals for TD learning obtained from 100 Monte Carlo runs.
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discretization levels and algorithms may slightly affect the daily cost, 
unlike the rewards or the operational characteristics.

5.2. Comparison with different exploration parameters

Fig. 28 shows that the uncertainty in the reward plot in the case of 
exploitation policy is quite high, making it highly susceptible to the Q- 

value initialization. With ε = 0.05, the reward of the system is consid
ered optimal, as shown in Fig. 29. This is consistent with most RL 
literature, which suggests that this value offers a good balance between 
exploration and exploitation strategies. Fig. 31 shows that the SOC 
variation in the case of the greedy policy is very similar to the one ob
tained from the adaptive Q-learning. However, the variation increases 
with greater agent exploration.

Fig. 39. Variations of SoC throughout the day in the case of TD learning, obtained from 100 Monte Carlo runs.

Fig. 40. Bivariate density plots of the power imported from the main grid and the power variation throughout the day for adaptive Q-learning.
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A higher spread in SOC variation is observed with the increased 
agent exploration, which is consistent with the pattern seen in Fig. 31. 
Similarly, we can observe how the SOC varies throughout the day with 
different exploration parameters as shown in Fig. 30. Additionally, from 
the bivariate plot in Fig. 32, it can be observed that the pattern becomes 
more rectangular as the tariff cost increases when the agent follows the 
greedy policy.

5.3. Comparison with decision at different time step

Fig. 34 shows that an increase in the decision time interval (Δt) leads 
to a decrease in the reward variation across different Q-value initiali
zation. This is due to the noise-filtering effect of averaging when the 
time interval increases. Noise plays a vital role in the adaptive Q- 
learning algorithm. The noise also plays a key role in the convergence 
characteristics of the algorithm as shown in Figs. 33 and 35.

Here, it is observed that the agent is highly penalized for operating 

Fig. 41. Reward plots for different exploration parameters level for temporal difference and adaptive Q-learning.

Fig. 42. Histograms of rewards for last 200 episodes for different controllable state discretization level for temporal difference/adaptive Q-learning.
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the battery near the SOC limits. Hence, the convergence time is longer. 
However, the convergence characteristics improve when the agent ob
serves the smoothed-out data. However, the averaging effect plays an 
essential role in the case of TD-learning, where the variation of the 
reward is higher. We observe that the converged reward is better when 
the data is not averaged. However, the performance of the algorithm, in 
terms of rewards, is similar to the adaptive Q-learning (see Fig. 36). The 
smoothness and better reward characteristics, considering original data 
is attributed due to the noisy and oscillatory nature of the power 

imported from the grid, as shown in Fig. 38. Similar characteristics is 
also observed in the case of SOC variation, where the battery operates 
near the lower limit with more noisy data, as shown in Fig. 39. It is also 
observed, that with the increase in Δt, the confidence interval of the 
variation of the SOC becomes wider. We also observe a similar pattern in 
the power exported from the grid for the adaptive RL algorithm as 
shown in Fig. 37.

Thus, it can be concluded that data averaging and the decision time 
interval play a vital role in the variation of the parameters with different 

Fig. 43. The variation of SOC during the day with the mean and the confidence bound for different variant of Q-learning for 100 Monte Carlo runs.

Fig. 44. Battery power at different exogenous state discretization level along with the SoC variations for TD learning and adaptive Q-learning.
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initialization of the Q-table. The bivariate plot of the power drawn from 
the grid along with the SOC characteristics, as shown in Fig. 40, also 
exhibits a similar trend. Higher spread in SOC has been observed as the 
decision control interval increases. However, violation of the limits 
causes the adaptive Q-learning algorithm to keep the battery operation 
idle as shown in Fig. 39. Hence, the battery operates near the initial SOC 
value. The characteristics of the rewards for different variants of Q- 
learning like repeated trace and value iteration are shown in Fig. 41. It 
shows slight variability of the rewards for different Q-value initializa
tions. However, the univariate plot of the converged rewards in Fig. 42
suggests that the variation of the converged mean reward in the case of 
repeated trace is higher, as compared to the other two algorithms. We 
observe in Fig. 44, that in case of the value iteration algorithm, the SOC 
variation oscillates when the PV generation is high. The battery in both 
algorithms operate in discharge mode during the peak period. The 
bivariate density plot in Fig. 45 shows that the battery in TD algorithm 
operates at lower SOC ranges as compared to the other variants. The 
SOC variation in the case of value iteration algorithm is smoother as 
compared to the other two variants of the algorithm. Similar analysis 
can also be extended to the variation of SOC as shown in Fig. 43.

We can therefore summarize our overall findings as: 

• Higher action levels cause slower convergence of the algorithm in the 
case of TD learning. Lower mean reward is obtained with higher 
variability to the Q-table initialization. At lower action levels multi- 
modal distribution is obtained between the SOC bivariate density 
plots.

• In the case of controllable state discretization, lower values cause an 
error in approximation. Hence, higher variation is obtained with 
lower mean reward to Q-initialization. With an increase in the dis
cretization level, the performance becomes similar. At higher dis
cretization level we observe a lower SOC fluctuation in adaptive Q- 
learning compared to TD-learning as shown in Fig. 13.

• The variation of the reward is similar with an increase in dis
cretization level of the exogenous state. However, it causes the 

battery to operate near the minimum SOC limit. At lower dis
cretization level, we observe a lower SOC fluctuation in adaptive Q- 
learning compared to TD-learning as shown in Fig. 23.

• Optimum performance in terms of reward is obtained when ε is set to 
0.05. Rewards in exploitation policy are prone to high variability to 
different Q-table initialization. We observe higher fluctuation in 
battery commands as the value of ε increases as shown in Fig. 31, 
which is not observed in adaptive Q-learning as it is a deterministic 
algorithm.

• The rewards obtained in longer control decision intervals on the 
original data are better as compared to the shorter time intervals 
with averaged data. The noise present in the data is evident from the 
high-frequency oscillations in power imported from the grid and the 
operation of the battery near the lower SOC limit.

5.4. Assumptions and limitations of the study

The work presented in this paper is conducted in a simplified envi
ronment to facilitate a deeper analysis and testing of the novel adaptive 
learning framework. It does not account for rapidly fluctuating tariffs, 
power flow interactions across multiple microgrids, or hierarchical co
ordination with a distribution system operator (DSO). Although the 
adaptive Q-learning approach theoretically achieves optimal solutions, 
it can become trapped in local optima due to noise in load demand, PV 
generation, and tariff inputs. Therefore, these realistic complexities are 
excluded, and the study is conducted for academic interests, focusing on 
the effect of various discretization levels in the state and action spaces 
and comparing traditional RL with the adaptive Q-learning framework.

6. Conclusion

In this paper, a thorough parametric study has been conducted 
considering different state and action discretization levels, agent 
exploration and exploitation properties and the performance at different 
control time intervals. The algorithms used in the simulations are 

Fig. 45. Bivariate density plots of the power imported, and state of charge variation obtained from 100 Monte Carlo runs during different tariff period. Row 1: off- 
peak, row 2: mid peak, row 3: peak.
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adaptive Q-learning and temporal difference learning. A detailed com
parison has been made based on the fluctuation in battery commands, 
convergence speed, and the induced rewards and penalties. Monte Carlo 
ensembles of the rewards, obtained from random Q-table initialization 
for TD-learning, is compared with the adaptive RL algorithm. The per
formances of the algorithms are also benchmarked with other variants of 
Q-learning e.g. the value iteration and repeated trace. The final rewards 
and induced penalties obtained for the adaptive Q-learning algorithm is 
better than that of the Q-learning, since optimal actions are imple
mented on the environment instead of agent exploration in the latter 
case. In terms of fluctuation of the battery commands, adaptive RL is 
better than the TD learning, as it induces lower fluctuation in the battery 
commands than the latter, which is helpful in the battery life in the long 
run. In the case of TD learning, the SOC variation is obtained across the 
given range with better utilization of the battery. The rewards are 
marginally better in the case of repeated trace RL. Higher oscillations are 
observed due to peak PV generation during the day for value iteration 
algorithm as compared to other variants of RL.

This study can be extended in the future to incorporate testing on 
larger datasets over longer time intervals with different non-stationary 
characteristics and testing with different tariff variants. Also, further 
analysis may include formulation and comparison of different reward 
functions for the adaptive Q-learning and deep Q-learning algorithms 
extending the findings in Ref. [34], along with their computational 
complexity vs. online implementation issues in real-time control of RES 
fed grid connected microgrids.
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