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 A B S T R A C T

High precision vortex-based flow measurement devices are subject to systematic measurement errors caused 
by installation effects and complex flow conditions that cannot always be directly measured or compensated. 
Correcting such systematic measurement errors is crucial for achieving a yet higher measurement accuracy 
and reliability. In this work we introduce a hybrid framework for error correction of vortex flow meters. 
The method uses physically-engineered features derived from computational fluid dynamics (CFD) simulations 
as inputs to a deep contrastive regression neural network. The network learns latent representations that are 
useful for predicting measurement errors under various pipe geometries and flow regimes. We demonstrate the 
effectiveness of this representation learning by testing the prediction performance of the framework under new 
pipe geometries not seen during training. The method demonstrates the potential of advanced deep learning 
models to extract physically meaningful features for error prediction tasks in complex, highly non-linear flow 
setups, in which CFD simulations reach their computational limits.
1. Introduction

Volumetric flow measurement devices are critical components in the 
process industries, essential for applications such as tracking oil and gas 
transfers, monitoring emissions, and ensuring efficient production [1]. 
To provide accurate measurements of the flow velocity, the installed 
flow meter is calibrated using predefined calibration protocols. In the 
case of vortex-based flow meters, these protocols are derived based on 
the assumption of a fully developed flow profile, typically observed in 
a straight pipe far away from any obstacles or flow disturbances [2,3].

In real-world industrial applications, the actual flow profile in pipe 
installations rarely corresponds to a fully developed flow profile. In-
stead, common pipe fittings include elbows, valves, pumps, or changes 
in pipe diameter that distort the velocity profile. Therefore, for the 
vast majority of industrial installations ideal installation conditions are 
rarely achievable due to economic and spatial constraints, thus non-
ideal conditions are standard. As a result of these distortions, the sensor 
readings under standard calibration procedures often suffer biases and 
systematic errors [1,2], carrying profound implications for industries 
that rely on precise flow measurements for their operational efficiency, 
safety and compliance with regulatory standards.
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In the case of vortex flow meters, the two optional solutions to com-
pensate for systematic measurement errors have proven inadequate: 
on one hand, an in-situ calibration of every new installation is too 
labor-intensive and impractical [4]. On the other hand, estimating the 
errors based on Computational Fluid Dynamic (CFD) flow simulations 
for specific setups [1,5] is infeasible for vortex flow meters. The reason 
is that the flow meter itself introduces unsteady flow phenomena, 
making the simulation accuracy and computational times impractical 
for commercial use.

In this paper we propose a novel approach to correcting systematic 
measurement errors of vortex flow meters, caused by non-ideal pipe 
fittings. The method combines data measured under several non-ideal 
conditions together with partial CFD simulations of the flow profile in 
the absence of the flow meter (and thus under steady flow conditions 
that allow for efficient and reliable CFD outcomes). A physics-informed 
deep learning algorithm uses both of these inputs to predict a calibra-
tion factor for a new installation, not seen during the model training. 
In particular, we demonstrate a first application of a deep contrastive 
regression network in order to extract physically meaningful features 
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for error prediction tasks in complex, highly non-linear flow setups, in 
which CFD simulations reach their computational limits.

2. Related work

Recent advances in machine learning (ML) and physics-informed 
modeling have significantly impacted sensor calibration and error cor-
rection [6], particularly in flow measurement and fluid dynamics [7]. 
However, a critical research gap exists at the intersection of two 
domains: (1) sensor calibration using ML and physics-informed ap-
proaches, (2) hybrid modeling techniques for fluid dynamics problems. 
This gap becomes particularly pronounced for vortex flow sensors, 
which pose unique challenges due to their inherent computational 
complexity and the need for generalization to new installations. In 
the following, we review the published work in these two domains, 
highlighting the contribution of the present paper.
Sensor calibration and error correction. The application of ML tech-
niques for sensor calibration and error correction has gained significant 
traction across various domains. General sensor calibration has seen 
successful applications of supervised ML models, particularly effective 
in scenarios where sensor drift, environmental noise, or manufacturing 
variability degrade accuracy [8–10]. These approaches demonstrate 
that even low-cost sensors can achieve near-reference accuracy when 
calibrated with robust ML techniques, commonly applied in air qual-
ity monitoring, temperature and humidity sensing, and portable gas 
detection systems [11]. For flow measurements in particular, ML and 
DL models, such as LSTM and CNN, have been applied to compensate 
for drift and errors [9,12–15]. The clear disadvantage of ML meth-
ods is their poor ability to extrapolate and generalize to predictions 
beyond the training conditions. This limitation is particularly problem-
atic for industrial applications, where sensors must perform accurately 
across diverse and previously unseen operational environments. Thus, 
pure ML methods are often ineffective for learning the calibration 
parameters in new installations, away from the training conditions. 
An alternative to ML methods is using physics-based models for flow 
meter error correction. This approach is proposed in a recent paper 
employing CFD simulations to calculate the effect of non-ideal pipe 
fittings in ultrasonic flow meters on flow measurement errors [16]. 
Unlike ultrasonic meters, where full CFD-based approaches are feasible, 
vortex meters require about a hundred times longer simulation times 
due to their inherent flow unsteadiness. Due to these prohibitive com-
putational times, the approach proposed in [16] is not applicable for 
vortex flow meters in operational settings.

Combining physics with ML approaches using hybrid methods is 
a growing research field. A recent work suggests combining ML with 
physical models for efficient calibration of engine mass flow esti-
mates [17]. The proposed approach is, however, limited to using mea-
sured data from the installed system, and does not address the cali-
bration of an unmeasured setup. In contrast, here we propose a hybrid 
approach to directly address the common operational scenario in which 
a new flow meter is installed and must be calibrated based on data 
collected previously from other measurement setups. This corresponds 
to an out-of-distribution generalization of the calibration algorithm, 
which is achieved by exploiting physical CFD simulations to compen-
sate for the absence of measured data. Extracting features from CFD 
simulated flow fields as input to DL models allows us to avoid a full 
simulation of the flow meter which would be infeasible for vortex flow 
meters.

We note that hybrid approaches combining CFD with ML methods 
(e.g Reduced Order Models or neural network surrogates) are often 
used to accelerate CFD simulations for predicting the flow field. The 
measurement calibration task that we address in this work is funda-
mentally different: the full simulation model in the presence of the 
vortex meter is computationally infeasible and thus cannot be directly 
replaced by a surrogate model. Instead, our model learns features from 
2 
a simpler CFD flow field, and combines them with measured data to 
bridge the simulation gap, and not only accelerate the simulation. This 
approach allows for calibration in a new setup, for which measured 
data is unavailable.
Deep learning (DL) for feature extraction in fluid dynamics. DL appli-
cations in fluid dynamics have proliferated extensively, with convo-
lutional neural networks demonstrating remarkable effectiveness for 
feature extraction from CFD flow fields [18,19]. The ability of DL mod-
els to extract useful representations for complex fluid dynamic tasks has 
inspired numerous applications. The most common applications are for 
dynamic modeling of flow properties [20–22] and accelerated equation 
solving and simulation using convolutional (CNN) or physics-informed 
neural network (PINN) architectures [23–29]. Our proposed approach 
is inspired by the previous success of CNN architectures to extract 
meaningful features from CFD flow fields. However, the application of 
the powerful feature extraction capabilities specifically for sensor error 
correction remains largely unexplored in the scientific literature, and 
is one of the main contributions of our work.

To achieve a powerful feature extraction out of the CFD flow 
fields, with generalization capabilities beyond the training set, we 
apply a contrastive learning neural network [30]. Contrastive learning 
has gained popularity in recent years for a multitude of classification 
tasks [31]. For regression tasks as the one we target here, an adap-
tation of the concept has been proposed [32], and applied to gaze 
direction and age estimations from human images [33]. Further ap-
plications of contrastive regression include action quality assessments 
from videos [34,35], speech quality assessment from audio signals [36], 
forest inventory mapping from satellite images [37], and remaining 
useful life prediction from sensor data [38]. However, to the best of 
our knowledge there has been no application of contrastive regression 
approaches to technical images, and in particular to CFD flow fields. 
Our application of contrastive regression to the prediction of calibration 
errors from CFD images is a crucial modeling ingredient that enables 
generalization of the error prediction to unseen setups.
Summary of the paper contributions. The comprehensive review of ex-
isting literature reveals several critical gaps, in the application as well 
as the methodology, that are covered by the present paper.

• Error correction for vortex flow sensors: To the best of our 
knowledge, no existing research addresses measurement error 
correction for vortex flow sensors using a hybrid approach based 
on combining measured-data with CFD simulations.

• Out-of-distribution generalization: Current approaches for sen-
sor error correction fail to provide reliable error correction for 
new installations or operational conditions not represented in 
training data. Our method enables out-of-distribution generaliza-
tion, using contrastive regression to extract predictive features 
that are robust to variations in the pipe geometry.

• Computational feasibility: Existing methods for flow measure-
ment error correction either rely on prohibitively complex CFD 
simulations or suffer from poor generalization capabilities when 
using pure ML approaches. Our proposed approach overcomes 
both challenges.

• Physics-informed ML for Error Correction: While hybrid meth-
ods excel in fluid dynamics simulation, their application to sen-
sor error correction, and particularly for complex flow sensing 
systems, is presented here for the first time.

• Contrastive regression for fluid dynamic applications: Our 
work is a first demonstration of using contrastive regression 
to optimize deep representation learning from CFD simulation 
outputs.

Our work addresses these gaps by proposing the first hybrid 
approach for vortex flow sensor error correction that combines 
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Fig. 1. The measuring principle of vortex flow meters based on the von 
Kármán vortex street phenomenon. When fluid flows past the bluff body 
(diameter 𝑑), alternating vortices are shed at a frequency 𝑓 that is directly 
proportional to the flow rate 𝑄. The proportionality factor 𝑐 must be estimated 
for every new installation. (Figure adapted from [40])

the feature extraction capabilities of deep learning with physics-
informed constraints to enable accurate out-of-distribution predic-
tions using realistic computational resources.

This represents a significant advancement in both sensor calibra-
tion methodology and practical industrial application, enabling reliable 
error correction for new installations without requiring extensive on-
site calibration or complex simulation tools. Moreover, the method-
ology demonstrates a first successful application of deep contrastive 
regression to fluid dynamic problems.

3. Description of the system

The measurement principle of vortex flow meters is based on the 
von Kármán vortex street phenomenon [39]. The flow meter consists 
of a bluff body which is immersed in the flowing medium. Vortices 
are generated in a consistent pattern downstream (see Fig.  1), and the 
frequency 𝑓 at which these vortices are shed is directly proportional to 
the volumetric flow rate 𝑄 in the pipe, 

𝑓 = 𝑐ref 𝑄. (1)

Thus, by measuring the shedding frequency, the flow rate can be 
calculated with a high degree of precision, assuming that the pro-
portionality constant 𝑐ref is known. This constant, also known as the 
calibration factor (calf), can be accurately determined in a standard 
calibration process under ideal, fully developed straight pipe flow 
conditions.

In real-world installation scenarios, however, flow meters are of-
ten installed close to pipe bends or obstructions, and thus the flow 
conditions deviate significantly from the ideal assumptions. Under 
such non-ideal circumstances, past observations indicate a potential 
deviation of up to 4.5% of the true calibration factor 𝑐 from the ideal 
one 𝑐ref. In the following we describe our proposed method for the 
prediction of the true calibration factor for a new non-ideal installation. 
The true calibration factor is termed calf and is defined as 

𝑐 =
𝑓
𝑄
. (2)
3 
4. Method overview

The proposed method is aimed at predicting 𝑐 for a new installation, 
using the measured values in a set of non-ideal flow installations. To 
this end, we propose to train a deep neural network with two data 
types: (i) the measured calibration factor 𝑐 for a set of non-ideal flow 
installations, and (ii) the steady flow field in the absence of the flow 
meter, derived for each installed setup using CFD simulations. The 
paired data, containing the flow fields and their 𝑐 labels is used during 
training.

At inference, however, we assume a standard situation for a newly 
installed flow meter, in which the steady CFD flow field can be obtained 
and the calibration factor 𝑐 cannot be measured, and must be predicted 
by the model.

To achieve this, we train a deep representation learning model. This 
is a deep neural network, that during training receives CFD flow fields 
as inputs, along with their corresponding calibration factor labels for 
several non-ideal flow installations. The network learns informative 
features of the flow field that are useful for the calibration factor 
prediction. Since the calibration factor values are continuous scalars, 
the neural network performs a regression task. At inference, when the 
target calibration factor is not available, the learned representations are 
used to map the available CFD fields to a predicted calibration factor 
value (see Fig.  2 for a schematic overview).

In the following sub-sections we describe (i) the lab data of cal-
ibration factor measurements used as the regression target variable 
(ii) the CFD simulation images used as the model inputs, and (iii) the 
physics-informed deep representation learning model.

4.1. Dataset description

To predict the correct value of the calibration factor 𝑐 for a newly 
installed vortex meter, we propose to rely on a small set of lab measure-
ments. Since the new installation may differ in various parameters from 
the lab conditions, we train a model that learns to transfer relevant 
information from lab conditions to the new installation. To this end, 
we performed a set of lab measurements in which the calibration factor 
was extracted for 420 different configurations. In a second step, we split 
the configurations into training and test (or inference) configurations. 
The training configurations are used to train a model that learns to 
predict the calibration factor using two dimensional (2D) flow fields 
from physical CFD simulations. The test configurations are held out for 
testing the trained model.

The calibration factor depends on several parameters. On one hand 
parameters related to the properties of the fluid, such as its density (𝜌), 
dynamic viscosity (𝜇) and flow velocity (𝑢). In addition, since most real-
world installations are of a complex geometry (e.g with multiple bends 
in the pipes) the calibration factor depends on the geometric properties 
of the installation. In particular, the distance of the sensor to the inlet, 
the shape of the pipe (how many bends and in which directions) and 
the orientation at which the sensor is installed in the pipe, with respect 
to the pipe bends.

In order to cover the important influencing factors we conducted a 
set of experiments, measuring the calibration factor while varying the 
following parameters:

1. The inlet disturbance (𝐺). Three pipe geometries were measured 
(see Fig.  3): (i) a pipe with a single-bend referred to as ‘‘Single 
bend’’ (ii) a pipe with an in-plane double bend, referred to as 
‘‘Double bend 2D’’ and (iii) a pipe with an out-of-plane double 
bend, referred to as ‘‘Double bend 3D’’, as shown in Fig.  3 . In 
both double bend configurations a straight pipe section with a 
length of 60 mm is placed between the two bends.
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Fig. 2. Schematic overview of the measurement error correction approach. 
(1) experimental acquisition of calibration data (2) numerical CFD simulation 
(3) physical feature extraction (4) data augmentation (5) DL model training 
with a ranked contrastive loss (6) the resulting latent representation z (7)t-SNE 
visualization of z (8) regression model mapping of z onto the calibration factor 
(calf).
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2. The pipe diameter 𝐷. Despite the theoretical expectation that 
the pipe diameter should not affect the calf beyond its effect 
on the Reynolds number, it is observed in practice that non-
ideal installations with different pipe diameters require different 
calibration factors. To allow for this variability in the model we 
perform experiments with two different diameters. The two pipe 
diameters correspond to NPS (Nominal Pipe Size) of 1 1

2 ’’ (labeled 
as ‘DN40’ throughout this paper) and 2’’ (labeled as ‘DN50’) 
respectively, according to the ASME B36.10M standard. All bend 
radii are 1.32𝐷 for DN40 and 1.45𝐷 for DN50.

3. The device orientation 𝜃. Measurements were conducted with 
𝜃 = 0◦ and 𝜃 = 90◦.

4. The inlet distance 𝐿, measured from the last bend outlet to the 
bluff body of the sensor, normalized with the pipe diameter 𝐷: 
𝑙 = 𝐿∕𝐷. Measurements with 𝑙 = 7, 12, 17, 22, 27 were conducted.

5. The Reynolds number 𝑅𝑒 = 𝜌 𝑢𝐷∕𝜇, capture the dependence 
on the fluid properties. The experiments were conducted at 7 
Reynolds numbers ranging from 12k to 270k.

We obtained the values of the calibration factor in experiments cover-
ing 3 inlet disturbances, 2 diameters, 2 orientations, 7 Reynolds number 
values, and 5 inlet distances, amounting to 420 different configurations.

A thorough understanding of the influencing factors and their rela-
tive importance is still lacking, making it difficult to fully explain the 
complex dependencies of the calibration factor. To demonstrate the 
non-trivial nature of the calibration factor curve, Fig.  4 compares the 
measured calibration factor values of 4 setups, including single bend 
and double bend 3D, each with both pipe diameters of DN40 and DN50.

From Fig.  4 it is seen that no simple transformation can explain the 
complex variability of the calibration factor over the entire parameter 
space. In particular, transferring the calibration factor values between 
two different inlet disturbances or two different pipe diameters is 
non-trivial and cannot be done with simple heuristics.

Motivated by this challenge, the method we propose is aimed at 
exploiting the available physical information about the flow properties 
in order to extract latent features that are relevant for an accurate 
prediction of the calibration factor in complex installations. To this end 
we make use of CFD simulations of the flow field, that can be carried 
out with reasonable numerical effort for a new pipe installation as long 
as the vortex meter is omitted from the simulation. In the following 
section we elaborate on the outputs of the CFD simulation, which are 
used as inputs to a deep representation learning network, predicting 
the calibration factor.

4.2. CFD simulation

The input to the proposed physics-informed model are features 
extracted from CFD simulations. For each configuration with a lab 
measurement of the calibration factor, we computed the full flow field 
in the relevant inlet distances using StarCCM+ [41]. The flow field 
is simulated on a 3D grid. The discrete cross-sectional cuts of the 
flow field are enumerated using the normalized inlet distance 𝑙 =
1...𝑙max, as illustrated in Fig.  3. Each of these cross-sectional cuts can 
be represented as a 2D grid of 3D-flow vectors describing the flow 
direction and intensity at each point on the simulated grid.

It is important to note that the CFD simulation computes the flow 
field in the absence of the flow meter, and thus cannot be used for 
a direct calculation of the calf. Including the flow meter’s bluff body 
in the simulation would disruptively increase the complexity, resulting 
in a prohibitively long computational time. In fact, even the simplest 
simulation geometries, such as the ideal straight pipe, suffers from 
high inaccuracies when the flow meter is included in the model. To 
demonstrate this, Fig.  5 shows the calibration factor, as calculated from 
a CFD simulation of a straight pipe for different Reynolds numbers, 
when the flow meter is included in the simulation. It is seen that 
the results fluctuate strongly in the range of 2%, significantly above 
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Fig. 3. Non-ideal inlet disturbances. The experimental setups of 3 inlet distur-
bances (left) and their corresponding CFD simulated flow fields (right). Top: 
Single bend, center: Double bend 2D, bottom: Double bend 3D.

Fig. 4. Calibration factor variability. The measured (normalized) calf values 
are shown as function of the inlet distance 𝑙 for 4 different setups: (a) Single 
bend, DN40 (b) Single bend DN50 (c) Double bend 3D, DN40 (d) Double bend 
3D, DN50. Different Reynolds numbers are plotted in different colors.

the acceptable error range and are additionally dependent on the 
grid resolution. Including the bluff body in the simulation domain 
requires transient and scale-resolving simulations to accurately capture 
the vortex shedding dynamics. The difficulty of accurate simulations in 
this case stems from the trade-off between resolution and complexity 
needed to model turbulent features, while keeping the computational 
cost manageable.

To achieve accurate calibration factor estimates, yet taking advan-
tage of existing CFD simulation capabilities, we propose to use the 
simulation when it is accurate and reliable, i.e in the steady regime. To 
5 
Fig. 5. Accuracy of CFD-based calibration factors. The calibration factors, 
calculated for a straight pipe using full CFD simulations (including the flow 
meter) with 3 different mesh resolutions, are shown as a function of the 
Reynolds number.

this end, our model receives simulation flow fields in the absence of the 
vortex meter, and combines them with measured data. The restriction 
to the steady regime allows the application of accurate state-of-the-
art CFD and turbulence models while keeping the computational cost 
orders of magnitude below the transient simulations that include the 
bluff body.

Below we describe the steps of the method and demonstrate its 
ability to extract meaningful features from the flow field, despite the 
fact that the device itself and the vortices it sheds are not modeled.

4.3. Physics-informed contrastive regression for calibration factor predic-
tion

As explained above, an estimate of the calibration factor for a new 
installation based on pure physical modeling is not feasible. A direct 
in-situ measurement of the calibration factor is also impractical in 
most cases. In this section we propose a hybrid model combining both 
physical simulation and lab measurement data to enable an accurate 
prediction of the calibration factor for a new installation. We consider a 
training set { 𝑗 , 𝑐𝑗}𝑗∈  for which both the measured calibration factor 
values 𝑐𝑗 and the calculated CFD flow fields  𝑗 are available for each 
configuration 𝑗. Each configuration in the data is defined by a distinct 
set of parameters {𝐺𝑗 , 𝐷𝑗 , 𝜃𝑗 , 𝑅𝑒𝑗 , 𝑙𝑗}𝑗∈ .

Using the training configurations, we train a deep learning re-
gression model 𝑐𝑗 = 𝑓 ( 𝑗 ) to map the CFD flow field onto the 
corresponding calibration factor value. To predict the calibration factor 
value for a newly installed configuration 𝑖 ∉  , we use the trained 
model with the CFD simulation of the flow field  𝑖 as input. Prior to 
the training we perform two steps of data augmentation and feature 
extraction that are described below.

4.3.1. Physics-informed data augmentation
To allow for proper training of deep learning models we increase 

the dataset size using three data augmentation steps:

1. Interpolation of calibration factor values. By imposing the conti-
nuity of the calibration factor value 𝑐 as function of the inlet 
distance 𝑙, we introduce additional calibration factor values 
between the available measurements by applying Clough–Tocher 
triangular interpolation [42] to generate a continuous surface 
from the discrete measurement points. Importantly, the inter-
polation only generates values within the physically measured 
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bounds, and we validated the interpolated surfaces for continuity 
and consistency with the original measurement points to ensure 
physical plausibility. We then complement the calibration factor 
data by producing the simulated flow fields corresponding to 
each of the interpolated inlet distances. This step augments the 
number of samples from 420 to 5040.

2. Symmetry-based augmentation. In the context of vortex flow me-
ters, the symmetry of the bluff body’s geometry ensures that 
certain transformations, such as 180-degree rotations or mirror-
ing, do not fundamentally alter the vortex shedding process, thus 
result in the same calibration factor value. Using the rotational 
and mirroring symmetries we obtain a further augmentation of 
the dataset from 5040 to 20160 samples.

3. Gaussian noise augmentation. To further enhance the robustness 
of the model and improve generalization to measurement noise, 
we introduce a noise-based data augmentation. Following best 
practices in ML-driven CFD modeling [43], we apply multiplica-
tive Gaussian noise augmentation. For each original flow field, 
two noisy variants are generated according to: 𝐮noisy = 𝐮 ⋅ (1 +
 (0, 𝜎2)) where 𝜎 = 𝛼 ⋅ max(|𝐮|) is computed channel-wise, 
with the noise intensity 𝛼 randomly sampled from the uniform 
distribution 𝛼 ∼  (0, 0.05). A sensitivity analysis was conducted 
to determine the optimal noise level, revealing that 0% noise 
provides baseline performance but with potential overfitting, 
and noise levels exceeding 10% lead to performance degradation 
due to excessive perturbations. Our selected threshold of 5% 
noise offers an optimal balance between robustness and accu-
racy. This augmentation strategy has been shown to enhance 
generalization in neural networks trained on flow field data. 
The multiplicative noise simulates relative uncertainties in CFD 
measurements while preserving the underlying physical char-
acteristics of the flow fields. This augmentation increases the 
dataset size from 20160 to 60480 samples.

4.3.2. Physics-informed feature extraction
Using CFD we simulate the full flow field  𝑗 for a given configu-

ration 𝑗. This includes the longitudinal flow 𝑢 along the pipe direction, 
and the secondary flow field along the pipe cross-section, described by 
the in-plane flow components 𝑣 and 𝑤. From the simulated raw flow 
field components 𝑢, 𝑣, 𝑤, we calculate a set of 5 physical features for a 
given configuration. This feature generation is motivated by the phys-
ical understanding of the potential variables influencing the dynamics 
of the flow at the vicinity of the bluff body, thereby having possible 
effects on the measured flow. The features were selected from a larger 
set of candidate flow metrics, including velocity-based, vorticity-based, 
strain rate, streamline-based, and turbulence features. This feature 
selection captures flow phenomena relevant to vortex shedding and 
flow dynamics near the bluff body while minimizing feature redun-
dancy. We note that optimal feature selection for physics-informed flow 
field representations remains an active area of research. Our future 
research will investigate alternative feature sets and automated feature 
selection approaches. The following 5 features are calculated for each 
configuration:

1. The downstream velocity field 𝑢(𝑥, 𝑦) at position (𝑥, 𝑦) on the 
cross-section.

2. The mean speed in the transverse plane along a streamline,

𝑠̄ = 1
𝑁

𝑁
∑

𝑠=1

√

𝑣(𝑥𝑠, 𝑦𝑠)2 +𝑤(𝑥𝑠, 𝑦𝑠)2.

where 𝑠 is the position along a local streamline with 𝑁 grid 
points.

3. The mean local in-plane direction of the stream,

𝜃̄ = 1
𝑁

𝑁
∑

𝑠=1
𝜃𝑠,

where 𝜃 = arctan(𝑣(𝑥 , 𝑦 ), 𝑤(𝑥 , 𝑦 )).
𝑠 𝑠 𝑠 𝑠 𝑠

6 
Fig. 6. Input features for a given configuration. Example of the 
5 × 3 × 64 × 64 input feature maps for a ‘‘Double bend 3D’’ configuration 
(DN50, 0◦ orientation, 𝑅𝑒 = 1.8 ⋅ 105). The rows represent three consecutive 
inlet distances (𝑙 = 7, 𝑙 = 6, 𝑙 = 5), providing the spatial sequence from which 
the model abstracts the dynamical properties and evolution of the flow field. 
Each column displays one of the five physical variables after subtraction of 
the ideal flow profile.

4. The mean local curvature of the streamlines,

𝜅̄ = 1
𝑁
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∑
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5. The direction variability as a proxy to the local vorticity,

𝜎𝜃 =

√

√

√

√
1
𝑁

𝑁
∑

𝑠=1
(𝜃𝑠 − 𝜃̄)2

Each of the 5 variables can be represented as a 2D feature map, 
corresponding to the magnitude of the variable at each simulated grid 
point of the cross section at the corresponding inlet distance.

To capture the dynamical properties of the flow at inlet distance 
𝑙𝑗 , we incorporate the extracted flow variables from the preceding 
distances 𝑙𝑗−1 and 𝑙𝑗−2 in addition to the flow properties at 𝑙𝑗 . The 
resulting input space 𝐗𝑗 for sample 𝑗 is therefore composed of 15 2D 
feature maps, where each of the five physical variables is calculated at 
three consecutive inlet distances.

As a final step of the feature calculation, we subtract from each 
2D map the corresponding map calculated in ideal flow conditions 
(for a straight pipe). In this way, we aim to narrow down the feature 
learning to flow properties that are responsible for the calibration factor 
correction due to non-ideal flow. The cylindrical 2D cuts are mapped to 
a square polar grid (𝑛× 𝑛) using bilinear interpolation of the flow field 
values from Cartesian (𝑌 ,𝑍) to polar coordinates (𝑟, 𝜃). The resulting 
dimension of the input 𝐗𝑗 is 5 × 3 × 64 × 64, consisting of 5 channels of 
3 × 64 × 64 3D features.

Fig.  6 shows an example of the input features for one selected 
configuration, specified by ‘‘Double bend 3D’’ inlet disturbance with 
diameter DN50, 0◦ orientation, Reynolds number of 1.8 ⋅ 105 at inlet 
distance 𝑙 = 7. In the figure the features are arranged as 5 columns 
of 3 × 2D channels. Each row corresponds to a different inlet distance, 
allowing for a direct comparison of a certain physical property at differ-
ent distances from the pipe inlet. The comparison shows an evolution 
of the input features, indicating the evolution of the flow field along 
the pipe. As explained below in Section 5.4, an ablation study confirms 
the intuitive expectation that input features at various inlet distances 
enable the model to capture dynamical properties of the flow, which 
are relevant for the prediction of the calibration factor.
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Fig. 7. Model architecture. The flow field features are fed into a convolutional 
feature extraction block (1) whose output is the latent representation 𝑧. The 
representation learning is trained using a Ranked Contrastive Loss (2). The 
resulting representation is used as input to a regression block (3) whose output 
is the predicted calf.

4.3.3. Deep contrastive regression for representation learning
We train a regression model to predict the calibration factor 𝑐𝑗 of 

a given configuration 𝑗 using the extracted flow features 𝐗𝑗 . The input 
𝐗𝑗 is fed into a 3D convolutional encoder neural network that outputs a 
latent representation 𝑧𝑗 of the entire feature space. The latent represen-
tations are then fed into a contrastive regression module, whose role is 
to align the latent representations according to their calibration factor 
value. This is done by incorporating a ranked contrastive loss, proposed 
in [33] for a different application. The optimally aligned features 𝑧∗ are 
then fed into a regression model to predict the calibration factor value. 
The model architecture is depicted in Fig.  7, and its main ingredients 
are explained in detail below.
The encoder network. The encoder is constructed of a hierarchical 3D 
CNN architecture to process volumetric CFD data, motivated by pre-
vious works demonstrating the effectiveness of residual architectures 
for fluid dynamics applications [44–48]. The network takes 5-channel 
3D flow fields as input and produces a 32-dimensional latent repre-
sentation through the following encoder pathway: (i) an initial 3D 
convolution (5→32 channels, kernel size 33) with ELU activation and 
3D dropout (𝑝 = 0.2), (ii) two residual blocks with progressive chan-
nel expansion (32→64→96) and spatial downsampling (factor 2× per 
block), each followed by 3D dropout (𝑝 = 0.2). Each residual block 
consists of two 3D convolutional layers with batch normalization, ELU 
activation, and skip connections. Global average pooling aggregates 
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the spatial information into a 96-dimensional feature vector, which is 
concatenated with a 16-dimensional device embedding learned from 
one-hot encoded device identifiers to distinguish different pipe diame-
ters. The combined 112-dimensional representation is projected to the 
32-dimensional latent representation 𝑧 via a fully connected layer with 
dropout (𝑝 = 0.2). This architecture achieves 4× total spatial reduction 
while maintaining gradient flow through residual connections, enabling 
efficient multi-scale feature extraction from 3D flow field data.
Contrastive regression loss. As demonstrated in Fig.  4 above, the calibra-
tion factor value cannot be predicted or extrapolated between different 
configurations using simple rules or transformations. In order to learn 
the relevant features that predict the calibration factor of a newly 
installed flow meter, we train our model with a variety of operational 
configurations. To be able to distil only features that are essential and 
effective for the prediction of the calibration factor 𝑐, we deploy a 
loss function that is aimed at aligning the feature space according to 
the value of their label 𝑐. Inspired by image-based regression tasks 
in other domains [33], we train the representation learning encoder 
using a Ranked Contrastive Loss. This loss function extends the concept 
of contrastive learning from classification to regression tasks, ensuring 
that inputs with similar target values are represented similarly in the 
latent space. In this way, the representation space is ordered according 
to increasing values of the regression target variable 𝑐.

To calculate the contrastive regression loss, we contrast each anchor 
representation 𝒛𝑖 with another representation 𝒛𝑗 by defining the rank-
ing set, including all representations whose calibration factor labels are 
further away from 𝑖 than 𝑖 is from 𝑗:
𝑖𝑗 ∶=

{

𝒛𝑘 ∣ 𝑘 ≠ 𝑖, 𝑑𝑖𝑘 ≥ 𝑑𝑖𝑗
}

.

Here 𝑑𝑖𝑗 denotes the distance between the calibration factor labels of 
samples 𝑖 and 𝑗, in our case the 𝐿1 distance norm 𝑑𝑖𝑗 = |𝑐𝑖 − 𝑐𝑗 |.

Given a batch of 2𝑁 input samples (in our case each sample includes 
5 × 3 𝑡𝑖𝑚𝑒𝑠 2D flow feature maps of a specific configuration), the 
representations {𝒛𝑖}2𝑁𝑖=1 of the batch samples are extracted using the 
encoder network. The set of scalar calibration factor labels of the batch 
samples are denoted as {𝑐𝑖}2𝑁𝑖=1. The ranked contrastive loss is then given 
by

RNC = − 1
2𝑁

2𝑁
∑

𝑖=1

1
2𝑁 − 1

2𝑁
∑

𝑗=1
𝑗≠𝑖

log𝑃 (𝒛𝑗 ∣ 𝒛𝑖,𝑖𝑗 ).

Here 𝑃 (𝒛𝑗 ∣ 𝒛𝑖,𝑖𝑗 ) is the likelihood that the representation 𝒛𝑗 is more 
similar to 𝒛𝑖 than all elements in the ranking set 𝑖𝑗 ,

𝑃 (𝒛𝑗 ∣ 𝒛𝑖,𝑖𝑗 ) =
𝑒 sim(𝒛𝑖 ,𝒛𝑗 )∕𝜏

∑

𝒛𝑘 ∈𝑖𝑗 𝑒
sim(𝒛𝑖 ,𝒛𝑘)∕𝜏

,

where the similarity function sim(𝒛𝑖, 𝒛𝑗 ) quantifies the proximity of 
feature embeddings of the two representations. Here we use the cosine 
similarity sim(𝒛𝑖, 𝒛𝑗 ) = (𝒛𝑖 ⋅ 𝒛𝑗 )∕(‖𝒛𝑖‖ ⋅ ‖𝒛𝑗‖).

Minimizing the ranked contrastive loss aligns the similarity of em-
beddings with the similarity of their labels. As a result, the embedding 
space of sample representations is ordered in increasing order of the 
calibration factor values.
The regression module. Once training with the contrastive regression 
loss is completed, the embedding space 𝑧∗ is ordered according to 
the target calibration factor values. This can be interpreted as fol-
lowing: during training the model learned to distil from the inputs 
only features that are informative for the prediction of the calibra-
tion factor. The next step is to train a regression model that maps 
the learned features onto the correct calibration factor value. The 
regression head processes the frozen latent representation through a 
four-layer fully connected network with exponentially decreasing di-
mensions (32→16→8→4→1), where each hidden layer employs SELU 
activation and Gaussian dropout (𝑝 = 0.2) for regularization. Train-
ing employs Huber loss (𝛿 = 0.001) for robust regression, provid-
ing resilience against outliers while maintaining sensitivity to small 
prediction errors.
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4.3.4. Train-test split
The original dataset (before augmentation) includes data collected 

from 6 different experimental setups, comprised of 3 different inlet dis-
turbances each with 2 pipe diameters. Each experimental setup includes 
70 measured calibration factor values in different device orientations, 
Reynolds numbers and inlet distances.

To test the generalization ability and applicability of the calibration 
factor prediction algorithm for new flow meter installations, we split 
the data such that the entire data from one experimental setup is not 
included in the training set and used only for testing. All experimental 
data from the remaining 5 setups is used for training and validation, 
with 5% of the samples randomly selected for validation.

5. Results

5.1. Calibration factor prediction performance

To evaluate the calibration factor prediction performance we com-
pare the calibration factor value 𝑐𝑖 predicted by the model for sample 
𝑖, with the experimental measurement of the calibration factor 𝑐𝑖. We 
define the relative prediction residuals for each measured calibration 
factor as 𝜖𝑖 =

(

𝑐𝑖 − 𝑐𝑖
)

∕𝑐𝑖.
To evaluate the performance for a newly installed flow meter, we 

repeat the train-test split several times. Each time we test the regression 
performance on data from one out of the six experimental setups, which 
is then left out of the training data.

The results of the proposed model are contrasted with the results of 
a naive baseline, in which the calibration factor prediction for a certain 
inlet distance is estimated as the mean over all training values with the 
same inlet distance.

Fig.  8 shows the relative calibration factor prediction residuals (in 
%) for two different ‘‘leave-one-out’’ scenarios. Panel (a) shows the 
results when the data of the ‘‘Single bend DN50’’ setup is used for 
testing, and Panel (b) when the data of the ‘‘Double bend 3D DN50’’ 
setup is used for testing. In each panel the residuals are averaged over 
all the configurations with the same inlet distance. The resulting mean 
and confidence bands are shown as function of the inlet distance (on 
a log scale). The residuals of the test set (solid red) are compared 
with those of the training set (dashed blue) as well as with the naive 
baseline (dotted gray). Two horizontal black lines at ±0.75% indicate 
the measurement device’s target accuracy, serving as visual reference 
to assess whether residuals fall within the acceptable tolerance limits.

The results show that the prediction errors of the calibration factor 
fall well within the required specifications of 0.75% for all training 
conditions. These include a variety of inlet disturbances, device ori-
entations, Reynolds numbers, and inlet distances. When testing the 
prediction for unseen setups the model achieves the required accuracy 
in the great majority of the measured conditions. As expected, for both 
of the testing setups, at very short inlet distances (close to the pipe 
bends) the strong non-linearity of the flow disturbance leads to higher 
prediction errors. However, despite the difficult transfer conditions 
(predicting for an unseen setup), these errors never exceed 1%. These 
remarkable results should be contrasted with our quotes of the effective 
calibration errors of up to 4.5%, that are typically reached under 
non-ideal flow conditions as the ones considered here. These results 
demonstrate the ability of the hybrid deep-learning approach to learn 
the essential properties of the flow that can serve as useful predictors 
of the calibration factor value, even though data from the specific setup 
has not been seen by the model during training. This is demonstrated 
here for two different unseen setups, which differ not only in their 
geometric properties (single inlet bending vs. three dimensional double 
bending) but also considerably differ in the complexity of the flow 
fields and their development along the pipe.

The comparison with a naive baseline confirms our findings re-
garding the strong generalization capability of the model: a simple 
8 
Fig. 8. Prediction performance results. The relative residuals 𝜖 of the calibra-
tion factor prediction are plotted against the inlet distance 𝑙 for two test sets: 
(a) single bend DN50 and (b) double bend 3D DN50. Each plot shows the mean 
and 95% confidence band over all test residuals with the same inlet distance. 
The results of the proposed model (red) are contrasted with a naive baseline 
(gray). The training residuals are shown in blue for comparison.

averaging of the existing calibration factor measurements is not suffi-
cient to accurately predict the calibration factor value for a new unseen 
setup. The naive baseline produced systematically biased calibration 
factor predictions, as well as very strong uncertainties, particularly at 
small to medium inlet distances, where different configurations tend 
to strongly differ from each other in their flow properties. Both the 
bias and the uncertainty are successfully mitigated by a model that 
captures the correct mapping between fundamental flow properties and 
the resulting calibration factor value. This is despite the fact that this 
relationship is highly non-trivial and not entirely understood.

5.2. Representation learning analysis

The proposed approach leverages the ability of deep learning to 
extract meaningful features from complex multi-dimensional data, in 
order to use these features for the calibration factor regression task. 
A crucial component of the model is the contrastive regression loss 
function, enforcing a target-ordered feature space.

The use of contrastive learning for classification tasks is well es-
tablished [30]. Here we adopt an approach that generalizes contrastive 
learning for regression tasks in which the target variable is not categor-
ical but continuous. The approach was introduced for regression tasks 
such as gaze direction as well as age prediction from face images [32,
33]. Here we adapt the approach for calibration factor regression 
from multi-channel 2D CFD flow fields. The contrastive regression 
loss is aimed at ordering the latent representation (embedding) space 
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Fig. 9. Latent space visualization. t-SNE plots of the learned representation 
space of the model when trained with (a) Ranked Contrastive Loss and (b) 
MSE Loss. Each panel corresponds to one of the 6 setups, with the last setup 
(lower right panel) used for testing. Data points are colored by their calibration 
factor labels.

extracted from the flow maps according to the target variable, which 
is in this case the calibration factor value.

To demonstrate the effect of the contrastive loss on the learned 
embedding space we visualize the embedding space with and without 
the contrastive loss. For the visualization of the embedding space we 
use the standard t-SNE dimension reduction technique [49] and plot 
each sample as a point in the reduced 2D-space of the first and second 
t-SNE dimensions.

Fig.  9 shows t-SNE plots of the latent space of the trained model with 
(a) and without (b) contrastive loss, using a standard MSE loss instead. 
The color of each point corresponds to its true calibration factor (calf) 
value. In this example, the testing setup was the double bend 3D DN50, 
with the other 5 setups used for training. The six setups are shown 
in separate panels to allow a direct comparison of the latent space 
between different setups. It is evident that the effect of the contrastive 
loss on the embedding space is crucial: only with contrastive learning, 
the embeddings are ordered according to their calibration factor values, 
where samples of similar calibration factor are represented close to 
each other in representation space. Moreover, only the contrastive loss 
enables the same latent space ordering for all 6 setups, indicating that 
the model learns features that have predictive power of the calibration 
factor, ignoring features that discriminate the different setups from 
each other. In other words, the contrastive regression loss allows the 
model to learn latent features that are relevant for the calibration factor 
prediction and to ignore features that are irrelevant for this task.
9 
It is important to note that the embedding space is correctly ordered 
not only for the training data, but also for the samples of the test 
setup (bottom right), that have not been seen during training. This 
implies that the model learns to generalize the feature extraction out 
of the training domain, despite the fact that none of the samples of 
the test setup was used for training. As a consequence, the regression 
task of mapping the latent space to the calibration factor value now 
becomes a simple task, obtained by a small fully connected network. 
The successful calibration factor prediction for a new unseen setup is 
the key achievement of the proposed method, as it allows to train on a 
small amount of experimental data from known setups and accurately 
predict the calibration factor for newly installed setups.

5.3. Interpretability and feature importance

The complex nature of the input and the black-box nature of the 
modeling approach encourage us to apply post-hoc approaches for deep 
learning model interpretability. In particular we aim at understanding 
what the model focusses on when it learns useful latent representations 
for the calibration factor prediction task. This can enhance the under-
standing of the physical variables that dominate the calibration factor 
dependence under complex conditions, at which purely physics-based 
calibration factor prediction is highly inaccurate.

Analyzing which parts of the input are relevant for the model output 
is commonly done using saliency maps and was first suggested for 
classification tasks [50]. The main idea of saliency maps is to visualize 
the gradients of the model output with respect to the single input pixels, 
and in this way to highlight the regions of the input, where small 
changes would cause the largest change in the output. In our case the 
input is composed of 5 × 3 × 2D maps, such that the calculated saliency 
maps end up having the same shape.

In order to enhance interpretability and reduce the noise of the 
saliency maps we calculated the saliency gradients, followed by a se-
quence of several well established smoothing techniques. In particular 
we followed the Guided Integrated Gradients method of [51] with a 
zero baseline (justified for inputs that indicate differences from the 
undisturbed flow), followed by path interpolation [52], guided back-
propagation [53], and Gaussian smoothing [54]. To focus on the im-
portance attribution for the latent representation learning, the saliency 
maps in our implementation correspond to gradients of the 𝐿2 norm of 
the latent representation ‖𝐳‖2 instead of the standard gradients of the 
regression output variable itself.

Fig.  10 displays the input maps and the saliency maps for two se-
lected configurations. For each configuration, the upper row shows the 
original 5 input channels (for simplicity we focus on the 𝑙𝑗 features) and 
the lower row shows the calculated saliency maps, where 1 indicates 
the highest importance. For each saliency map we calculated its relative 
importance (in %) by dividing its total importance score (summed over 
all pixels) by the total score of all channels together, and the result is 
indicated at the bottom of each map.

A close observation of the saliency maps in Fig.  10 reveals that 3 
of the channels are assigned a high relative importance: the down-
stream velocity, mean angles, and directional variability. This result 
is noticeable for both of the configurations shown in the figure (single 
and double bend 2D), and is consistent with physical intuition.

A second observation from the saliency maps is that the bright 
(high attention) areas are concentrated mostly near the pipe walls 
(represented at the right edge of the maps). This is consistent with 
fluid dynamic expectations, as these near-wall regions, characterized 
by high shear stress and boundary layer effects, are the primary drivers 
influencing the calibration factor correction. The fact that the model 
independently identifies these physically critical regions as highly rel-
evant validates its ability to extract meaningful physical features from 
the flow field, rather than relying on arbitrary correlations. While these 
results provide a strong qualitative foundation, future studies should 
focus on gaining a more quantitative understanding of the specific flow 
properties that determine the calibration factor.
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Fig. 10. Model interpretation. 5 input channels (color) and their correspond-
ing saliency maps (black & white) are shown for two testing configurations (a) 
Single Bend DN50 (Re = 12,000, 𝑙 = 7), and (b) Double Bend 2D DN50 (Re = 
23,000, 𝑙 = 27). The relative importance of each channel is indicated at the 
bottom of the saliency map.

5.4. Ablation study

The proposed modeling approach contains several ingredients
which are essential to guarantee the high performance of the flow 
measurement error prediction. A central ingredient, discussed at length 
in Section 5.2 is the contrastive regression loss function. As shown, 
reverting to a simple MSE loss fails to capture the informative features 
of the flow fields that allow for accurate calf prediction. Below we 
identify two additional ingredients of our approach, and demonstrate 
their contribution to the prediction performance.

Relative flow fields as inputs. The proposed model is trained with 2D 
flow field maps that are obtained by subtracting a reference flow field 
from the measured one. The reference flow field is the steady flow 
in a straight pipe under the same Reynolds number and at the same 
inlet distance. To demonstrate the effect of the relative compared to 
the absolute flow field, we train a model with the absolute flow field 
maps as inputs. The prediction results of the two model variants are 
shown in Fig.  11(a) for the ‘‘double bend 3D’’ setup test data (used 
in both cases only for testing). It is observed that the results based 
on absolute fields (yellow) fluctuate more strongly in their prediction 
accuracy, with prediction residuals that are occasionally above the 
0.75% target. Thus, training with the relative flow field maps (red) 
significantly increases the calf prediction accuracy.

Flow dynamics as inputs. As explained in Section 4.3.2, the inputs to 
the model at inlet distance 𝑙𝑗 comprise three flow field maps for each 
of the 5 channels, corresponding to transverse cuts of the pipe at the 
three consecutive inlet distances 𝑙𝑗−2, 𝑙𝑗−1, 𝑙𝑗 . This feature engineering is 
motivated by the physical understanding that the calf prediction error is 
strongly influenced by dynamic properties of the flow, that are reflected 
in flow modifications along the pipe axis. To test this hypothesis we 
performed an ablation study, training the model with a flow field at 
inlet distance 𝑙𝑗 without the inputs of additional distances. The results 
of this comparison are shown in Fig.  11(b) for the ‘‘double bend 3D’’ 
setup test data (used only for testing). We observe that the dynamic 
information is useful for accurate calf predictions particularly in inter-
mediate inlet distances, where discarding it (yellow) leads to increased 
prediction residuals compared to the proposed dynamic inputs (red).
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Fig. 11. Ablation study. The relative calf prediction residuals for a test setup 
(double bend 3D DN50) are plotted against the inlet distance 𝑙, comparing the 
proposed model (red) with a competing model version (yellow). Three model 
versions are shown: (a) using absolute instead of relative flow fields as inputs 
(b) using no flow dynamics as input (c) training with a standard MSE loss 
instead of ranked contrastive loss.

Ranked contrastive loss. As elaborated in Section 5.2, an important 
model ingredient is the ranked contrastive loss, which enables the 
alignment of the latent representations according to the target calf 
value. Replacing the contrastive loss with a standard MSE loss, thus 
directly minimizing the prediction error without a prior latent space 
alignment, is a third ablation study we performed. As shown in Fig. 
9(b) in the absence of the contrastive loss, the latent representations 
of the test data depend strongly on the setup (inlet disturbance and 
diameter). As a result, predicting the calf for a new installation becomes 
challenging and inaccurate. The prediction errors with (red) and with-
out (yellow) contrastive loss are shown in Fig.  11(c) for the ‘‘double 
bend 3D’’ test data. The prediction residuals without contrastive loss 
are significantly higher at low inlet distances (close to the disturbance), 
where the disturbance type is most important. This demonstrates that 
the latent space alignment achieved by the contrastive loss is es-
sential to obtain accurate calf predictions for newly installed sensor 
configurations.

5.5. Computational setup and hyperparameter optimization

Hardware and software infrastructure. All experiments were conducted 
on a server equipped with an NVIDIA H100 GPU (80 GB HBM3). The 
implementation utilized PyTorch 2.5.1 [55] and PyTorch Lightning 
2.4.0 [56] with automatic mixed precision training to optimize memory 
usage and computational efficiency.
Hyper-parameter optimization. To maximize model performance, sys-
tematic hyper-parameter tuning was conducted using the open-source 
framework Optuna 4.4.0 [57]. Specifically, the Tree-structured Parzen 
Estimator (TPE) was employed as the optimization strategy, enabling 
guided exploration of the hyper-parameter space while prioritizing 
promising configurations. The optimal hyper-parameter set was se-
lected based on validation performance, with multiple independent 
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Table 1
Hyper-parameter search (optimal values marked with *).
 Hyper-parameter Type Search range/values  
 Feature Extractor
 Dropout Convolution Layer Float [0.1, 0.2∗ , 0.3]  
 Dropout FC-Layer Float [0.1, 0.2∗ , 0.3]  
 Encoder Channels Tuple [(8, 16, 32), (16, 32, 64), (32, 64, 96)∗] 
 Latent Space Dimension Integer [16, 32∗ , 64]  
 Regression Model
 Depth Integer [3, 4∗ , 5]  
 Dropout Float [0.1, 0.2∗ , 0.3]  
 Delta Float [0.1, 0.005, 0.001∗]  

Table 2
ML training runtime benchmarks.
 Metric Value  
 Total number of epochs 50  
 Time per epoch 45 s  
 Total training time 37.5 min 

trials conducted to ensure statistical robustness and reproducibility of 
results. Table  1 shows the hyper-parameter search ranges and optimal 
values (marked with *).

5.6. Computational performance and runtime analysis

To demonstrate the operational viability of the proposed approach, 
we provide detailed runtime benchmarks for both the machine learning 
training phase and the inference stage.
Training performance. The neural network was trained for 50 epochs 
on NVIDIA H100. Table  2 summarizes the training runtime metrics.
Inference performance. A critical requirement for operational deploy-
ment is real-time prediction capability. Our trained model achieves 
inference times of less than 5 ms per prediction, enabling seamless 
integration into time-critical applications and real-time monitoring 
systems.

CFD performance. The CFD simulations for generating the training 
dataset were performed using StarCCM+ 2310 in double precision 
mode on a HPC cluster using AMD EPYC 7742 nodes with 64 cores per 
node. The CFD process including meshing, computation and postpro-
cessing was fully automated and required minimal user input. Due to 
the different configurations and Reynolds number-dependent meshing 
simulation times varied widely for different configurations, but each 
simulation required less than one hour on average with the meshing 
process being completed in less than one minute. All simulations were 
performed using 128 CPU cores.

As the available HPC infrastructure was not a limiting factor for 
these calculations, no additional runtime tests were performed. We 
estimate that the computation time per simulation could be further 
reduced by at least 50%.

These benchmarks confirm that the proposed method achieves op-
erationally viable computation times suitable for practical deployment.

6. Conclusion

Systematic measurement errors pose a long-standing challenge to 
high precision flow meters. For flow meters based on dynamic measure-
ment principles, such as vortex-based meters, the problem is aggravated 
by the impracticability of error correction based on CFD simulations 
alone. On the other hand, purely data-driven error correction may be 
suitable for existing measurement setups, but cannot provide accurate 
enough results for operational applications with previously unseen 
sensor installations.
11 
In this paper we presented a novel hybrid approach to flow mea-
surement error correction based on a combination of CFD simulation 
outputs and a deep representation learning model. The method ex-
ploits the CFD tool in steady, computationally tractable regimes, and 
complements the missing dynamics by learning CFD features that have 
predictive power of measurement errors. After being trained on lab 
data, the model is capable of accurately predicting the systematic 
measurement errors for newly installed setups, unseen during training, 
despite their high physical complexity. This is enabled due to the use of 
ranked contrastive learning, which aligns the latent CFD-driven feature 
space with the value of the measurement calibration factor. The use of 
contrastive regression for technical images (and in particular for CFD 
flow fields) is demonstrated here for the first time.

The model shows a particularly strong performance in challenging 
flow regimes, including low Reynolds number conditions and regions 
close to the pipe inlet, where alternative methods often struggle with 
accuracy and computational barriers. Furthermore, the machine learn-
ing framework provides valuable insights into the physical influences 
governing flow behavior across different setup geometries and flow 
parameters, contributing to targeted sensor design improvements and 
optimization strategies.

The proposed framework illustrates how advanced deep learning 
models can both substitute for and augment traditional simulation 
tools such as CFD, particularly in highly complex and strongly non-
linear regimes where conventional simulations encounter fundamental 
limitations in accuracy and computational efficiency. We therefore 
believe that the potential applications of this framework extend far 
beyond mere error correction in flow measurement devices, opening 
promising avenues for broader use.

Following these promising results, our future research will focus on 
expanding the data set and validating the approach under a broader 
diversity of measurement setups and operational conditions. We aim 
to investigate material property variations, temperature effects beyond 
Reynolds number encoding, and multiphase flow regimes, which would 
require enhanced CFD modeling and additional experimental validation 
data. Furthermore, deeper analysis of the automated feature selection 
mechanism could provide additional insights into the physical drivers 
of measurement errors and guide targeted sensor design improvements.
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Appendix. CFD methodology

The resultant flow profiles of three flow disturbance configurations, 
corresponding to the experimental configurations in Section 4.1, were 
simulated using StarCCM+. The objective of these simulations is to ob-
tain a flow field that represents the inflow condition for the vortex flow 
meter. The flow field is then used as input for the deep representation 
learning model.

Each disturbance configuration is set up with a straight pipe inlet 
section with a length of 10 pipe diameters and a straight pipe outlet 
section with a length of 100𝐷. Flow disturbance profiles are extracted 
downstream of the disturbance in 1𝐷 increments. As only steady in-
compressible flows are considered within the scope of this work, the 
Reynolds number 𝑅𝑒 = 𝜌𝑈𝐷∕𝜇 is the only independent variable besides 
the geometric position [58]. Therefore the variables 𝜌, 𝑈 and 𝐷 are all 
set to the numeric value of 1 (using the appropriate units in the SI unit 
system) in order to obtain non-dimensional flow variables directly from 
the simulation results. The desired Reynolds number is set by adjusting 
the dynamic viscosity 𝜇.

For each configuration, profiles corresponding to the Reynolds num-
bers of the experiments are simulated. Using the StarCCM+ meshing 
tool, a parametrized computational mesh consisting of a prism layer 
and a polyeder volume mesh is generated. The initial wall layer thick-
ness is 

√

8𝐷
√

𝜆𝑅𝑒
 (with 𝜆 = 0.02, assuming hydraulically smooth pipes), 

corresponding to a theoretical 𝑦+ value of 1. Using a growth ratio of 
1.2, the prism layer is built until the target volume mesh element size 
is reached. This size is set to 3% of the pipe diameter, following a full 
mesh independence study. The mesh element size is refined by a factor 
of 2 in the immediate vicinity of the disturbance.

Steady-state RANS (Reynolds-averaged Navier–Stokes) calculations 
are performed using StarCCM+’s segregated solver and the MUSCL 3rd 
order upwind discretization scheme, limiting spurious oscillations in 
the solution. As turbulence model a Reynolds Stress Transport model is 
chosen, namely the Linear Pressure-Strain Two-Layer model [59]. The 
velocity profile for an infinitely long pipe at the respective Reynolds 
number is applied as inlet condition. This profile is calculated using 
the same simulation setup, but a different (much smaller) mesh, repre-
senting only a small slice of a pipe. The outlet boundary condition does 
not allow backflow.
12 
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