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A B S T R A C T

Conventional laminate layup design relies on search-and-evaluate strategies that become intractable as ply 
counts grow, offering limited guarantees of feasibility, interpretability, and efficiency. While surrogate modelling 
and optimisation using artificial intelligence have accelerated composite design, most approaches still explore 
the design space via a search-centric manner. Generative methods offer an alternative by incorporating per
formance criteria, but often operate with restricted orientation sets, lack interpretability, or require auxiliary 
tools to ensure feasibility. This article introduces LayupFormer, a physics-informed Transformer framework that 
reformulates laminate layup design as an inverse sequence generation problem. The solution embeds mechanics 
through laminate parameters derived from Tsai’s invariants and constrains designs with a domain-specific 
grammar over ply orientations. The framework couples a high-fidelity predictor, which regresses load and 
stiffness, with a generator that directly produces requirement-compliant layups efficiently across data scales. 
Attention analyses reveal that LayupFormer captures long-range through-thickness interactions and internalises 
laminate principle, providing interpretable insights into the generation process. Experimental validation con
firms that LayupFormer-designed layups achieve superior bearing performance and reduced variability 
compared with empirical baselines. LayupFormer establishes a unified physics-informed generative framework 
that transforms laminate design from search-based optimisation into an interpretable and data-efficient inverse- 
design process, paving the way for scalable and automated composite design.

Nomenclature

Roman symbols
A Extensional stiffness matrix of the laminate
B Bending-extension coupling stiffness matrix of the laminate
D Bending stiffness matrix of the laminate
t The specific t-th layer of the laminate
T Total number of plies in the laminate
P Maximum bearing load in the bearing test
K Initial bearing stiffness obtained from the load-displacement 

response
Abbreviations
ASTM American Society for Testing and Materials
ASTM D5961 

M
Standard Test Method for Bearing Response of Polymer Matrix 
Composite Laminates

VA-RTM Vacuum-assisted resin transfer moulding
FEM Finite element method
Abaqus Commercial finite element software used for high-fidelity 

simulations
DD Double-double laminate family

(continued on next column)

(continued )

Quad Quasi-isotropic laminate family
Sym Symmetric laminate family
CLT Classical laminate theory
DSL Domain-specific language
CNN Convolutional neural network
ANN Artificial neural network
GAN Generative adversarial network
ML Machine learning
LayupFormer Deep generative model proposed in this work for laminate layup 

design

1. Introduction

Fibre-reinforced polymer (FRP) composites are increasingly 
employed in aerospace, wind energy, marine, and civil engineering due 
to their high specific strength, fatigue resistance, and design flexibility 
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[1,2]. Among them, laminated composites are particularly attractive 
because their mechanical properties can be tailored through ply orien
tations and stacking sequences, enabling near-optimal performance 
under diverse service conditions [3,4]. However, this designability also 
renders the layup design problem highly complex, as small variations in 
ply angles or stacking order can result in significant changes in stiffness, 
strength, and failure behaviour. The challenge intensifies as the number 
of plies grows, leading to an exponentially expanding solution space [5].

Classical laminate theory (CLT) provides an analytical framework for 
characterising laminate stiffness [6,7]. Building on CLT, Tsai and 
co-workers proposed invariant-based descriptions of laminate stiffness 
and the Double-Double (DD) family, offering new analytical design 
routes [8–11]. While these approaches provide fast analytical insights, 
they cannot capture realistic load bearing and failure processes under 
complex service conditions, necessitating more sophisticated optimisa
tion strategies. Meta-heuristic optimisation methods such as genetic 
algorithms (GA), ant colony optimisation (ACO) [12–16], and 
branch-and-bound have been combined with CLT to search for optimal 
stacking sequences [17,18]. To further enhance efficiency, 2D and 3D 
sampling optimisation methods have been developed, which utilise 
continuous lamination parameter feasible regions to robustly guide the 
design [19–22]. However, even these advanced strategies typically rely 
on a multi-step retrieval process from continuous parameters to discrete 
layers, essentially remaining bound to the iterative search framework. 
More recently, machine learning (ML) surrogates trained on finite 
element analysis (FEA) data have accelerated laminate design by 
providing rapid performance evaluation [4,23–25]. Nevertheless, these 
methods still follow a forward design paradigm: propose a laminate, 
evaluate its performance, and iteratively refine via optimisation. Such 
forward approaches face two major challenges: (i) the search process is 
only loosely aligned with laminate design logic, and (ii) the solution 
space expands exponentially with ply count, making optimisation 
computationally intractable for realistic laminates [26–29]. Generative 
methods offer an alternative inverse design route. Conditional GANs 
(cGANs), for instance, have been applied to generate laminates that 
satisfy given requirements [30–32]. However, their application is typi
cally limited to restricted laminate families (e.g., Quad or DD types) and 
their stochastic generation lacks interpretability, obscuring the rela
tionship between requirements and layups.

Inspired by recent advances in natural language processing (NLP), 
where Transformer-based generative models have achieved remarkable 
success in sequence generation tasks [33–36], laminate layup design can 
be reformulated as a requirement-conditioned sequence generation 
problem. In this view, ply orientations and laminate types constitute a 
domain-specific language (DSL) governed by syntactic rules, while 
performance requirements are embedded into high-dimensional latent 
representations. This analogy enables the development of generative 
frameworks that directly map design requirements to feasible and 
manufacturable layup sequences, bridging the gap between 
optimisation-based search and interpretable inverse design.

In this paper, we propose LayupFormer, a physics-informed Trans
former framework for composite laminate inverse design. LayupFormer 
integrates a predictor with Tsai’s modulus-informed embedding to 
ensure physics-consistent performance regression, and a grammar- 
constrained generator for requirement-conditioned layup sequence 
generation. LayupFormer is validated on an open-hole tensile case but is 
not limited to this scenario; its design principles are extensible to diverse 
objectives, laminate families, and loading conditions. The contributions 
of this work are as follows: 

● Reformulation of the laminate layup design as a requirement- 
conditioned sequence generation task inspired by NLP.

● Introduction of a physics-informed embedding derived from Tsai’s 
invariants to enhance sample efficiency, training stability, and 
interpretability.

● Development of a Transformer-based predictor-generator framework 
(LayupFormer) that couples physics consistency with attention- 
based interpretability.

● Establishment of a closed-loop evaluation pipeline integrating FEM 
data generation, large-scale surrogate expansion, and experimental 
tests.

The organisation of this article is presented below. Section 2 in
troduces the proposed methodology, including the formulation of a 
domain-specific language for laminate design, the architecture of the 
LayupFormer predictor and generator, and the evaluation and valida
tion protocols. Section 3 reports the results obtained in the open-hole 
tensile case, followed by an in-depth discussion of physics-informed 
embedding, attention-based interpretability, and validation scope in 
Section 4. Section 5 concludes the paper with a summary of the key 
research findings and potential directions for future work.

2. Methodology

The methodology is presented from three perspectives: 

(i) The design of a domain-specific language (DSL) that encodes 
laminate layup sequences and their governing grammar rules.

(ii) The architecture of the LayupFormer framework, which consists 
of a physics-informed predictor and a grammar-constrained 
generator.

(iii) The evaluation and validation protocols, which define the case 
study and the procedures used to assess the effectiveness of the 
framework.

2.1. Data pattern: domain-specific language for layup design

The hypothesis of this study is that laminate layup design can be 
reformulated as a rule-constrained sequence generation problem, where 
ply orientations form a structured sequence subject to manufacturing 
and mechanical rules. This sequential nature closely resembles how 
words in natural language combine under syntactic and semantic con
straints to form meaningful sentences.

To illustrate this analogy, Fig. 1 presents the structural correspon
dence between laminate layup design and language modelling. Each ply 
orientation is represented as a token, while stacking rules such as bal
ance and symmetry act as grammatical constraints that define feasible 
combinations. Performance requirements play a role analogous to lin
guistic context, conditioning the generation process toward valid and 
meaningful sequences. Both problems therefore share the nature of rule- 
constrained sequence generation.

Building on this analogy, we define a domain-specific language (DSL) 
that formally encodes laminate feasibility and manufacturability 
through explicit grammatical constraints. It comprises three key 
elements: 

(i) Ply angle tokens: discrete orientations drawn from the range 
[-85◦, 90◦] with a step of 5◦, yielding 36 admissible values based 
on manufacturing precision.

(ii) Laminate type token: indicating the structure class, namely Quad, 
DD, and Sym.

(iii) Special tokens: including <bos>, <eos>, <pad>, and <mask>, 
required for Transformer-based autoregressive generation.

In addition to the lexicon, laminate design requires adherence to 
syntactic grammar rules: 

(i) DD laminate: the first four plies form two ±θ pairs, and the 
remaining plies are obtained by repeating this four-ply unit.
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(ii) Quad laminate: the first half-stack is generated using only [0◦, 
±45◦, 90◦]; the second half-stack mirrors the first. Balanced 
counts of +45◦ and −45◦ are enforced.

(iii) Sym laminate: the first half-stack may include arbitrary orienta
tions, but each non-0◦/90◦ angle must appear with its opposite to 
satisfy symmetry and balance; the second half-stack mirrors the 
first.

This DSL explicitly encodes laminate feasibility and manufactur
ability as grammatical constraints, ensuring that any generated 
sequence corresponds to a physically valid laminate. It provides the 
foundation upon which LayupFormer learns the mapping between 
design requirements and layup sequences and can be readily extended to 
accommodate different performance objectives, laminate families, and 
loading scenarios.

2.2. LayupFormer framework

The proposed LayupFormer is a physics-informed generative 
framework designed for inverse laminate layup design. It integrates two 
complementary modules: (i) a predictor, which establishes a physics- 
consistent mapping from ply sequences to laminate performance, and 
(ii) a generator, which realises the inverse process by producing 
requirement-compliant layups conditioned on target properties.

Together, these two modules form a closed generative-evaluative 
loop that enables direct mapping from performance requirements to 
feasible and manufacturable laminate designs. The overall architecture 
is illustrated in Fig. 2, where the generator employs a Transformer 

encoder-decoder to autoregressively generate layup sequences under 
syntactic and physics-informed constraints, while the predictor employs 
an encoder-only Transformer to regress target properties from ply 
sequences.

The predictor incorporates Tsai’s modulus-informed embedding, 
which grounds the input representation in laminate mechanics, thereby 
improving training stability, sample efficiency, and interpretability. Its 
trained model not only functions as a standalone regression tool but also 
serves as a surrogate evaluator in the generator’s training. The gener
ator, by contrast, conditions on design requirements (performance in
dicators and laminate type) and produces valid sequences guided by 
grammar rules and further constrained through performance- 
consistency checks against the predictor.

2.2.1. LayupFormer predictor
The predictor in LayupFormer establishes the forward mapping from 

laminate layup sequences to performance indicators, specifically the 
maximum load-bearing capacity P and the equivalent stiffness K. As 
illustrated in Fig. 3, it adopts an encoder-only Transformer architecture, 
designed to capture both local interactions and long-range dependencies 
across plies. Each encoder layer consists of multi-head self-attention, 
feed-forward sublayers, residual connections, and layer normalisation, 
enabling the model to internalise through-thickness interactions 
inherent in composite laminates.

To ground the predictor in physical principles, LayupFormer in
corporates an embedding strategy based on Tsai’s invariants [7,11]. For 
an orthotropic ply with reduced stiffness matrix Q, its transformed 
stiffness in the laminate coordinate system at orientation θ can be 

Fig. 1. Conceptual analogy between laminate layup design and language modelling.

Fig. 2. The proposed LayupFormer architecture.
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expressed as: 

Q(θ) =
∑4

j=1
IjTj(θ), (1) 

where Ij are material invariants independent of θ, and Tj(θ) are trigo
nometric functions of the orientation angle. Integrating ply contribu
tions through the thickness yields the laminate stiffness matrix ABD: 

ABD=
∑T

k=1
(Q)k

⎡

⎢
⎢
⎣

(zk − zk−1)
1
2
(
z2

k − z2
k−1

)

1
2
(
z2

k − z2
k−1

) 1
3
(
z3

k − z3
k−1

)

⎤

⎥
⎥
⎦, (2) 

where z denotes the coordinates in the thickness direction, T represents 
the total number of layers, and k refers to the k-th ply.

Drawing inspiration from Tsai’s invariant formulation, we represent 
each ply angle θ by a harmonic feature vector directly linked to laminate 
parameters: 

Φ(θ)= [cos θ, sin θ, cos 2θ, sin 2θ, cos 4θ, sin 4θ]. (3) 

Tsai showed that the components of the transformed ply stiffness and 
lamination parameters can be expressed as linear combinations of cos 2θ,
sin 2θ, cos 4θ, sin 4θ, with coefficients given by material invariants. The 
feature vector Φ(θ) therefore explicitly includes these fundamental 
stiffness harmonics (2θ, 4θ) and augments them with first-order terms 
(cos θ, sin θ) to preserve the geometric uniqueness of the ply orientation. 
For a laminate with T plies, the layup {θk}

T
k=1 is encoded as a sequence of 

such harmonic embeddings, forming an input matrix E ∈ RT×6 with rows 
Ek = Φ(θk). This sequence E serves as the tokenised input to the pre
dictor, ensuring that each token carries an angle representation aligned 
with the spectral basis of Tsai’s invariant theory rather than a raw scalar. 
In this way, the network does not need to rediscover the periodicity and 
symmetry of the ply orientations from data alone, which empirically 
improves the regression accuracy and ensures better generalisation to 
unseen layups compared with angle-only or simple [cos θ, sin θ]
encodings.

Given a sequence of embedded ply orientations {Φ(θ1), Φ(θ2), …,

Φ(θT)}, convolutional layers first extract local interactions, followed by 
a linear projection and positional encoding. This representation is then 
processed by a stack of Transformer encoder layers. A pooling operation 
aggregates the contextualised sequence embedding, which is passed 
through a shared projection layer and two regression heads to simulta
neously predict P and K. It can be written as: 

ŷ = [P̂, K̂] = fTransformer
(
{Φ(θk)}

T
k=1

)
. (4) 

The predictor is trained in a multi-task regression setting with mean 
squared error loss applied to both targets, ensuring simultaneous 
learning of stiffness and strength indicators. In addition to its standalone 
role as a regression model, the trained predictor also functions as a 
frozen evaluator during the training of the generator, enforcing physics 
consistency in requirement-conditioned sequence generation.

While in this study the predictor is trained on 24-ply laminates and 
regresses the two case-specific indicators P and K, the architecture itself 
is not restricted to these choices. Any vectorizable design objective (e.g., 
buckling loads, fatigue resistance, multi-objective performance metrics) 
can serve as a target output without altering the network architecture. 
Similarly, the laminate thickness (ply count) is determined by the 
grammar rules defined in Section 2.1; by adjusting these rules, the same 
framework can handle variable ply numbers. Thus, the predictor should 
be viewed as a general physics-informed regression module.

2.2.2. LayupFormer generator
While the predictor establishes the forward mapping from layup 

sequences to performance, the generator realises the inverse process, 
producing layup sequences conditioned on design requirements. It 

Fig. 3. Architecture of the LayupFormer predictor.
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adopts a Transformer encoder–decoder architecture (as shown in Fig. 4), 
where the encoder embeds conditioning signals and the decoder 
autoregressively generates ply sequences under causal masking.

The generator conditions on continuous performance requirements 
(e.g., P, K) together with the discrete laminate type (Quad, DD, Sym). 
These inputs are embedded into latent vectors and provided as memory 
for cross-attention in the decoder. During autoregressive decoding, each 
new ply token is generated sequentially with strict causal masking, 
ensuring that the model only attends to past tokens and the conditioning 
memory, thereby maintaining consistency between training and 
inference.

To ensure manufacturability and feasibility, the generator in
corporates the domain-specific grammar defined in Section 2.1 as con
straints during decoding. At each step, infeasible tokens are masked out 
based on laminate type, and lightweight syntactic validation is per
formed to prevent rule violations. For example, in DD laminates only the 

first four plies are generated and subsequently repeated, while in Quad 
and Sym laminates only the first half-stack is generated and mirrored to 
complete the full sequence. This integration of grammar rules ensures 
that all generated sequences are syntactically valid by construction.

The generator is trained under an autoregressive maximum- 
likelihood framework; however, likelihood alone is insufficient to 
guarantee requirement-compliant laminates. To address this limitation, 
two additional supervisory signals are incorporated. The first is a per
formance consistency term, which encourages generated sequences to 
remain aligned with the specified performance targets. The second is a 
physics-consistency term, which evaluates generated layups using the 
frozen predictor introduced in Section 2.2.1 and penalises deviations 
from the required mechanical behaviour. Together, these auxiliary sig
nals constrain the generator to remain within the feasible mechanical 
domain, thereby enhancing the reliability of conditional layup genera
tion compared with a purely likelihood-driven approach.

Fig. 4. Architecture of the LayupFormer generator.
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In addition to improving feasibility, the attention mechanisms within 
the generator provide interpretability. Cross-attention explicitly reveals 
how conditioning requirements (performance indicators and laminate 
type) influence each decoding step, while masked self-attention traces 
how previously generated plies shape subsequent decisions. This offers 
mechanistic insights into the generation process, distinguishing Layup
Former from conventional black-box generative models.

Same as mentioned in Section 2.2.1, any design requirement that can 
be vectorised may serve as conditioning input, and variable ply counts 
can be accommodated by extending the grammar rules in Section 2.1. 
Thus, the generator should be viewed as a general conditional sequence 
model for laminate design.

2.3. Evaluation and validation

To assess the effectiveness of LayupFormer, a set of evaluation and 
validation protocols was established. These protocols serve two pur
poses: first, to verify the predictor’s ability to regress laminate perfor
mance with high fidelity; and second, to evaluate the generator’s 
capability to produce requirement-compliant, syntactically valid, and 
diverse laminates under realistic loading conditions. In addition, 
experimental validation was conducted to demonstrate the practical 
feasibility of the generated laminates.

The following subsections detail the case definition, data acquisition 
strategy, evaluation procedures, and experimental setup.

2.3.1. Problem definition and data acquisition
The evaluation was carried out on an open-hole laminate under 

tensile loading, a representative scenario for various engineering ap
plications such as lug joints in aircraft structures, root regions of wind 
turbine blades, and bolted connections in rotor hubs. This configuration 
was selected because it couples local stress concentrations with global 
load transfer, making it a stringent benchmark for laminate design.

A total of 24 plies are considered in this study, consistent with in
dustrial practice for balanced and quasi-symmetric laminates. While the 
framework itself is not restricted to a fixed ply count, this choice pro
vides a realistic and challenging test case. The design requirements are 
formulated in terms of two performance indicators: the maximum load- 
bearing capacity (P) and the equivalent in-plane stiffness (K). These two 
metrics were chosen as representative structural indicators, but the 
framework is general and can incorporate any set of objectives that can 
be expressed as vectors.

High-fidelity training data were generated using finite element 
simulations implemented in Abaqus. The simulations employed a 
Hashin-based progressive damage model [37] with stiffness degradation 
to capture the nonlinear failure process. The high-fidelity simulations 
were carried out in Abaqus/Explicit 2022 using a shell representation of 
the laminate. Each ply was modelled with eight-node continuum shell 
elements with reduced integration (SC8R), stacked through the thick
ness according to the specified layup. A nominal in-plane mesh size of 3 
mm was used in the far field, while the region around the hole was 
radially refined such that approximately 40 elements were placed along 
the hole circumference to capture the local bearing response. The steel 
pin was modelled as a rigid body. The boundary conditions were repli
cated from the pin-loaded bearing test. On the fixed side, the nodes on 
the laminate surface in contact with the pin were kinematically coupled 
to an external reference point, which was fully constrained to prevent 
rigid-body motion. On the loaded side, the bearing load was applied as a 
prescribed displacement at the centre of the rigid pin. This setup avoids 
artificial point loading on individual nodes and ensures a realistic 
transfer of load between the rigid pin and the composite laminate. The 
FEM model reproduces the specimen geometry and boundary conditions 
of the ASTM D5961M [38] bearing test for polymer-matrix composite 
laminates.

For each layup sampled under the grammar constraints defined in 
Section 2.1, the maximum load P was extracted from the failure point of 

the load-displacement response, while the equivalent stiffness K was 
computed from the slope of the initial elastic regime. In total, 4000 
distinct layup configurations were analysed using high-fidelity FEM in 
Abaqus to provide ground-truth bearing load and stiffness pairs for 
training the predictor. All simulations and network training in this study 
were carried out on a laptop equipped with an Intel Core i7-9750H CPU, 
32 GB RAM and an NVIDIA RTX 2070 GPU with 8 GB memory. 
Generating the 4000 high-fidelity samples and training the predictor 
required approximately 26 days in total on this machine. Once a high- 
accuracy predictor had been obtained, it was used to augment the 
dataset via fast surrogate evaluations for training the generator. The 
problem setting and data generation workflow are illustrated in Fig. 5. 
Panel (a) shows the geometry of the open-hole laminate, (b) presents the 
boundary conditions and loading configuration, and (c) summarises the 
automated data acquisition pipeline combining laminate sampling, FEM 
simulation, and performance extraction.

2.3.2. Predictor evaluation
The predictor was trained and evaluated on the FEM-generated 

dataset described in Section 2.3.1. To ensure statistical reliability, the 
dataset was randomly divided into 80 % training, 10 % validation, and 
10 % test splits. The validation set was used for early stopping and 
learning-rate scheduling, while final performance was reported on the 
independent test set.

Prior to training, all performance indicators were standardised. 
Given a dataset of layup-performance pairs 

{(
xi, yi

)}N
i=1, where xi de

notes the sequence of ply orientations and yi = [Pi,Ki] represents the 
corresponding target properties, the standardisation yields 

ỹi =
yi − μ

σ , (5) 

with μ and σ denoting the mean and standard deviation of each indicator 
over the training set.

The predictor outputs a pair of predicted values ŷi = [P̂i, K̂i]. The 
training objective is formulated as the mean squared error (MSE) is 
applied to both targets: 

L pred =
1
N

∑N

i=1

(
(P̂i − P̃i)

2
+(K̂i − K̃i)

2)
. (6) 

This formulation ensures that both stiffness and strength indicators 
are learned simultaneously, without requiring manual weighting, since 
both targets are normalised to the same scale. Training was performed 
using the AdamW optimiser with learning-rate scheduling, and batch 
normalisation was applied within the convolutional layers to stabilise 
convergence. Early stopping was employed based on the validation loss 
to prevent overfitting.

To evaluate predictive accuracy, the predictor was assessed on the 
independent test set using the coefficient of determination (R2) for each 
indicator, reported in the original (de-standardised) space. In addition, 
attention maps from the final encoder layer were analysed to examine 
how the model aggregates through-thickness information, providing 
interpretability alongside numerical accuracy.

To systematically examine the effect of input representation and 
network architecture, the predictor was compared against baseline 
models under different settings. Three encoding strategies were tested: 
(i) raw ply angles, (ii) sine-cosine embedding, and (iii) the proposed 
Tsai-invariant embedding. Each encoding was evaluated with three 
model families: artificial neural networks (ANNs), convolutional neural 
networks (CNNs), and the proposed LayupFormer predictor. This design 
enables disentangling the influence of input representation from that of 
model architecture and provides a structured basis for the comparative 
results presented in Section 3.

2.3.3. Generator evaluation
The generator was trained on the large-scale dataset produced by the 
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well-trained predictor, which provided paired layup sequences and 
corresponding performance indicators. Since Transformer-based 
sequence decoders typically require sufficient data to achieve stable 
convergence, three dataset scales were considered: 24k, 240k, and 1.4M 
samples. Early stopping with a patience of ten epochs was applied to 
avoid overfitting.

The training objective of the generator extends the standard autor
egressive maximum-likelihood framework by introducing auxiliary su
pervision to strengthen conditional generation. Specifically, the total 
loss function combines three complementary objectives: 

L gen =L CE + λperfL perf + λphysL phys, (7) 

where L CE denotes the standard cross-entropy loss under teacher forc
ing, under teacher forcing, ensuring syntactic correctness and stable 
sequence learning; L perf represents a performance alignment loss of 
obtained from a lightweight regression head attached to the decoder’s 
shared representation, which computes a mean-squared error between 
the predicted and target performance indicators, thereby guiding the 
hidden representations toward numerical consistency with the specified 
requirements; and L phys is the physics-consistency loss, computed by 
decoding candidate sequences, evaluating its predicted performance 
using the frozen predictor, and applying a ReLU penalty so that only 
underperforming cases are penalised. In this way, λperf encourages 
quantitative alignment with the conditioning targets, while L phys en
forces feasibility within the mechanical domain. The weighting factors 
λperf and λphys were empirically chosen to balance the learning of gram
matical validity, performance alignment, and physics consistency, here 
λperf = 0.2, λphys = 0.3.

Evaluation of the generator focused on three aspects. Syntactic val
idity was measured by the proportion of generated layups satisfying the 
grammar rules defined in Section 2.1. Performance alignment was 
quantified by the relative error between the generated layup properties, 
evaluated via the frozen predictor, and the target requirements. Finally, 
design diversity was assessed by the uniqueness ratio of generated se
quences and the distributional spread of ply orientations. Together, 
these metrics provide a comprehensive assessment of whether the 
generator can produce laminates that are valid, requirement-compliant, 
and sufficiently diverse to support exploratory design.

2.3.4. Experiment validation
To validate the practical applicability of LayupFormer, representa

tive laminates were manufactured and tested under the same loading 
condition as defined in Section 2.3.1. The FEM dataset was generated 

using the T700GC/M21 system, owing to the availability of detailed 
mechanical and chemical parameters, which are required for reliable 
modelling. For the physical experiments, however, the Zoltek PX35/ 
epoxy system was adopted. This material was chosen because it offers 
stable processing characteristics under laboratory-scale manufacturing 
while exhibiting mechanical performance broadly consistent with 
T700GC/M21.

The use of two different material systems is justified on theoretical 
grounds. According to Tsai’s invariant formulation, laminate perfor
mance can be expressed as a product of two independent components: 
material invariants and laminate parameters. This decoupling implies 
that, for a fixed geometry and loading condition, the influence of ply 
stacking on performance is independent of the specific material system. 
Consequently, the design principles and layup configurations proposed 
by LayupFormer are transferable across materials. In this work, Zoltek 
PX35/epoxy was therefore employed for manufacturing convenience, 
while T700GC/M21 was retained in modelling due to the completeness 
of its published property data.

Panels were fabricated via vacuum-assisted resin transfer moulding 
(VA-RTM) and subsequently cut into coupons following the ASTM 
D5961M [38]. Each coupon had an overall length of 300 mm, a width of 
120 mm, and a nominal thickness of 10 mm. A 20 mm diameter open 
hole was drilled on the specimen centreline at an edge distance of 60 mm 
from the loaded end. The same geometry was used as in the FEM model. 
Two layup configurations were prepared: an empirical Quad baseline 
widely used in practice and a Quad sequence proposed by LayupFormer 
as a candidate with comparable predicted performance. Mechanical 
testing was performed using a standard pin-loaded fixture in accordance 
with ASTM D5961M. For each configuration, three specimens were 
tested, and the resulting load-displacement curves were recorded. From 
these responses, the nominal bearing stress and initial bearing stiffness 
were derived following the data reduction procedure in ASTM D5961M.

The experimental setup and specimens are illustrated in Fig. 6. Fig. 6 
(a) shows the pin-loaded test fixture used for ASTM D5961M bearing 
tests. Fig. 6 (b) presents the manufactured specimens prior to testing, 
while Fig. 6 (c) displays representative specimens after failure, revealing 
typical damage modes under bearing loads.

This experimental campaign aims to validate the LayupFormer 
framework by examining the structural performance of its generated 
layups across different material systems, providing a basis for evaluating 
the method’s generality and practical applicability.

Fig. 5. The process of generating training data using FEM. (a) part dimensions. (b) boundary conditions and loading configuration. (c) data acquisition workflow 
with Hashin’s criterion.
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3. Results

This section presents the evaluation of LayupFormer on the open- 
hole tensile case introduced in Section 2.3.1. The results are reported 
in four parts. Section 3.1 examines the performance of the predictor, 
demonstrating its regression accuracy and its capability to generate 
large-scale surrogate data for subsequent use. Section 3.2 evaluates the 
generator, with particular focus on training behaviour, the effect of 
dataset scale, and the trade-off between validity, alignment, and di
versity. Section 3.3 analyses the attention maps of both the predictor and 
the generator, exploring the interpretability offered by the framework. 
Finally, Section 3.4 reports the experimental validation, where 
LayupFormer-generated layups are compared against an empirical 
baseline under ASTM D5961M bearing tests. Together, these results 
establish the effectiveness, interpretability, and practical feasibility of 
the proposed framework.

3.1. Predictor evaluation

The predictive performance of LayupFormer was first assessed on the 
high-fidelity FEM dataset described in Section 2.3.1. Fig. 7 compares the 
ground truth and the predicted values of P and K under three different 
input representations. These include raw ply angles, sine-cosine 
embedding and the proposed physics-informed representation. The 
evaluation covers ANN, CNN and Transformer models. Across all tested 
settings, the Transformer predictor equipped with the physics-informed 
embedding delivers the highest accuracy, with predicted values closely 
matching the reference data. This confirms that embedding laminate 
parameters derived from Tsai’s invariants improves model training, 
particularly when only limited data are available.

The trained predictor was then used as a surrogate to generate a 
large-scale dataset for generator training. Fig. 8 illustrates the structure 
of this dataset. Fig. 8 (a) shows a t-SNE projection of 50,000 randomly 
sampled layups where three well-separated clusters correspond to Quad, 
DD and Sym laminate types. The clear separation indicates that the 
surrogate-generated dataset preserves distinct structural characteristics 
among laminate families, confirming that the domain-specific language 
and grammar constraints effectively encode type-dependent design 
features. Fig. 8(b) and (c) illustrate the distribution ranges of the two 

performance indicators, P and K, stratified by laminate type. The DD 
family exhibits the widest variability, the Quad family is the most 
concentrated, and the Sym family shows the highest median values. 
These patterns reflect distinct structural characteristics among laminate 
families while indicating that the surrogate-generated dataset spans a 
broad and balanced performance range. Such diversity in P–K coverage 
ensures sufficient variability and representativeness for robust generator 
training.

3.2. Generator evaluation

The performance of the LayupFormer generator was evaluated using 
the surrogate datasets produced by the trained predictor. To examine 
the influence of dataset scale on training behaviour, three dataset sizes 
were considered, namely 24k, 240k and 1.4M layup-performance pairs. 
Each dataset was sampled with consistent proportions of DD, Quad and 
Sym laminates, and with similar P–K ranges to ensure comparability 
across scales.

Table 1 and Fig. 9 summarise the training behaviour across the three 
dataset scales. The convergence curves in Fig. 9 demonstrate that the 
generator achieves stable optimisation in all cases. Although the total 
loss values are comparable, the breakdown in Table 1 reveals distinct 
trends among the three components. The CE loss remains relatively 
moderate and nearly invariant with dataset scale, which is expected 
because the mapping from performance requirements to layup se
quences is inherently one to many, meaning that multiple valid lami
nates can satisfy the same target. As a result, the model learns a 
probabilistic distribution rather than converging to a single determin
istic solution, leading to a non-negligible residual CE. The supervised 
loss exhibits a modest decrease with increasing dataset scale, indicating 
improved conditional alignment, whereas the physics-consistency loss 
remains largely stable, suggesting that physical feasibility is effectively 
maintained across scales. These results indicate that the training strat
egy is robust across data scales, with larger datasets enhancing condi
tional alignment while maintaining consistent physics-based feasibility.

The effect of dataset scale on generation performance and diversity is 
presented in Fig. 10. In terms of generation performance (Fig. 10(a)), it 
was revealed that larger datasets lead to higher success rates and lower 
average errors across all laminate types, indicating improved alignment 

Fig. 6. (a) Test apparatus, (b) Specimens before testing, (c) Specimens after testing.
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Fig. 7. Ground truth (x) vs. predicted value (y) under different representation schemes: (a). ANNs predictor, (b). CNNs predictor, (c). LayupFormer predictor.

Fig. 8. (a) t-SNE visualisation of the sampled training data. (b) distribution of P in the training data. (c) distribution of K in the training data.

W. Xie et al.                                                                                                                                                                                                                                     Composites Science and Technology 275 (2026) 111490 

9 



with the target requirements. The improvement is most noticeable for 
Sym laminates, which benefit from their broader admissible orientation 
range and richer representation in the dataset. In contrast, DD laminates 
consistently show higher average errors than Quad and Sym, reflecting 
the limited flexibility of their four-ply repeating structure and the 
smaller feasible design space defined by their grammar. In terms of di
versity (Fig. 10(b)), the average pairwise distance and uniqueness ratio 
exhibit modest variations rather than a consistent downward trend. 
Quad laminates show a slight rise followed by a reduction, reflecting the 
limited combinatorial possibilities within the [0◦, ±45◦, 90◦] angle set. 
Sym laminates maintain the highest diversity across all dataset scales, 
whereas DD laminates remain relatively stable. These results together 
indicate that larger datasets enhance requirement alignment while 
preserving reasonable diversity, suggesting that the generator achieves a 
balanced trade-off between validity and variability. It is also worth 
emphasising that the lower diversity observed for the DD family in 
Fig. 10 is consistent with the intended role of DD laminates. A DD 
laminate is constructed by repeating a four-ply unit defined by only two 
independent angles, so its through-thickness design degrees of freedom 
are deliberately reduced compared with the Quad and Sym families. As a 
result, many DD layups lie in a relatively narrow region of the design 
space and exhibit very similar stiffness and performance. In this sense, 
the smaller spread and lower diversity of DD sequences should be 
interpreted as a desirable property that reflects a more constrained and 
easier-to-search design space, rather than as a drawback of the family or 
of the generative model.

To further investigate performance sensitivity, Fig. 11 presents error 
maps of generation accuracy across a range of P–K target combinations. 
The results show that regions corresponding to higher-performance 
targets exhibit lower generation error. Conversely, higher errors 
appear in low-performance regions, particularly for DD laminates which 
show the widest error variation. Sym laminates achieve the lowest 
overall error, consistent with their broader orientation space and higher 
achievable performance, while Quad laminates fall between the two.

Representative layups generated by the trained LayupFormer are 
visualised in Fig. 12, where 100 samples per laminate type are shown 
under fixed design targets. All generated sequences satisfy the syntactic 
grammar constraints, confirming the effectiveness of the domain- 
specific language in enforcing manufacturable designs. Distinct orien
tation patterns emerge for each laminate family. The DD type exhibits 
strongly periodic structures owing to its four-ply repeating unit, while 
the Quad type presents moderate variability constrained within the [0◦, 
±45◦, 90◦] angle set. In contrast, the Sym type demonstrates the 
broadest diversity, reflecting its wider admissible orientation space and 
higher representational freedom.

This behaviour can be explained by the interplay between the 
laminate grammar and the conditioning mechanism of the generator. In 
DD laminates, the grammar enforces strict repetition that narrows the 
feasible design space, leading to highly structured and less variable 
outputs. Quad laminates, though less constrained, still operate within a 
limited discrete angle set, which restricts combinatorial possibilities. 
Sym laminates, on the other hand, allow continuous pairing of ±θ ori
entations, enabling the model to explore a broader subset of the 
performance-consistent design manifold. These patterns indicate that 
LayupFormer successfully internalises the grammar-based structural 
logic while maintaining flexibility to generate multiple feasible solutions 
under the same target conditions.

3.3. Attention-based interpretability

The attention mechanism in LayupFormer provides a direct means of 
examining how the model distributes focus across ply positions and 
conditioning inputs. Such analysis is particularly relevant for composite 
laminates, where mechanical coupling often depends on through- 
thickness interactions and mid-plane symmetry. By analysing the 
final-layer attention maps of both the predictor and the generator, we 

Table 1 
Final loss values for different training data scale.

Data Scale Total Loss CE Loss Supervised Loss Physics Loss

24k 0.757474 1.197422 0.038284 0.401599
240k 0.781579 1.255114 0.022844 0.437259
1.4M 0.755018 1.252524 0.014694 0.380209

Fig. 9. Training behaviour of LayupFormer generator (a) the convergence 
curves of 240k dataset, (b) the evolution of individual loss components of 240k 
dataset, (c) the convergence behaviour across all three dataset scales.
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can gain insight into how grammar rules and performance requirements 
are internalised during learning and inference.

Fig. 13 presents the token-to-token attention weights of the predictor 
for the three laminate types. Despite the overall sparsity of attention 
values, several distinctive patterns are evident.

First, the attention is not limited to local neighbourhoods but extends 
across distant plies, indicating that the predictor has learned non-local 
interactions. Second, the maps reveal a clear symmetry about the 
laminate mid-plane, where positions t and 25-t show preferential 
attention to each other. Third, the attention structures are type 

Fig. 10. Generation quality under different data scales (a) generation performance, and (b) generation diversity.

Fig. 11. Average relative-error maps, (a) DD type, (b) Quad type, (c) Sym type.

Fig. 12. Heatmap representation of 100 layups generated by LayupFormer, (a) DD type, (b) Quad type, (c) Sym type.
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dependent. The DD family exhibits quasi-periodic banding that reflects 
its four-ply repeating unit. The Quad and Sym families instead show 
broader and more continuous attention corridors, consistent with the 
mirroring rule applied to their half-stacks. These observations confirm 
that the predictor does not simply memorise training data but in
ternalises meaningful structural regularities that align with the physics 
of laminate mechanics.

Fig. 14 illustrates the attention patterns of the generator, where 
Fig. 14(a) shows the masked self-attention within the decoder. The 
attention matrices concentrate along the principal diagonal, reflecting 
the autoregressive constraint. The degree of locality differs across 
laminate types. DD displays the sharpest diagonal concentration, 
whereas Quad and Sym show broader horizons, consistent with their 
larger orientation search spaces. Fig. 14(b) shows the cross-attention 
from the decoder to the conditioning memory. At the beginning of 
generation, the type channel dominates, providing the grammatical 
scaffold for sequence construction. As decoding progresses, attention 
gradually shifts toward the performance channel. The rate of this 

transition varies across laminate types. For Sym laminates the growth of 
attention to performance requirements is the steepest, Quad follows 
with a moderate increase, while DD retains strong dependence on type 
information throughout.

Together, these attention analyses demonstrate that LayupFormer 
not only achieves accurate prediction and generation but also learns 
interpretable representations that align with laminate physics and 
grammar constraints. This interpretability provides mechanistic insight 
into how design rules are internalised, distinguishing the framework 
from conventional surrogate or optimisation-based approaches, where 
the design process typically remains unclear.

3.4. Comparison of DD and quad laminate families

To assess how LayupFormer exploits different laminate families in 
practical design, we compared the behaviour of DD and Quad laminates 
under the same performance requirements. Quad laminates are widely 
used in current engineering practice, whereas DD laminates have 

Fig. 13. Attention-weight distributions of the LayupFormer predictor model’s final layer: (a) DD type, (b) Quad type, (c) Sym type.

Fig. 14. Attention-weight distributions of the LayupFormer generator’s final layer: (a) masked self-attention during autoregressive decoding, (b) cross-attention to 
the conditioning memory.
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recently been proposed as a more homogeneous and simplified alter
native with strong potential for automated design. A data-driven com
parison between the two families is therefore essential.

We first examined a relatively demanding target, with P = 110k and 
K = 170k. For this target, we performed 10,000 generation trials and 
collected all successful Quad and DD layups. The fibre angle frequencies 
over all plies were computed for each family, and five representative 
layups were selected by uniform sampling from the successful set, as 
shown in Fig. 15.

The Quad family exhibits a clear tendency to place 0◦ and 90◦ plies 
near the outer surfaces and close to the midplane to increase overall 
bearing performance, while the representative sequences remain highly 
diverse in terms of stacking order. In contrast, DD laminates show angles 
concentrated around approximately ±15◦, and the representative 
layups are formed by nearly repeated DD blocks over samples, indicating 
a much stronger uniqueness of the DD solutions compared with Quad for 
the same target.

We then extended the comparison to feasible designs over the cur
rent P–K range. A grid of target pairs (P, K) was defined, and, for each 
grid point, five independent generation trials were carried out for both 
Quad and DD to estimate the one-shot success rate of LayupFormer. The 
resulting normalised success maps are presented in Fig. 16. Overall, DD 
covers a somewhat wider region of the P–K design domain and exhibits a 
narrow but compact feasible band in the high stiffness and high bearing 
corner, whereas Quad provides feasible solutions along a diagonal band 
at medium to high P and K with generally higher local success rates.

Taken together, these results show that Quad offers many alternative 
stacking sequences in the mainstream design range, while DD produces a 
more concentrated set of blocks like solutions that are naturally suited to 
high-performance targets in the P–K space.

3.5. Experimental validation

The experimental validation was carried out using the Zoltek PX35/ 
epoxy material system introduced in Section 2.3.4. Two laminate con
figurations were prepared. The first corresponds to an empirical Quad 
baseline widely adopted in practice, and the second is a Quad sequence 
proposed by LayupFormer as a candidate design with superior predicted 
bearing performance. The two stacking sequences are listed in Table 2.

The manufactured panels were cut into coupons following the ASTM 
D5961M geometry, and three specimens were tested for each configu
ration. The tests were carried out with a pin-loaded fixture, and the load- 

displacement responses were recorded. Fig. 17 compares the nominal 
bearing stress-displacement curves of the two designs.

The results show that the initial bearing stiffness of the proposed 
layup is comparable to that of the empirical baseline. However, the 
LayupFormer-generated layup achieves a significantly higher mean 
maximum nominal bearing stress. It also displays a narrower error band, 
indicating improved repeatability and robustness of performance. In the 
post-peak region, the LayupFormer design maintains a higher load- 
bearing level over a larger displacement range, while the empirical 
baseline exhibits a more pronounced stress drop after reaching peak 
load.

These results provide strong evidence that the LayupFormer frame
work can generate laminates that outperform existing empirical designs 
not only in simulation but also in real-world testing. The successful 
experimental validation confirms the practical feasibility of the pro
posed approach and underscores its potential to accelerate laminate 
design in engineering practice.

4. Discussion

4.1. Physics-informed embedding and sample efficiency

The physics-informed embedding is a key component that enables 
LayupFormer to achieve high accuracy with limited data. By incorpo
rating laminate parameters derived from Tsai’s invariants into the pre
dictor’s input space, the framework introduces an inductive bias that 
aligns with classical laminate theory. Empirical results confirm two 
main outcomes. First, under limited-data conditions, the physics- 
informed representation achieves lower regression error than angle- 
only and sine-cosine encodings. Second, once trained on the full FEM 
dataset, the predictor reaches very high accuracy for both P and K, 
providing a reliable surrogate for generator training. These findings 
indicate that encoding periodicity and through-thickness coupling 
directly at the input level reduces the burden on the network to learn 
such structure from data, thereby improving sample efficiency without 
sacrificing asymptotic performance. This observation is consistent with 
recent studies employing physically inspired encodings for composites, 
where embedding laminate stiffness invariants or trace-based features 
has been shown to enhance model generalisation [10,24]. Compared 
with classical surrogate models relying purely on data-driven regression 
[4,23], LayupFormer’s embedding strategy introduces an explicit 
physics link to laminate mechanics, reducing reliance on large datasets 

Fig. 15. Angle analysis and examples of DD and Quad laminates under a certain P–K condition: (a) Quad angle counts, (b) Generated Quad examples, (c) DD angle 
counts, (d) Generated DD angle counts.
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and improving extrapolation beyond the training manifold. Such 
physics-informed alignment effectively bridges analytical laminate 
theory and modern sequence learning architectures. During generator 
training, coupling the decoder with a frozen predictor through a 
physics-consistency term further stabilises optimisation and constrains 
decoding to feasible regions of the design space. In this way, the 
embedding not only improves data efficiency but also strengthens 
robustness across scales.

In addition, the predictor architecture explicitly factorises material 
and layup information, so that the laminate response is learned as a 
combination of material-level features and laminate-level invariants. 
This structure is consistent with Tsai’s scaling-law view, in which a 
laminate rating and a material rating contribute multiplicatively to the 
overall performance. In principle, once the laminate embedding has 
been learned from one material system, only the material branch needs 
to be adapted when transferring to a new material, which may further 
improve data efficiency for cross-material studies.

4.2. Data scale, validity, alignment, and diversity

The scale of training data governs not only convergence stability but 
also the trade-off between syntactic validity, requirement alignment, 
and design diversity. Training across three dataset scales produced sta
ble convergence to comparable final composite losses, confirming that 
the training protocol is robust. However, generation quality does not 
plateau uniformly. Validity increases rapidly and largely saturates when 
trained on the medium-scale dataset. Alignment with the target per
formance continues to improve with additional data. At the same time, 
diversity metrics decline as dataset size grows. This effect is most 
evident for Quad laminates, whose angle set is restricted to 0◦, ±45◦, 
and 90◦, and least for Sym laminates, which have the broadest admis
sible orientation range. The observed diversity-performance tension is a 
common characteristic of likelihood-based generative models. As the 
likelihood sharpens around high-performing and grammar-compliant 
regions, sampling tends to concentrate, reducing diversity. Further
more, grammar masking and sequence expansion narrow the effective 
search space. These patterns highlight the inherent balance between 
alignment and diversity in sequence generation and emphasise the 
importance of data-efficient training strategies. The observed balance 
between alignment and diversity also reflects broader trends in gener
ative materials design. In previous physics-constrained GAN or varia
tional autoencoder approaches, increasing dataset size improved fidelity 
but often led to mode collapse and reduced structural variability [30,
31]. In contrast, the grammar-guided decoding and physics consistency 
in LayupFormer act as implicit regularisers that preserve syntactic val
idity while maintaining a balanced level of diversity. This structured 
trade-off represents a key advancement over stochastic sampling 
schemes used in earlier generative frameworks for composite design.

4.3. Attention-based interpretability

Interpretability is a distinctive advantage of LayupFormer, enabled 
by the analysis of attention maps in both the predictor and the generator. 
Attention maps provide a mechanistic view of how the framework in
ternalises grammar and performance requirements. In the predictor, 
final-layer self-attention reveals long-range interactions beyond adja
cent plies and symmetry about the mid-plane, with clear type-specific 
signatures. The DD type shows quasi-periodic banding that reflects its 
repeating unit, whereas the Quad and Sym types exhibit corridor-like 
attention structures consistent with half-stack mirroring. In the gener
ator, masked self-attention concentrates near the diagonal under causal 
constraints. The degree of locality varies with laminate type, being 
sharpest for DD and broader for Quad and Sym. Cross-attention evolves 
from early dominance of the type of channel, which establishes the 
grammatical scaffold, toward increasing emphasis on the performance 
channel as decoding progresses. This transition is steepest for Sym 
laminates, moderate for Quad, and most persistent for DD. Together, 

Fig. 16. The one-shot generation success maps: (a) DD family, (b) Quad family.

Table 2 
The layups manufactured.

Name Configuration

Proposed Quad Layup [0◦/0◦/-45◦/45◦/0◦/-45◦/45◦/0◦/-45◦/90◦/0◦/45◦]s
Empirical Quad Layup [0◦/45◦/-45◦/90◦]3s

Fig. 17. Nominal bearing stress comparison.
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these analyses confirm that the model internalises physical and gram
matical rules during training. The resulting interpretability renders the 
design process more transparent than conventional surrogate or opti
misation pipelines, which typically function as black boxes. Compared 
with alternative interpretability routes such as graph neural networks 
that capture inter-ply coupling implicitly through node connections [39] 
and symbolic-regression-aided laminate models [32], LayupFormer 
provides a more direct mechanism for physical insight. The attention 
distributions reveal symmetry and long-range dependencies consistent 
with laminate mechanics, making it possible to trace how design 
grammar and performance requirements are jointly internalised during 
training. This transparency is seldom attainable in optimisation-based or 
adversarial generative pipelines.

4.4. Design implications of quad and DD laminate families

The results in Section 3.4 provide a data-driven perspective on how 
LayupFormer differentiates between Quad and DD families under 
identical pin-loaded bearing requirements. Quad laminates remain the 
industry standard for many joint designs, whereas DD laminates have 
been proposed as a more homogeneous alternative with strong potential 
for tapering, homogenisation and automation. For a high-performance 
target, the angle statistics in Fig. 15 show distinct design preferences. 
Quad solutions show 0◦ and 90◦ plies concentrated near the outer sur
faces and the mid-plane and ±45◦ plies more frequent in the inner plies. 
This is consistent with classical practice for bearing and joint stiffness 
design and with observations that such Quad configurations may exhibit 
higher local strain concentrations when matched to DD laminates of 
similar stiffness. In contrast, DD samples generated by LayupFormer do 
not contain 0◦ ply and converge towards shallow off-axis angles, pre
dominantly around ±15◦, arranged as repeated four-ply blocks. This 
behaviour aligns with the DD concept, in which shallow angles are used 
to retain most of the axial stiffness while smoothing stress and strain 
fields around discontinuities [40]. The model thus appears to have 
learned a similar trade-off between axial capacity and stress concen
tration from the bearing response data.

The feasible (P, K) maps in Fig. 16 highlight the complementary roles 
of the two families in the present 24-ply bearing case. Quad laminates 
form a relatively broad feasible region across the medium to high P–K 
range, and many distinct Quad stacking sequences achieve essentially 
the same target response, reflecting the strong sequence-level non- 
uniqueness of this discrete family. DD laminates, by contrast, occupy a 
narrower but compact feasible region towards the high-stiffness and 
high-bearing corner, with generated layups collapsing to a small number 
of repeated block patterns. This field-like character is consistent with 
experimental studies in which DD laminates have shown competitive or 
improved performance in unnotched compression and open-hole 
compression and comparable open-hole tension performance when 
matched to Quad laminates in stiffness [40].

The absolute success probabilities should be viewed in the context of 
the training data. In principle, the DD grammar is attractive for gener
ation because it reduces the design space to repeated four-ply blocks. In 
practice, the empirical success rate of DD is lower than that of Quad over 
much of the sampled (P, K) grid, largely because the number of DD 
samples in the training set is much smaller and they occupy a narrower 
region of the design space. Despite this imbalance, LayupFormer still 
produces stable, highly structured DD solutions with shallow off-axis 
angles close to those advocated in the DD literature, rather than 
collapsing to arbitrary sequences. Taken together, these observations 
suggest that Quad acts as a robust workhorse for mainstream bearing 
targets within a familiar 0/±45/90◦ design space, while DD provides a 
compact set of block-based solutions that are naturally aligned with 
high-performance bearing targets and compatible with future extensions 
to thin-ply and variable-thickness DD laminates. From a manufacturing 
perspective, the block-based nature of DD also aligns naturally with 
thin-ply technologies. Commercial thin plies can be pre-plied into DD 

building blocks and then deposited as single units along one axis by 
automated tape-laying, without the need for cross-plying. In the 
LayupFormer grammar, such pre-plied DD units would simply appear as 
single DD tokens with an effective thickness, so the same decoding 
strategy could in principle be reused for thin-ply DD laminates once 
suitable datasets become available. This supports the view that DD is 
particularly well suited to highly automated, thin-ply-based layup pro
cesses, whereas Quad and Sym do not admit an equally straightforward 
block-based implementation.

4.5. Validation scope and experimental link

The emphasis of this work lies in the LayupFormer framework, while 
the FEM model serves as a consistent validation mechanism rather than 
a research focus. The present simulations employed a linear elastic 
constitutive model with a Hashin-type damage criterion and stiffness 
degradation to extract maximum load under a fixed geometry. This 
configuration ensures consistency between simulation and experiment, 
since the latter likewise reports maximum nominal bearing load and 
stress. At the same time, the framework is agnostic to specific damage 
models. Substituting more advanced simulations would not require 
modifying the architecture of LayupFormer. Furthermore, the experi
mental consistency observed in this study aligns with analytical findings 
in DD laminate design [5,11], which demonstrated that repeating 
balanced ±θ units enhances bearing capacity and damage tolerance. 
While earlier works achieved such improvements through analytical 
parameterisation, LayupFormer reproduces comparable structural ben
efits through purely data-driven inverse generation, confirming its 
ability to internalise fundamental laminate design principles, thereby 
validating the underlying physical reasoning of the framework.

Although the reported results focus on 24-ply laminates under a pin- 
loaded open-hole scenario with performance defined by P and K, the 
framework is not confined to this case. Any design objectives that can be 
represented as vectors may serve as conditioning inputs. Variable ply 
counts and richer orientation sets can be handled by extending the 
grammar rules introduced in Section 2.1. Likewise, alternative load 
cases or damage criteria can be adopted by generating the corresponding 
datasets. LayupFormer should therefore be regarded not as a task- 
specific solver but as a general paradigm for physics-informed, 
grammar-guided inverse laminate design.

4.6. Threats to validity

Several factors limit the scope and generalisability of the present 
study. First, the Hashin-based simulation may not fully capture pro
gressive damage mechanisms such as delamination, fibre kinking, or 
bearing-bypass interactions. Second, the experimental validation is 
limited to a single laminate family, one loading case, and a small number 
of specimens, with simulation and experiment linked through a single 
scalar metric. Other standard tests used to characterise laminates, such 
as unnotched tension and compression, open-hole tension and 
compression or bending, emphasise different failure mechanisms and 
could alter the relative performance of different laminate families.

Furthermore, the current grammar targets balanced and quasi- 
symmetric families with discrete angle sets. More complex layups, 
including unsymmetric, tapered, or blending-constrained configura
tions, remain to be addressed. Within this DSL we explicitly represented 
Quad, DD and a six-double symmetric family, but did not introduce a 
separate “DD-Sym” family in which the DD block is mirrored about the 
mid-plane. Preliminary numerical checks for the present 24-ply bearing 
configuration indicated that DD and DD-Sym blocks with identical angle 
patterns lead to very similar bearing strength, so DD was used as the 
representative field-based family. This choice may not hold for other 
thicknesses, variable-thickness laminates or other load cases, where the 
distinction between DD and DD-Sym could become more relevant.

The present study focuses on a single-region, constant-thickness 
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laminate with 24 plies. This setup serves as a proof of concept for 
recasting laminate layup design as a conditional sequence generation 
problem. The choice deliberately simplifies the structural configuration 
and establishes a foundational methodology but does not capture the full 
complexity of realistic components such as wing skins, which are typi
cally tapered and partitioned into many regions with varying numbers of 
plies. Directly applying the current high-fidelity data generation strat
egy to large-scale structures with multiple regions and plies would be 
computationally prohibitive. In addition, the present dataset and ex
periments are restricted to a conventional tape thickness; thin-ply lam
inates and pre-plied DD building blocks, which are central to many 
current DD manufacturing concepts, are not considered explicitly. While 
the block-based DD grammar is compatible with such thin-ply imple
mentations, dedicated thin-ply datasets and experiments will be 
required before quantitative conclusions can be drawn for these systems.

Finally, the training data are imbalanced across laminate families 
and load levels. Quad laminates are much more numerous and cover a 
wider region of the P–K space, whereas DD samples are fewer and 
concentrated in a narrower band. The empirical success rates and 
feasible-domain comparisons reported for Quad and DD, therefore, 
reflect both the intrinsic structure of the laminate families and this data 
imbalance. Although the proposed workflow mitigates the cost of data 
generation by using a high-accuracy predictor trained on limited FEM 
data to generate large synthetic datasets, further work is needed to 
combine low-fidelity pre-training with high-fidelity fine-tuning and to 
systematically test these ideas on large, tapered, multi-region structures. 
These limitations underline the need for additional validation and data 
before the present observations can be used as general design rules.

5. Conclusion

This work presented LayupFormer, a physics-informed Transformer 
framework that reformulates composite laminate layup design as a 
requirement-conditioned sequence generation problem. By viewing 
layup design through the lens of a DSL, the framework directly maps 
target performance indicators to feasible and manufacturable stacking 
sequences, bridging the gap between optimisation-based search and 
interpretable inverse design.

The key novelty of this study lies in the integration of mechanics- 
based knowledge and generative modelling within a unified Trans
former architecture. Specifically, the predictor introduces a Tsai- 
invariant embedding that grounds learning in laminate physics, while 
the generator employs a grammar-constrained decoding mechanism to 
ensure manufacturability and syntactic validity. This coupling of physics 
consistency, grammatical feasibility, and attention-based interpret
ability establishes a new paradigm for physics-informed inverse com
posite design.

The methodology was validated on an open-hole tensile case with 24 
plies. The predictor achieved R2 = 0.99 for both P and K, demonstrating 
highly accurate regression performance. By serving as a reliable surro
gate for FEM, it substantially reduces the computational cost of data 
generation and enables efficient expansion of the training dataset for the 
generator. The generator demonstrated stable convergence across 
dataset scales, with validity saturating at medium scale and alignment 
continuing to improve with larger data. A trade-off between alignment 
and diversity was observed, consistent with the behaviour of likelihood- 
based generative models. Attention analyses further confirmed that 
LayupFormer internalises laminate rules and performance requirements 
in a physically interpretable manner. Experimental validation showed 
that LayupFormer-designed laminates outperform an empirical baseline 
in bearing tests, underscoring both the practical feasibility and predic
tive reliability of the framework.

Taken together, these contributions establish LayupFormer as a 
novel, general and extensible paradigm for physics-informed, grammar- 
guided laminate design. Future work will extend the framework to 
multi-objective conditioning, richer grammar rules, and alternative 

loading scenarios. We also plan to explore interpretability-guided con
straints that leverage attention patterns as implicit regularisers to 
enhance physical consistency and stabilise training, aiming toward a 
comprehensive platform for interactive and optimal composite design.
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