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Law Number XIV: After the year 2015, there will be no airplane crashes.

There will be no takeoffs either, because electronics will occupy 100 per-

cent of every airplane’s weight. (Norman Augustine - CEO Lockheed

Martin 1986[1])





Abstract

UAS(Unmanned Aerial Systems) mishaps are high, and their pilots face many

control challenges. The reliability of UAS has been seen as a dominant mishap

cause but in several instances the aircraft could have been saved if the health state

of the aircraft had been understood at an earlier point by the pilot. Manned and

unmanned aircraft pilots both benefit from the use of their own experience in the

detection and mitigation of faults during flight. However it has been suggested that

pilots within a GCS(Ground Control Station) face difficulties in maintaining their

situational awareness due to the nature of remote control. The use of a cognitive

framework as a basis for case based reasoning is suggested as a way to integrate

through life learning into the Safety Management System. The population of the

case base for such a system would require a large investment of time to create.

The use of machine learning is suggested and evaluated to address this issue by

generating cases for CBR. This has seen some success and even the use of an

AIS(Artificial Immune System) in this thesis.An AIS was used in order to try

to address the problem of cost and time caused by high pre-processing required

by common machine learning methods. A simulation of the Aerosonde UAS was

created and multiple flights simulated to build up a set of representative set flight

data. Several fault cases were included in the simulated flights of varying severities.

Different machine learning schemes were evaluated using the data set and their

effectiveness compared in order to evaluate the ability of the algorithm to learn

from flight data without extensive pre-processing.The complex dataset made the

problem difficult but in analysis the AIS performed slightly better than the neural

network with which it was compared. In due time and with development it’s

computational cost could be reduced and its effectiveness increased. The benefit

of an automated method to learn from aircraft incidents and mishaps can readily

be seen in a fleet scenario where it would be uneconomical to analyse flight data

of unmanned aircraft in the same way that it would be done for manned aircraft.

v



This semi-supervised approach reduces personnel requirements and enhances the

ability of operators to learn from mishaps by relating mishap cases to the current

situation and being transparent in their alerting criteria.



Acknowledgements

This research was kindly sponsored by the BAE Systems and EPSRC grant 1135839

Thanks go to my supervisors Ip-Shing Fan, Ian Jennions, & Jim McFeat

Thanks go to Dr James Whidborne for the use of the Aerosonde Matlab model.

Also to the support of my wonderful wife Rasa

vii





Contents

Abstract v

Acknowledgements vii

List of Figures xv

List of Tables xvii

List of Algorithms xix

Abbreviations xx

1 Introduction - Problem 1

1.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4

1.2 Gap Analysis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4

1.2.1 Knowledge Gap . . . . . . . . . . . . . . . . . . . . . . . . . 4

1.3 Direction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5

1.4 Research Approach . . . . . . . . . . . . . . . . . . . . . . . . . . . 5

1.5 Thesis Logic . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 9

1.6 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 11

2 Industrial Background 13

2.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 13

2.2 UAS . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 14

2.2.1 The Aircraft . . . . . . . . . . . . . . . . . . . . . . . . . . . 15

2.2.2 The Ground Control Station . . . . . . . . . . . . . . . . . . 17

2.2.3 The communication backbone . . . . . . . . . . . . . . . . . 17

2.2.4 The Human element . . . . . . . . . . . . . . . . . . . . . . 19

2.2.5 Supporting Systems . . . . . . . . . . . . . . . . . . . . . . . 19

2.3 Current Usage . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20

2.3.1 Mishap . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21

2.3.2 Flight Analysis . . . . . . . . . . . . . . . . . . . . . . . . . 22

2.3.2.1 Flight Data . . . . . . . . . . . . . . . . . . . . . . 22

2.3.2.2 FOQA/FDM . . . . . . . . . . . . . . . . . . . . . 25

2.3.2.3 Incident Analysis . . . . . . . . . . . . . . . . . . . 27

ix



Contents x

2.4 Integrated Vehicle Health Management . . . . . . . . . . . . . . . . 28

2.4.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . 28

2.4.2 History . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 29

2.4.3 Philosophy . . . . . . . . . . . . . . . . . . . . . . . . . . . . 31

2.4.4 Architecture . . . . . . . . . . . . . . . . . . . . . . . . . . . 32

2.4.5 IVHM System Design . . . . . . . . . . . . . . . . . . . . . . 33

2.4.5.1 Introduction . . . . . . . . . . . . . . . . . . . . . 33

2.4.5.2 System elements . . . . . . . . . . . . . . . . . . . 33

2.4.6 System Requirements . . . . . . . . . . . . . . . . . . . . . . 37

2.4.6.1 Non-functional Requirements . . . . . . . . . . . . 37

2.4.6.2 Functional Requirements . . . . . . . . . . . . . . . 38

2.4.7 IVHM for UAS . . . . . . . . . . . . . . . . . . . . . . . . . 39

2.4.7.1 IVHM requirement changes with mode . . . . . . . 39

2.5 Cognitive Control . . . . . . . . . . . . . . . . . . . . . . . . . . . . 42

2.6 The cognitive gap . . . . . . . . . . . . . . . . . . . . . . . . . . . . 45

2.7 CAHM (Cognitive Asset Health Management) . . . . . . . . . . . . 47

2.7.1 Features of a more cognitive Asset Health Management system 51

2.7.2 General Requirements . . . . . . . . . . . . . . . . . . . . . 54

2.7.3 Framework of data types . . . . . . . . . . . . . . . . . . . . 55

2.8 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 56

3 Literature Review - Applicable Machine Learning 57

3.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 57

3.2 Case Based Reasoning . . . . . . . . . . . . . . . . . . . . . . . . . 57

3.3 Clustering and Classification . . . . . . . . . . . . . . . . . . . . . . 61

3.3.1 Clustering . . . . . . . . . . . . . . . . . . . . . . . . . . . . 61

3.3.2 Classification . . . . . . . . . . . . . . . . . . . . . . . . . . 62

3.3.2.1 Supervised . . . . . . . . . . . . . . . . . . . . . . 63

3.3.2.2 Un-supervised . . . . . . . . . . . . . . . . . . . . . 64

3.4 UAS related Machine Learning State of the Art . . . . . . . . . . . 65

3.4.1 Machine Learning for adaptive control of UAS . . . . . . . . 65

3.4.2 Fault diagnosis and prognosis . . . . . . . . . . . . . . . . . 65

3.4.2.1 Diagnosis . . . . . . . . . . . . . . . . . . . . . . . 66

3.4.2.2 Prognosis . . . . . . . . . . . . . . . . . . . . . . . 67

3.4.3 Machine Learning for health management of UAS . . . . . . 67

3.5 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 68

4 Machine Learning Method Comparison - AIS 69

4.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 69

4.2 AIS - Artificial Immune System . . . . . . . . . . . . . . . . . . . . 69

4.2.1 Human Immune System . . . . . . . . . . . . . . . . . . . . 72

4.2.1.1 Key concepts . . . . . . . . . . . . . . . . . . . . . 72

4.2.2 AIS Development . . . . . . . . . . . . . . . . . . . . . . . . 76

4.2.3 AIS Discussion . . . . . . . . . . . . . . . . . . . . . . . . . 82



Contents xi

4.2.3.1 Comparison to cognitive control . . . . . . . . . . . 82

4.2.3.2 Advantages . . . . . . . . . . . . . . . . . . . . . . 82

4.2.3.3 Disadvantages . . . . . . . . . . . . . . . . . . . . . 84

4.2.4 AIS vs classification . . . . . . . . . . . . . . . . . . . . . . . 85

4.3 AIS Case Based Reasoning . . . . . . . . . . . . . . . . . . . . . . . 86

4.4 The AIS (artificial immune system) as a candidate method for cog-
nitive AHM . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 89

4.5 An AIS for through life health management of UAS . . . . . . . . . 90

4.5.1 Representation . . . . . . . . . . . . . . . . . . . . . . . . . 91

4.5.2 Affinity measures . . . . . . . . . . . . . . . . . . . . . . . . 91

4.5.2.1 Real valued representation affinity metrics . . . . . 92

4.5.2.2 Boolean matching affinity metrics . . . . . . . . . . 92

4.5.3 Maturation process . . . . . . . . . . . . . . . . . . . . . . . 93

4.5.4 Danger Theory . . . . . . . . . . . . . . . . . . . . . . . . . 94

4.6 Comparison of CAHM, CBR, and AIS-CBR characteristics . . . . . 95

4.7 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 96

5 Experiment Design 97

5.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 97

5.2 Aircraft Flight Data . . . . . . . . . . . . . . . . . . . . . . . . . . 98

5.2.1 Flight Simulation . . . . . . . . . . . . . . . . . . . . . . . . 98

5.3 Aerosonde . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 102

5.4 Mishap Design . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 104

5.4.1 Permanent Fault Scenarios . . . . . . . . . . . . . . . . . . . 104

5.4.1.1 Fuel Leak . . . . . . . . . . . . . . . . . . . . . . . 104

5.4.1.2 Control Jam . . . . . . . . . . . . . . . . . . . . . 105

5.5 Mission Design . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 107

5.6 Pre-Processing . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 108

5.7 Machine Learning Evaluation . . . . . . . . . . . . . . . . . . . . . 110

5.8 CBR Analysis and Application . . . . . . . . . . . . . . . . . . . . . 110

5.8.1 Mishap4840 . . . . . . . . . . . . . . . . . . . . . . . . . . . 112

5.8.2 Mishap4894 . . . . . . . . . . . . . . . . . . . . . . . . . . . 115

5.8.3 Mishap4992 . . . . . . . . . . . . . . . . . . . . . . . . . . . 120

5.8.4 Mishap5080 . . . . . . . . . . . . . . . . . . . . . . . . . . . 123

5.9 Dataset Creation . . . . . . . . . . . . . . . . . . . . . . . . . . . . 128

5.10 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 129

6 Algorithm Design 131

6.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 131

6.2 AIS Design elements . . . . . . . . . . . . . . . . . . . . . . . . . . 132

6.2.1 Application Domain . . . . . . . . . . . . . . . . . . . . . . 133

6.2.2 Immune Entities . . . . . . . . . . . . . . . . . . . . . . . . 133

6.2.3 Representation . . . . . . . . . . . . . . . . . . . . . . . . . 134

6.2.4 Affinity Measures . . . . . . . . . . . . . . . . . . . . . . . . 135



Contents xii

6.2.4.1 Real Vector Representation . . . . . . . . . . . . . 135

6.2.4.2 Affinity Metrics . . . . . . . . . . . . . . . . . . . . 136

6.2.4.3 Recognition Threshold . . . . . . . . . . . . . . . . 137

6.2.5 Immune Algorithms . . . . . . . . . . . . . . . . . . . . . . . 140

6.2.5.1 Algorithms Elements . . . . . . . . . . . . . . . . . 140

6.3 Population Type AIS (v1 Algorithm) . . . . . . . . . . . . . . . . . 143

6.4 Race Type AIS (v2 Algorithm) . . . . . . . . . . . . . . . . . . . . 144

6.4.1 AIS-FOQA v2 computation complexity . . . . . . . . . . . . 148

6.5 Design Validation using the Fisher Iris Dataset . . . . . . . . . . . . 149

6.5.1 New data, new antibodies . . . . . . . . . . . . . . . . . . . 149

6.6 Neural Network . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 152

6.6.1 N-S-FBEC computational complexity . . . . . . . . . . . . . 153

6.7 Fisher Iris AIS Performance . . . . . . . . . . . . . . . . . . . . . . 153

6.7.1 AIS Fisher Iris Results . . . . . . . . . . . . . . . . . . . . . 153

6.7.2 NN-S-FBEC Fisher Iris Results . . . . . . . . . . . . . . . . 154

6.7.3 Fisher Iris Comparison . . . . . . . . . . . . . . . . . . . . . 155

6.8 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 155

7 Results 157

7.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 157

7.2 NN-S-FBEC Flight Data Results . . . . . . . . . . . . . . . . . . . 158

7.3 AIS Flight Data Results . . . . . . . . . . . . . . . . . . . . . . . . 161

7.4 Usage Comparison . . . . . . . . . . . . . . . . . . . . . . . . . . . 169

7.4.1 CBR in Application . . . . . . . . . . . . . . . . . . . . . . . 169

7.4.2 NN-S-FBEC in Application . . . . . . . . . . . . . . . . . . 170

7.4.3 AIS-FOQA in Application . . . . . . . . . . . . . . . . . . . 170

7.5 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 170

8 Discussion, Conclusion, and Future Work 173

8.1 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 173

8.1.1 Research Question . . . . . . . . . . . . . . . . . . . . . . . 174

8.1.2 Challenges and Opportunities . . . . . . . . . . . . . . . . . 174

8.1.3 Realistic dataset . . . . . . . . . . . . . . . . . . . . . . . . 175

8.1.4 Learning from Mishaps . . . . . . . . . . . . . . . . . . . . . 175

8.1.5 The New Method . . . . . . . . . . . . . . . . . . . . . . . . 176

8.1.5.1 Comparison of AIS-FOQA and NN on Fisher Iris
Data . . . . . . . . . . . . . . . . . . . . . . . . . . 176

8.1.5.2 Comparison of AIS-FOQA and NN on Flight Data 177

8.1.6 AIS-FOQA Application discussion . . . . . . . . . . . . . . . 179

8.2 Conclusions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 181

8.2.1 Key Findings and Summary . . . . . . . . . . . . . . . . . . 181

8.3 Future Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 183



Contents xiii

A AIS Race Type Algorithm 209

A.1 Inputs . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 209

A.1.1 Mandatory Inputs . . . . . . . . . . . . . . . . . . . . . . . . 209

A.1.2 Optional Inputs . . . . . . . . . . . . . . . . . . . . . . . . . 210

A.2 Outputs . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 210

A.2.1 Output before completion . . . . . . . . . . . . . . . . . . . 210

A.2.2 Output at completion . . . . . . . . . . . . . . . . . . . . . . 211

A.3 Code . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 211

B AIS Population Type Algorithm 235

B.1 Inputs . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 235

B.1.1 Mandatory Inputs . . . . . . . . . . . . . . . . . . . . . . . . 235

B.2 Outputs . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 236

B.2.1 Output at completion . . . . . . . . . . . . . . . . . . . . . . 236

B.3 Code . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 236

C Persistent UAS Mishap Analysis 241

C.1 Persistent UAS . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 241

C.1.1 Common Features . . . . . . . . . . . . . . . . . . . . . . . . 242

C.1.2 Feature related issues . . . . . . . . . . . . . . . . . . . . . . 242

C.1.3 MQ-1/RQ-1 Predator . . . . . . . . . . . . . . . . . . . . . . 243

C.1.4 RQ-4 Global Hawk . . . . . . . . . . . . . . . . . . . . . . . 244

C.1.5 MQ-9 Predator B/Reaper . . . . . . . . . . . . . . . . . . . 244

C.2 UAS Mishap Papers . . . . . . . . . . . . . . . . . . . . . . . . . . 245

C.2.1 Hundley et al . . . . . . . . . . . . . . . . . . . . . . . . . . 245

C.3 Data Sources . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 246

C.3.1 Safety Investigation Board Reports . . . . . . . . . . . . . . 246

C.3.2 Accident Investigation Board . . . . . . . . . . . . . . . . . 246

C.3.3 Mishap Classification . . . . . . . . . . . . . . . . . . . . . . 247

C.4 Aircraft Featured in Study . . . . . . . . . . . . . . . . . . . . . . . 247

C.4.1 MQ-1/RQ-1 Predator . . . . . . . . . . . . . . . . . . . . . . 247

C.4.2 RQ-4 Global Hawk . . . . . . . . . . . . . . . . . . . . . . . 247

C.4.3 MQ-9 Predator B/Reaper . . . . . . . . . . . . . . . . . . . 248

C.5 Study Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . 252

C.5.1 Mishap Categorisation . . . . . . . . . . . . . . . . . . . . . 252

C.5.2 Mode vs. Cause . . . . . . . . . . . . . . . . . . . . . . . . . 253

C.6 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 255





List of Figures

1.1 Research Approaches . . . . . . . . . . . . . . . . . . . . . . . . . . 6

1.2 Demon UAS . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 8

1.3 Thesis Logic . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 10

2.1 UAS System Architecture . . . . . . . . . . . . . . . . . . . . . . . 14

2.2 PACT Framework . . . . . . . . . . . . . . . . . . . . . . . . . . . . 16

2.3 USAF Class A mishap rate trends(Various aircraft) . . . . . . . . . 21

2.4 V-N Diagram . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 25

2.5 FOQA Risk Analysis cycle . . . . . . . . . . . . . . . . . . . . . . . 25

2.6 IVHM System Architecture . . . . . . . . . . . . . . . . . . . . . . 32

2.7 IVHM System Operational Cycle . . . . . . . . . . . . . . . . . . . 34

2.8 Fitts List . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 42

2.9 UAS Decision Timescales . . . . . . . . . . . . . . . . . . . . . . . . 43

2.10 OODA Loop . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 46

2.11 Cognitive Task Hierachy . . . . . . . . . . . . . . . . . . . . . . . . 49

3.1 Case Based Reasoning . . . . . . . . . . . . . . . . . . . . . . . . . 58

3.2 CBR-FOQA within Safety Management System . . . . . . . . . . . 60

3.3 Voronoi Diagram . . . . . . . . . . . . . . . . . . . . . . . . . . . . 62

3.4 Single Neuron . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 63

4.1 Maintenance Transformation Map . . . . . . . . . . . . . . . . . . . 72

4.2 B-Cells and Bacteria . . . . . . . . . . . . . . . . . . . . . . . . . . 74

4.3 AIS Development . . . . . . . . . . . . . . . . . . . . . . . . . . . . 78

4.4 Immune System Algorithm . . . . . . . . . . . . . . . . . . . . . . . 81

4.5 AIS vs Supervised Machine Learning . . . . . . . . . . . . . . . . . 83

5.1 Aircraft Orientation Conventions . . . . . . . . . . . . . . . . . . . 101

5.2 Aerosonde UAS . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 103

5.3 Aerosonde Simulink Overview . . . . . . . . . . . . . . . . . . . . . 103

5.4 Aerosonde Ruddervator Fault Block . . . . . . . . . . . . . . . . . . 107

5.5 Aerosonde Simulation Flowchart . . . . . . . . . . . . . . . . . . . . 108

5.6 Sim4840 Flight Data 1 of 2 . . . . . . . . . . . . . . . . . . . . . . . 113

5.7 Sim4840 Flight Data 2 of 2 . . . . . . . . . . . . . . . . . . . . . . . 114

5.8 Sim4894 Flight Data 1 of 2 . . . . . . . . . . . . . . . . . . . . . . . 116

5.9 Sim4894 Flight Data 2 of 2 . . . . . . . . . . . . . . . . . . . . . . . 117

5.10 Sim4894 Flight Data 3 of 4 . . . . . . . . . . . . . . . . . . . . . . . 118

xv



List of Figures xvi

5.11 Sim4894 Flight Data 4 of 4 . . . . . . . . . . . . . . . . . . . . . . . 119

5.12 Sim4992 Flight Data 1 of 2 . . . . . . . . . . . . . . . . . . . . . . . 121

5.13 Sim4992 Flight Data 2 of 2 . . . . . . . . . . . . . . . . . . . . . . . 122

5.14 Sim5080 Flight Data 1 of 4 . . . . . . . . . . . . . . . . . . . . . . . 124

5.15 Sim5080 Flight Data 2 of 4 . . . . . . . . . . . . . . . . . . . . . . . 125

5.16 Sim5080 Flight Data 3 of 4 . . . . . . . . . . . . . . . . . . . . . . . 126

5.17 Sim5080 Flight Data 4 of 4 . . . . . . . . . . . . . . . . . . . . . . . 127

6.1 AIS Design Method . . . . . . . . . . . . . . . . . . . . . . . . . . . 132

6.2 Antibody responses . . . . . . . . . . . . . . . . . . . . . . . . . . . 138

6.3 Real Valued Negative Selection Algorithm . . . . . . . . . . . . . . 141

6.4 AIS Mutation Methods . . . . . . . . . . . . . . . . . . . . . . . . . 142

6.5 Race Type AIS Algorithm structure . . . . . . . . . . . . . . . . . . 146

6.6 Fisher Iris Early Stage . . . . . . . . . . . . . . . . . . . . . . . . . 150

6.7 Fisher Iris Late Stage . . . . . . . . . . . . . . . . . . . . . . . . . . 151

6.8 Fisher Iris Antibody Visualisation . . . . . . . . . . . . . . . . . . . 152

7.1 Sim4840 NN Response . . . . . . . . . . . . . . . . . . . . . . . . . 160

7.2 Sim4840 NN Response Result . . . . . . . . . . . . . . . . . . . . . 161

7.3 Pairwise Plot 1 of 7 . . . . . . . . . . . . . . . . . . . . . . . . . . . 163

7.4 Pairwise Plot 2 of 7 . . . . . . . . . . . . . . . . . . . . . . . . . . . 163

7.5 Pairwise Plot 3 of 7 . . . . . . . . . . . . . . . . . . . . . . . . . . . 164

7.6 Pairwise Plot 4 of 7 . . . . . . . . . . . . . . . . . . . . . . . . . . . 164

7.7 Pairwise Plot 5 of 7 . . . . . . . . . . . . . . . . . . . . . . . . . . . 165

7.8 Pairwise Plot 6 of 7 . . . . . . . . . . . . . . . . . . . . . . . . . . . 165

7.9 Pairwise Plot 7 of 7 . . . . . . . . . . . . . . . . . . . . . . . . . . . 166

7.10 AIS Algorithm learning progress figure . . . . . . . . . . . . . . . . 166

7.11 Sim4840 AIS Response . . . . . . . . . . . . . . . . . . . . . . . . . 168

7.12 Sim4840 AIS Response Result . . . . . . . . . . . . . . . . . . . . . 169

C.1 DOD Roadmap RPAS Mishap Statistics . . . . . . . . . . . . . . . 251



List of Tables

4.1 Application areas of AIS . . . . . . . . . . . . . . . . . . . . . . . . 71

5.1 Flight data Minimums and Maximums . . . . . . . . . . . . . . . . 109

5.2 Data Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 129

6.1 AIS-FOQAv2 run variable values . . . . . . . . . . . . . . . . . . . 147

6.2 AIS-FOQAv2 Settings . . . . . . . . . . . . . . . . . . . . . . . . . 148

6.3 AIS-FOQA Fisher Iris Results . . . . . . . . . . . . . . . . . . . . . 154

6.4 AIS-FOQA Fisher Iris Performance . . . . . . . . . . . . . . . . . . 154

6.5 NN Fisher Iris Results . . . . . . . . . . . . . . . . . . . . . . . . . 154

6.6 NN Fisher Iris Performance . . . . . . . . . . . . . . . . . . . . . . 155

7.1 Mishap Details . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 158

7.2 NN-S-FBEC Results . . . . . . . . . . . . . . . . . . . . . . . . . . 159

7.3 AIS Algorithm learning progress table . . . . . . . . . . . . . . . . 162

7.4 AIS-FOQA Results . . . . . . . . . . . . . . . . . . . . . . . . . . . 167

8.1 Table 1 from Ji 2004[2] . . . . . . . . . . . . . . . . . . . . . . . . . 177

8.2 Results Comparison . . . . . . . . . . . . . . . . . . . . . . . . . . . 178

C.1 USAF UAS Class A Mishaps . . . . . . . . . . . . . . . . . . . . . . 249

C.2 USAF Mishap Statistics . . . . . . . . . . . . . . . . . . . . . . . . 252

xvii





List of Algorithms

1 Dendritic Cell Algorithm . . . . . . . . . . . . . . . . . . . . . . . . 79

2 CLONALG AIS Algorithm . . . . . . . . . . . . . . . . . . . . . . . 80

3 Equation for Scaling into Unit Interval . . . . . . . . . . . . . . . . . 109

4 Equation for Minkowski Distance . . . . . . . . . . . . . . . . . . . . 135

5 Equation for calculating volume of hypersphere . . . . . . . . . . . . 135

6 Equation for Antibody Recognition affinity metric . . . . . . . . . . 139

7 Equation for random distribution of points on the surface of an n

dimensional sphere . . . . . . . . . . . . . . . . . . . . . . . . . . . . 141

8 AIS-FOQA Population Type (v1 Algorithm) . . . . . . . . . . . . . . 144

9 AIS-FOQA Race Type (v2 Algorithm) . . . . . . . . . . . . . . . . . 145

10 Mishap Probability per Mission . . . . . . . . . . . . . . . . . . . . . 251

xix





Abbreviations

AAIB Air Accident Investigation Branch

ACARS Aircraft Communications Addressing and Reporting System

ACM Automated Contingency Management

ACMS Aircraft Condition Monitoring System

AFRL Air Force Research Laboratory

AHM Asset Health Management

AI Artificial Intelligence

AIB Accident Investigation Board

AIS-FOQA Artificial Immune System for Flight Operations Quality Assurance

ALIS Autonomic Logistics Information System

AO Area of Operations

AOA Angle Of Attack

ARINC Aeronautical Radio Incorporated (Standards Organisation)
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Chapter 1

Introduction - Problem

Introduction

The use of unmanned aircraft for aerial work is a growing market within both

the military and civilian sectors. The safety of these aircraft and the problems

associated with remote operation are a barrier to wider adoption and the ability

of operators to access of new markets and offer novel services.

Research Problem

The use of unmanned aircraft for various tasks has become a growth industry and

one in which the dominant mode is direct remote control of the aircraft. In order

to encourage further use and to lower the operational cost certain challenges must

be overcome. See Section 2.2 for further information. One of these challenges is

the health management of multiple aircraft where the supervisory attention of the

operation may be split between multiple tasks, or even in future between multiple

aircraft. Current health management methods(Section 2.4 and 3.4) are insufficient

for this challenge as they either require a large investment of personnel(Section

2.3.2) or they struggle to integrate new knowledge gained through the life of the

aircraft(Section 3.4.3).

1
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Research Aims and Objectives

Research Aim

Due to the large and increasing demand for UAS and the very large and growing

volumes of flight data expected to be available to any competent operator methods

are needed to be able to make use of this asset to help improve operations and

safety without requiring investment out of proportion to the possible value of the

improvements as until improvements are realised their value difficult to quantify

and so the investment a risk. This project aims to create a machine learning

approach to learn from the operation of unmanned aircraft, in order to improve

the ability of the operator to manage their systems during flight, with particular

attention to mitigating the risk of incident and mishap. This method to be able

to offer benefit without creating an unreasonable increase in workload.

Research Objectives

Evaluate approaches to enhancing the through life health management of un-

manned aircraft, their supporting systems and to examine computing concepts

identified as highly relevant machine learning paradigms to the health manage-

ment field.

1. Survey the challenges and opportunities presented to the remote pilot by the

health management of an unmanned aerial system

2. Using realistic aircraft data to create representative aircraft flight character-

istics for evaluation of health management learning algorithms

3. Use real UAS mishap reports in the creation of fault scenarios to give realistic

failure data

4. Develop a method to enable health management and through life learning

for future large fleets of unmanned aircraft

5. Discuss the application of this new method to the management of unmanned

aircraft fleets
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Research Approach

In brief it was decided to construct a representative dataset of unmanned aircraft

flight data including some reasonable mishaps. This could then be used to evaluate

machine learning algorithms and their ability to assist in the health management

of unmanned aircraft. The different research approaches that were considered are

discussed further in Section 1.4. The experiment was structured to try to ensure

that the data was a representative of real use as possible, that the tests were fair

and repeatable, and that any complicating factors caused by the practicalities of

UAS operation were considered. The design of the experiment is discussed further

in Chapter 5.

Research Contributions

A novel AI algorithm was created to process aircraft flight data and create methods

to recognise mishaps in a way to assist in future diagnostics and the capturing of

aircraft failure modes and responses that could be used within a fleet management

perspective.

1. Use of a priori knowledge to generate AI detectors(See Chapter 6)

2. Semi-Supervised learning of an AI through flight data analytics(See Chapter

6)

3. Putting IVHM within a cognitive framework and exploring a method which

moves IVHM more towards cognitive automation. Knowledge based tasks

are still performed by humans. The AI and its supporting elements support

this task through new detector suggestion in response to their identification

of non-normal situations.(See Section 4.4)

4. Use of an AI method to aid continual learning for operators and maintainers

through use of flight data.(See Chapter 6)

5. Use of mission simulator to evaluate data requirements of a system and en-

able future work and comparison of IVHM diagnostic and prognostic meth-

ods for UAS(See Chapter 5)



Chapter 1. Introduction - Problem 4

6. A well discussed method for conducting integrating health management and

FOQA into the UAS lifecycle. (See Chapter 8.2)

Summary

The research has been introduced in brief as the investigation through simulation

of methods to detect and capture fault information in UAS. Particular attention

being given to ways which enhance the ability of the human operators to under-

stand why any future incident gets classified as a fault.

1.1 Introduction

The gap chosen in section 1.2 can be explored in a number of ways and in Section

1.4 the most appropriate way will be identified in order to yield original knowledge

within this area.

1.2 Gap Analysis

As can be seen from the various aspects of UAS health management discussed in

Section 2.4 a method is needed to bring together health management for UAS.

Some machine learning approaches to elements of this are discussed in section

3.4 but no whole system approaches have been suggested other than those which

require a significant long term cognitive burden on the human elements of the

system. This is expanded and discussed in Section 2.7

1.2.1 Knowledge Gap

One of the underlying theories used in evaluating possible solutions during this

investigation is that there is a restriction within UAS on the amount of health

management systems that can be on the aircraft. This is examined more widely

along with the requirements for any algorithm. However part of the gap is un-

derstanding exactly how much should be on the aircraft and how much should be
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at work on the ground. During the system design and test phase fault trees can

be predicted and case based reasoning constructed to help with automated fault

detection and identification during use. However this is a time consuming exercise

and is not done for some small UAS as they are time consuming to create for the

full breadth of possible faults that could occur. It also is weak to unanticipated

emergent faults that only become apparent through regular operation of the air-

craft. UAS do however have more sensors on-board than an equivalent manned

aircraft. This allows the use of aircraft sensors to detect faults. There is a wider

question regarding how such a “dual use” system could be configured and at what

point the control data ceases to be useful for determining the health of systems.

A human pilot suspecting an issue with an UAS would institute diagnostic proce-

dures which would use on-board systems and processing as well as flight telemetry

data and off-board processing to come to their conclusions.

1.3 Direction

It was decided to pursue an evaluation of a novel machine learning concept for

the through life learning of mishap cases. Due to the scarcity of flight data from

UAS and the specifically the lack of opportunity to replicate flights of the existing

research UAS Demon or to conduct ground tests it was decided to construct an

evaluation based around representative flight data which could be generated in

simulation. This is discussed in Section 5.

1.4 Research Approach

The research approach as illustrated in Figure 1.1 had a number of potential ways

to explore how IVHM could be used to address the problem of through life health

management in UAS. The two central elements of any UAS are the assets them-

selves which consist of aircraft, controls, maintenance equipment, data systems,

etc and are described in Section 2.2; and the operation performing means which

consist of the operators(described in Section 2.2 and 2.5) in both the individual

and corporate sense and the other organisation actors that use and choose the

assets.
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Through Life 
Asset Health 

Management of 
UAS

Operations
(Individuals & 
Organisation)

Assets

Analysis of flight data to find 
features of faults

Analysis of mishaps to find 
key systems & behaviors

Simulation of aircraft to 
generate data for fault 

diagnostic system evaluation

Survey to find approaches, 
attitudes, & best practice

Case Studies of operators to 
evaluate competing approaches

Figure 1.1: Research Approaches

Operations

Operator Surveys

The investigation of attitudes and assumptions in the field of UAS has been exam-

ined elsewhere.[3] Some initial work was done to discuss with operators methods

and mishaps in an interview setting to establish what sorts of mishaps were the

most important to examine. This approach is susceptible to skewing if the popu-

lation of individuals taking part is too small. It can also be difficult to structure



Chapter 1. Introduction - Problem 7

the questions of a survey in a way that avoids leading the respondent to a spe-

cific answer. It can however show the perceptions in the community and act as a

pointer to areas suitable for future research. It can also be very useful for under-

standing attitudes and practices within a domain as long as the questions are well

constructed and easy for the respondents to parse and answer appropriately.

Operator Case Studies

The use of case studies to compare and contrast different operator approaches and

try to determine best practice is a worthwhile pursuit but requires cooperative

operators willing o be open about their practices. Some such as the LMA (Large

Model Association)[4] have been willing to discuss how they assure safety but do

not form a good basis for comparison with commercial operators, and commercial

operators are frequently reticent to disclose potentially competitive insight to any

rivals. The small population size result skew associated with surveys also applies

here and can have an even greater effect due to the associated lower number cases.

Assets

Analysis of Flight Data

The analysis of UA flight data to identify lessons and suitable methods starts with

the search for that data. A ready source was available with the Demon UA which

is shown in Figure 1.2. This was developed by Cranfield University[5] as part of

the FLAVIR project[6]. However there was not enough data to generate significant

contribution and the likelihood of doing experiments to gain more is low. The data

that could be generated would also be biased towards data generated from flight

test activity rather than practical use and faults could only be partially simulated

without risking the aircraft. See Section 2.3.2 and 2.3.2.1 for further information.
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Figure 1.2: Demon unmanned aircraft[6]

Analysis of Mishaps

The analysis of incidents and mishaps has been a fruitful field for understanding

how to better operate and design aircraft. There are some sources of data but none

at present provides enough information to perform third party analysis of the type

required for detailed operation and design conclusions. Appendix C looks at the

data that is available and discusses some conclusions but beyond that significant

contribution seemed to require a different approach. See Section 2.3.1 and Ap-

pendix C for further information. However the original data used to generate the

conclusions for the various investigatory organisations is not available for analysis

by third parties. Where reports have been published they are often also partially

redacted to disguise operational issues and avoid assigning blame to named par-

ties. These issues can sometimes make it difficult to translate conclusions within

one mishap classification system such as that of the USAF into a system used for

research. One example is their approach to human error. The USAF system does

not assign conclusions of human error but instead strives to identify training issues

or human machine interface challenges. This is in contrast to other approaches

which are more comfortable listing mishap cause as aircrew.

Fault Simulation

Simulation has been used to explore aspects of machine behaviour too time con-

suming or too dangerous to explore in a practical manner. Unmanned aircraft

have frequently been explored in this way for many research areas from formation

flying[7], through to aircraft faults[8], aircraft flight envelope prediction[9], and
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simulation is also used to evaluate flight crew[10]. Within fault simulation there

are several ways the faults could have been simulated at varying levels of detail.

The need to generate large amounts of flight data to create a solution in the CBR-

FOQA space as shown in Figure 3.2 drove the choice to simpler fault scenarios

that could be represented and simulated efficiently with an acceptable level of de-

tail rather than taking a long time to generate only a few highly detailed fault

scenarios. Fault simulation is susceptible to mistakes in the aircraft simulation,

the fault simulation, and the mission simulation and so to ensure validity existing

models already in use for research were investigated. Aircraft fault simulation is

further discussed in Chapter 5 and specifically in Section 5.2.

1.5 Thesis Logic

The flowchart shown in Figure 1.3 shows the research plan of this thesis. In the

initial stages separate literature reviews were performed to improve understanding

of both IVHM and health management in general as well as of unmanned aircraft

and their particular challenges. A review was then performed of available mishap

data for UAS and existing studies done in this area to assess the vulnerability of

UAS to mishaps compared to manned aircraft. Analysis of mishap led to the need

for work in flight data analysis to review how UAS flight data could be reviewed

and studied. In parallel the need for a strong business case for health management

before equipment could be allotted to an aircraft design was identified and led to

a strategy of evaluating what approaches could enhance the health management

of the UAS without adding equipment to the aircraft if possible. This works very

well with the flight data analysis work as the aircraft flight data recorder is a

prime source of information for analysis and health management and with the

telemetry stream to the GCS common in UAS offered the opportunity to have

reasoning offboard the aircraft or in certain circumstances to deploy reasoners to

the aircraft itself when a business benefit can be demonstrated. In order to study

this concept different approaches were evaluated until the simulation of aircraft

with faults and the construction of an artificial immune system was chosen as

the approach to explore this area. The design of the simulation was informed by

the work into understanding UAS and the review of real UAS mishaps from the

USAF. The results of the AIS-FOQA algorithm were then evaluated compared to

a neural network.
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Figure 1.3: Thesis Logic
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1.6 Summary

In this section the methods by which health management for UAS could be ex-

plored have been discussed. There is a gap for machine learning solutions to

leaving from flight data in a way that preserves the ability of operators to learn

from the information. Case based Reasoning helps by structuring the mishaps

and if automated methods can be created to connect cases to new potential faults

this will help operators to manage large fleets of UAS. It was decided to create a

dataset of flight data including faults using fault simulation within a sequence of

simulated UAS flights. This has the benefit of allowing the generation of a large

dataset suitable for evaluating different machine learning approaches.





Chapter 2

Industrial Background

2.1 Introduction

UAS(Unmanned Aerial Systems) have grown from their genesis almost a hundred

years ago with the Sperry aerial torpedo[11], to become sophisticated, highly de-

veloped, and complex systems. In this section their use will be examined, the

needs of their operators, and how their operations may be improved in future

though some original research.

• In Section 2.2 UAS will be introduced and discussed

• In Section 2.3 UAS usage will be discussed

• In Section 2.3.2 the methods by which UAS operations can be analysed will

be discussed and how conclusions can be applied to improve operations.

• In Section 2.4 IVHM will be introduced and its applicability to the problem

of UAS health management discussed.

• In Section 2.5 the difficulties in competent control of a remote vehicle are

discussed as well as the implications for asset health management.

• Cognitive Asset Health Management in Section 2.7

13
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2.2 UAS

Unmanned aircraft are aircraft that are intended to fly without a pilot on board.

They consist of several main system elements. This section will introduce UAS

and discuss their use. Some of the difficulties of operating UAS and problems

unique to UAS will be discussed. A generic UAS architecture is shown in Figure

2.1. The individual elements of the UAS shown in the figure are discussed within

this chapter and the contribution of each to the through life health management of

the system discussed. Briefly the chief portions of the system are the aircraft(See

Section 2.2.1), the communication means(See Section 2.2.3), the GCS(Ground

Control Station)(See Section 2.2.2), the pilot or pilots(See Section 2.2.4),and the

wider support system(See Section 2.2.5).

Satellite 
Transceiver

LOS VHF 
Transceiver

Satellite

Satellite 
Transceiver

Remotely Piloted Aircraft

Ground 
Control Station

Local Ground 
Control Station

Operations, Planning, & Maintenance 
support systems

Aircraft Operator 
Key In Flight Tasks

· Aviate

· Navigate

· Communicate

· Manage systems 

Ground staff for launch, recovery, 
fueling, payload configuration, and 

first line checkout

Figure 2.1: UAS System Architecture
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2.2.1 The Aircraft

In this thesis the terms UAS(Unmanned Aerial System) and UA(Unmanned Air-

craft) will be used as the methods discussed while primarily intended for remotely

piloted aircraft systems are also applicable to autonomous systems. In situations

where the whole system of UA, GCS, and supporting systems is meant then this

thesis will refer to the system as a UAS. This is in keeping with general industry

practice. Historically these aircraft types have also been referred to as drones.

However this is confusing to those with an understanding of insects and the func-

tions of a biological drone. Insect drones are typically male colony type insects

whose functions do not extend beyond mating. However in communication with

the man in the street acronyms can confuse but “drone” seems to now have a well

understood meaning of a flying robot. Though it is easier to say drone to the

general public to convey meaning the drone nomenclature will not be used in this

thesis.

Autonomy

In the ICAO (International Civil Aviation Organisation) regulatory framework un-

manned aircraft come in two general types[12]. Autonomous aircraft and Remotely

piloted aircraft. Autonomous means that the aircraft can make independent de-

cisions without reference to prepared rules or needing external guidance. ICAO

has decided not to regulate autonomous aircraft as there is currently no method

to assure control in all situations. The issue is one of safety and of liability in the

event of an incident. However some manned aircraft or unmanned aircraft can

have autonomous elements. In contrast, in remotely piloted aircraft, decisions can

only be made by the remote pilot or a rule based deterministic system on-board.

An issue unique to UAS is the discussion on the appropriate level of Autonomy

in the aircraft. As discussed ICAO does not regulate autonomous UA as there is

poor understanding of the risks and no framework for liability in the event of an

incident. This area is discussed well in an AFRL(Air Force Research Laboratory)

paper which sought to define levels of autonomy.

Automatic means that a system will do exactly as programmed, it has

no choice. Autonomous means that a system has a choice to make free
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of outside influence, i.e., an autonomous system has free will. For in-

stance, let's(sic) compare functions of an automatic system (autopilot)

and an autonomous guidance system:

• Autopilot: Stay on course chosen.

• Autonomous Guidance: Decide which course to take, then stay

on it

(Quote is from B.T.Clough[13])

UAS therefore while not autonomous may have varying levels of autonomy/au-

tomation. This may vary during the flight depending on the situation and some

regulation does require a reversionary direct control mode. Parasuraman and

Sheridan[14] did a study on how the use of automation within complex systems

could be specified for the purpose of contracts and man machine interface design.

Their work produced a well-respected table which compares well to other metrics.

This work was used in the creation of the PACT framework as part of the DERA

(Defence Evaluation and Research Agency) Cognitive Cockpit project[15]and[16].

This is the PACT (Pilot Authority Control of Tasks) framework shown in Figure

2.2 which shows different combinations of control authority levels for the pilot and

the computer within a system.

Figure 2.2: Pilot Authority Control of Tasks Framework (Figure 7 p11[15])
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Aircraft Control Architectures

Unmanned aircraft come in a variety of sizes, architectures, and complexity. Listed

here are some general architecture types in order of increasing complexity and

capability.

UA Aircraft Architecture Types

• Analog → Sophisticated PWM(Pulse Width Modulation) signals created

using shift registers and resistor ladders.

• Single Board → One circuit board processes commands from the controller

and emits necessary signals to the servos and ESC(Electronic Speed Con-

troller) of the aircraft.

• Federal→ One central board which manages the aircraft. Additional boards

controlled directly with no configuration changes during flight.

• Distributed → Multiple flight management computers

2.2.2 The Ground Control Station

UA pilots control their aircraft from a ground station. This forms an integral

part of the aircraft system. These include a piloting control system and a method

of communication with the aircraft. More sophisticated UAS can have ground

control systems similar to the cockpit of a manned aircraft in size and complexity.

Less sophisticated UAS have ground control stations that are very similar to those

used with radio controlled models. There are many variations in between these

two extremes. It is also typical for there to be some way to access data or imagery

from the aircraft for analysis by an observer.

2.2.3 The communication backbone

There must be some way to communicate between the GCS and the UA. There

are quite a few methods in use which vary widely. A small selection is listed here.

Communication methods

• Visible and Near Visible
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• Infra-Red - Typically used for micro size UAS for use indoors. Widely

expected to be a communication means for certain high altitude drone

Internet hotspots.

• Visible and Ultra-Violet coherent laser used for slow moving or station-

ary aircraft such as an aerostat.

• Radio

• 433MHZ ISM Band Various modes (Long range low bandwidth control

Small and medium UAS)

• 2.4GHZ ISM Band Spread Spectrum (Typically RC models and small

commercial UAS)

• 2.4GHZ ISM Band 802.11 (Commercial short range multirotors)

• 2.4GHZ ISM Band ZigBee (Small UAS)

• VHF Band Various modes (Long range LOS (line of sight) large UAS)

• X Band Satellite Various modes (Long range BVLOS (beyond visual

line of sight) very large UAS)

The main large UAS such as Predator[17] and Global Hawk[18] both use LOS VHF

radio for take-off and landing from a local GCS before handing off to an X band

satellite radio control from a remote GCS. The Cranfield University Demon[5] UA

shown in Figure 2.1 uses a LOS ISM band spread spectrum radio for remote control

and a different type of LOS ISM band spread spectrum radio for telemetry and

digital communications to the aircraft flight computer. The architecture depicted

in Figure 2.1 is more representative of a large UAS like Predator or Global Hawk.

It should be noted that no communications method has infinite bandwidth or zero

latency and so will always create some design compromise which will need to be

taken into account when operating the vehicle.

The main conclusion should be that despite the wide variety of methods to get

data to and from the vehicle no solution exists with zero latency and no solution

has infinite bandwidth so any health management solutions will need to operate

within those constraints. The ability to diagnose a fault, give a prognosis, and

plan appropriate responses, while the human in the loop is on the end of some

communications chain, is a challenge which has no perfect solution.
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2.2.4 The Human element

Arbitrary delays, spatial separation of cause and effect, and discrete,

discontinuous sub-systems tend to obscure cause-effect relationships.

The pilot is insulated from the aircraft and develops a completely differ-

ent image of the system he is operating than he would if the computers

were not there. Consequently, any failure of the computers (either due

to electro-mechanical failure or an unexpected situation) requires the

pilot to intervene in a system with which he is not currently familiar.

(Quote from Air Marshal MacFadyen[19])

The ability of the pilot to anticipate the actions and potential emergencies of the

aircraft has been noted to vary widely with experience and takes some time to

master[20]. This situational awareness built from experience and specific training

is widely understood to be a force multiplier in dealing with emergency situations

but the approaches to developing this competance remain varied due to the natural

variation in the mindset and personality of pilots. The ability of the human to

manage complex aircraft has been discussed widely and different strategies for a

more human centred aviation have been proposed[21]. The key challenge that has

drawn the most focus is how to present data in such a way that it is suitable for

the pilot to easily absorb it and understand it in context. As expressed by Billings

and paraphrased by the author here.

Data does not become information until it has been understood in the

mind of the pilot. (paraphrase of Billings[21])

Even if the system trying to inform the pilot is 100% right every time and reli-

able if it cannot communicate its message effectively to the pilot it will remain a

hinderance rather than a benefit. This issue is compounded in unmanned aircraft

as the control link latency within UAS and the reduced available perceptions are

thought to create additional difficulty to human control of the UA[22].

2.2.5 Supporting Systems

The supporting systems for UAS vary widely but often include the following ele-

ments
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• ATC (Air Traffic Control)

• Maintainers

• Logistics for consumables and parts

• Management Structure - The management structure of a UAS is the struc-

ture which decides what operational procedures should be followed, the train-

ing needs of operators, and whether current operations are cost-effective and

safe.

2.3 Current Usage

UAS are now used by a wide range of operators. Civil UAS are becoming available

for a multitude uses. These include

UAS missions

• Photographic survey for mapping → Cheaper than an aircraft and more

detailed than a satellite.

• Inspection at height → Safer and cheaper than rigging scaffold or ropes

• Crop assessment → Fertiliser usage can be reduced by monitoring foliage,

pesticides and fungicides can be deployed only where needed given good

aerial assessment.

• Geophysics surveys→ Oil and mineral exploration - Able to replace manned

aircraft in what is a dangerous flight regime due to the low altitudes.

• Border Patrol → Deployable resource with a better camera than could be

deployed permanently while offering more flexible use and operation than

fixed cameras or vehicle mounted pole cameras.

UAS compete with manned aircraft on a cost and safety basis. Small UAS can

be deployed more quickly, safely and at lower operating cost than an aircraft.

However aircraft can go places UAS currently cannot due to deficiencies in the

ability of the UAS to cope with sharing airspace responsibly with other users. In

the UK UAS are also limited in the distance they can go from their pilot during
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operation. Larger UAS are slowly starting to emerge for use by civil operators. A

wide variety of UA types were listed in the 2002 USA DOD Roadmap[23]. Several

of the types listed did not enter production but it shows the breadth of types

of UA envisaged for use. Different types of UAS currently experience different

challenges associated with their use.

2.3.1 Mishap

Figure 2.3: USAF Class A mishap rate trends(Various aircraft)[24]

All aircraft from time to time will have an incident or mishap. The difference

between incidents and mishaps is that incidents could have caused damage while

mishaps did result in damage, injury, or death.

Not all UAS have comprehensive statistics which can be examined but Predator

and Global Hawk do have some well published and discussed mishap statistics.

Incidents are not included but mishaps of varying severities over a ten year period

were published for Predator as part of a study by Hartfield et al[25]. A summary

of the class A mishaps for Predator and Global Hawk are shown in Figure 2.3

alongside class A mishaps for some comparable manned aircraft. It can be seen

that after some initial development the UAS do not exhibit dramatically different

mishap rates to manned military combat aircraft. It should be noted however
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that the missions performed by UAS are cruise dominated. A better target for

a mishap rate is that of commercial transport aircraft. Their rate is around 0.5

class A mishaps per hundred thousand flying hours. If UAS are to gain wide

acceptance and see their operational costs go down this is the safety target for

which the industry should aim.

2.3.2 Flight Analysis

There are two main methods to gain knowledge from aircraft operations. One is

the generation of learning from lots of flights such as FOQA(Flight Operations

Quality Assurance). The second is through detailed analysis of individual flights.

Individual flight analysis does take place within FOQA but it is after attention

has been drawn to a specific flight due to some anomaly.

2.3.2.1 Flight Data

Learning from aircraft flights in order to improve safety, reliability, and efficiency

requires a set of flight data with examples to learn from. This presents us with

a fundamental problem in creating a machine learning approach as within flight

data there are several possible data types. The data provided by aircraft sensors

throughout a flight is made up of sequence of tuples. A tuple is a way of repre-

senting data within a computer and can be explained as a structured set of values.

In this research a tuple is a set of one samples worth of data from the flight data

of an aircraft. Each of the values within a tuple represent the value for a single

aircraft sensor from the time the tuple was sampled.

Types of flight data

. . . as we know, there are known knowns; there are things we know we

know. We also know there are known unknowns; that is to say we know

there are some things we do not know. But there are also unknown

unknowns the ones we don’t know we don’t know. And if one looks

throughout the history of our country and other free countries, it is

the latter category that tend to be the difficult ones. The absence of
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evidence is not evidence of absence, or vice versa. (Quote from Donald

Rumsfeld 2002[26])

The flight data which we can analyse to develop health management systems

for UAS can come from two general sorts of flights. The data can come from

mishap flghts or from non-mishap flights. However there is additionally two other

characterisations that can be made of the data within these mishap and non-

mishap flight data sets. The first is that we should expect to see flight data and

aircraft behaviour which is similar or the same as data which we have seen before.

We can create methods to recognise this data as normal behaviour. However it is

should be expected that we will encounter flight data and behaviours which while

novel are not a symptom of either a mishap, an impending mishap, or even an

incident. Therefore within both mishap flight data and non-mishap flight data we

should expect to see known and unknown(to our system) data. The second type

of characterisation that can be made within the data from mishap flights is that

within a mishap flight not all of the flight data and aircraft behaviour will be due

to the mishap. Some portion of the flight data leading up to the mishap may well

have been completely normal and consisting of the known and unknown data we

would expect from a non-mishap flight. It is only after the mishap onset either by

fault or some other event that we would wish to characterise the data as fault or

mishap data. If the data cannot be segmented in this way it could be very difficult

to use it to train any type of artificial intelligence to learn the features of faults

and mishaps. A brief summary of the data types discussed follows.

Non-Mishap Types of data potentially present in Normal Flights

• Known normal data - tuples of flight data which have been seen before

in normal flight

• Unknown(or novel) normal data - tuples of flight data which while

representing normal flight have not been recorded previously

Mishap Types of data potentially present in mishap flights

• Known normal data - tuples of flight data which have been seen before

in normal flight

• Unknown(or novel) normal data - tuples of flight data which while

representing normal flight have not been recorded previously
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• Known mishap data - tuples of flight data which only occur during a

mishap

• Unknown(or novel) mishap data - tuples of flight data which while

representing mishap flight have not been recorded previously

Thus data from mishap flights can include a subset of data within it which is

normal flight data. Without exhaustive expert analysis it is difficult to determine

where within a mishap flight the fault originated and where its effects might first

be seen in the flight data. This creates a large set of potential false positives within

classification due to the existence of normal flight data from the flight before the

onset of the fault and the evidence of the fault is seen in the data. A conventional

supervised learning machine learning would correctly be rewarded for classifying a

non fault portion of the mishap flight as mishap. However as discussed this would

greatly increase the false alarm rate of the algorithm. What is needed is a way

to combine the classification strength of supervised classification algorithms(As

discussed in section 3.3.2) and the space exploration and grouping methods of a

clustering algorithm.(As discussed in section 3.3.1)

Flight Data Feature Space

The use of multi variable plots to illustrate boundaries and features within the

flight data of an aircraft is reasonably well understood. Many manned aircraft

have their flight characteristics predicted during design and these characteristics

validated during the testing phase. These are then published in the manual to

assist pilots in understanding the abilities and limitations of the aircraft. One

well known type is shown in Figure 2.4 and is known colloquially as a dog house

plot and is part of the family of plots which together define the flight envelope

of the aircraft. This is a boundary plot of velocity vs flight load in order to help

a pilot understand the key speeds of the aircraft such as the stall speed VS, the

critical manoeuvring speed VC , and the never exceed speed VD. Many UAS do

not have this information due to a lack of understanding and investment during

the design phase. This restricts the ability of operators to predict these properties

before they have themselves encountered them in practice. Some aircraft make

use of predicted flight envelope to restrict pilot choices and make it more difficult

to damage the aircraft or risk an incident. Typically only used with large and

expensive aircraft where the investment can be justified it is sometimes referred
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to as care free manoeuvring and due to the benefits it is starting to be considered

for small and cheaper aircraft[27].
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Figure 2.4: Aircraft V-N diagram. Used to show part of the flight envelope
of the aircraft.

2.3.2.2 FOQA/FDM

Figure 2.5: FOQA Risk Analysis cycle taken from CAP739[28]
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FOQA/FDM (Flight Operations Quality Assurance/Flight Data Management) is

a process pioneered by the UK CAA[28] which is intended to help improve aircraft

operations by performing analysis of aircraft flights. This is structured as part of

the operators SMS(Safety Management System) which attempts to identify and

reduce risks while also reducing operational cost where possible. Figure 2.5 shows

the risk identification and management cycle recommended within CAP739[28].

This is so that pilot training can be improved and that operations can be assessed

to see if they can also be improved. This technique has become common among

large airlines as a way of improving operations to ensure that everything possible is

being done to reduce fuel burn and maintenance due to operations. Typically this

is done by gathering the data held on the aircraft QAR(Quick Access Recorder).

This holds flight data and cockpit recordings. Data mining techniques can then

be used to compare pilot and aircraft performance across the fleet. Typically

the performance of the same aircraft type is compared. However large FOQA

datasets containing multiple aircraft types have been used to investigate more

complex transport system integration issues[29]. One key issue with FOQA is

understanding the pilots intent. The pilot may have a reason for diverting from

flight norms which is not reflected in the flight data monitoring but which was too

trivial for him to consider mentioning on a flight report. For continuing training

statistical analysis is used to identify outlier events from analysis of flights which

are otherwise unremarkable. Feedback on pilot quality can help improve operations

as if they improve their flying this can which lower operating costs by reducing

fuel consumption. It can also lead to less stress on landing and smoother flight

transitions. IVHM data can actually be gathered in the same way as the FOQA

system[30, 31] and used to help manage the health of the aircraft. FOQA can

been seen as a process of novelty detection[32, 33], identifying unusual things and

using expert judgement to decide whether they represent something that cna be

used to improve operations. Rolling average style analysis is sometimes used to

try to allow understanding of the time sensitive context of some data compared

to previous years and allowing accounting for seasonal variation. It also makes

use of ranking for fuel consumption[33], climb rates, take-off rotation[34], descent

rates[35, 36] etc. A potential use of FOQA for UAS is to use previous flight data to

construct a model of normal range of values for throttle response at that altitude,

speed, humidity etc which can then be compared with current flight values in the

GCS to highlight anomalies. Various machine learning methods are used to try

reduce the workload on analysts. Some examples include neural networks, nearest
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neighbour classification systems, expert systems, and cluster analysis[29, 37–39].

FOQA Data Characterisation

The data recorded into the QAR (Quick Access Recorder) consists of several data

types. The majority of the data is a record of continuous variables such as airspeed,

pitch, roll, etc. The frequency with which the data is recorded is typically between

1 and 8Hz. There are various schemas used to format the data and these are

described in standards such as ARINC 767 and 717[40]. The most common format

is a fixed length frame based layout with a number of sub frames within it. Some

logical values, alarms, and warnings are also logged to the QAR. New aircraft

use more modern formats and methods and as the number of variables and the

frequency of logging increase the file sizes can become very large. One airline

quoted a particular new aircraft type could produce half a Terabyte in a single

flight[41].

2.3.2.3 Incident Analysis

Incident analysis is the study of flight data from aircraft incidents and mishaps.

The detailed analysis of individual flights often yields very valuable data. It is

sometimes the only way to reconstruct what the aircraft was doing during an in-

cident or mishap. Through the application of expert knowledge faults and errors

can be identified and new diagnostic methods and/or training procedures devel-

oped to guard against them. The use of comparison between individual flights

and fleet norms can also be useful for pilot training[42, 43]. Ground track and

commanded heading can be extracted and examined to assist in the analysis. As

an example the impact of external factors and pilot response into runway excur-

sion can be examined to help improve future training[39]. In Appendix C USAF

mishaps are discussed as reported through the USAF Safety Centre. Although

Hartfield et al[25] ruled out the ground control link as the primary cause in many

incidents it can be shown that the link is a contributory factor. Particular interest

was given to a high profile incident where the main engine fuel valve was closed

during flight. This lead to a loss of aircraft power which prevented aircraft in-

flight recovery procedures[44]. In the UK incident analysis is the responsibility of

the AAIB(Air Accidents Investigation Branch) for civil incidents[45]. At present

the view has been taken that unmanned aircraft are not included in the AAIB

remit. However this may be changing as the wording of their empowering act lists
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their responsibility as the investigation of aircraft mishaps and does not exempt

unmanned aircraft. Various methodologies have been used to review incidents to

try to identify lessons for the future. One lesson that is frequently discussed is

the cognitive one and the burden aircrew may be under. The cognitive burden for

UAS pilots is suggested to be higher than for manned aircraft and represent a risk

due to the nature of operating over a remote link[46–48].

2.4 Integrated Vehicle Health Management

2.4.1 Introduction

Integrated Vehicle Health Management (IVHM) is the unified

capability of systems to assess the current or future state of the mem-

ber system health and integrate that picture of system health within

a framework of available resources and operational demand. (Quote

from p3 Integrated Vehicle Health Management: Perspectives on an

Emerging Field[49])

The aims of IVHM or Integrated System Health Management (ISHM) are to enable

better management of vehicle and vehicle fleet health. It could also be described

as Integrated Asset Health Management (IAHM) as the application of integrated

health management is also now frequently applied to fixed assets as well as vehicles.

Aims of IVHM

• Improve safety through use of diagnostics and prognostics to fix faults before

they are an issue.

• Improve availability through better maintenance scheduling

• Improve reliability through a more thorough understanding of the current

health of the system and prognosis based maintenance

• Reduce total cost of maintenance through reduction of unnecessary mainte-

nance and avoidance of unscheduled maintenance
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This is achieved through correct use of reliable sensing and prognosis systems

to monitor part health and also using usage data to assist in understanding the

load experienced and likely future vehicle load. However this is a very difficult

proposition as the most optimal trade-off between cost and notional safety is very

difficult to establish.

The principal barrier to the adoption of IVHM is the need to accu-

rately assess the trade-offs between associated costs, risks, and rewards.

(Finding number 8 from Benedettini, O. et al[50].)

This refers to sensor choice and the choice to use IVHM with the system. The

lack of historical comparison makes it difficult to assess the exact amount of IVHM

required to achieve a specific result and how to budget for it during conceptual

design.

Unavoidable design defects, quality variations in the production pro-

cess as well as different usage patterns make it infeasible to foresee

all possible faults that may occur to the vehicle. (Quote from Djurd-

janovic et al[51])

As the IVHM concept has matured, it has become clear that IVHM

requires the same sensors as the real-time avionics monitoring functions

to support diagnosis of subsystem problems. New sensors have been

proposed to augment the avionics sensors to support diagnostics and

prognostics. As the designs have been considered, a symbiosis has been

realized where the real-time avionics can make use of sensors proposed

for diagnostics and prognostics to make better real-time decisions in

response to detected failures. (Quote from Paris et al[52])

2.4.2 History

It has been suggested that IVHM as a named concept has been around since the

1970s[53]. IVHM as a concept grew out of popular aviation maintenance methods

such as CBM(Condition based maintenance) and was first named as a concept by

NASA as part of their vision for intelligent maintenance and support for difficult to
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repair assets. As sensors improved and the understanding of the systems concerned

grew it became possible to not just detect failure but also to predict it. Faults

causing unscheduled maintenance come with a high cost and can make the vehicle

unsafe. The high unit cost and high maintenance cost of aircraft and spacecraft

made any advance in maintenance methods very attractive. NASA used the name

IVHM to describe how they wanted to approach maintenance of spacecraft in the

future. They created NASA-CR-192656 in 1992 with the assistance of the Gen-

eral Research Corporation and the Orbital Technologies Corporation. This was a

goals and objectives document in which they discussed the technology and main-

tenance concepts that they believed would be necessary to enhance safety while

reducing maintenance costs in their next generation vehicles. Many companies

since then have become interested in IVHM and body of literature has increased

substantially. There are now IVHM solutions for many different types of vehicle

from the JSF(Joint Strike Fighter) to commercial haulage vehicles. One of the key

milestones in the creation of IVHM for aircraft was the series of ARINC standards

that enabled different manufacturers to create equipment that would work together

and be able to send diagnostic data from the aircraft to the maintenance organi-

sation on the ground[31]. One example is ACARS (Aicraft Conditions Addressing

and Reporting System) which is frequently used to communicate maintenance and

operational data between the flight crew and the ground crew. This has led to con-

cepts which have been adopted in IVHM. Another milestone was the creation of

HUMS(health and usage monitoring systems) for helicopters operating in support

of the Oil rigs in the North Sea. The progression of incidents and development

of HUMS to try to make North Sea Helicopters safer is covered well by Land et

al[54]. HUMS focused on vibration monitoring but also recorded helicopter usage

as a way of tracking exactly how much airframe life was accumulating. This is

concept that usage data can be used to assist maintenance planning is also key

to the IVHM approach. FOQA or Flight Data systems are similar to HUMS as

they monitor the vehicle usage. They are useful for IVHM in the same way as

they allow the usage of the vehicle to be thoroughly understood which aids in the

design of future vehicles. It also allows excessive loads and usage to be identified

and corrected. For example if an aircraft was experiencing frequent heavy landings

the maintenance schedule for the undercarriage could be changed to ensure that

they are not wearing too fast under the increased load. The load carried by the

aircraft could be lessened in future or operators could be given additional training

to improve the quality of the landings.
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2.4.3 Philosophy

IVHM is concerned not just with the current condition of the vehicle but also with

health across its whole life cycle. IVHM examines the vehicle health against the

vehicle usage data and within the context of similar information for other vehicles

within the fleet. In use vehicles display unique usage characteristics and also some

characteristics common across the fleet. Where usage data and system health data

is available these can be analysed to identify these characteristics. This is useful

in the identification of problems unique to one vehicle as well as identifying trends

in vehicle degradation across the entire fleet. IVHM is a concept for the com-

plete maintenance life cycle of a vehicle (or machine plant installation). It makes

extensive use of embedded sensors and self-monitoring equipment combined with

prognostics and diagnostic reasoning. In the case of vehicles it is typical for there

to be a data acquisition module on-board and a diagnostic unit. Some vehicles

can transfer selected data back to base while in use through various RF systems.

Whenever the vehicle is at base the data is also transferred to a set of mainte-

nance computers that also process that data for a deeper understanding of the true

health of the vehicle. The usage of the vehicle can also be matched to the degra-

dation of parts and improve the prognostics prediction accuracy. The remaining

useful life is used to plan replacement or repair of the part at some convenient time

prior to failure. The inconvenience of taking the vehicle out of service is balanced

against the cost of unscheduled maintenance to ensure that the part is replaced

at the optimum point prior to failure. This process has been compared to the

process of choosing when to buy financial options as the cost of scheduled main-

tenance must be balanced against the risk of failure and the cost of unscheduled

maintenance[55]. This differs from Condition-based maintenance (CBM) where

the part is replaced once it has failed or once a threshold is passed[56]. This often

involves taking the vehicle out of service at an inconvenient time when it could be

generating revenue. It is preferable to use an IVHM approach to replace it at the

most convenient time. This allows the reduction in waste component life caused

by replacing the part too early and also reducing cost incurred by unscheduled

maintenance. This is possible due to the increased prognostic distance provided

by an IVHM solution. There are many technologies that are used in IVHM. The

field itself is still growing and many techniques are still being added to the body

of knowledge.
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2.4.4 Architecture

Health monitoring sensors are designed into the vehicle and report to a data pro-

cessing unit. Some of the data may be manipulated on-board for immediate system

diagnosis and prognosis. Less time critical data is processed off-board. All the his-

torical data for the vehicle can be compared with current performance to identify

degradation trends at a more detailed level than could be done on-board the vehi-

cle. This is all used to improve reliability and availability and the data is also fed

back to the manufacturer for them to improve their product[49]. The conceptual

architecture of the IVHM system as expressed by Jennions et al[49] can be seen in

Figure 2.6. The main constituent elements are Sense, Acquire, Transfer, Analyse,

and Act. The system is not intended to replace safety critical warnings such as an
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Figure 2.6: IVHM System Architecture from Jennions et al[49]

aircraft flight management system but instead to complement them and perhaps

also leverage existing sensors for assistance with system health monitoring. Ideal

systems to monitor are those systems, subsystems and structural elements which

are likely to show graceful degradation so that they can be repaired or replaced at

a convenient time prior to failure. This gives a saving over condition based mainte-

nance as once a part has failed often a vehicle cannot be used until repaired. This

often results in scheduling difficulties if the vehicle fails when it was needed for

revenue generation and cannot be used. In contrast when IVHM is used the need

for the part to be replaced can be detected ahead of time. This means that the



Chapter 2. Industrial Background 33

part can be replaced during normal scheduled vehicle downtime prior to failure.

This ensures that it can continue to generate revenue as scheduled. Communica-

tions between the vehicle and the maintenance organization are crucial to fixing

faults in a timely manner. The balance of how much data should be sent to the

maintainer during use and how much should be downloaded while in maintenance

is a one that must be judged carefully. One example of this is what is known

as fault forwarding. When an aircraft experiences a fault the flight management

system reports it to the flight crew but also sends a message through ACARS to

the maintenance team so that they can start their maintenance planning before

the aircraft has landed. This yields a time advantage as they know some of the

parts and personnel required to fix the fault before the aircraft has landed. How-

ever the communication link does cost money and has a limited bandwidth so the

worth of this health and usage data must be judged carefully with consideration

given as to whether it should be transmitted or merely downloaded during the

next maintenance or as part of the operator shutdown process.

2.4.5 IVHM System Design

2.4.5.1 Introduction

In this section the design of an IVHM system is discussed along with elements

specific to UAS, their constituent parts,their functions, and how they affect system

use. The IVHM system characteristics must be understood if designers, pilots, and

managers are to make informed choices choices during UAS design and operation.

2.4.5.2 System elements

There are several initial questions which must be addressed in the design of an

IVHM system for an aircraft, for example identifying which systems require IVHM

is the first step. This question will be addressed in the unmanned aircraft section

of this review where system failure rates and criticality will be assessed. The

aircraft and its on board systems cannot be considered in isolation. As an IVHM

system is a system of systems, it can only be successful for an asset if consideration

is given to how it would be used and whether the addition of the system would

be operationally effective. Some asset systems such as lighting may be easy and
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quick for maintenance staff to assess and repair without affecting operations and

so it would not necessarily benefit the through life support of the asset for an

IVHM system to be developed at a cost that is unlikely to be recovered through

operational savings of decreased or convenient maintenance.

Automation

Automation

Automation

Automation

Health 

Assessment

MitigationRepair

Verification

IVHM

Integration

Integration Integration

Integration

Figure 2.7: IVHM System Operational cycle from redrawn for clarity from
Scandura et al[57]

The operation of an IVHM system comprises of four major elements as discussed

by Scandura et al[57] and shown in Figure 2.7. Health Assessment, mitigation of

health issues, repair of the asset to restore its health, and verification to ensure

that the health has truly been restored to the asset. Figure 2.7 also emphasises the

importance of integration and automation to try and keep these elements linked

together and cohesive so that the operators can use it effectively. There are several

alternative phrases used within literature when discussing an integrated system of

sensors, analysis and maintenance. IVHM and its associated technologies are

intended to address the entire vehicle lifecycle. This thesis focusses on aircraft

usage of IVHM but much of the topic is common with other vehicle and asset

management methods. There are really two things generally meant by IVHM and

the associated acronyms.
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• Health management of an asset → Asset Management

• Health management of the asset in the context of a fleet of similar assets →
Fleet Management

In general the field is one of AM(Asset Health management) but some of the

different approaches are identified here and some of their subtle differences drawn

out.

• PHM (Prognostic Health Monitoring)

• CBM (Condition Based Monitoring/Maintenance) Typically condition based

maintenance involves triggering a maintenance action when some monitored

condition rises above a pre-determined threshold.

• BIT (Built in Test) or BITE (Built in Test Equipment) A health management

strategy originated for avionics. Avionics by their nature can be harder to

diagnose than mechanical components. It is not immediately apparent that

they have failed except through their output which can be incorrect instead

of merely absent. BIT was added so maintainers would be able to tell from a

code or indicator whether a system was working correctly or not. Sometimes

this took the form of push to test buttons.

• ISHM (Integrated System Health Monitoring)

• IVHM (Integrated Vehicle Health Management)

IVHM also covers the use of health trend information for assets to assist in planning

the replacement and disposal of assets. The health data can inform the operational

paradigm the new assets are designed to meet and also lead to changes in current

operations to optimise use. The information informs parts ordering and mainte-

nance scheduling. However when IVHM is discussed sometimes the only thing

meant is the monitoring the health of the asset. This ignores the other system

elements which add value but can be complex to implement.

Health State Determination

Health state determination is the primary focus of IVHM. It encompasses the

methods by which IVHM monitors a system or part and diagnoses its present
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state of health. It also covers those prognostic methods that predict the RUL

(Remaining Useful Life) of the system. The mechanisms by which this is done will

be discussed further later in this thesis.

Mitigation

Mitigation is generally considered to be an in-flight mechanism for improving the

survival chances of an aircraft following a system failure. There has been a large

amount of research in this area. It is an area of weakness for unmanned aircraft

as it can be difficult to design a robot that meets deterministic avionic software

requirements and is also able to deal with in-flight emergencies that have not been

foreseen or which are presenting in an unusual way. Mitigation methods include

• Operational restriction Operational restriction is aimed at reducing the

impact of a failure and/or preventing an impending failure from occurring

by reducing the flight envelope. It can also take the form of reducing the

mission time to land before a fault becomes critical. One well known method

is the use of an MEL (Minimum Equipment List). If a piece of equipment

fails which is not on this list an aircraft operator can decide to keep operating

the aircraft and repair the system at a later date. The restriction is that the

pilots are instructed that they cannot use that system and must adjust their

flight plan to take any impacts into account. Typically the MEL consists of

safety or mission critical hardware. The RAF have a similar method where

they either agreed the fix of a fault can be deferred or that no action is

required in the short term as long as the operation is restricted in some way.

• In flight reconfiguration During flight when a fault is found or is expected

to appear sometimes systems can be reconfigured to reduce the risk of failure

or its impact. Common examples include flight control systems which use

multiple modules with forms of voting between them to ensure that if a

module fails the healthy modules outputs are used rather than the failed

module.

• In flight repair Methods to improve flight control software and its ability

to cope with damage have been demonstrated by Jourdan et al[58]. It was

demonstrated in a particularly dramatic way as their UA ejected 80% of

one wing during flight and without prior preparation developed a method



Chapter 2. Industrial Background 37

of coping with the damage and was able to land safely automatically. How-

ever their method may be difficult to flight certify due to questions over its

predictability.

Repair

This section of aircraft domain knowledge will be only briefly addressed. If the

benefits of IVHM are to be realised then repair and maintenance efforts need

to be well integrated to the system. There are unfortunate examples of health

management techniques that have not been effective because they have not been

successfully integrated with those actually maintaining the aircraft[59].

Verification

Verification concerns the series of ground and flight tests that must be completed

following repair to return the aircraft to flight. Unmanned Aircraft cannot make

a pilot in command judgement as there is no pilot on board. The quality of

data available to the remote pilot is not generally good enough to make a useful

assessment. However it may be possible through use of FOQA (Flight Operations

Quality Assurance) that the control of the aircraft can be compared to its control

prior to failure and a judgement made on the success of the repair action. A

judgement can then be made on whether it is safe to return the aircraft to service.

These four areas of integration will be addressed more thoroughly later in this

paper as how an unmanned aircraft will fit within this system and where the

differences to a manned aircraft will be.

2.4.6 System Requirements

2.4.6.1 Non-functional Requirements

Non Functional Requirements specify constraints and qualities of the equipment

such as weight, volume, physical mounting and environment codes (ATEX, IP

rating etc)[60]. The aircraft the system will be in and its mission will determine

exactly how much power, mass and volume will be available for the IVHM system.

Some requirements such as usability for maintenance engineers have a large impact

on how successful an IVHM system will be. The system must support maintenance
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action and also be suited to data mining to support long term analysis of usage

and long term maintenance forecasting. There are several types of user for IVHM

data and they all have different access requirements that must be considered when

designing the system[59]. Non-functional IVHM requirements could be said to

limit the search space of all possible IVHM solutions. In IVHM the non-functional

requirements of the system are some of the major challenges for IVHM on an

unmanned aircraft. Unmanned aircraft are typically smaller than their manned

equivalent and are more highly optimized. This restricts the amount of mass,

power and volume can be made available for integration of an IVHM system.

2.4.6.2 Functional Requirements

Functional requirements specify how equipment behaves, what it does, and how

it does it[60]. The functional requirements of the IVHM system listed here are all

concerned with the function of the diagnostic and prognostic algorithms. Whether

they are physics or data based algorithms their success cannot be accurately as-

sessed until the aircraft has been in service for some time and a quantity of data

from their use can be assessed. This creates a risk during design as it can be

difficult to predict how much effort should be spent to ensure a system meets the

requirements. Traditional de-risking methods have involved system and compo-

nent suppliers providing their own prognostic and diagnostic methods. However

this has proven complex to integrate into a whole aircraft system as different man-

ufacturers often each have their own preferred methods, protocols, and system

philosophies and each will frequently claim that theirs is the world leader. Only

through common methods and standards agreed between all the system suppliers

can IVHM for the whole asset realistically be achieved. Finding the optimum

IVHM solution for a manned or unmanned aircraft is a very complex multiple

domain problem. This is made more difficult by the lack of available data from

previous IVHM system designs that could be used to assess what the constituent

elements of a successful IVHM system are. Aircraft conceptual design is aided by

historical data on typical mass, volume, and power requirements of systems[61].

This has been built up for many aircraft types over several decades. Clear trends

have been established which can inform how much of an aircraft will be fuel, nav-

igation or engine for given aircraft types. This information does not yet exist for

IVHM systems so the conceptual sizing based on historical trends approach cannot

be used to describe how large a part an IVHM system should take of the finished
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aircraft. This type of method must wait until IVHM has become a more mature

technology. This would be when operational data for several aircraft equipped

with representative IVHM systems is available. This would allow a reliable com-

parison of design choices and identification of characteristics of a successful IVHM

system.

2.4.7 IVHM for UAS

The choices to be considered when designing an IVHM system for a UAS are varied

but the first one to be considered is whether any on-board systems are required

at all. The examination of these choices is part of the scope of this PhD and will

be narrowed down in the gap analysis(section 1.2) to focus on a particular area of

those choices.

• How does the in-flight reporting to ground change for an UAS?

• How does the choice of which systems require IVHM change for a UAS?

• Does the GCS require some form of IVHM?

2.4.7.1 IVHM requirement changes with mode

During the flight of an aircraft the pilot will be evaluating the aircraft response

to their control input. This enables them to take action when they judge an issue

to have arisen. This may be anything from gusts causing a high pilot workload to

keep the aircraft stable or an engine failure requiring an immediate preparation for

landing. Multiple types of issue may occur during the same flight and even at the

same time. They can be caused by human error, machine failure, or environmental

conditions. All of these have different operational planning techniques to help

guard against some forms of each type. Weather forecasts are examined to guide

operations and avoid weather likely to imperil the flight. Pilots are required to

plan their flight beforehand and practise regularly to keep their skill level up.

Maintainers use various checks to try to ensure maintenance tasks and aircraft

prep is carried out correctly. IVHM is intended to assist with addressing machine

failure issues in flight. FOQA is intended to assist with the other two issues.

While trying to understand the environment within which IVHM for UAS will
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be employed it seems that there are different scales of risk that cause a need for

different types of management. Particular attention should be paid to the level of

abstraction of information the pilot is given. As the pilot becomes more remote

from the aircraft it can be more difficult for them to perceive issues that have

arisen.

VLOS - Visual Line of Sight

Hazard assessment for VLOS operations tends to lead to a safety plan where

risks to life and property are mitigated by creating a virtual sterile environment

within which the UAS can be flown and if it starts to leave this area on-board

algorithms terminate the flight. If radio contact is lost the flight is also terminated

automatically to keep it away from property and people. This impacts operations

as a standoff distance must be observed to objects and life to ensure that if radio

contact is lost the vehicle can be terminated before impacting something valuable.

The failsafe system used by Demon and many other VLOS UAS is based on the

concept of cutting down the aircraft following loss of communications before it can

leave the sterile area. The LMA (Large Model Association) base their safety case

on the ability of the pilot to remotely direct the aircraft to crash in a safe place

in the event of an imagined systems failure where there is some amount of control

authority remaining. This is appropriate for their typical operating environment

of flying within the boundaries of an airfield[4]. An IVHM system in a VLOS UAS

then may have as a requirement a prognostic distance to critical system failure

such that the aircraft could be turned away from a course that could lead it outside

the safe zone in the event of the failure.

EVLOS - Extended Visual Line of Sight

EVLOS operations are operations, either within or beyond 500 m /

400 ft, where the Remote Pilot is still able to comply with his collision

avoidance responsibilities, but the requirement for the Remote Pilot

to maintain direct visual contact with the UA is addressed via other

methods or procedures. It is important to note, however, that collision

avoidance is still achieved through visual observation (by the Remote

Pilot and/or UA Observers). (Quote from CAP722[62])
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If UAS are to operate outside of semi sterile confines and beyond LOS (Line of

Sight) of the pilot then the ability to crash in as safe a manner as possible without

pilot intervention is something that some thought will need to be put into. It would

be pointless to use a flight termination style failsafe if the pilot cannot guarantee

the terrain the aircraft is likely to terminate its flight into. EVLOS is a confusing

definition as the pilot is expected to ensure safe separation through visual means

and part of this is estimation of probable trajectory and impact point in the event

of failure. As the distance to the aircraft increases it becomes very difficult to

estimate this accurately. It is expected that computer aids will be used to assist

the pilot in this estimate while they maintain visual observation. Operations plans

could also be part of this by restricting operations to over areas were a crash would

be costly but not a risk to life. One operator with EVLOS permission is Project

Ursula[63] and their operations are over forests and fields. This presents a low

safety risk to crash into in the event of a mishap. The specifics of their operations

have not been released but it is understood their UAS flies an automatic path via

waypoints and the waypoints are selected to allow pictures of the points of interest

to be gathered.

BVLOS - Beyond Visual Line of Sight

BVLOS flight can only be assured if the entirety of the route planned for the UAS is

over semi sterile environments and if the UAS can terminate its flight without pilot

intervention in the event of loss of radio link or some flight emergency which causes

the UAS to deviate from its course. This would be equivalent to the behaviour

of manned aircraft. Pilots of aircraft in uncontrolled descent tend to try to direct

their aircraft to descend in such a manner to increase their survival and reduce

the risk to others.

It is unlikely in the short term that an UAS below a certain weight would be able

to sustain the amount of computational power to dynamically plan the response

required to handle an in-flight emergency after communications have been cut.

If as seems likely from CAP722 airworthiness requirements are needed to gain

permission for flight in such a mode the amount of redundancy required would

almost certainly put the requirements beyond any small UAS.

Current UAS abort their mission in the event communications are lost. This is

often implemented as a return to base protocol or the UAS will orbit while trying

to get back into communications with the GCS. However instances have come to
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light where the wrong coordinates are loaded into the UAS to return to when

communications are lost due to launch and recovery site changes. The mishaps

seen from the USAF RQ-4, RQ-1, and MQ-9 fleets show that losing the link

often leads to a class A mishap[64]. However this is a negative information bias

situation[65]. It is not known how often the link is lost and the aircraft is recovered

without mishap. The ratio between these two would be more informative than just

examining the lost link mishaps.

It seems apparent that IVHM for BVLOS aircraft would need to pay close attention

to the health of the communications link.

2.5 Cognitive Control

Figure 2.8: Fitts List. A decomposition approach to man machine
interaction[66].

A remote pilot has more barriers to maintaining their situational awareness of

the aircraft and its health state than would the pilot of a manned aircraft. As

indicated by Fitts[66] and later research a machine does not suffer from cognitive

overload as long as the system was designed to handle and process the input.

Figure 2.8 shows the Fitt’s list and illustrates the idea that from a list of pos-

sible types of task humans will be better in some areas and machines better in

others due to their unique qualities. Coming from the era of vacuum tubes and

mechanical computer this shows foresight. It is a decomposition approach and

does not discuss the interaction between humans and machines which has become

a much larger problem in the years since. People cannot be designed in this way
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and much of aircraft in-flight reporting systems have been specifically designed to

balance information content against pilot workload. Detailed health information

does no good to the pilot if they cannot process it. Maintenance for UAS has also

been approached in a different way to maintenance for manned aircraft[67]. Main-

tainers have adopted different attitudes due to the perceived low severity of an

unmanned aircraft mishap compared to a manned aircraft mishap. No personnel

in danger leads to relaxation on the part of maintainers rather than adhering to

the same standards found in manned aviation. There were similar concerns during

the introduction of glass cockpit systems which continue to the present day. Pilots

exhibit a wariness of fly by wire aircraft as it is not always transparent why an

automated system takes a specific action and many automated actions are not

directly reported to the pilot. There are three common questions pilots have when

interacting with glass cockpits and FMS(Flight Management system)[68]. “What

is it doing?”, “Why did it do that?”, and “What will it do next?”. These ques-

tions occur when manned aircraft pilots lose situational awareness of the aircraft

automation. Aircraft systems are very complex and generally designed to report

rather than discuss information. Thus it is easy for the pilot to lose context and

situational awareness. This is also a high risk for UA control from a GCS. UA

have inherent in their nature a higher degree of automation than manned aircraft,

and in addition to this they are operated via a remote link.
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Figure 2.9: Depiction of process flows in UAS operation to illustrate the
different decision timescales

The operation of UAS has many different decisions that need to be made across

varying time scales for decisions within multi scale OODA loops[69]. The main-

tenance of a fleet of UAS also encounters multiple timescales and layers. This is
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illustrated within Figure 2.9 to show how these multi scale decisions can compli-

cate the process of learning from operations and planning effective strategies for

use. This sort of learning is often referred to as through life learning as the need to

learn from operations in order to improve is present from design and test, through

aircraft acceptance, up until the aircraft is retired from service. After the aircraft

type is retired the lessons learned through life still need to be understood to help

inform the design of the next generation of aircraft. This multi-scale nature serves

to demonstrate how the operational experience of the aircraft and best practice

needs to be captured through life. Modern aircraft are often in service for decades

and faults discovered in early years and learned by operators will need to be re-

tained in a way that new operators can use after the early adopters have since

retired.

UAS through life learning UAS generate large amounts of data during flight

and some of this may be repackaged and sent over the telemetry link to the GCS

for use by the operator to assist them in understanding the state of the UAS

and making mission decisions. The remainder is used within the UAS by its

systems. Some portion of the dataset is retained on the flight data recorder for

later analysis and for investigation in the event of a mishap[70]. This gives two

sources of data which can be integrated to enable analysis of operations. This

much would be present within many SMS (Safety management systems) for civil

aircraft[71]. The review of flights by an expert and the generation of knowledge

which can be used to inform future operations. The personal experience of the

pilot has often been cited as an important asset in the ability of the pilot to

react appropriately in emergency situations. Understanding the aircraft state is

agreed as a key step to mitigating faults and failures during flight. This presents

a problem within the UAS community however as several cognitive factors have

been identified which place additional burden upon the pilot in their effort to

understand the current state of the aircraft[72]. The use of IVHM methods to give

advice to the pilot regarding mitigation options may be helpful in addressing this

problem. Asset health management of any sort relies on a deep understanding

of the asset under management, its operations, degradation modes, maintenance

methods, and part requirements. During the design phase of an asset these things

can be difficult to predict with sufficient accuracy. This problem is especially acute

when novel systems are present which have not had IVHM systems used with

them in the past. UAS of one form or another have been in existence for almost a
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hundred years[73] but their modern form has not been the subject of IVHM work.

The predator RQ-1/MQ-1 has been one of the most widely used modern UAS.

It has undergone significant development since its initial use but it has attracted

criticism for its reliability and design[74]. The evolution of design solutions can

be compared to biological evolution of agents within a population. This is often

cited as the survival of the fittest but can perhaps be better understood in a

way that is more relevant to engineering design if instead the phrase is parsed

as as “survival of the most informed”[69]. The most informed agents within a

population are able to adapt to their changing environment in the most beneficial

way. In order to adapt UAS to their environment all parties need to ensure they are

well informed regarding their use, successes, and failures. FOQA within manned

aerospace in order to learn from operational experience. This is especially difficult

for unmanned aircraft as they attract reduced investment compared to manned

aircraft for health management systems. In order for the resources available to

do the most good a system is needed which can evaluate the current corpus to

highlight those sub-system areas within UAS which would benefit most from health

management.

It is worth pointing out that health information and management decisions are

taken across a number of differently scales of time and complexity which makes

the search within data available to us for meaning to inform the operations a

data mining operation of epic proportions. This matches well as an extension

to the FOQA philosophy which seeks to identify improvement and contextualise

anomalies to better understand the use of the aircraft. The addition of AI to draw

additional conclusions which could then be supported or not would need to be

based on the information provided before and after each mission.

2.6 The cognitive gap

The process of handling UAS flight data for the purposes of IVHM is best un-

derstood through the concept of a human perception action loop. This was well

expressed by Boyd as an OODA(Observe, Orient, Decide, Act) loop[69, 75]. See

Figure 2.10 for an illustration of the loop. It was Boyd’s contention that every

time new information entered the system the human would need to restart their

loop at observe in order to process it and suggested that there would always be an

advantage to being able to complete the loop faster than the competition as the
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competition would need to restart their loop to react to the action taken by others.

It has also been widely discussed as a concept for organisational control with the

conclusion that an organisation with a fast OODA loop is able to adapt to their

own mistakes more quickly and so gain advantage while those with a long loop time

would struggle to adapt to changing situations. A manned aircraft can complete

1. Observe

2. Orient

3. Decide

4. Act

1. Observe→Gather information

2. Orient→Put Information in context

3. Decide→Decide correct action

4. Act→Perform Action

Figure 2.10: OODA Loop[75]

the whole loop through its pilot. However an unmanned aircraft can struggle with

the Orient and Decide steps. Robots situational awareness and understanding of

their environment can be very limited compared to a human as their sensors are

much more restricted. In addition they require exhaustive programming to cover

the uncommon situations they will encounter. The addition of sensors to improve

situational awareness if not carefully done can result in a large increase in the sys-

tem integration cost. The area of cognitive control is one that has been developed

from an understanding of the ways in which machines need to improve to make

them more like humans in their ability to handle complex situations and recog-

nise when situations are outside the predefined task rules and new rules need to

be created based on knowledge and understanding of the situation. The avionics

software regulatory environment is such that knowledge based behaviour can be

difficult to programme for an aircraft in such a way that it will be approved for

use. It thus falls to the operator to perform the knowledge based tasks for the air-

craft. It has been found however that humans are at their most error prone when

they are performing knowledge based tasks[76]. Therefore the design of the system

must ensure that all possible support is given to the decision maker such that the

right decision can be made in a timely fashion. The exact nature of how this could

be done is difficult to determine as no study has been performed to evaluate the

relative merits of different HMI(Human Machine Interaction) approaches. It has

been shown that some health management arrangements can negatively impact
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the lifecycle costs[59]. Cognitive factors involving operators and HMI arrange-

ments are certainly a factor that requires careful attention but it is not a simple

matter to identify the precise causes[59]. There has been some work done to try to

identify the cognitive challenges involved with the control of a UA from a GCS[72].

However this has not yet been extended to explore the cognitive factors within the

health management of an aircraft or fleet of aircraft from a GCS. Cognitive factors

in UAS health management are expected to be a serious issue which will need to

be overcome if IVHM is to deliver on its promises.

2.7 CAHM (Cognitive Asset Health Management)

The operation of an aircraft is complex and consists of several levels. To un-

derstand the challenges correctly faced by the operators there is a need to un-

derstand how the operators process tasks. The cognitive framework proposed by

Rasmussen[77] has been widely used in this context and is shown in Figure 2.11.

This hierarchy consists of three levels of behaviour. The first is skill based be-

haviour which is consists of learned skills in the linking of features from sensory

input and some schema for action in response to signals. The second level is rules

within which situations are recognised from the features formed within this mind

and then associated to a specific learned rule. This then guides the schema used

in response to the situation within the skill based behaviour layer. The high-

est layer is knowledge based behaviour within which situations are identified and

with a much higher level abstraction goals are used in the decision making pro-

cess and planning of new rules to improve response to known situations and to

cope with novel situations. The cognitive framework as outlined by Rasmussen[77]

(see Figure 2.11) encompasses the same stretch across time scales as Boyds OODA

(Observe Orient Observe Act) loops[69, 75]. Aircraft operations and fleet manage-

ment decisions(including health decisions) are taken across a number of different

scales of time and complexity. This has particular application to the problem of

health management to UAS as there are at least four classes of health impacting

decision which may need to be made during any flight but which have different

response time scales. See Figure 2.9 for clarification. The classes are listed here

from the shortest time scale to the longest.

1. Machine Decisions→ Issues requiring a decision before a human could react
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2. Pilot Decisions → Issues which a human can decide on during the flight

3. Fleet management decisions → Issues which a human can decide on before

the next flight

4. Strategic decisions → Issues which a corporation can decide

This is worth discussing as the system of operations and maintenance consists of

multiple persons and assets with different training levels, experience, and skills.

As an organisation however they must be able to actively manage their assets. Un-

derstanding their process and trying to ensure the system is formulated to work

with them instead of against them is critical. As the time scales increase the

ability to link aircraft behaviour to asset health and maintenance results becomes

increasingly difficult. This is especially the case when operations management

systems restrict the ability of personnel to clearly communicate knowledge and

experience. Health management systems have failed on occasion due to the com-

plexity of human-machine interaction[59, 78]. Some examples of some of the HMI

problems are given below.

Human understanding challenges

Pilot and maintainer reports often use phrases and grammar which can

be ambiguous to interpret and often does not answer questions an asset

health management AI would need to know[79].

Pilot actions often make use of knowledge not integrated into the ma-

chine which can cause the machine to interpret input as an error[68].

Machine understanding challenges

Users often are forced to change their workflow to adapt to the machine

rather than the machine being designed to suit the users[80].

Machine actions often make use of data not known to the pilot which

can cause the pilot to interpret input as an error. Often referred to as

automation surprise or cognitive mismatch[68].

In the past the need and the difficulty of assisting humans during critical tasks

has been well discussed. The automation catch-22 is that the use of automation

can assist the user but also degrade their competency by shielding them from nor-

mal system behaviour[81]. This has led to the call for cognitive systems which
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might be better able to assist operators without distracting them or leading to

a loss of situational awareness[82]. In this theme there have also been calls for

human centered automation[21, 83]. These cognitive systems feature more of the

abilities shown in Figure 2.11 from Rasmussens framework to assist in making

a decision in an intelligent way with a method that is transparent to the user.

Despite the increasing use of more automated systems and the productivity ben-

efits expected to be gained it seems certain that in order to gain acceptance and

trust any automation must always be human centred[21]. The cognitive concept

explained by Rasmussen and used elsewhere to understand the human-machine

interaction includes a rule-based behaviour layer. This is often explained through

the metaphor of single dimension control strategies but this layer is also very ap-

plicable to the codification of incident response once the features exhibited by a

particular incident have been recognised.

The population of a set of recognition agents connected to behaviour rules is a

CBR(Case based reasoning) structure[84, 85]. This shows CBR approach con-

forms to some elements of a CAHM system but does not supply the necessary

mechanisms to make it work effectively. CBR starts from the characterization of
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Figure 2.11: Rasmussen’s Cognitive Task Hierachy[77]

a problem and searching the case base for a similar problem. (see Figure 3.1)
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The closest match is retrieved. If it is suitable it is used with its solution. If

it is not suitable it is revised to make it suitable so it can be used. This new

case can then be added to the case base for future use. The population of the

case base for CBR can be a large problem. This makes it less suitable for the

UAS health management problem as there might be several thousand individual

faults each of which may require their own case. These faults could also occur

in combination to create a more complex situation which is more difficult for the

operator to understand without sophisticated support. CBR is very straightfor-

ward for operators and maintainers to interrogate or add to the case base and be

able to understand how they should be applied. CBR is then a good example of

how a cognitive health management system might look. The use and management

of aircraft, their operations, and health involve multiple assets, resources, and

personnel. This complex environment can present some challenges to creating a

system which can capture issues arising and formulate responses to them as rules or

schema which can then be used. The identification of rules and schema to trigger

maintenance or mission actions represents part of the normal management pro-

cess. There is a regulatory question for health management as with many aircraft

systems there is a requirement to meet regulatory scrutiny. This often restricts

the type of system that can be used or designed into an aircraft. One strategy to

improve operations while meeting regulatory scrutiny is to use off-board systems

only while creating operation and maintenance rules. Once these rules are codified

and proven through use the simpler and more effective ones could be deployed to

the FMS(Flight Management System) of the aircraft. Computational cost is a

critical consideration to this process but the use of on-board rules greatly reduces

the time scale within which the FMS can respond to in-flight situations. Another

example of a possible improvement which would meet regulatory scrutiny is the

change from unscheduled maintenance to planned maintenance at a suitable time

to reduce operational disruption. This represents early maintenance rather than a

situation where a maintenance credit might be needed to maintain a system later

than scheduled.
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2.7.1 Features of a more cognitive Asset Health Manage-

ment system

The system discussed here is described as a more cognitive system due to the

attempt to identify the features which are needed to go a little further down

the road towards a (CAHM) Cognitive Asset Heath Management system. A fully

cognitive AHM system would be very interesting but is not expected to be realized

in the near future. The next steps are to go a little further using the current

framework and see if this has a useful effect. This could then be built upon to

further improve the ability of the system to operate in a way that is conducive to

human operations managers.

The use of health management itself is not new as has been noted elsewhere but

the formalization of health management systems for integration into assets and

systems represents the difference between IVHM and legacy health management

methods. IVHM has also specifically been discussed as an enabler for PSS(Product

service systems) type operations. These operations are characterized by the supply

of a product to a user as a service rather than the sale of a product. This creates

a need for better health management as the failure of the service during use often

involves hefty cost penalties to the service provider. The IVHM system has been

drawn in Figure 2.7 to show the role of automation and integration.

IVHM system within CAHM

The difference between CAHM and IVHM is that IVHM may form a part of a

CAHM system but only if the IVHM system operates in such a way as to enable

the whole system to be more cognitive. It is important to note that there is

more to IVHM than just health assessment(see Figure 2.7). A more cognitive

AHM will need to ensure it is has additional functionality integrated into itself.

The ability to identify actions that can be taken to mitigate the fault during use

is often discussed by those studying fault tolerant and self-healing methods for

systems. If the fault can be successfully mitigated it can reduce the mishap rate

and allow the asset to be safely recovered or at least allow the mishap to occur

in an unoccupied area. It is also necessary for the IVHM functionality within the

cognitive AHM to be able to assist with prediction of likely repair actions for a

fault identified so that maintenance planning can be done ready for when the asset

has returned. The coupling of confirmed faults with their identification criteria
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also improves the ability of a CAHM to identify similar but different faults. The

IVHM system within the CAHM must also be able to provide some ability to

verify that a repair or mitigation action has had some effect and that the effect

was positive. Confirming an asset as healthy and ready to return to service is a

key part of the IVHM/CAHM cycle.

Features of a CAHM

In the features listed an UA will be given as the example asset. See Section 4.6 for

a mapping of features to requirements, CBR, and the Artificial Immune System

suggested as a CAHM.

• The system will be able to be populated with a priori rules and data known

to be central to the control and health management of the asset. E.g. Vne

(Velocity never exceed) triggered inspection, Engine max rpm, sensor limits

to trigger sensor error flag, etc

• The system will monitor the sensors and systems of the asset. Learning from

use the normal behaviour of the asset.

• The system will be able to identify when an operating condition has not

been encountered before (novelty detection)

• The system will use machine learning to suggest rule sets appropriate to the

health management of the asset

• The system will through application of rule sets to its usage history create

estimates of the ROC(Receiver Operating Characteristic) curve of the new

rules.

• The system will be able to share rules and operating information with other

assets within the fleet.

• When a novel condition is identified or rule triggered the system will iden-

tify the nearest historical case in the fleet usage history to form a basis for

comparison and proposed action.

• Consideration is to be given to the method by which rules and cases can be

shared between assets of the same model, type, species, and genus. That is

the degree to which learning can be generalized. E.g. RQ-1/MQ-1 Predator
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Block 1 compared to RQ-1/MQ-1 Predator Block 1(same “model”) , RQ-

1/MQ-1 Predator Block 2(same “type”), MQ-9 Reaper(same “species”), and

U-2S Dragon Lady(same “genus”)

• A method to allocate which rules (if any) to be deployed within the asset and

which should be used within the system support structure instead. Aircraft

have a particular need to restrict the allocation of on-board weight and

power. They are however by no means unique in this.

• The system will be considerately designed to work as a native part of the

operators workflow rather than an annoyance.

System data sources

A short summary of some of the types of data which would form the sources from

which a CAHM could draw to inform its decision making.

1. UA in flight telemetry → This data is typically less than 10 Hz and has

been compressed for transmission to the GCS. Only a subset of the aircrafts

sensors would typically be selected for transmission during flight. Some

signals may be accessible by request of the pilot however.

2. UA QAR data (Quick Access Recorder) → This data would need to be re-

trieved from the aircraft between flights and can range in sample rate from

0.1 Hz to 10 Hz. The number of channels varies from aircraft to aircraft. The

amount of data generated during a long flight can be substantial however[43].

A simple calculation for 20 channels of data sampled at 10Hz to a 16bit ADC

(Analogue to Digital Converter) for a 7hr flight yields 164Mb. This is on

the low end of the amount of data that should be expected. UAS have more

digital control systems on board than an equivalent mission manned aircraft

and are likely to log a larger amount of data. As a guide the more sophis-

ticated civil aircraft are reported to generate on the order of 512 Gigabytes

per flight[41].

3. Maintenance reports → During the maintenance of an aircraft reports are

generated to specify what was investigated, what was replaced, and what

was certified as correct.

4. Flight plans→ A flight plan will typically contain the necessary information

to conduct the flight. Any deviations could be the result of anomalous
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behavior or simply due to a change in mission tasking during the flight. It is

difficult to know for certain unless mission debriefs are also available to the

system in a codified way.

System data processing

It is clear from the different types of data that any system to enable the through

life support of UAS and the learning through life of their faults and operations

will need to be able to handle potentially very high amounts of data and also to

do analysis on this data. Some of this will be highly structured such as the flight

telemetry and QAR data. However some such as the flight plans and maintenance

reports will not be as highly ordered. In particular the use of linguistic frameworks

to codify written reports which would otherwise contain information phrased in

a way the system does not recognize or which uses idiom which again cannot be

parsed. In order to reduce the cost of storing and processing data it is likely that

a distributed file system will need to be used[86]. If the CAHM is structured to

interrogate the system data within something like the mapReduce[87] framework

this would enable parallelization and further reduction in cost for profiling the

data and identifying novelty events[88]. An interesting parallel can be drawn to

the world of Formula 1 where they make use of a distributed computing model

to process the large volumes of telemetry they gather during a race in order to

predict faults and identify competitive advantage[89].

2.7.2 General Requirements

The key to learning from flight data is structuring the data in a useful way. Most

current methods work by applying some label to data relevant to the context the

data was generated within. Hence if a mishap occurred within a flight it might

be labelled as a mishap flight. This is straightforward and minimally intrusive.

Further pre-processing might be required by some algorithms to identify where

within the data the fault began. Other labels that could be applied to a flight

include maintenance information such as the recent replacement of a part/LRU

(Line Replaceable Unit). These and other relevant events could be included in

the metadata of the flight to assist algorithms and humans in learning from the

flight. It can be used to determine what about the flight was unusual, what

differed from a normal flight. This will create a ruleset which can then be used to
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create an advisory and also to guide future research for a more highly optimized

diagnostic/prognostic method for the specific failure mode involved. Thus each

time a fault occurs a case is generated for it and added to the case base. Items

within the flight data are scrutinized to generate a rule set which would diagnose

it. If faults share a common mode or subsystem this should be exhibited as a

clustering behaviour.

• What elements would such a system need to have and why

• The identification of rules for action

• To require minimal additional work to fleet managers

• To tie in well to the way engineers analyze, collate, and make decisions from

data.

• The logic of suggested actions to be clear from details and tied to the evidence

used to come to the conclusion.

Despite higher mishap rates than some other aircraft the occurrence frequency of

individual faults is low. This hinders the development of fault diagnostic methods

through the large number of potential faults and the low volume of available case

data.

2.7.3 Framework of data types

• Flight plan → Intended actions

• How can this data be used?

• Some of it is detailed and specific but the free text areas can be diffi-

cult to interpret consistently as they are subject to personal style and

emphasis.

• Flight data → What happened

• Flight Report → what deviations were made to the plan and why?

• Aircraft log → Aircraft husbandry notes and actions

• List of changes
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• List of reported faults

• Could the presentation of operator written fault descriptions improve

the system? If so then these could be attached to the case as a response.

i.e. Given conditions in a case similar to this the following comments

were made about the aircraft.

• Maintenance log → Fleet faults and repair actions

• Maintenance Work Orders

• Consumables and parts usage

2.8 Summary

Unmanned aircraft face some of the same challenges as manned aircraft in terms

of management difficulty and complexity but also some additional difficulties in

the area of aircrew situational awareness shown through analysis of mishaps.

All aircraft have fundamental characteristics which aircrew learn through expe-

rience and through remapping of their experience with other aircraft onto their

current aircraft. Learning these characteristics for a remotely piloted aircraft

places a high cognitive burden on the pilot. Cockpit(or Ground Control station)

assistant systems[90] are highly desirable to extend the abilities of the aircrew but

are difficult and expensive to develop. This problem is compounded in UAS due

the difficulty of obtaining good data for analysis. Learning the unique features

of mishaps during the operational life of an UAS is a necessary feature of IVHM

systems as part of an SMS. Due to the problems with obtaining data for study

it was therefore decided to explore this gap using a simulation based approach to

evaluate a family of novel machine learning techniques.
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Literature Review - Applicable

Machine Learning

3.1 Introduction

In this section UAS will be examined and the methods by which information

useful to the through life health management of a fleet of UAS can be obtained

and processed to yield useful information will be discussed. In order to choose

an appropriate method to learn from flight data in this Chapter the environment

within which the methods would be applied and some of the different methods

that could be used to learn within the environmental constraint will be examined

and discussed.

• Case Based Reasoning Section 3.2

• Clustering Section 3.3.1

• Classification Section 3.3.2

• Domain Machine Learning Start of the Art Section 3.4

3.2 Case Based Reasoning

Case based reasoning as shown in Figure 3.1 is a generic method to store knowledge

as a number of cases[84, 85]. Each unique situation type which may be encountered

57
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Figure 3.1: Case Based Reasoning[85]

is compared to known cases which have already been recorded with an action to be

taken. If the case is not an exact match then the solution is either altered to suit

or a new solution tried. In either case a new case is created for the case database.

Thus over time a case base is built up for the domain which can reduce the time

needed in future to respond to challenges. Where case based reasoning is used to

capture learned solutions to problems one of the major challenges is identifying

which of the cases stored in the system is most appropriate to the situation at hand.

Often then methods used to recognize which case is most relevant are qualitative

and difficult to use in a machine learning environment; however there are several

quantitative comparisons metrics.

One method previously used represented the recognition criteria of the cases as

a bit string and used the hamming method to evaluate which case was the most
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appropriate for a problem[91]. The application of a CBR within an UAS operators

SMS is visualised within Figure 3.2 which show how traditional FOQA methods

as discussed in Section 2.3.2.2 can be combined with CBR to retain experience

and build up a corpus of operationally relevant problems and solutions as cases.
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3.3 Clustering and Classification

In the problem of exploring and using data to learn underlying features and lessons

which can be applied to operations where it is believed or known that the data

to be made of several sets there are two broad families of methods that can be

applied.

Clustering

Clustering methods are used if that data which is being examined has sets the

total number of which may be known but where each data point is not labelled

and the intention is to reveal groupings within the data which can be mapped to

specific concepts.

Classification

Classification methods are used if the data being examined has labels which are

known and the intention is to create a method to classify future data into the most

relevant category.

3.3.1 Clustering

Clustering is the group of methods which process some dataset with the aim of

revealing any underlying structure within the dataset. The structure typically

is in the form of groupings of similar entries from the dataset. No classification

or conclusion is assigned to individual clusters. The are significant only for the

specific metrics by which they are similar. The clusters found from data may be

relevant to some operational purpose or underlying system paradigm but without

expert analysis it can be difficult to understand their true significance. In order

for more than one cluster to be found the data must be separable to some degree.

Generally the methods are split into two groups.

Voronoi

Voronoi graphs are a very interesting method of dividing up sub regions of a

multi dimensional space but can be very intensive to calculate[92]. Their use is

perhaps not strictly to cluster but to calculate appropriate boundaries between
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regions within a feature space. They have been included them within clustering

methods for consideration because their use can help to gain understanding of

the regions within a feature space. Conceptually a Voronoi diagram is similar to

several intersecting soap bubbles. Where two bubbles intersect a near straight

intersection is created in the union between the two. The boundary between the

two neighbouring bubbles(or regions) is placed at the lowest energy point of field

equality between the two. In regions of equal weight(or strength) the boundary

will be roughly central. Figure 3.3 shows a Voronoi method applied to define

boundaries between several intersecting 2d disks in a plane.

Figure 3.3: Figure shows a Voronoi method applied to define boundaries
between several intersecting 2d disks in a plane. Reproduced from[93]

Self Organising Map

Self organizing maps is a type of neural network that attempts to learn the group-

ing within data using similarity.

3.3.2 Classification

Classification is the group of methods by which a classifier(or method) is developed

to identify from the dataset the class to which each entry belongs. This is typically

involves training on a subset of expert classified data in order to train the chosen
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method and to evaluate its performance. This group of methods do not necessarily

require an understanding of what makes the elements of one class different from

another but to be successful they classes must have some consistent differences.

3.3.2.1 Supervised

Algorithms are supervised during a training period and after testing if successful

can then be used for its intended task.

Neural Networks

Neural Networks are a family of classifiers inspired by the workings of the human

neural systems[94]. They are based on the concept that this complex system is

made up of many interacting neurons. Each neuron takes in a number of weighted

inputs and has an activation function which determines, when, based on it’s inputs,

it will trigger it’s own output. Figure 3.4 shows a single neuron with inputs x and

output y. The most common depiction of this system is as each neuron being a

linear classifier dividing the feature space of n dimensions(for n weighted inputs)

into an active output side and an inactive output side. The combination of many

neurons allows for more complex hyper plane classification. It should be noted

however that this type of classifier requires the sets it is used with to be linearly

separable for full accuracy to be possible. Different functions can be used for each

Figure 3.4: Figure shows a single neuron of a neural network from Liu et
al[95].

neuron to change the behaviour of the network and it’s ability to classify sets.

One of these is the radial basis function. which has the advantage of being able to
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cope with discontinuous sets but is less useful at accurately classifying new points

in gaps between the neurons[96]. The training of these networks is achieved by

evaluating their output and then calculating the contribution from each neuron

so that their weights and offsets can be adjusted. This type of training is termed

back propagation as the error signal is propagated back through the network to

correct more strongly the neurons which more strongly contributed to an incorrect

classification[97].

Bayesian Reasoner

Bayesian reasoning is a supervised learning technique which attempts to create

a reasoner that can base its classification ability on the probability that a given

input belongs to a specific class. This can be used as a general supervised learning

technique[98] and has also been used successfully in the aerospace domain[99–101].

Genetic Algorithm

Genetic Algorithms (also known as Evolutionary Algorithms) use the paradigm of

evolution to try to create a solution to a problem. Often the problem is the detec-

tion of faults. The algorithm represents potential solutions as individuals within

a population. Each solution is expressed as a “genetic code” which contains the

required elements for the individual to represent a solution. Each individual in

the population is assessed using a fitness metric which is constructed based on the

problem and given a score. High scoring individuals are referred to as high fitness

and different strategies are used over multiple generations of the population to ex-

plore the space around high fitness individuals using mutation operators and gene

splicing to “breed” the individuals in the hope of producing high fitness offspring

and over time not only finding higher fitness individuals but also increasing the

average fitness of the population[102].

3.3.2.2 Un-supervised

K-nearest neighbour

K-nearest neighbour Algorithms attempt to classify the correct class of a new data

point based on the class of k nearest neighbour points within the feature space.

This technique relies on having some data points classified before the Algorithm
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starts and then as new points are added they are classified based on their k nearest

neighbours. The number of neighbours used k can be any positive integer.

3.4 UAS related Machine Learning State of the

Art

3.4.1 Machine Learning for adaptive control of UAS

A class of algorithms have been developed which have as their aim the enhancement

of the vehicle flight so as to maintain mission functionality despite the presence

of some damage unanticipated by the designers. A number of examples can be

shown. One of the most impressive is by Jourdan et al[58]. This demonstrated

the use of a neural network to adapt flight control gains to maintain effective

flight control where possible and safely recover the vehicle. This was especially

impressive given that one of the fault scenarios involved the ejection of 80% of one

wing.

There are some difficulties with using a neural network(or other complex stochastic

method) in a real aircraft as an active part of the control system. This is due to

a difficulty in rigorously proving the algorithm for all conditions in order to meet

regulatory requirements for manned aircraft[103]. Unmanned aircraft face many

of the same hurdles as most CAA’s (Civil Aviation Authority) require unmanned

aircraft systems to be equivalent to manned systems.

3.4.2 Fault diagnosis and prognosis

There are many different ways to diagnose and predict faults and they can be split

into three groups.

1. Physics based → This group of methods attempt to use a direct mathe-

matical model of the behaviour of the system fault to relate the output of

some sensor to the status of the fault. Typically preferred for use by the

OEM(Original Equipment Manufacturer) as the physics of the device are

known to the designers while they may have difficulty obtaining operational

data.
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2. Process history based(Data based) → This group of methods attempt to

use data gathered either from historical use or experimental process. Once

sufficient cases have been generated many different statistical and artificial

intelligence(machine learning) methods can be tried to create a method to

diagnose or predict faults. This method is used more frequently by operators

as the OEM is unlikely to explain the physics of a part and so they will need

to treat the part as a black box and use their operational data instead to

help them create useful methods.

3. Hybrid methods→ These methods attempt to combine 1 and 2. For further

discussion see work by Eker[104]

3.4.2.1 Diagnosis

Health Assessment (HA): diagnoses any faults and rates the current

health of the equipment or process, considering all state information.

(Walther, B page 8[105])

There is a selection of machine learning approaches to detecting and diagnosing

faults. Typically this will involve a deep knowledge regarding the fault and its pre-

sentation within a specific platform. A supervised learning method is then used

to create a machine learning solution which can detect and identify a specific fault

or faults. This is sometimes also called FDIE (Fault Detection, Identification,

and Evaluation). The necessary information needed to develop a fault diagnosis

system is the details about the faults to be found. Some sensor data, either his-

torical or experimental are expected to be relevant to the selected faults. This can

then be used to train and evaluate different diagnostic methods. Neural networks

have been used in a large number of areas to create diagnostic classifiers. They

have been applied to identifying operational problems from misfires in a diesel

engine[95], to detecting system faults in turbofan engines[106], and a wide variety

of other applications. One drawback of neural networks is the difficulty in pre-

dicting their output across the whole of the feature space due to their inherent

complexity. This has limited the ability of neural networks to be applied in safety

critical applications.
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3.4.2.2 Prognosis

Prognostics Assessment (PA): determines future health states and

failure modes based on the current health assessment and projected

usage loads on the equipment and/or process, as well as remaining

useful life. (Walther, B page 8[105])

The prediction of faults before they occur is a difficult field but a number of

approaches have been taken. As with fault diagnosis to develop a fault prognosis

system details about the faults are required. Some sensor data either historical or

experimental expected to be relevant to the selected faults. This can then be used

to train and evaluate different prognostic methods. In addition to data during

a failure prognostics systems must be trained using data leading up to failure to

enable the assessment of the predictive power of the system. [107]

3.4.3 Machine Learning for health management of UAS

Health management machine learning methods are rather thinner on the ground.

The area is not precisely defined but an understanding that health management

system would include features for fault detection (diagnosis), fault prediction

(prognosis), learning new faults, and integrating maintenance knowledge and sys-

tem usage at some level. This has been discussed from the perspective of a cogni-

tive health management system in section 2.7. The IVHM cycle shown in Figure

2.7 references well the requirement for a whole cycle system and machine learning

can be applied to all sections of this cycle in an integrated way to realise a solution

for health management rather than just for sub sections of the IVHM cycle. The

RAF Eurofighter uses an integrated logistics and maintenance system which goes

some of the way towards integrated health management and it has been suggested

that the ALIS(autonomic logistics information system) system intended for the

Joint Strike Fighter[108] will come even closer to this goal. However since lim-

ited information is available for these programs and their effectiveness it does not

present a useful point of reference.
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3.5 Summary

Process history based methods are more appropriate for through life learning than

physics based methods due to the need for a system that integrates new informa-

tion into the health management system. The two main groups are those which are

intended to distinguish between separate situations which they have been trained

on based on a recognised order(Classification) and those which are intended to help

expose some underlying order(Clustering). Clustering approaches could be useful

but do not typically result in a running system that can alert users to hazards so

a classifier which perhaps shares some features of a clustering approach would be

most useful as it would give the benefits of a classifier while also revealing some

structure of the feature space.
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Machine Learning Method

Comparison - AIS

4.1 Introduction

The artificial immune system will be introduced in detail and compared to other

approaches for analysis of aircraft flight data for the purposes of through life health

management. Due to the ability of AIS to learn with less structure than other

machine learning methods they are very interesting for the health management of

UAS.

• In Section 4.2.1 the human immune system is discussed with reference to

its ability to learn from damage without being taught and its application to

asset health management

• In Section 4.2.2 the history of the development of AIS will be examined and

best practices drawn out.

• In section 4.3 the compatibility between CBR(case based reasoning) and AIS

is discussed.

• CAHM, CBR, and AIS-CBR approaches are compared in Section 4.6

4.2 AIS - Artificial Immune System

69
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. . . good maintenance requires, as we have outlined for the immune

system, a program of three parts:

1. Recognition → you have to see what is right and what is wrong

2. Cognition → you have to interpret signs, evaluate results, and

make decisions

3. Action → you have to actually do the job

(Quote from Irun R. Cohen[109])

Unmanned Aircraft Systems consist of several system elements and produce a

large amount of data as discussed in section 2.3.2.1. The development and analy-

sis of UA flight data is also discussed in section 2.3.2. Some of the difficulties of

operating UAS and some of the problems unique to UAS were discussed in Chap-

ter 2. Artificial immune systems have developed since their initial appearance in

Forrest et al[110]. AIS have been applied in numerous areas where their unique

characteristics can offer useful abilities vs other machine learning methods. Some

examples of the applications are shown in Table 4.1. The original embodiment of

artificial immune systems in Forrest et al was based upon the negative selection

algorithm and the self/non-self paradigm. In this context self is all the normal

things a system may do and non-self is all the unexpected thins. The paradigm

of self/non-self is a biological one explained further later in this chapter but is

essentially about the immune systems ability to distinguish between the body’s

tissue and other biological items that might be encountered. Non-self items are not

automatically classed as harmful but the understanding is that anything harmful

would not look the same to the system as normal tissue and so the search for

useful detectors(antibodies) is restricted to those that would alert against items

that are not within the self description. A detector with some number of features

n is compared using one of several available distance(affinity) measures to sam-

ples of self and if the detector alarmed it was removed from the population. This

reduced the false alarm rate but is difficult to improve over time as the under-

standing of self and non-self would be expected to improve over time for a system

which is under supervision. One of the issues with self/non-self discrimination

in a learning situation is the existence of unknown self and unknown non-self.

Data is constantly being generated during use and must be categorized into nor-

mal and potential anomalous behaviour[109]. It can also be seen from Figure 4.1

that AIS have been recognised by Lee et al[111] as offering a useful option to the
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area of health management of UA as their problems cannot be fully defined and

will only be discovered through life. Some of the applications shown in Table 4.1

are discussed later in this chapter but there are some fascinating use cases where

systems are ably to take advantage of the AIS ability to learn in an unsupervised

or semi-supervised manner. One interesting example highlighted is in the field

of virus detection[112] and computer security for intrusion detection[113] which

is an application with understandable biological parallels and where adversaries

in the same way as viruses adapt themselves to try to look as much like normal

behaviour as possible. It is helpful that faults in an aircraft context do not adapt

in a similar way to make it less likely that they will be detected. In time however

we may encounter the same problem the human immune system has of diseases

and viruses being selected in an evolutionary manner so that only the hardest to

detect ones persist in the system.

Table 4.1: Application areas of AIS from Hart and Timmis[114]

Major Minor
Clustering/classification Bio-informatics
Anomaly Detection Image Processing
Computer Security Control
Numeric function optimisation Robotics
Combinatoric optimisation Virus detection
Learning Web mining
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Figure 4.1: Maintenance Transformation Map from Lee[111]

4.2.1 Human Immune System

. . . the main properties of an engineering immune system, in addition

to robustness and resilience, are the ability to detect anomalies, adapt-

ability and autonomy. (Quote from Lee)[111])

4.2.1.1 Key concepts

The human immune system is a remarkable system of multiple interacting au-

tonomous agents.

Abilities of the human immune system

• Identifies new threats
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• Remembers old threats

• Dynamically adjusts priorities to threats

• Has a safety mechanism to avoid attacking itself

• Is in two parts

• B-Cells Identifies Threats

• T-Cells Removes Threats

Role of B-cells

an antigen is any molecule which can be recognized by an antigen

receptor. The part of an antigen that actually fits into the receptor is

called the epitope of the antigen (Quote from Cohen[109])

Immune systems consist of a set of B-Cells as shown in Figure 4.2 which are created

through pseudo random genetic variation. B-cells match themselves against the

proteins found on the outsides of living cells. If a match is found this causes the

B-cell to bind to the cell and release a chemical which attracts a T-Cell to come

and absorb the matched cell and all the B-cells which have attached to it. Two

B-cell antibodies are shown binding and alerting(red lines) to a yellow bacteria in

Figure 4.2. This is the bodys way of reacting to foreign bodies such as microbes.

Many different B-Cells may bind against different sites on the antigen. This gives

the system the ability to determine different features are the distinctive elements

of an antigen and use the best ones. It also gives the ability to not use those

matching characteristics that might cause the system to alert on protein sites in

the human body rather than antigens. The different elements of the binding site

are called epitopes. These are the individual binds which when combined create

a successful match between antibody and antigen.

Role of T-cells

T-cells are the type of lymphocytes which upon the alert of the B-Cells will come

and consume the antigen which the B-cell has alerted against as well as the B-

cell. This removes the antigen and the alarm signal from the environment. In an
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Figure 4.2: B-Cells and Bacteria

artificial Immune system this function is performed by whichever system(human

or machine) which takes the action indicated by the information associated to the

antibody which has alarmed.

Negative selection

As the system can learn to respond to new threats and all its potential future alert

conditions cannot be mapped beforehand the immune system takes steps to ensure

that any B-cells produced do not false alarm. The false alarm in this context would

be by attaching themselves(alerting) to normal and otherwise healthy human cells.

Reducing this false alarm problem is believed to be performed via a process called

negative selection where the immune system compares the alarm patterns for each

new B-cell against those patterns which have been identified as present in normal

healthy cells. All those which would alarm against a healthy cell are destroyed

before entering the bloodstream.

Aging

After the cell has been created it ages and once it has reached a certain age it

dies. This limits the total population of cells but new cells are continually pro-

duced through clonal maturation. This keeps the population from becoming too
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large, retains learned immunities and means the system can readily adapt to new

threats. Artificial immune systems have developed since their initial appearance

in computing[110] The immune system exhibits properties associated with a cog-

nitive system such as threat identification, neutralization, memory of threats, and

recognition of new threats[109]. AIS have been identified as a useful type of AI

and some of the reasons for this are discussed. The original embodiment of AIS

was based upon the negative selection Algorithm and the self/non-self paradigm.

A detector with some number of features n was compared using one of several

available distance(affinity) measures to samples of self and if the detector alarmed

it was removed from the population. This reduced the false alarm rate but is

difficult to improve over time as the understanding of self and non-self would be

expected to improve over time for a system which is under supervision. Data is

constantly being generated during use and must be categorized into normal and

potential anomalous behaviour. However not all possible coordinates within the

feature space(for number of features n the feature space has n dimensions) can be

known or classified as self/non-self a priori. This creates the issue of unknown self

and unknown non-self showing up as novel within the system and needing to be

classified as self/non-self[65]. Immune systems consist of a set of B-Cells which

are created through pseudo random genetic variation. B-cells match themselves

against the proteins found on the outsides of living cells. If it matches this causes

the B-cell to bind to the antigen and release a chemical which attracts a T-Cell

to come and absorb the matched cell and all the B-cells which have attached to

it. This is the body’s way of reacting to foreign bodies such as microbes. Mul-

tiple epitopes may exist within the immune system for the same antigen. This

maintains coverage and gives some protection to mutation in the antigen to a new

form. See Figure 4.2

Clonal Maturation

When a B-cell is successful in its role its production is repeated through clonal

maturation. This creates replicas of the B-Cell which alarmed correctly and also

creates subtlety different mutations of the B-cell which cover small differences in

the epitope and provide protection from antigen mutation. This allows for the

system to both respond to known threats(antigens) via the identified epitopes and

also respond to threats not previously identified but which share some similarity

to previously identified threats.
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Danger Theory

When a cell is under stress it can emit a danger signal which lowers the level of

affinity required for a B-Cell to bind to a suspect cell. This reduces the number of

false alarms in other areas where there is no stress but allows the system to deal

more quickly with an issue when the antigen is not a precise match for the current

B-Cell. The B-cells within the AIS have for some time formed the basis for of

detection and action for AIs using this paradigm. The use of T-cells and bone

marrow metaphors has not gained widespread use but may in time. The AIS is

best described as a cartoon of the human immune system. It is however a cartoon

with useful properties. The identification of antigens within data depends on their

correlation with some measure which has been identified as useful for classifying

the end results as normal or anomalous.

4.2.2 AIS Development

The development of the different types of AIS is plotted out and discussed by

Greensmith, Whitbrook, and Aikelin[115]. Their arrangement has been redrawn

and is shown in Figure 4.3.

The four major paradigms of AIS

• NSA(Negative Selection Algorithm)[116]

• CSA(Clonal selection Algorithm )[117] See Algorithm 2

• Idiotypic network models[114]

• Dendritic cell Algorithm[118] See Algorithm 1

The NSA (negative selection Algorithm) as discussed by Dasgupta et al[116] has

the following steps

1. The system initialises certain amount of random detectors, named “naive

detectors”

2. The system generates a self set from the training data that only contains

normal instances
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3. The naive detectors are compared to the self set, to produce a population of

detectors that only react to intruders, termed “mature detectors”

4. The data instances in the testing data are compared with each mature de-

tector, and if any detector reacts to the incoming data instance, an alarm is

triggered.

This negative selection algorithm thus replicates one of the features of the human

immune system in an attempt to focus the algorithm detection on novelty in the

system and reduce false alarms. The development of this type of self/non-self dis-

crimination using negative selection can be seen to have been developed as shown in

Figure 4.3 into methods for fault tolerant control and into methods for simulation

of the biological immune system. AIS have found a place as both a tool to test our

understanding of the immune system and predict responses and also as an tool that

can be applied to various problems in other domains. The AIS has been developed

to include further more detailed concepts from the human immune system such as

danger theory[119] which is embodied within the dendritic cell algorithm[120](See

Algorithm 1) and the idea that successful antibodies are given accelerated cloning

through the clonal maturation process[117](See Algorithm 2) to ensure any similar

threats are dealt with immediately and also to explore the feature space around

the successful solution. It can be seen in Algorithm 1 that it is attempting to

add context sensitivity to the detectors so they can be suitable to both a normal

situation and also to a recognised situation of elevated threat. In the body this

used mechanisms such as the inflammation response to signal to antibodies that

there is a problem in this specific local area without causing an immune reaction

at a site distant to the actual problem. It is in fact this mechanisms that fails in

some immune system disorders as the signal fails to operate correctly and a small

stimulation of the system can result in the immune system reacting against other

areas within the body which are actually healthy. The dendritic algorithm does

this via danger and PAMP(Pathogen-Associated Molecular Pattern) signal. The

clonal selection algorithms in Dasgupta are based on Burnetts theory of clonal

selection[121]. See Immunology: A short course[155] for more information. The

system initialises certain amount of random solutions to a given problem. These

solutions are then being exposed to training in each generation, the best solu-

tions are selected based on an affinity measure, to reproduce with multiple clones.

Current solutions then undergo a mutation process with high frequency, which is

proportional to the affinity measure. Optimal solutions are selected in the current
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Figure 4.3: AIS Development redrawn from Greensmith, Whitbrook, and
Aikelin[115]
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input : S = set of data items to be labelled safe or dangerous
output: M = set of data items labelled safe or dangerous

begin
Create an initial population of dendritic cells (DC ′s), D;
Create a set to contain migrated DC ′s, M ;
forall data items in S do

Create a set of DC ′s randomly selected from D , P ;
forall DC ′s in P do

Add data item to DC ′s collected list;
Update danger, PAMP and safe signal concentrations;
Update concentrations of output cytokines;
Migrate the DC from D to M and create a new DC in D if
concentration of co-stimulatory molecules is above a threshold;

end

end
forall DC ′s in M do

Set DC to be semi-mature if output concentration of semi-mature
cytokines is greater than mature cytokines, otherwise set as mature ;

end
forall data items in S do

Calculate number of times data item is presented by a mature DC
and a semi-mature DC;

Label data item a safe if presented by more than semi-mature DC ′s
than mature DC ′s, otherwise label as dangerous;

Add data item to labelled set M ;

end

end
Algorithm 1: Dendritic Cell Algorithm from Brownlee[153]

population, to form memory cells. The steps above keep repeating until a termi-

nation point is reached The Dendritic Cell Algorithm for Intrusion Detection[113]

is shown in Algorithm 1 The Dendritic cell Algorithm with its 3 stage danger

concept is not suitable for flight data analysis as it requires a health measure to

generate the danger signal. If there is already a context sensitive health measure

why would the system need fault diagnostics?

DCA Signal Types

• Danger

• PAMP (Pathogen-Associated Molecular Pattern)

• Safe
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input : S = set of patterns to be recognised, n the number of worst elements to
select for removal

output: M = set of memory detectors capable of classifying unseen patterns

begin
Create an initial random set of antibodies, A;
forall patterns in S do

Determine the affinity with each antibody in A;
Generate clones of a subset of the antibodies in A with the highest
affinity. The number of clones for an antibody is proportional to its
affinity;

Mutate attributes of these clones to the set A , and place a copy of the
highest affinity antibodies in A into the memory set, M ;

Replace the n lowest affinity antibodies in A with new randomly
generated antibodies;

end

end
Algorithm 2: CLONALG AIS Algorithm as described by[117] and shown in
Figure 4.4
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Figure 4.4: Immune System Algorithm for generating variable size detectors
redrawn from Dasgupta et al [154] Quality is measure of how well antibody

detects antigen. e.g. Fitness
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4.2.3 AIS Discussion

4.2.3.1 Comparison to cognitive control

Cognitive control shares some similarities with AIS. Its skill based behaviour layer

could be compared to the normal behaviour of the body. Its rule based behaviour

can be compared to the rule based classification of a T-cell. The T-cell attaches to

a cell when it conforms to certain rules after all. The knowledge based layer then

is the area for creating new rule based behaviours for the T-cells (to create new

types of T-cell ). Elements of the AIS not covered by Rasmussens[77] model are

the clonal maturation and negative selection. They could well occur within the

planning section however. It must also be remembered that Rasmussens model

was explained using a single variable control example so to expand it to multiple

variable problems is possible but the designer must be careful not to over extend

the analogy of the model. It is only intended as a possible way of ordering thought

in the design of a system. The challenge of AIS for aircraft health management

is balancing the long term health detection aspects against the human control

and review of the system. A system that cannot pass regulatory scrutiny is not a

useful system. Humans could use knowledge based behaviour to analyse potential

alert scenarios proposed by the AIS. The system would need to perform negative

selection on those scenarios which match previously identified health scenarios.

The humans in the system can then also provide a second tier of negative selection

to the new proposed scenarios formed through clonal maturation of previously

identified alert scenarios. The slight variation caused by clonal maturation could

help the system cope with aircraft configuration changes. In the initial stages

of use the system would alert often but would gradually learn. Examining how

the system could be structured around the UAS and GCS is a very interesting

problem. The knowledge based behaviour would in all probability be performed

by a flight engineer or fleet engineer and then the identified scenarios split into

two tiers. Those which could be identified from aircraft telemetry in the GCS and

those which need to be on-board to be used.

4.2.3.2 Advantages

The use of artificial immune systems for fault diagnosis has a number of advan-

tages. The antibodies make the system inherently parallel as multiple antibodies



Chapter 4. Machine Learning Method Comparison - AIS 83

can be created that alert on different parts of the same fault. This mapping out

of the fault non-self space is analogous to rule based recognition agents except

antibodies can be created automatically and do not require manual intervention.

Each antibody can be tied to a specific mishap case. Each antibody goes through

negative selection to reduce the potential for it to alarm against normal flight

occurrences. This also enables the antibodies to be created without the need

to arduously segment the training mishaps flight data into fault and non-fault

portions. Another advantage of using an artificial immune system is that as new

mishaps are learned the antibodies for old ones can still retain the information and

the whole system improves rather than having to reconfigure the whole system for

a new solution as you would with a neural network.

Mishap
Flight
Data

Phase of flight
segmentation

Fault / Non-
Fault Analysis

Normal
Flight
Data

Machine
Learning

Structured
Data

Rule based
recognition agents

Machine
Work

Fleet Operation

Expert
Work

Download
Flight Data

Maintainer
Work

(a) Current Approach

Mishap
Flight
Data

Normal
Flight
Data

Artificial
Immune
System

Rule based
recognition agents

Maintainer
Work

Machine
Work

Fleet Operation

Download
Flight Data

(b) New Approach

Figure 4.5: AIS vs Supervised Machine Learning showing both the current
approach to learning from flight data in sub-figure 4.5(a) and the proposed new

approach in sub-figure 4.5(b)

FOQA comparison

FOQA makes use of heuristics to compare aircraft flights actions to historical

aircraft flight actions so that the actions taken can be evaluated in context with

previous examples[156]. This relies on the use of segmentation of the flight into

phases to aid comparison between takeoffs, landings, climb, descent, and cruise
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portions of flight[157]. This enables the comparison of very different flights based

on the portions of the flight which are comparable. The use of segmentation is very

useful and should be strongly considered. The behaviour of the aircraft and its

intended behaviour is very strongly affected by the phase of flight and some actions

can only be understood through knowledge of which flight phase the aircraft is in

at the time. This intensive analysis requirement for traditional machine learning

approaches is depicted in sub Figure 4.5(a). The advantage of using an AIS as

shown in sub Figure 4.5(b) is a distinct advantage in terms of pre-processing of

flight data. This is based on an AIS which is able to do self/non-self discrimination

of input data.

4.2.3.3 Disadvantages

The use of artificial immune systems does have some disadvantages however, AIS

are relatively obscure and this reduces the amount of people that can competently

design and use an AIS. They also at the current time have very high computational

requirements and although there are ways to mitigate this to some extent this

remains a weakness. A running AIS also has no specific end point. Sometimes the

algorithm can be run for several multiples of the amount of data and it can be

observed to achieve a steady state in terms of the antibodies created but it can

be difficult to determine if there is further improvement that could be achieved

as estimating coverage of the problem space is a non trivial task. Given a large

dataset(500,000+ elements) the dataset will take a long time to fully explore.

The algorithm evaluated in the experiment for this thesis was estimated to have

required a total of 6 months to evaluate every item of data as a potential antibody.

In section 7.3 the results are discussed and the average time taken to go through

each iteration was 92 seconds on a high performance workstation(Intel i7 CPU

and 16GB RAM). Applying this to the dataset size and the need to go over at

least 2n iterations to allow the AIS to continue to develop past initial stimulation

the time required on a single PC becomes very large.

The immune network concept

B-Cells maintained dynamically using feedback mechanisms to ensure that useful

B-cells are retained in the immune system until they are no longer required. The

level of b-cell stimulation is governed by how well it matches an antigen and also
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its affinity (how well it matches) other B-cells in the network. If the stimulation

level of a B-cell falls below a certain level it will die. So use of the ROC(Receiver

Operating characteristic)[158] curve to evaluate how well a B-cell matches an anti-

gen and a new affinity measure to compare how similar different B-cells are. Which

rules are used and what constants and variables are used? There are many differ-

ent ways to measure the similarity of cases to a current situation to assist in their

retrieval[159].

CBR Similarity measures

• distance based computational approaches

• Euclidean

• Hamming (bit string representation)

• Manhattan

• Mahalanobis

• indexing (representational) approaches. cases are connected by indexing

structures

The most appropriate for any situation is a complex question to answer and it is

a difficult thing to try to go back over cases and add a new similarity retrieval

metric. The data needs to be populated at case creation and the methods be

included during the design of the system.

4.2.4 AIS vs classification

As discussed in section 3.3.2 classification type machine learning or data mining

has an issue regarding how the algorithm can be taught to discern which class data

or cases should belong to. Often the solution adopted is to train the algorithm on

some training set and after testing to use it on the application. This assumes that

the training set is sufficiently representative of the data which will be encountered

in use by the algorithm. In this research the AIS will be expected to learn new

faults during the lifespan of the aircraft. A method will need to be found to

classify the flight data. This method shown in Figure 4.2 classifies the flight into

either self or non-self. This is a simpler level of classification that could be done
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by a maintainer. This contrasts with the complex and difficult classification of

sections of the flight itself into fault and non fault sections. This exercise requires

a subject matter expert and a time consuming process of analysis. This contrast in

methodologies is shown in Figure 4.5 which illustrates the difference in processing

requirements.

False positive results are of concern for any diagnostic or prognostic tool as the

cost of maintenance action and the lost revenue from the out of service aircraft

is significant. False positive diagnosis incidents will be monitored with a false

positive count attached to the offending B-cell. This count would increase the

rate of cell aging to remove the B-cell from the system unless. This count can also

be decremented if the same B-cell has a series of successes before it goes through

apoptosis. The occurrence of false positive does not necessarily mean that there

is no fault but it does mean that there was not sufficient information within the

system to justify ignoring the alarm and also not sufficient information to identify

the fault(if there was a fault which wasnt found). Careful attention to false positive

rates and the B-cells which have historical false positive incidents associated with

them will be necessary. The associated cases from previous false positive alerts

from the same B-cell should at least be useful in diagnosing incidences or ruling

out certain faults. The classification of aircraft case histories as members of classes

of fault is very useful from a cognitive perspective as it is a way of clustering cases

to assist analysis. This assists users of the system in their ability to see similarity

between cases and also to be able to contrast the areas where cases are not similar

despite sharing a common fault. This represents a crucial ability of AIS to assist

operators in the understanding and codification of system use. It means that

AIS suggested actions can be traced to the rule that suggested the action, the

data which triggered the rule, and also the cases from which the rule was derived.

This organization of case data, rules, and faults can be a great asset to users in

managing their system efficiently.

4.3 AIS Case Based Reasoning

The inherently case based nature of the immune system was demonstrated by

Watson et al by demonstrating an AIS doing CBR for a travel problem[91]. This

was an early look into one of the main problems for case based reasoning which

is how to store and retrieve appropriate cases. The similarity of cases to current
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situations is matched in this concept to the affinity of antibodies to their antigen.

The matching method is really very simple. It is a straight field comparison

between the potential antigen and the past case. Where there is a match a 1 is

assigned else 0. Any sequences of sequential TRUE results are used to give a larger

weight to that result as it is judged to be a better match than others which might

have the same number of identical fields but which does not have sections which

match exactly. This mimics in some ways the action of real antibodies matching

against an antigen. When adjacent segments of an antibody match the antigen

there is a stronger bond than the effect of those individual segments. Adjacent

matches reinforce each other. The smallest divisible matching element in real

antibodies is referred to as an epitope. New cells (detectors) are generated which

have been slightly mutated from previous successfully used detectors. This differs

from some other AI methods such as Genetic Algorithms as mutation is used

but not crossover between different detector bit strings. The original detectors

can be randomly generated when training the detector but for this research cells

are generated from a priori cases where a fault is known to exist. This allows

us to start from known anomalous conditions and the system learns the range

of variation in the data where the fault exists but its symptoms may be being

masked. This overcomes one of the problems of case based reasoning as technical

knowledge can be incorporated in the AIS using notes and case details but the

burden of giving all possible input combinations for a specific fault is reduced.

Case based reasoning (CBR) as introduced in Section 3.2 and shown in Figure

3.1 is an approach to collating learned knowledge into cases and comparing new

situations to known cases and either using a previously identified solution from an

existing case or creating a new solution and adding the new case to the case base.

Once the detector is generated it can be compared against self to ensure it does

not alarm in normal conditions. It can then be compared against other detectors

already in operation to ensure it is not overlapping coverage of the n-space that is

already covered by another detector. Overlapping can cause duplication of effort

within the system and is undesirable from a computational burden perspective.

If the detector is acceptable it is then stored for use online in much the same

way to accepted CBR cases. Overtime the detector ages until it is terminated.

While it has been aging new detectors have been added to the population to cover

its duties. Detectors which are identified as very good by the system become

a priority for clonal maturation to ensure good coverage of the fault they alert

against. Especially critical faults and their detectors can also be highlighted in
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this manner. With more detectors different characteristic signals of alarm can be

found to give detection with earlier onset and better discrimination against no

fault conditions.

The CBR System as discussed by Aamodt and Plaza[84] is straightforward to

understand in the use of classic engineering analysis to respond to new problems.

The elements of a CBR System are the 4 Rs as shown in Figure 3.1.

• Retrieve similar cases

• Reuse the case(s) to solve the problem

• Revise the proposed solution as necessary

• Retain the solution as part of a new case.

This approach to health management is well understood and is easy for operators

to relate to. Many will be familiar with and understand the process whereby when

a problem is recognized the operator recalls to mind operational instructions or

check lists on dealing with the issue and then uses this as a guide for dealing with

the problem. However it can be very expensive and time consuming to populate

these action scenarios for operators. When the CBR is used as an automated

method the development requirements are even more onerous as computer pro-

grams are not able to understand the context of problems and impart their own

insight to the issue when identifying a solution. This makes CBR Algorithms very

expensive to produce and limits the number of cases that can be present. However

one of the advantages of CBR for health management is that they can be certified

for flight in a much more straightforward manner than many AI systems because

they are deterministic. Given a specific set of input conditions a single set of

actions will be chosen for those input conditions each time. Other AI methods

use elements of probability to improve their solution identification and this adds

non-deterministic behaviour which is often difficult to predict.

We illustrate how the immune system is inherently case based and

how it relies on its content addressable memory, and a general pattern

matcher, to help it identify antigens (new situations) which are similar

to existing antibodies (past situations). (Quote from Aamodt and

Plaza[84])
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Important characteristics of CBR shared with the immune system

operation.

• content addressable memory

• decentralised self organisation (immune network)

• inherent pattern matching mechanisms

• retrieval mechanism

4.4 The AIS (artificial immune system) as a can-

didate method for cognitive AHM

Artificial immune systems have developed since their initial appearance in computing[110]

The immune system exhibits properties associated with a cognitive system such

as threat identification, neutralization, memory of threats, and recognition of new

threats[109]. AIS have been identified as a useful type of AI and some of the rea-

sons for this are discussed. The original embodiment of AIS was based upon the

negative selection Algorithm and the self/non-self paradigm. A detector with some

number of features n was compared using one of several available distance(affinity)

measures to samples of self and if the detector alarmed it was removed from the

population. This reduced the false alarm rate but is difficult to improve over

time as the understanding of self and non-self would be expected to improve over

time for a system which is under supervision. Data is constantly being gener-

ated during use and must be categorized into normal and potential anomalous

behaviour. However not all possible coordinates within the feature space(for num-

ber of features n the feature space has n dimensions) can be known or classified as

self/non-self a priori. This creates the issue of unknown self and unknown non-self

showing up as novel within the system and needing to be classified as self/non-

self[65]. Immune systems consist of a set of B-Cells which are created through

pseudo random genetic variation. B-cells match themselves against the proteins

found on the outsides of living cells. If it matches this causes the B-cell to bind to

the antigen and release a chemical which attracts a T-Cell to come and absorb the

matched cell and all the B-cells which have attached to it. This is the bodies way

of reacting to foreign body’s such as microbes. Multiple epitopes may exist within
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the immune system for the same antigen. This maintains coverage and gives some

protection to mutation in the antigen to a new form. See Figure 4.2

4.5 An AIS for through life health management

of UAS

To manage the through life health of UAS is a complex task which faces a number

of challenges. The need for an IVHM system to assist in the management of though

life health has been laid out in Section 4.2 and 4.4 and the need for cognitive

features within that system is discussed in section 2.6. AIS share several features

with CBR and indeed AIS have been used in the past to power CBR machine

learning[160]. This is useful for two reasons. One it provides an opportunity to

map out the feature space around a fault. AIS use clonal maturation to create

additional detectors similar to a successful detector. This covers the nearby areas

within feature space in case of similar faults. This linking of historic case data to

the immune cells created from it helps give context to maintainers investigating

new alarms from the system. The second reason this is useful is that because the

system ties case data to immune cells it acts as a data miner to create a clustered

case base populated with flights where faults occurred to aid further engineering

work to develop fault detection systems for the faults identified within the case

base. The epitopes used by the immune cells in the case base can act as a sign

to help aid identify the underlying mechanism of the fault and its degradation

mode. This is because they are present within the immune cell as their presence

in flight data is highly correlated with the fault for that case. The use within AIS of

detectors modelled on B-cells creates a situation where there may be multiple cells

alerting against different epitopes of the same antigen. This improves coverage

of a single fault with multiple symptoms within the flight data. It also means

that the occurrences of a set of symptoms for a fault can be stored as a case for

future reference. The use of an AIS for health management has been addressed by

Lee et al[111] and a suggested implementation demonstrated by Zuccolotto[161].

The implementation has been for single systems and not been intended as an

operational vehicle level system.
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4.5.1 Representation

Due to the large amount of real valued data the AIS should use a real value

representation. These frequently scale the individual features of the schema to

unit length to remove weight issues from the data. All values encountered by

the AIS are therefore between 0 and 1 creating a unitary hypercube[116]. This

real valued representation takes the form of a string of data fields each with a

value between 1 and 0. High dimensionality within AI learning can create a high

degree of computational complexity and also reduce the effectiveness of some of

the simpler affinity measures such as hyper spheres[162]. This creates a need

to allow variable length representations within the schema so that the system

can attempt to optimise for shorter schema where possible. This will have the

effect of concentrating the features used to those which are diagnostically useful

rather than those which over fitting with many different features of the same fault.

Coverage of multiple epitopes is better achieved through multiple cells in exchange

for this reduced complexity schema. An additional representation can be created

for aircraft metadata to enable different aircraft to gain from faults identified in

other aircraft. If the serial number, model number, type, and other distinguishing

markers are included in a representation schema then Boolean matching can be

conducted. Where the fields match a 1 is assigned else 0. This affinity measure can

then be evaluated for distance through use of the hamming affinity metric[160].

The immune cell representation will also contain such things as the creation time to

enable cell ageing, the current calculated ROC curve, and the case data from which

the cell was created. The case data will include the flight reference, the identified

fault, the maintenance action taken, and any additional notes the operators may

consider relevant.

4.5.2 Affinity measures

The use of real valued representation and bit Boolean matching means that the

data portion of the schema will match using a different affinity metric to the

metadata portion of the schema.
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4.5.2.1 Real valued representation affinity metrics

Tuple based Real valued representations use the “real values” from some sen-

sor data. Whether that value is in Volts, Newtons, or Pascals it is typically a

continuous variable which exists within some expected range. A single variable

is regarded as one dimension and n variables is represented as a n dimensional

feature space. The simplest affinity metric to use is some variant of Euclidean dis-

tance calculation within the n dimensional feature space. This has been criticised

for n > 41 however due to the majority of the volume of the hyper sphere being

located close to its surface. This reduces its effectiveness at giving a good distance

measures to other locations within the space and makes it difficult to calculate its

volume so an estimate can be made on the self/non-self coverage of the feature

space[162]. Hyper spheres do have the benefit of being a simple distance measure

however. Only a radius is needed to specify the coverage of a hyper sphere which

greatly simplifies the changing of the volume of the detector coverage to adjust its

ROC curve. As the dimensionality of the feature space in the simulation is less

than 40 the hyper sphere method was chosen. In future other methods can be

evaluated for higher dimension feature spaces.

Signal based Some alternative real valued representation affinity metrics can

focus more on the signal itself rather than the value of the signal in comparison to

other system signal values as used in the tuple based approaches. Affinity between

two signals or groups or signals can be based on shape comparison or on signal

characteristics such as frequency or spectra. These methods are more complex

however, and are more suitable for situations where only a few variables are being

examined.

4.5.2.2 Boolean matching affinity metrics

Measuring the distance between two bit strings has been worked over several

times[116, 160]. The two strings are compared using the field values and assigning

a true for a match and a false otherwise. This is then evaluated for the number

of matches and consecutive matches are given a higher weight due to the implied

higher affinity.
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4.5.3 Maturation process

Initial immune cells are populated stochastically to generate random string detec-

tors. Each string represents a position within the feature space of the algorithm.

Each string has a metadata section which records the asset for which it was gen-

erated. These detector strings consist of epitopes for possible antigens. The gen-

erated detectors are then presented with flight data to evaluate their ability to

correctly diagnose faults. The ability of each detector to identify a fault is evalu-

ated via the chosen affinity measure. Those detectors which have sufficient affinity

to the epitope of a known fault to create a match are retained and the remain-

der discarded. The detectors can then be evaluated based on the strength of their

affinity to the fault against which they alarmed. Stronger affinity is represented by

a smaller Euclidean distance within the feature space between the detector string

and the fault case data. The detector can be evaluated with different settings for

the radius of the matching rule. This allows an ROC curve to be built up for each

detector in relation to a fault identified from previous flights. Gradually immune

cells which do not exhibit enough specificity die through the ageing process. New

cells are generated stochastically and through clonal maturation where cells have

demonstrated a high enough specificity through their ROC curve. As the cells

continue to mature the lower specificity cells die off while the more effective clas-

sifiers are cloned and go through clonal maturation. This process continues until

a threshold is met for the specificity of a percentage of the population. The key

is the use of some specific feature such as the early replacement of a part/LRU

and binding it to a flight dataset as a classifier. The AIS can then determine what

about the flights preceding this maintenance event was unusual(non-self). This

is the identification of the epitopes of the flight data symptom which caused the

maintenance event.. This will create a rule set which can then be used to create

an advisory and also to guide future research for a more highly optimised diagnos-

tic/prognostic method for the specific failure mode involved. Thus each timethere

is a fault a case is generated for it and added to the case base. Items within the

flight data are scrutinised to generate a rule set which would diagnose it. Faults

sharing a common mode or subsystem should will be clustered within the feature

space so that they can be identified as sharing a common root.
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4.5.4 Danger Theory

In use the AIS can respond to stressor signals either created by individual health

enabled sub-systems or in response to a danger signal initiated by the pilot. The

algorithm could then check the affinity requirements for alert to generate a list of

the most similar immune cells with attached cases to the current aircraft condition

as assessed from the flight telemetry. The case data presented can include the

checklist for the fault identified within it to reduce the workload on the pilot in

identifying the correct procedure to use. Danger Theory is the ability of the cell

to alarm when a lower quality with a lower quality match if a specific context

sensitive Danger Signal is present[163]. This permits a lower false alarm rate

than might otherwise be possible as in locations where the danger is not present

the cell uses its normal alerting threshold but where there is danger it will use a

lower threshold. Figure 6.2(a) depicts how this functions within the paradigm of

a euclidean distance metric for affinity. The concept of context sensitive classifiers

was introduced in AIS to explain the behaviour of antibodies which alert in certain

areas of the body during infection but do not react in other areas where there is no

infection. It was suggested that affinity threshold for an alert was lowered in the

presence of a danger signal and thus the overall false alarm rate could be reduced

while maintaining fast reaction times and high true positive rates when danger

was known to exist.

Different types of Danger Theory Implementation

1. Relationship between a context sensitive “danger” signal and the functioning

of an online AIS.

2. Use of danger signal with rules created by offline learning.

3. Use of danger signal to enhance offline learning

The use of danger signal is intriguing and merits further investigation but is not

of immediate use as if the user of a through life CAHM system could classify data

elements as being more likely to have faults(danger) there would be little need for

the CAHM as the user would already be able to perform that function on their

own. It has been used during online AIS used as panic button method. During

flight it has been proposed that the use of emergency settings of the declaration of

an in-flight emergency could be used as a danger signal within an AIS for aerospace

use but that will remain something for future development.
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4.6 Comparison of CAHM, CBR, and AIS-CBR

characteristics

A suitable system to manage the health of assets in a cognitive way needs to be

able to manage a body of knowledge concerning how assets should be used and

managed. In a CBR this is done through a body of cases that been developed

over time and contain recognition criteria and the likely solution. This can then

be adopted or adapted depending on how well the most relevant case fits the

current situation. This maps nicely to the AIS concept as threats to the system

are remembered by a population of antibodies that have within them a specific

solution. In the biological context this is typically removal of the threat but in

asset management there is nothing to prevent this being more detailed and having

similar information to the CBR. If the solution is to be more cognitive then one way

to do this is to implement an architecture compatible with a cognitive framework

such as Rasumssens in Figure 2.11. Developing and using rules to handly specific

situation is similar to the development of solutions within CBR and within AIS.

The tricky part about use of CBR has always been the recognition criteria and the

method to establish the most relevant case. AIS is able to assist in this process

by mapping cases to antibodies so the recognition and relevance is performed by

the reaction of the antibodies. Adding new cases to the system in a useful way for

CBR requires specific work and no additional work is required for AIS to assist

in this process as once a flight has been identified as having a specific problem

antibodies can be trained to recognise the fault features within that flight. There

is thus a reasonable way to add new cases to the system during the life of the asset.

As cases are added and the population of antibodies becomes more robust they

can also be compared between fleets of asset to examine commonalities and to see

if antibodies developed for one aircraft type can be usefully applied to another.

If this can be achieved in mimicry of the way antibodies are shared in humans

this would be a major improvement over current methods of learning from the

operations and management of separate and different assets. The use of an AIS

for CAHM could be applied particularly to the UAS case as there is a need to

create different solutions onboard to those that will be used offboard. Figure 3.2

in Section 3.2 shows a higher level view of how a CBR machine learning method

could be integrated into the SMS and the same could be done with the CBR type

of AIS.
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4.7 Summary

The use and comparative advantage of artificial immune systems have been dis-

cussed and their potential benefits for the through life support of a fleet of aircraft

as part of a maintenance information system examined. The cognitive properties

of the system have been discussed and the case based nature of such a system also

examined to demonstrate the suitability of such as system for capturing faults into

a system for future exploitation.



Chapter 5

Experiment Design

5.1 Introduction

In this section the structure an experiment to examine the effectiveness of an

AIS will be discussed. This will be specifically for the problem of learning faults

from flight data and how to obtain a comparison to other methods. The use of

simulation is discussed along with its limitations and the mishap flights used for

training are examined.

• In section 5.2 the nature of the data that would be encountered in a real

unmanned aircraft shall be examined and how this will guide the design of

the experiment in order to generate representative flight data to evaluate

using machine learning.

• In section 5.3 the Aerosonde unmanned aircraft will be discussed as a can-

didate for simulation, why it is a good example of unnamed aircraft more

widely and how it’s missions may be simulated.

• in Section 5.4 the design of the mishap scenarios for the experiment will be

discussed, suitable mishaps identified and their representation within simu-

lation explained.

• In Section 5.5 the design of the simulation missions will be discussed and how

the overall simulation was structured to enable multiple repeatable simulated

missions in order to build a large data set.

97
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• In section 5.6 the methods by which the flight data created through simula-

tion will be preprocessed shall be discussed and how this may be done in a

representative way ready for machine learning

• In section 5.7 the methods by which the different machine learning methods

may be evaluated shall be discussed.

• In section 5.8 the mishap cases generated through simulation will be exam-

ined and the methods by which the mishaps could be learned form using

current practice shall be discussed.

5.2 Aircraft Flight Data

To understand how the simulated aircraft should be structured the type and nature

of the data that could be obtained from a real UAS must be discussed. There is

a need for solutions that can be applied across architecture scales or at least

single board through to distributed. The ability of these boards to log data to

on-board memory is a small addition and already present in a great many lower

cost devices. General aviation is also starting to see lower cost FDR(Flight Data

Recorder) devices[164]. In order to generate some representative aircraft data that

could have been logged using these newly available FDR devices a simulation was

constructed within Matlab. A selection of the variables that would be expected to

be seen within the flight data of real manned and unmanned aircraft are shown in

figure 5.1. Within the limits of flight simulation a repeatable and robust dataset

of normal and mishap flights can be generated in order to train the AIS. These

are shown because they represent some of the more easily misunderstood variables

and sign conventions.

5.2.1 Flight Simulation

There are a large number of ways to generate aircraft flight data to include mishap

data. They range in complexity and scale from simple ballistic physics calcula-

tions to whole aircraft CFD (Computational Fluid Dynamics) simulation including

moving control surfaces. The question for this research is to what is appropriate

for simulating faults for unmanned aircraft in order to generate an FOQA style

fleet dataset. There are many different ways to simulate the flight of an aircraft
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in a pc. There are black box methods where a proprietary code block is used to

represent the aircraft state and control signals are supplied to it and it outputs

aircraft position and state data. Faults are implemented in control channels rather

than as physical effects in feedback to aircraft performance. More sophisticated

flight simulation such as x-plane or flight simulator required but this increases

runtime massively and the current offerings must be performed in real time thus

creating a time problem. This increase in time does not offer a significant advan-

tage so was not pursued. There are linear flight models which attempt to use a

map of the change in aerodynamic performance with aircraft state to represent

the aircraft and give a good approximation of performance across the expected

flight envelope[165, 166]. However the accuracy degrades for large bank angles,

large pitch, large yaw, and low speed due to turbulence creating uncertainty. This

would be an issue if it is intended to deploy the system created to a real aircraft but

since this is a simulation evaluation only it is not necessary for this study. There

are also more sophisticated partial CFD solvers which take a geometry model of

the aircraft and details about it’s engines and control surfaces and attempts to

accurately simulate real flight conditions. Two examples of this are JSBSim[167]

and Xplane[168] which are both frequently used in flight simulation. These pro-

vide very good fidelity for many applications but are very complex to integrate

fault simulations into and so can represent a large investment of time. On the

upper end of the scale are commercial grade simulators which often include some

degree of motion cueing within a cockpit to further enhance the training aspect

of flight simulation. There has been data generated through these simulators but

access is expensive and when the simulation target is the automated flight of an

UAS it does not make sense to use a 6-DOF (Degree of Freedom) flight simulator.

Some excellent work has been done using this type of system[169, 170] but in this

research where the need is to generate several thousand hours of flight it cannot

be justified. Due to the need to generate a large amount of flight data including

custom designed fault simulations it was decided to use a linear flight model to

take advantage of an existing flight model within Matlab for which an autopilot

already existed and only faults, mission generation, and simulation automation

needed to be done.

Advantages

The advantage of a linear flight model in this situation are that it can be quickly

iterated and tested to evaluate new fault models, mission scenarios, and control
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methods. It reduced code requirements to the Matlab environment only instead of

needing to integrate a third party program into a experiment written in a language

like Python which could automate the experiment and add fault information. The

use of the linear flight model also meant that large amounts of flight data could

be generated. The total amount of data generated is discussed in Section 5.5.

Disadvantages

The use of the linear flight model does however have some disadvantages and

while they are not show stoppers they need to be understood in order to design

the experiment correctly. The chief among them is that the model cannot be

validated against real Aerosonde flight data. This is due to lack of access to

that commercial sensitive data rather than any theoretical model limitations. If

a safety system was being developed for the real Aerosonde system using this

method that problem could be overcome. In this situation true verisimilitude is

not required and it is more useful that the model will remain deterministic and

consistent. Another disadvantage is that the accuracy of the model decreases in

situations where the flow over the aircraft is likely to be turbulent rather than

laminar. This particular disadvantage as with the last is more critical if a system

is being developed for deployment with a real aircraft rather than for evaluation

of machine learning methods as it is here.
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(a) Aircraft Pitch Angle (b) Aircraft Roll(Bank) Angle

(c) Aircraft Heading Angle (d) Aircraft Sideslip Angle

(e) Aircraft Angle of Attack

Figure 5.1: Aircraft Orientation Conventions illustrated using a line drawing
of a Predator from GWG UAS Datalink Standard[171](Geospatial intelligence

standards Working Group)
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5.3 Aerosonde

The Aerosonde model provided by Dr James Whidborne is a model in Simulink

of the Aerosonde unmanned aircraft(see Figure 5.2)[172]. The autopilot was cre-

ated by Dr Deborah Saban as part of her research into wake modelling[7]. The

Aerosonde model was chosen due to its status within current aircraft simulation.

The AeroSim model[173] from which this model is derived has been used in sev-

eral studies by other researchers and thus has some standing[174–178]. Initially

a predator simulation was evaluated for the experiment but the low level of doc-

umentation and the lack of a method to evaluate the models aerodynamic per-

formance restricted the options. The Aerosonde model was therefore chosen. It

does however have one quirk. The Aerosonde itself has a tail of a type commonly

referred to as an inverted v tail but the simulation assumes a more conventional

cruciform tail. This was accounted for by the developers by the use of offsets to

ensure the standard methods for a linear flight model could be used[165, 166].

The Aerosonde was originally used in a semi-autonomous and disposable way to

perform atmospheric sampling. It is this early version of the Aerosonde which is

represented in the Matlab simulation. This same version was used for the first

transatlantic crossing by an unmanned aircraft[179]. Aerosonde is launched and

the after ground control during initial stabilisation and climb it flies a preplanned

route out of line of sight of the operator. As is typical of many smaller unmanned

aircraft there is no position feedback of the servos that control the various me-

chanical components such as the throttle, ailerons, and ruddervator. This means

that any mechanical problem or servo failure can only be detected by its effect on

the flight of the aircraft.
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Figure 5.2: Aerosonde Aircraft[180]

Figure 5.3: Aerosonde Simulink Overview Aircraft Model by Dr
Whidborne[172], Autopilot by Dr Saban[7].
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5.4 Mishap Design

Examination of some of the methods used to simulate faults in simulation and

the methods used in the experiment. Several mishap types were selected from the

mishap records of the USAF Predator fleet[24, 181] to represent realistic failure

modes for the Aerosonde simulation. Fault onset time in all cases was a time

chosen to be normally distributed about a suitable point during the mission. This

was done to avoid all the faults happening at the same point but avoid the need to

manually specify the failure time for each mission. This was set at 1,100 seconds ±
(1,1000). This created a fault onset time of somewhere between 25 to 41.6 minutes

into the flight. The other scenarios involved either a permanent jam of a control

mechanism or a jam then latency. The mechanism for the jam and jam plus delay

is mostly the same with that of the ruddervator being the most complex due to the

nature of differential controls. A simple sample and hold was used with the hold

either being for a short time to simulate a jam and then delay or an effectively

infinite amount of time to simulate a jam. Details for the arrangement within

Simulink can be seen in Figure 5.4. The ruddervator fault design is shown as it

is the most complex fault because the use of an inverted v tail in a linear model

as discussed in Section 5.3 requires a different configuration than would otherwise

be needed. The affect is that for the development of the fault case affecting the

ruddervator both the rudder and the elevator signals needed to be affected at the

same time to simulate the effect of a differential surfaces being jammed.

5.4.1 Permanent Fault Scenarios

In this section we will discuss the fault scenarios which involve a permanent fault.

5.4.1.1 Fuel Leak

This fault scenario is a simplistic leak of fuel within the fuel tank. It manifests in

a simple way as a constant rate fuel leak starting at a specific time. The failure

scenarios of a fuel leak happened at various rates normally distributed around

two kilograms per hour plus a random amount of between 10 and 200 grams per

hour in increments of 10 grams per hour. Mishap4840 shown in Section 5.8.1 on

page 112 is a mishap case which was generated using this scenario. The mishap of
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USAF Predator S/N (Serial Number) 99-003056 on the 27th March 2005 was the

inspiration for this mishap scenario as it involved a fuel leak which resulted in a

fire and the loss of the aircraft[182]. In that mishap the fuel leak was believed to

be caused by a maintenance failure. In this scenario the fault does not include the

fire due to the complexities of modelling this but instead simulates fuel leaking

until running out. The Aerosonde unlike the predator does not have the facility

to send fuel status back to its controller and has a much smaller fuel tank and so

a fuel leak is a much bigger problem.

5.4.1.2 Control Jam

The fault scenarios described in this section are all types which shall be called

control jams are all faults which manifest as a failure of a control surface of the

aircraft (ailerons, elevators, rudder, throttle, etc) to respond to commands from

the autopilot and remain at the position to which they were last commanded.

Throttle Control Jam

In the throttle control jam scenario the throttle signal within the simulation is

sampled and at when the fault is initiated the throttle signal is held constant at

the level it was when the fault was initiated. This is representative of a mechanical

jam within the throttle linkage or some other similar situation where the throttle

setting cannot be changed. Some linkages may be spring loaded and would cause

the throttle to go to the idle position with the loss of actuation force. The mechan-

ical arrangement of Aerosonde is not known but the effect of a loss of thrust or an

inability to change the thrust of an aircraft was a key factor in several Predator

mishaps and so this fault mode was added to the fault scenarios. Mishap4894

shown in Section 5.8.2 on page 115 is a case which was generated using this sce-

nario. The mishap of USAF Predator T/N (Tail Number) 06-3178 on the 20th

August 2011 was the inspiration for this mishap scenario as it involved the loss

of the ability to change the thrust level in the aircraft. In that mishap it was

due to a failure of the quill shaft in the VPP(Variable Pitch Propeller)[183]. In

this scenario the propeller is fixed pitch but the effect of loss of thrust control is

similar.
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Aileron Control Jam

The aileron control jam scenario explores the reaction of the aircraft to the me-

chanical jamming of an aileron. Due to the way the simulation is constructed it

could only be modelled with both the port and starboard aileron jammed at the

same time. The fault is initiated at a chosen time and the aileron control signal is

held constant at the level it was when the fault was initiated. One example of this

is Mishap5080 which is shown in Section 5.8.4 on page 123 is a case which was

generated using this scenario. The use of electro-mechanical actuators in many

small and medium sized unmanned aircraft leaves them vulnerable to a mechanical

failure rendering one control surfaced jammed. The corresponding lack of feed-

back control to the autopilot makes it difficult to detect this type of failure except

through the flight response of the aircraft. The mishap of USAF Predator T/N

06-3173 on the 7th May 2011 was the inspiration for this mishap scenario as it

involved the failure of an aileron servo which resulted in uncommanded roll[184].

In that mishap it was due to a failure of the servo in one wing only. In this scenario

the fault affects both ailerons but the effect of uncommanded roll is the same.

Ruddervator Control Jam

The ruddervator control jam scenario explores the reaction of the aircraft to

the mechanical jamming of the ruddervator. Due to the way the simulation is

constructed it could only be both surfaces being jammed at the same time. The

fault is initiated at a chosen time and the ruddervator control signals are held

constant at the level it was when the fault was initiated. The Simulink mechanism

for this can be seen in Figure 5.4. The two blocks labelled sample and hold take the

control inputs one and two from the autopilot and store the last observed value.

When the fault initiation time labelled as “ruddervator lag start time” is reached

this triggers the sample and hold blocks to keep their last value and not sample

any more and also sends their output to the flight model as the new control signal.

One example of this is Mishap4992 shown in Section 5.8.3 on page 120 is a case

which was generated using this scenario. The mishap of USAF Predator T/N 05-

3147 on the 14th September 2009 was the inspiration for this mishap scenario as it

involved the failure of an tail servo which resulted in a loss of attitude control[185].

In that mishap it was due to a failure of the servo in one tail section only. In this

scenario the fault affects both ruddervators but the effect of loss of attitude control

is the same.
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Figure 5.4: Aerosonde Simulink Ruddervator Fault Block. During a fault
mission if this fault is selected it will simulate a jam of the ruddervator control

servo starting at a randomly chosen time during the mission.

5.5 Mission Design

The mission profiles chosen for the Aerosonde simulations needed to be something

that could be generated algorithmically and with a high degree of repeatability in

order to generate thousands of flights worth of representative data. Each mission

would have similar elements but would be different and the simulation would

present random factors such as wind strength, direction, and gust level during the

flight to ensure even with very similar mission profiles the resulting data would

representative of a similar aircraft flying a similar profile on a different day rather

than the same aircraft flying the same profile in the same conditions. A number

of different mission types were examined to evaluate how they would meet the

requirement and how the different Mishap scenarios would play out within the

different mission profiles. The process for this can be seen in Figure 5.5. The

details for each flight were logged in an excel spreadsheet to allow review of certain

summary details and the tracking of the total number of flights and mishaps.

During early evaluation it was found that despite the crippling nature of the chosen

faults a crash would not result in all situations. This led to a change of the mission

profiles to ensure a long flight time and maximise the potential for a mishap. The

Aerosonde has a long endurance as shown by the Laima transatlantic flight[179]
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Figure 5.5: Aerosonde Simulation Flowchart

and this was used by creating mission profiles with a long duration with relatively

few way points in order to keep profile generation simple. There is therefore a

high proportion of straight and level flight within the mission profiles.

5.6 Pre-Processing

In order to use the flight data developed through simulation it was necessary

to pre-process the data to remove any skewing effects that might be caused by

some of the data having different ranges to others. Due to the euclidean distance

metric being used to calculate affinity by the AIS if only one variable was being

used this would not need to be done but as soon as multiple interacting variables

are being used they need to be mapped into a unit interval so that there is no

scale effects skewing the results. This is sometimes referred to in some papers

as normalisation but is more properly known as scaling into a unit interval. The

formula for this is given in Algorithm 3. It is a very simple equation and to ensure

the antibodies are able to be used later with flight data the details of the minimum

and maximum values were retained to ensure the scaled values could be related

to the real values at a later date. These scaled data is then used as training
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data in the creation of antibodies through the AIS-FOQA Algorithm. This allows

multiple antibodies within the population to have been trained at different times

with different minimum and maximum values for each variable but they can all

be mapped into a single n dimensional unit space.

xnorm =
x− xset minimum

xset maximum − xset minimum

Algorithm 3: Equation for Scaling into Unit Interval

Table 5.1: Minimum and Maximum values recorded for each channel within
the flight data.

Variable
Units Max Min

Names

elevator_out Radians 0.14945 -0.39087

aileron_out Radians 0.39313 -0.65551

rudder_out Radians 0.25481 -0.32459

throttle_out % 1 0

airspeed__knots_ Knots 37.7288 16.435

dec_sideslip Degrees 10.2151 -18.8297

dec_AOA Degrees 7.9641 -0.69256

dec_Bank_angle Degrees 51.767 -88.6878

dec_Pitch_angle Degrees 22.9824 -3.12

Altitude_h_metres Metres 633.9165 0

Fuel_mass_out Kilogram 2.2579 0

Thrust_in_x_axis Newtons 30.3266 -3.6381

Fuel_Flow Kilogram/Second 0.00062197 0

X_E_out Metres 127955.7569 -15722.8086

Y_E_out Metres 8044.5659 -8151.4107

Z_E_out Metres 420.9035 -633.9165

Distance_travelled Metres 802480.1748 0
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5.7 Machine Learning Evaluation

The Algorithm to be evaluated using the flight data discussed is an artificial im-

mune system and will be compared to a neural network trained in Matlab using

the same data and to a representation of a case based learning method of through

life flight safety. The AIS to be used is discussed in Chapter 6. A smaller dataset

will be used to evaluate the AIS during development and to assess its capability

and integrating new knowledge and adapting to change. The dataset selected is

the Fisher Iris dataset supplied with Matlab[186]. This dataset is derived from a

paper by R. A. Fisher[187] and is widely used to evaluate machine learning ap-

proaches which use data from multiple continuous variables as an input. The use

of the fisher iris dataset to validate the test the Algorithm during development is

discussed in Section 6.5. Due to the multi class nature of this experiment the true

positive class is limited strictly to the most relevant mishap class and only for the

period in the simulation after which the fault occurred. This in some cases artifi-

cially reduces the True Positive Ratio where the Algorithms are matching against

elements they were trained with as representing a fault data point. However this

is required as the section prior to fault onset represents health flight and so should

not be included in any assessment as True Positive despite it being data from a

mishap flight. This will have the effect of increasing the False Positive rate where

the flight has been correctly identified but this method is correct as otherwise the

algorithm alerting against healthy flight data would be scored as a success. This

contrasts with the Algorithm training portion where the entirety of a mishap flight

is classified as True Positive. This is intended to take advantage of the self/non-

self discrimination properties of an artificial immune system to avoid the need to

manually segment mishap data into fault and non fault portions. This is because

as discussed in Section 2.5 there is not always the resource available to do such a

costly exercise for what may be one of several mishap events.

5.8 CBR Analysis and Application

In order to evaluate the flight data from simulation mishaps a flight trace strip

was created to replicate the methodology used within Flight Data Management

and taught at Cranfield as part of the Flight Data Monitoring short course by

David Wright et al[188]. As discussed in section 2.3.2 there are a wide variety of
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tools that can be used to analyze flight data but due to the use of Matlab and

Simulink to simulate the flight a custom solution needed to be created in order to

make use of these expert methods in the analysis of the flight data. An overlaid

strip graph type was created and access methods written to generate Figures for

flights showing the data for specific time intervals. In addition an animator method

was created to enable the creation of a animation of the flight data so that the

whole flight could be reviewed quickly and when discrepancies noticed the time

intervals can be noted down for further analysis. The use of expert analysis is

restricted to the channels being logged to the flight data recorder of the aircraft or

those channels which are streamed over the telemetry link to the ground control

station. This can restrict the knowledge that can be created from the data and

in some instances specific sensors most useful to diagnostics may not be available

in a specific aircraft. In particular small aircraft frequently do not have side-slip

indicators or true angle of attack which can make it difficult to understand the

environment conditions the aircraft may have been encountering. Each mishap

will be examined to see what details can be brought out without reference to

the Mishap Scenarios in Section 5.4. Although in each case the failure mode is

known and listed on the top of the figure with the fault onset time it is intended to

demonstrate the analyis method and how lessons for future operations can be found

in a situation where the fault cannot be found through examination of the aircraft

due to loss or damage. In each mishap analysis this will be put in the CBR section

with both the identifying features and the proposed solution for future operations.

The process for identifying the root cause of mishaps and creating practical in

flight responses is identified on a high level in Figure 3.1 showing the case based

reasoning cycle. The key items required to complete a case are how the case can

be distinguished from other cases, the details of the case, and the appropriate

response to the fault.

Mishap data and analysis

• Section 5.8.1 shows the analysis and data for Mishap4840

• Figure 5.6 showing controls data point of interest one on page 113

• Figure 5.7 showing state data point of interest one on page 114

• Section 5.8.2 shows the analysis and data for Mishap4894

• Figure 5.8 showing controls data point of interest one on page 116
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• Figure 5.9 showing state data point of interest one on page 117

• Figure 5.10 showing controls data point of interest two on page 118

• Figure 5.11 showing state data point of interest two on page 119

• Section 5.8.3 shows the analysis and data for Mishap4992

• Figure 5.12 showing controls data point of interest one on page 121

• Figure 5.13 showing state data point of interest one on page 122

• Section 5.8.4 shows the analysis and data for Mishap5080

• Figure 5.14 showing controls data point of interest one on page 124

• Figure 5.15 showing state data point of interest one on page 125

• Figure 5.16 showing controls data point of interest two on page 126

• Figure 5.17 showing state data point of interest two on page 127

5.8.1 Mishap4840

Mishap Overview

It can be observed in Figure 5.6 that between time 4800 and time 4850 a sudden

drop in airspeed occurs while at the same time the throttle demand from the

autopilot goes to 100%. This is suggestive of a loss of thrust possibly from engine

cutout. Further analysis shows a low AOA for this phase of the flight but without

a statistical comparison to the fleet averages it is difficult to confidently find the

true cause.

Identifying Features

It can be observed in Figure 5.6 that between time 4800 and time 4850 a sudden

drop in airspeed occurs while at the same time the throttle demand from the

autopilot goes to 100%. This is suggestive of a loss of thrust possibly from engine

cutout. Further analysis shows a low AOA for this phase of the flight which would

otherwise suggest a low amount of lift required for that phase of flight but without

a statistical comparison to the fleet averages it is difficult to confidently find the

true cause of this loss of airspeed.
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Figure 5.6: Sim4840 Flight Data 1 of 2 displayed in an overlaid format. From
4650s into the flight to the crash. The engine stopped due to lack of fuel. The

Fuel leak was 10.2kg/hr and started at 1558 seconds into the flight.
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Figure 5.7: Sim4840 Flight Data 2 of 2 displayed in an overlaid format. From
4650s into the flight to the crash. The engine stopped due to lack of fuel. The

Fuel leak was 10.2kg/hr and started at 1558 seconds into the flight.
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Solution

In this situation the likely effective solution would be to take remote manual control

and attempt to stabilise the aircraft using the more sophisticated reasoning and

skill of a human pilot. As it seems there has been a loss of thrust stable flight

is unlikely and an evaluation of possible safe landing areas within gliding range

would need to be established. In the event that it is judged too risky to attempt

to return the aircraft to a safe landing then a controlled ditching would be the

preferred option.

5.8.2 Mishap4894

Mishap Overview

At time 1550s it can be observed in Figure 5.8 that the throttle is held at 0% while

the airspeed continues to increase. The throttle is held at 0 for over 300 seconds

without a substantial reduction in airspeed. The airspeed for the remainder of

the flight is AOA dominated and this can also be seen at time 2250, 2600, and

2750 the aircraft goes out of control due to excessive nose up attitude. During

each of these departures from normal flight the aircraft rapidly loses altitude until

recovery and climbs again to the altitude which the autopilot was set to cruise at.

Finally the aircraft stalls again at 4050 and is not able to recover.

Identifying Features

At time 1550s it can be observed in Figure 5.8 that the throttle(green trace) is held

at 0% while the airspeed continues to increase and the altitude remains roughly

constant. This is an unusual feature and as such is suggestive that whatever hap-

pened during this mishap has some relationship to this unusual event. The throttle

is held at 0 for over 300 seconds without a substantial reduction in airspeed. The

airspeed for the remainder of the flight is AOA dominated (Figure 5.9 black trace)

and it can be seen that the airspeed of the aircraft is strongly affected by changes

in commanded elevator angle(Figure 5.8 black trace). During periods of high air-

speed the aircraft assumes a large AOA and in some instances stalls. This can

also be seen at time 2250, 2600, and 2750 seconds(not shown in this Section) the

aircraft goes out of control due to excessive nose up attitude. During each of these

departures from normal flight the aircraft rapidly loses altitude until recovery and

climbs again to the altitude which the autopilot was set to cruise at. Finally the
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Figure 5.8: Sim4894 Flight Data 1 of 4 displayed in an overlaid format. This
Figure shows the aircraft behaviour during fault onset.
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Figure 5.9: Sim4894 Flight Data 2 of 4 displayed in an overlaid format. This
Figure shows the aircraft behaviour during fault onset.
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Figure 5.10: Sim4894 Flight Data 3 of 4 displayed in an overlaid format.
This Figure shows the final control departure of the aircraft and the tumbling
for a certain period before the aircraft stabilizes but continues descending and

crashes.
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Figure 5.11: Sim4894 Flight Data 4 of 4 displayed in an overlaid format.
This Figure shows the final control departure of the aircraft and the tumbling
for a certain period before the aircraft stabilizes but continues descending and

crashes.
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aircraft stalls again at time 4050 seconds as seen in Figure 5.10and is not able

to recover. A potential identifying feature would be to incorporate an alert rule

which triggered if the throttle was commanded to zero percent for an extended

period of time. AOA levels outside of norms might also be used to attempt to

warn the remote pilot of the need for additional supervision.

Solution

In this situation the likely effective solution would be to take remote manual control

and attempt to stabilise the aircraft using the more sophisticated reasoning and

skill of a human pilot. Once this was done the handling of the aircraft could be

evaluated and options for mission abort discussed. In the event that it is judged

too risky to attempt to return the aircraft to a safe landing then a controlled

ditching would be the preferred option.

5.8.3 Mishap4992

Mishap Overview

It can be observed in Figure 5.12 that there is a section during the flight where

the aircraft oscillated while the autopilot tried to compensate for the fault. The

oscillation was cause because the combined elevator and rudder of the Aerosonde

was deflected at the time it jammed. The oscillation around the direction of flight

can be seen in Figure 5.13 by looking at the sideslip(green trace) and bank(pink

trace) angles of the aircraft. Within 150 seconds after the onset of the fault the

aircraft had plummeted 245m. At this point the autopilot control signals stabilised

as it tried to get the aircraft back to its assigned altitude but all this served to do

was to reduce the oscillation. The aicraft continues to descend at the same rate

until it impacts the ground and the simulation terminates.

Identifying Features

It can be observed in Figure 5.12 that there is a section during the flight where the

aircraft oscillated while the autopilot tried to compensate for the fault. The oscil-

lation was caused because the combined elevator(black trace) and rudder(yellow

trace) of the Aerosonde was deflected at the time it jammed. The oscillation

around the direction of flight can be seen in Figure 5.13 by looking at the sideslip(green

trace) and bank(pink trace) angles of the aircraft. Within 150 seconds after the
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Figure 5.12: Sim4992 Flight Data 1 of 2 displayed in an overlaid format. The
Ruddervator servo jammed at 1567s into the flight. The period shown is from
1450 seconds to 1960 seconds. The aircraft crashed shortly after this period.
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Figure 5.13: Sim4992 Flight Data 2 of 2 displayed in an overlaid format. The
Ruddervator servo jammed at 1567s into the flight. The period shown is from
1450 seconds to 1960 seconds. The aircraft crashed shortly after this period.
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onset of the fault the aircraft had plummeted 245m. At this point the autopi-

lot control signals stabilised as it tried to get the aircraft back to it’s assigned

altitude but all this served to do was to reduce the oscillation. The aicraft con-

tinues to descend at the same rate until it impacts the ground and the simulation

terminates.

Solution

In this situation the likely effective solution would be to take remote manual control

and attempt to stabilise the aircraft using the more sophisticated reasoning and

skill of a human pilot. Once this was done the handling of the aircraft could be

evaluated and options for mission abort discussed. In the event that it is judged

too risky to attempt to return the aircraft to a safe landing then a controlled

ditching would be the preferred option.

5.8.4 Mishap5080

Mishap Overview

It can be observed from the flight data of this flight(Figure 5.14 and 5.15) that at

the point of fault onset the aircraft begins a sequence of rolls around its own axis.

This continues until the aircraft runs out of fuel and continues it’s characteristic

rolling as it descends and crashes as shown in Figures 5.16 and 5.17 at time 23, 525

seconds.

Identifying Features

In Figure 5.14 we can see a group of regular periodic waveforms that start between

time 2400 and 2450 seconds. These can be seen in all the traces. Of particular

interest is the blue trace which represents the airspeed and we can see that at peak

the aircraft is 12 knots faster than the cruise speed of 25 knots and that this varies

about 7 knots peak to peak. The commanded throttle position is the green trace

which is at 100% for the duration of this waveform so unless there is a problem with

the throttle on the engine of the aircraft it seems that this large velocity change

is not commanded and instead is connected to the attitude of the aircraft. It

can be observed from the yellow and pink traces which represent the commanded

aileron and rudder positions that at the beginning of this periodic phase they

are within a more normal range and then transition to negative positions and
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Figure 5.14: Sim5080 Flight Data 1 of 4 displayed in an overlaid format. The
aileron servo jammed at 2411s into the flight.
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Figure 5.15: Sim5080 Flight Data 2 of 4 displayed in an overlaid format. The
aileron servo jammed at 2411s into the flight.
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Figure 5.16: Sim5080 Flight Data 3 of 4 displayed in an overlaid format. The
aileron servo jammed at 2411s into the flight. This Figure shows the aircraft

state up to the time of the crash.



Chapter 5. Experiment Design 127

Figure 5.17: Sim5080 Flight Data 4 of 4 displayed in an overlaid format. The
aileron servo jammed at 2411s into the flight. This Figure shows the aircraft

state up to the time of the crash.
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despite large commanded changes in position do not return to a more neutral

position. If the corresponding state Figure(Figure 5.15) is inspected a similar set

of periodic waveforms can be seen starting at the same time period. In this Figure

the situation becomes clear as the pitch and bank of the aircraft(The yellow and

pink traces) show that the aircraft is going through multiple rolls to starboard

and deviating far from it’s intended course. The cause of this is likely to be a trim

problem in the roll axis of some sort for which the autopilot cannot compensate. In

this situation the high angles of bank, pitch, angle of attach, large heading changes

could serve to identify the case within the case base and the correct levels could

be determined by a survey of the flight data of the fleet to find how frequently

similar levels are observed. The next two Figures 5.16 and 5.17 show the aircraft

finally lose altitude quickly following a loss of airspeed. Given the flight duration

it can be surmised that the aircraft ran out of fuel. Following the loss of thrust it

then descends rapidly until it finally crashes.

Solution

In this situation the likely effective solution would be to take remote manual control

and attempt to stabilise the aircraft using the more sophisticated reasoning and

skill of a human pilot. Once this was done the handling of the aircraft could be

evaluated and options for mission abort discussed. In the event that it is judged

too risky to attempt to return the aircraft to a safe landing then a controlled

ditching would be the preferred option.

5.9 Dataset Creation

Using the database of normal and mishap flights created from the simulation pro-

cess. a dataset was created using a sampling process to create a set representative

of the data from which it was drawn while optimizing for size. A self(no mishap)

dataset was created from a random sampling of the normal(no fault) flights within

the database. These were then normalised into a unit interval using Algorithm

3. The normal flights dataset(also referred to as the self dataset) was then given

a class label of self and combined with the mishap dataset into one Table. This

matlab Table object was then used to train both the AIS-FOQA Algorithm(See

Section 6.4) NN-S-FBEC Algorithm(See Section 6.6). The total proportion of self
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to non-self tuples is given and Table 5.2 shows the total number of tuples in each

category.

Mission Statistics

• The total number of flights simulated: 4485

• The total number of fault flights: 977

• Average duration of all flights: 11 hours and 22 minutes

• Number of flights which ended in a crash: 205

Table 5.2: Details of the data used during the training and evaluation of the
AIS Algorithm

Class Fault Tuple

Name Details Qty

Self(Non-Mishap) sub-total 546,000

Various
Self data populated by random sampling from Self(Non-
Mishap) flights. The total number of flights from which
samples were taken was over 1000.

546,000

Non-Self(Mishap) sub-total 357,765

Mishap4840 Serious Fuel Leak 2kg/hr mean 51,744

Mishap4894 Throttle Control Jam 47,727

Mishap4992 Ruddervator Control Jam 23,047

Mishap5080 Aileron Control Jam 235,247

The total ratio of self/non-self tuples

• Non-Self(Mishap) tuples 37.097%

• Self(Non-Mishap) tuples 62.903%

5.10 Summary

An experiment was designed to replicate learning from the logged flight data of

a fleet of aircraft. An aircraft model was selected and modified to suit repeated

mission simulations with the presence of occasional faults calculated to be of a
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sufficient level to cause a departure from normal flight ending with an unplanned

hard landing. The aircraft in each case was only able to use its autopilot to

attempt recovery, This is consistent with some of the class A mishaps encountered

by the USAF as satellite communications were typically disrupted by loss of power

or unplanned manoeuvres. The data generated from the repeated normal and

mishap flights was entered into a tracking database and used to create a dataset

for learning. The mishap cases created were discussed and their characteristics

highlighted.



Chapter 6

Algorithm Design

6.1 Introduction

In this section design of an Algorithm to meet the requirements laid out in Chap-

ter 4.5 will be discussed as well as how it can be tested, and it’s characteristics

validated prior to its evaluation. Some different methods that were investigated

but not used will also be discussed as well as an explanation of why they were not

used for this study.

• AIS Design Elements in Section 6.2 as illustrated in Figure 6.1

• AIS Application Domain in Section 6.2.1

• AIS Immune Entities in Section 6.2.2

• AIS Representation in Section 6.2.3

• AIS Affinity Measures in Section 6.2.4

• AIS Immune Algorithms in section 6.2.5

• v1 Algorithm in Section 6.3

• v2 Algorithm in Section 6.4

• The Fisher Iris data will be discussed in Section 6.5 as a tool for validation

of the Algorithm and as a test set for the AIS Algorithm.

• The Neural Network used as a comparison will be examined in Section 6.6

131
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6.2 AIS Design elements

The design method for AIS identified by Dasgupta et al[154] and shown in Figure

6.1 will be followed to create an AIS for case based reasoning from unmanned

aircraft flight data.

Example

To help communicate the application of the different steps two points in a notional

feature space shall be used to illustrate how the algorithm works.

• Aircraft situation A where airspeed is 17 knots and its altitude is 200 metres

• Aircraft situation B where airspeed is 35 knots and its altitude is 100 metres

• Aircraft situation B where airspeed is 30 knots and its altitude is 250 metres

Figure 6.1: AIS Design Method[154]
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6.2.1 Application Domain

The domain the Algorithm will work within is expressed in the descriptions of the

system elements and data in section 2.3.2.1. The development and analysis of UA

flight data is also discussed in section 2.3.2. Some of the difficulties of operating

UAS and problems unique to UAS are identified in Chapter 2. The data to be

used consists of a number of variables which vary overtime during the flight. The

state of all these variables at any point during flight can be represented as a tuple

of length n. Each variable at that time being represented by an element of the

tuple.

Example

• Aircraft situation A as a tuple is (17, 200)

• Aircraft situation B as a tuple is (35, 100)

• Aircraft situation C as a tuple is (30, 250)

Using the scaling method from Algorithm 3 and the minimum and maximum flight

data values from Table 5.1 the tuples are then scaled into a unit interval to reduce

the distorting effects of different variables having different units and magnitudes.

• Aircraft situation A as a scaled tuple is (0.026534, 0.315499)

• Aircraft situation B as a scaled tuple is (0.87185, 0.157749)

• Aircraft situation C as a scaled tuple is (0.63704, 0.394374)

6.2.2 Immune Entities

The entities within the domain are the data classified as self and the various classes

of non-self data. Some approaches to representation have used different ways to

represent self and non self data. One in particular has been the use of hyperspheres

and other methods to represent self data regions.
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Example

• Training Data

• Aircraft situation A is associated with a stall and so is classified non-self

and fault

• Aircraft situation B is associated with normal flight and so is classified

as self and non-fault

• New Data

• Aircraft situation C is a tuple yet to be classified

6.2.3 Representation

An antibody class was developed which is used by both the v1 and v2 AIS-FOQA

Algorithms 8(page 144) and 9(page 145) The antibody was developed to have a

number of useful features. These include the time the antibody was generated so

its age could be calculated as part of the apoptosis process. The schema consisting

of a string of real valued variables scaled into a unit interval using their individual

minimum and maximum values. The names of the schema variables are also stored

within the antibody class. The affinity measurement type is stored so that multiple

affinity measures could be used if desired. The hypersphere method wwas chosen

for all current work. The threshold of the recognition region is stored within

the class. The performance of the antibody is stored within the class object

in the form of the AUROC (Area Under the Receiver Operating Characteristic

curve) metric. The affinity is captured in the form of the number of correct

classifications performed by the antibody for the class of mishap to which it is

associated. The mishap information is stored within the antibody as a reference

to link to the mishap details during any alert. Functionality was also included to

add information on the correct mitigation action in response to the mishap where

known although this was not included during the experiment. In addition the

minimum and maximum values for all the elements of the schema are stored so

that whenever the antibody is evaluated it is clear how the antibody maps into

real valued space from the unit scaled interval within which it is positioned.
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a priori data

This antibody enables the use of masking techniques to create antibodies which

only measure affinity using a subset of the total number of features. This can be

used to introduce known fault cases from the design and test phase of the UAS.

This could be used to add an antibody which would alert when the aircraft is

within a certain range of the stall speed. This class of a priori antibodies can

be given different settings for apoptosis to ensure they persist and could also be

used with special alerting rules to ensure this different class do not interfere with

the active antibodies being generated. This class represent an opportunity to

define regions of warning that can either have antibodies within them or exclude

antibodies from being generated within them. The decision would rest upon the

long term effects of a priori antibodies which has yet to be determined.

6.2.4 Affinity Measures

6.2.4.1 Real Vector Representation

dist(x, a) = (
n∑
i=1

|xi − ai|λ)1/λ

Algorithm 4: Equation for Minkowski distance d between two n dimensional points
x and a. When λ is 2 the distance is the Euclidean distance. When λ is 1 it is the
Manhattan distance which is obtained.

V (n, r) = rn · π
n
2

Γ(n
2

+ 1)

Algorithm 5: Equation for calculating volume of n dimensional hypersphere and
radius r[162]

Poor classification results have been reported due to the effect of n increasing.

Stibor et al suggested that hyperspheres should not be used for n of greater than

41[162, 189]. This is due to the volume of the hypersphere becoming smaller ex-

ponentially as the number of dimensions n increases. The formula to calculate the

volume is given in Algorithm 5 The number of variables tracked shown in table 5.1

is seventeen which falls well short of this suggested limit. The representation in

Matlab scales the data into the interval zero to one. Antibodies could be created

outside that range through mutation but it is difficult to assess how far outside

the range they could be and so to have a simple low bound on complexity we will
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assume all antibodies will have positions within the n dimensional space bounded

by zero and one. The smallest increment between two values in Matlab for a dou-

ble is found by using the “eps” function and is 2.2204× 10−16. If the reciprocal of

this is taken the result there can be 4.50369×1015 possible values within the range

zero to one for each element of the antibody schema. The number of elements in

the schema is seventeen as shown in Table 5.1. To evaluate how many unique anti-

bodies are possible the binomial theorem should be used to evaluate the number of

possible combinations. However finding the factorial of a sixteen digit number was

evaluated as not feasible and is not likely to tell us much beyond
(
n
k

)
being a very

large number indeed. This means the potential solution space in this representa-

tion is very large as well and increasing the the number of possible solutions by

allowing variable length schema increases that solution space even further. This

is without considering the algorithm complexity increase that would be required

to enable it to cope with variable length antibody representation schema. These

considerations drove the decision to choose a fixed length schema and consider

variable length schema for a future version of the algorithm following initial work.

This and other future items is discussed in Chapter 8.3.

6.2.4.2 Affinity Metrics

There were several affinity metrics under consideration for use in the AIS-FOQA

algorithm. There are four main options for real valued data and they are discussed

here. They are in two general categories. Position based matching where the

distance between two points is used as the metric and Rule based where the truth

of various rules are evaluated

Hyper Sphere

Hyper spheres are sphere of known radius in an n dimensional euclidean space

where n is greater than three. If the center of the hypersphere and its radius is

known then any point can be evaluated to check whether it is within the hyper-

sphere by calculating the euclidean distance between it and the center point of the

hypersphere. The equation for euclidean distance is given in Algorithm 4.

Hyper Cube

Hyper cube is a cube in n dimensional euclidean space where n is larger than three.
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The distance from the center to the boundary is used to determine membership

of the classifier class set in a similar way to the hypersphere. An important

difference is that the volume of the hypercube does not decrease as n increases.

An n dimensional hypercube and hypersphere both of the same radius and the

same origin would have very different volumes and boundaries.

Manhattan Distance

Manhattan distance is a simplified euclidean distance metric which can be ob-

tained from the Minkowski distance equation by setting λ equal to one. Algo-

rithm 4 shows the method by which the euclidean distance is calculated. It is

called the Manhattan distance because conceptually if the dimensions are visu-

alised as streets in a city map and intersections as points of interest the euclidean

distance is obtained by taking distance of the straight crow flies path between

two intersections. The Manhattan distance uses the distance travelled along the

streets to find the distance from one intersection to another.

Rule String Matching

Rule string matching attempts to replicate the epitope matching of a real antibody

by logical evaluation of a series of rules. The output of all the rules in the schema

yields a string of true and false values which can then be rated as a measure of the

affinity between the antibody and the data being evaluated. If a substring within

the string s evaluated as true for all elements this is given a higher weight than a

string with the same number of true values but which does not have a unbroken

string of true values. This attempts to match the effect of multiple neighbouring

epitopes in a real antibody having a reinforcing effect on the bond between the

antibody and the antigen. The use of large numbers of weak matches gives a

strong affinity signal[109].

6.2.4.3 Recognition Threshold

Recognition Threshold is the boundary in the metric between a datum being

classified as part of that antibodies antigen class or not of the antigen class. In

the hyper sphere affinity metric this is the surface of the hyper sphere in euclidean

space. If a datum is found within this boundary it is classified as belong to the
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(a) Antibody Response with Danger Signal
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(b) Multiple Antibody Response

Figure 6.2: Figure 6.2(a) illustrates the potential responses of a single anti-
body to a situation. Figure 6.2(b) shows the response of multiple antibodies to

a situation.
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antibody class. The closer the data point(tuple) is to the centre of the antibody the

higher the affinity(or match strength) is judged to be. The equation to determine

excess threshold and thus affinity can be seen in Algorithm 6. Using a method

which classifies and also returns a metric of by how much the classified object

exceeded the classification threshold allows ranking of matches and the use of the

ROC curve to evaluate the classifier[158]. This is a great benefit with affinity

based methods such as the antibodies in an AIS.

et = rantibody − d
Algorithm 6: Equation for Antibody Recognition affinity metric using excess
threshold et, antibody radius r and distance to antigen d

Example

The tuples having been scaled into a unit interval can now be used to evaluate the

affinity of situation C with situations A and B. This uses Algorithm 4.

• The distance between A and C is 0.389052

• The distance between B and C is 0.339149

On basic distance it can be seen that situation C has higher affinity with situation

B than with situation A. Depending on the self radius assigned in this implemen-

tation of the algorithm Situation C could be classified as either self or non-self.

Now that the distance between these tuples has been found the affinity can be

calculated using Algorithm 6. Due to the small number of tuples a recognition

threshold has been set as ten percent less than the distance to the other tuple set.

In this case that is a distance of 0.673718 units.

• The affinity between A and C is 0.284667

• The affinity between B and C is 0.334569

As situation C is within the recognition regions of both A and B both would alert

but the algorithm would judge the most relevant situation to be situation B as it

has a higher affinity to C.
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6.2.5 Immune Algorithms

6.2.5.1 Algorithms Elements

Clonal Maturation

Clonal maturation is the process to identify known good solutions and to explore

space around them using clones of the original solution with some mutation. The

exact amount of mutation can vary depending on the method used. The hyper

spherical operator depicted in Figure 6.4

Negative Selection

The process by which the immune system destroyed those antibodies which would

alert against self. This process is performed prior to the antibodies being released

into the system. Negative selection should reduce the false positive rate by re-

moving those antibodies which would alert on normal flight events. However this

can become more difficult to implement where fault events occur during flight

and are not reported so they may then create false negative results reducing the

effectiveness of the Algorithm as a whole.

Mutation
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Figure 6.3: Real Valued Negative Selection Algorithm as shown in Dasgupta
et al[154, 190]

1. U(a, b) is a continuous random distribution between a and b

2. N(c, d) is a normal distribution with mean c and variance d

3. Generate a random vector X = (X1, . . . , Xn) with iid N(0, 1) components

4. Generate R = U
1
n , with U ∼ U(0, 1)

5. Return Z = R · X
||X||

6. Repeat m times to create m points.

Algorithm 7: Equation for random distribution of m points on the surface of an
n dimensional sphere of radius 1.
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(a) AIS v1 Mutation

Recognition Radius 
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(b) AIS v2 Mutation

Figure 6.4: Figure 6.4(a) shows AIS v1 2-dimensional Mutation Illustration.
Single variable mutation method. Figure 6.4(b) shows AIS v2 2-dimensional

Mutation Illustration. Use of a hyper-spherical mutation operator[191, 192].

Incomplete gamma function used to smoothly mutate antibodies. Previous method

as illustrated in Figure 6.4(a) modified single elements only and created “cross

shaped” mutation results. This limited the number and potential variability of

valid mutation solutions. Using a method to generate random uniformly dense

points on an n-dimensional hypersphere allowed more variability in the result of

mutations. The use of the incomplete gamma function to generate random points

on the surface of a hypersphere is provided through a user defined function in

Matlab[191] and discussed in Rubinstein et al and can be seen on page 69 Algo-

rithm 2.5.4[193]. This method was therefore adopted and is depicted in Figure

6.4(b). Once the randomly distributed vectors of length 1 are created the vector

origin is remapped from zero to the location of the antibody being mutated the

vector magnitude scaled to match the amount of mutation required. This trans-

formation changes the end of the vector into the location of the mutated antibody.

Apoptosis

Apoptosis is the death of a cell once it has reached the end of its useful life. This

is then used as a trigger to clone the antibody which has died.
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6.3 Population Type AIS (v1 Algorithm)

Initial progress was made to create an Algorithm for analysis of flight data based on

the CLONALG Algorithm from DeCastro et al[117]. The Algorithm was written

from scratch in Matlab to take advantage of experience there and to make use

of common data structures with the simulation output. The Algorithm worked

effectively at a small scale but did not scale well. As the size of the data was

increased beyond multiple megabytes the time taken for the algorithm to converge

extended to several days. As larger datasets were used the time taken increased

and efforts were made to identify how the Algorithm could be made more efficient.

The “parfor” operator in matlab is a variant of the for operator intended to allow

different cycles of the for loop to be processed by different cpu cores and so increase

speed through parallelisation. However this was only able to give a partial speed

increase as not all the operations within the loop were compatible with the matlab

“parfor” operator. Some operations needed to be performed one after the other

and this limited the effectiveness of the parallelisation methods. The full matlab

code for the race type AIS Algorithm 8 can be found in Appendix B of this Thesis

on page 240.
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input :

RThreshold Affinity threshold above which antibodies reproduce on death
HMThreshold Affinity threshold above which antibodies reproduce using

clonal selection
HMClonesQty No of clones to be created via hyper mutation(clonal selection)
MClonesQty No of clones to be created via normal mutation
NSThreshold Affinity threshold below which antibodies will be

negatively selected
ApoptosisAge Age at which antibodies die
Problemset Self and Non-self training data

AUROCThreshold Classifier performance threshold of antibody

output: Population set of detectors capable of classifying patterns into self/non-self

Population CreateRandomCells(Populationsize,Problemsize);
while ¬StopCondition() do

foreach pi ∈ Population do
Affinity(pi)

end
Populationselect ← Select(Population,Selectionsize);
Populationclones ← 0;
foreach pi ∈ Populationselect do

Populationclones ←Clone(pi,Clonerate)
end
foreach pi ∈ Populationclones do

Hypermutate(pi,Mutationrate);
Affinity(pi)

end
Population Select(Population,Problemclones,Problemsize);
Populationrand ←CreateRandomCells(RandomCellsnum);
Replace(Population,Populationrand);

end
return Population
Algorithm 8: AIS-FOQA Population Type (v1 Algorithm) CLONALG
inspired[153] p272

6.4 Race Type AIS (v2 Algorithm)

The full Matlab code for the race type AIS-FOQA Algorithm 9 can be found in

Appendix A of this Thesis on page 233. The details of the various thresholds

discussed in Algorithm 9 can be found in table 6.2. Table 6.2 shows the settings

that were used in the evaluation of Algorithm 9. The v1 and v2 Algorithms

make use of vectorisation to a large extent to speed up the process of finding

the affinity of antibodies. Vectorisation allows a large set of calculations to be

done in batches using vector instructions on the CPU (Central Processing Unit)

instead of one at a time. This is achieved through low level programming of the
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input :

RThreshold Affinity threshold above which antibodies reproduce on death
HMThreshold Affinity threshold above which antibodies reproduce using

clonal selection
HMClonesQty No of clones to be created via hyper mutation(clonal selection)
MClonesQty No of clones to be created via normal mutation
NSThreshold Affinity threshold below which antibodies will be

negatively selected
ApoptosisAge Age at which antibodies die
Problemset Self and Non-self training data

AUROCThreshold Classifier performance threshold of antibody

output: Population set of detectors capable of classifying patterns into self/non-self

while ¬StopCondition() do
Increment age for all Antibodies;
forall Antibodies ∈ Population do

if Age > ApoptosisAge then
if Affinity > RThreshold then

if Affinity > HMThreshold then

HMClonesQty of Antibody to be created with mutation

else
MClonesQty of Antibody to be created with mutation

end

else
Don’t Reproduce;

end

end

end
Select a random Non− Self pattern in Problemset which has not been used before;
Create an antibody from the selected pattern;
if New Antibody is within the recognition region of an existing Antibody then

Negatively Select;
else if Antibody alerts against Self then

Negatively Select;
else if Antibody AUROC below AUROCThreshold then

Negatively Select;
else if Affinity > NSThreshold then

Add new Antibody to population;
Negatively Select;

end
Algorithm 9: AIS-FOQA Race Type (v2 Algorithm)
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Figure 6.5: Race Type AIS Algorithm structure. The process shows the
iterative process of creating each antibody and adding it to the population.
Once in the population the antibody remains until its age is greater than a

value at which time it goes through apoptosis as shown.

vectorised function being abstracted to offer a vector operation in the language

being used. Typically the efficient code is in a language like C and is called from

Matlab. Instead of multiple sequential calls to the distance Algorithm via a for

loop or something similar all of the calls are formatted into a list(or vector) and

passed to the Algorithm in one call. Despite this efficient process the computer

being used for development was not able able to handle all the distance operations

for all the antibodies in the population being called at one time. It exceeded the

amount of memory available to Matlab. To overcome this problem each antibody

was examined sequentially and the distance of the potential antibody to each

data tuple passed as a vector to the distance Algorithm. This process change

to how antibodies are created was the main reason behind the v2 form of the

Algorithm. This v2 Algorithm has a fundamentally different structure to the
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v1 Algorithm even though the antibodies produced have the same structure. The

sequential rather than parallel evaluation of potential antibodies allowed a desktop

computer to cope with a much larger dataset than might otherwise be possible.

The structuring the Algorithm to process a larger data set one antibody at a

time vs a population of antibodies is a decision that needs to be balanced against

computational resources available and other available processing paradigms which

can add increase speed at the cost of complexity such as distributed processing[86],

GPU processing[194], and FPGA processing[195].

Table 6.1: AIS-FOQAv2 run variable values as used during experiment to
generate the results found in the Results Chapter.

Variable Value Description

RThreshold 1 All antibodies were cloned upon death.

HMThreshold 0.5
As shown in element 2 of table 6.2 This equates
to a a threshold 50% of the maximum affinity of
the population at that time.

HMClonesQty 40 As shown in element 3 of table 6.2

MClonesQty 2 As shown in element 4 of table 6.2

NSThreshold 2
Affinity threshold below which antibodies will be
negatively selected

ApoptosisAge 150 Age at which antibodies die

Problemset - Self and Non-self training data

AUROCThreshold 0.65

As shown in element 1 of table 6.2. Area under
the Receiver operating characteristic curve for an
antibody. This is a metric to evaluate the
antibody for misclassification alarms against
mishap data belonging to other mishap cases
other than the one the antibody was developed
from.

SelfRadius 1× 10−9

This is the radius used to determine whether a
potential antibody falls within self space. It is a
very small number based on the distance
between the two closest self data points.
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Table 6.2: AIS-FOQAv2 Settings used to tune the AIS Algorithm.

Element Value Purpose

1 65
AUROC % Cutoff value below which antibodies will be
negatively selected

2 0.5 Mutation Operator for clonal selection

3 40 Number of clones to be created during clonal selection

4 2 Mutation Operator for cloning

6.4.1 AIS-FOQA v2 computation complexity

The maximum computational complexity of an AIS during training is bounded in

the worst case as T (n) = O(m(3n)2). As the number of input samples increase

n increases the computational times required T increases by a factor of three to

the power two. The letter m represents the number of iterations of the algorithm.

This would be expected to be a multiple of the number of input samples n. This

bounding was estimated following the procedure in Sipser[196]. This is because

during each iteration of the Algorithm there will be a number of pairwise distance

calculations to the data.

Euclidean Distance checks in algorithm

1. Is proposed antibody Non-Self→Pairwise distance to all self (n−NonSelf)

2. Is proposed antibody covered by existing antibodies→Pairwise distance to

all existing antibodies (Number of existing antibodies)

3. What is the affinity of the proposed antibody?→Pairwise distance to all data

in set.(n)

The number of existing antibodies as mentioned in item two above would not be

known until runtime and would vary during the runtime of the algorithm. It could

be a larger number than the total number of inputs but this is highly unlikely.

Experience during development of the algorithm has shown that one antibody will

cover all adjacent non self points until it meets another antibody or a self point

and the algorithm uses number of points covered as a metric for a useful antibody.
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6.5 Design Validation using the Fisher Iris Dataset

During development of the Algorithm a small multi-class dataset was used to allow

faster evaluation of the Algorithm properties and any changes that might need to

be made to the structure and the settings of the Algorithm. The dataset chosen

is the Fisher Iris set[187] which is available through Matlab and is widely used to

evaluate euclidean based classifiers. The Fisher Iris dataset consists of 150 samples

of 3 classes and a total of 4 variables consistent throughout all the samples. The

four measured features are sepal length, sepal width, petal length, and petal width.

• Iris setosa: 50 samples

• Iris virginica: 50 samples

• Iris versicolor : 50 samples

The Fisher Iris dataset is often used as of the 3 classes one is linearly separable

from the other two but the final two are closely interspersed and difficult for

Algorithms to correctly classify. The results from the AIS-FOQA Algorithm 9

being run on the fisher iris set can be seen in Figures 6.6 and 6.7. It can be seen

that the solution was achieved relatively quickly and remained stable despite the

Algorithm re-evaluating every sample several thousand times.

The effect of apoptosis age in this validation was found to alter the period of peaks

in the number of antibodies. These appeared in a regular frequency which closely

matched the apoptosis age. A large apoptosis age meant longer periods between

peak antibody population but could also mean new improved solutions took longer

to be found. Several different apoptosis ages were evaluated but were found to

have little overall effect on the final stable antibody solution and may only have

a computational cost effect. However evaluating this rigorously was not part of

this study. This apoptosis process can eb seen in Figure 6.5 and a method of

compensated apoptosis age was used so that antibodies with higher affinity were

allowed to reach an older age before they started the apoptosis process.

6.5.1 New data, new antibodies

To evaluate the ability of the Algorithm to handle additional data a test was made

where the Algorithm was run against only two of the Fisher Iris sets and after some
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antibodies had been generated the third class was added later. It was observed

that while suitable antibodies where created to identify the two classes apoptosis

allowed the space they occupied to be opened up and when new antibodies created

they reacted to the presence of the new set by shrinking to accommodate new

antibodies devoted to classifying the new set data. This is a necessary feature

to support operational learning. The antibodies themselves represent cases into

the flight data feature space but can also move and adjust to integrated newly

discovered regions as the data to support them becomes available.

The antibodies for the Fisher Iris set can be seen visualised in Figure 6.8. The

red points are the class nominated as the fault classes and the blue points are

those nominated as the non fault class. The recognition regions are shown for

the different antibodies as green circles. The position of these is correct for the

antibody location but the size is a representation of a 4 dimensional hyper sphere

radius scaled to a 2 dimensional representation and so should be used to inform

the reader regarding relative size of antibodies rather than as a measure of which

data points are covered by which antibody. This method of representing mul-

tidimensional antibodies within a feature space colour coded helps the reader to

Figure 6.6: Results of the AIS-FOQA on a normalised version of the Fisher
Iris dataset. Blue is the average for the variable of all the current antibodies in
the population and Red is the Maximum value of the variable. Results through

to iteration 7900
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Figure 6.7: Results of the AIS-FOQA on a normalised version of the Fisher
Iris dataset. Blue is the average for the variable of all the current antibodies in
the population and Red is the Maximum value of the variable. Results through

to iteration 7.5× 105

understand the structure of the different classes in the set and the relative position

of faults and the antibodies that detect them within the feature space. .
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Figure 6.8: Results of the AIS-FOQA on a normalised version of the Fisher
Iris dataset. Shown are two of the four elements used by the dataset.

6.6 Neural Network

The Neural Network toolbox within Matlab is mature and offers a large number

of ways to train a Neural Network for a classification task. Neural Networks in

general were briefly discussed in Section 3.3.2 but here we will discuss specifically

how a Neural Network was trained for the Flight Data classification task. The

Matlab Neural Network Toolbox User Guide[197] was used as a guide to correctly

set up the Neural Network. The version of the Neural Network Toolbox was

version 8.1 and the version of Matlab used was release 2013b. This Neural network

is of the multi layer perceptron type. Each neuron uses a sigmoid function to

control activation and the weights of the individual inputs to each neuron are

trained via use of the feedback error correction method. Each case is identified

through use of a binary output in the final layer of the neural network. The

neural network was created and trained using the Matlab Neural Network Pattern

Recognition tool. The Matlab “nntrainingtool” and the “nprtool” was used to

train the Neural network in the same way for the fisher iris data(Section 6.5)
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as for the flight data. There were ten hidden nodes used and they all used a

sigmoid function as their activation function. This was the “tansig” function and

the network was trained using the “trainscg” which makes use of scaled conjugate

gradient back propagation. As shorthand this algorithm will be referred to as

NN-S-FBEC (Neural Network - Sigmoid - Feedback Error Correction) The Neural

network created was then evaluated in the same way as the AIS-FOQA algorithm

both against the flight data the training set was created from and against mishap

flights and non mishap flights which the algorithm had not been trained on. The

flight data used with the NN algorithm is the same set used with the AIS-FOQA

algorithm presented in Section 6.4. The results of the application of the Neural

Network on the flight data can be found in Section 7.2 and the results of the Neural

Network on the Fisher Iris data can be found in Section 6.7.2.

6.6.1 N-S-FBEC computational complexity

Computational complexity of a NN during training is on the order T (n) = O(nk)[198].

As the number of input samples increase n increases the computational times re-

quired T increases linearly. As the number of neurons k increases the computa-

tional time increases exponentially.

6.7 Fisher Iris AIS Performance

In order to compare the performance of the algorithm to more well known artifi-

cial immune system implementations and to other algorithms the algorithm was

applied to the Fisher Iris data set described in Chapter 6.5.

6.7.1 AIS Fisher Iris Results

The classification performance shown in Table 6.3 amounts to only 31
3
% of data

points(5 points in total) being misclassified.
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Table 6.3: Results from using the AIS-FOQA Algorithm against the Fisher
Iris dataset

Class Predicted

Actual
Iris Iris Iris

setosa versicolor virginica

Iris setosa 50 0 0

Iris versicolor 1 47 2

Iris virginica 0 2 48

Table 6.4: Detailed Results from using the AIS-FOQA Algorithm against the
Fisher Iris dataset

Class TPR FPR TNR FNR

Iris setosa 98.04% 1.96% 100% 0%

Iris versicolor 95.92% 4.08% 97.03% 2.97%

Iris virginica 96% 4% 98% 2%

6.7.2 NN-S-FBEC Fisher Iris Results

The classification performance shown in Table 6.5 amounts to only 2% of data

points(3 points in total) being misclassified.

Table 6.5: Results from using the NN Algorithm against the Fisher Iris dataset

Class Predicted

Actual
Iris Iris Iris

setosa versicolor virginica

Iris setosa 50 0 0

Iris versicolor 0 48 2

Iris virginica 0 1 49
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Table 6.6: Detailed Results from using the NN Algorithm against the Fisher
Iris dataset

Class TPR FPR TNR FNR

Iris setosa 100% 0% 100% 0%

Iris versicolor 96% 2% 98% 4%

Iris virginica 98% 3.9% 96.1% 2%

6.7.3 Fisher Iris Comparison

The NN-S-FBEC and AIS-FOQA algorithms yield a similar performance on the

Fisher Iris data set. The NN-S-FEBC algorithm is the better at 2% misclassifica-

tion but the AIS-FOQA is not far behind at 31
3
%. The visualisation of the different

antibodies created by AIS-FOQA shown in Figure 6.8 shows the large coverage

created by AIS-FOQA. It can be seen that the recgonition radius of some of the

antibodies is very large relative to the scale of the values in the data itself. If more

data and classes were present it would be likely that the antibodies would shrink

in size to adapt. This behaviour of antibodies shrinking away from self space

and so reducing misclassification as data is added is described in the discussion

of V-detectors aka known as variable size detectors[148]. This demonstrates that

the algorithm works as intended and is suitable to evaluate against the NN in the

experiment.

6.8 Summary

The paradigms of AIS were evaluated and the v1 AIS algorithm created based on

the CLONALG paradigm with some differences to incorporate clonal maturation

and to incorporate vectorisation in the v2 algorithm in an attempt to reduce the

computational cost of applying the Algorithm. The Algorithm was developed

and evaluated using the Fisher-Iris dataset as a test set prior to use with the

experimental data. It’s ability to reach a stable solution was demonstrated and

the effect of apoptosis shown to be one of preventing stagnancy in the antibody

coverage while enabling new data and antibodies to be introduced over time.





Chapter 7

Results

7.1 Introduction

The results for the AIS-FOQA Algorithm are presented along with the results for

the neural network and the two different sets compared. A series of illustrations

are used to show how the classification performance of the neural network differs

to the AIS and the relative advantages and disadvantages.

• NN Results on Aerosonde Data set in Section 7.2

• AIS Results on Aerosonde Data set in Section 7.3

• AIS Results on Fisher Iris Data set in Section 6.7

• Usage Comparison in Section 7.4

157
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Table 7.1: Details of the Mishaps used during the training and evaluation of
the AIS Algorithm

Sim
Fault Fault Closest Fault Non-Fault
Type Onset(s) AB Class tuple qtys tuple qtys

Sims used during Training and Evaluation
Sim Serious Fuel

1556
Mishap

37,184 15,560
4840 Leak 2kg/hr 4840
Sim Throttle

1572
Mishap

33,007 15,720
4894 Control Jam 4894
Sim Ruddervator

1567
Mishap

8,377 15,670
4992 Control Jam 4992
Sim Aileron

2411
Mishap

212,137 24,110
5080 Control Jam 5080

Sims used during Evaluation only
Sim No

N/A N/A 0 320,994
4889 Failure
Sim No

N/A N/A 0 320,994
4890 Failure
Sim Ruddervator

1529
Mishap

305,531 15,290
5107 Control Jam 4992
Sim Serious Fuel

1501
Mishap

31,459 15,010
4559 Leak 2kg/hr 4840
Sim No

N/A N/A 0 320,994
4884 Failure

7.2 NN-S-FBEC Flight Data Results

The construction of the Neural Network is described in Section 6.6 and the results

of it’s application to experiment data is shown in Table 7.2. The scenarios used

in the evaluation were split between those used in the training of the algorithm

and those not used in training in order to examine the ability of the algorithm to

recognise unlearned features which are similar to features in scenarios it had been

trained on. The results shown in Table 7.2 show the NN is effective in general

at avoiding False positives. The ability of the NN to learn how to positively

identify mishap data from the unsegmented flight data is disappointing and with

the exception of Mishap5080 in Sim5080 it does not manage a True Positive ratio

greater than 33%. This improved ability in positively identifying Mishap5080

may be due to the larger number of samples available from that flight. Table 5.2

shows there are more 183,503 more samples in the Sim5080 data than are present

in any other Mishap scenario used during testing. This is due to the long time

between fault onset and the final crash in that scenario. The details of the crash
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Table 7.2: Results from using the NN-S-FBEC Algorithm against various
stored flight files.

Sim File
Relevant True False True False

Mishap Case Positive Negative Negative Positive

Sims used during Training and Evaluation

Sim4840 Mishap4840 32.1% 67.8% 100% 0%

Sim4894 Mishap4894 0.006% 99.9% 100% 0%

Sim4992 Mishap4992 30.5% 69.4% 100% 0%

Sim5080 Mishap5080 87.9% 12% 100% 0%

Sims used during Evaluation only

Sim4889 NA 0% 0% 85% 14.9%

Sim4890 NA 0% 0% 99.5% 0.4%

Sim5107 Mishap4992 6.3% 93.6% 100% 0%

Sim4559 Mishap4840 12.2% 87.7% 100% 0%

Sim4884 NA 0% 0% 96.7% 3.2%

Summary

Totals NA 35.7% 64.2% 94.3% 5.6%

are discussed further in Section 5.8.4 but in summary the aircraft aileron jammed

and it entered into a slow roll which continued for a long time until the aircraft

ran out of fuel and crashed. This long period of consistent rolling would have

meant that the other control surfaces of the aircraft were in unusual positions as

the autopilot tried to correct the roll which would perhaps be easier for the NN

to recognise as a feature given the early onset of the fault relative to the duration

of the simulation. This creates a situation where the fault segment of the flight is

the a much larger proportion of the data unlike in the other scenarios where the

fault segment is the closer in duration to the non-fault segment. This reality of

fault/non-fault data within mishap flights are what makes it so difficult to learn

from mishap data in an automated way.

To examine how the NN reacts to mishap in the time domain we can look at

Figure 7.1 and Figure 7.2. Figure 7.1 shows the raw response of the NN to the

data as the flight progressed and Figure 7.2 shows where the NN actually classified

the flight as mishap. This is an interesting contrast to look at to understand the
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Figure 7.1: Sim4840 NN Response showing full neural network response from
output nodes

algorithm response as it allows us to see how the algorithm responds. In Figure

7.1 we can see that the NN response is high for the entire duration of the flight

but only actually alerts during a short section around the initial fault onset. This

suggests that the NN is able to identify the unique attributes of this flight from

other flights but is poor at actually separating the fault portions of the flight from

the non fault portions of the flight. This behaviour is as expected for this type

of algorithm given that it was trained as discussed in a semi-supervised way and

for it to learn effectively NN requires the flight to have been segmented into fault

and non fault parts not just for the flight to be identified as one within which a

mishap occurred.
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Figure 7.2: Sim4840 NN Response showing the final output.

7.3 AIS Flight Data Results

During the longest run of the version 2 Algorithm the average time taken to com-

plete each iteration was around 92 seconds. The amount of time required during

each iteration of the Algorithm is not stable due to the many possible actions

that might be taken. If an antibody dies additional computation is required. As

shown in Algorithm 9 each call to check the affinity of an antibody is a very

computationally expensive process. The bounding of this process is estimated as

T (n) = O(m(3n)2) and this is discussed in Section 6.4.1.

The pairwise plots are shown in Figures 7.3 to 7.9. These are an illustration of

the feature space within which we see the self data coloured blue, the mishap data

coloured red, and the notional location and relative size of antibodies shown in

green. It should be noted that the radius of the antibodies shown is scaled in

proportion to the total number of elements in the schema. The actual recognition
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Table 7.3: AIS Algorithm learning results after 23,410 iterations. 25 days
continuous run.

Class

No. Max Mean Max Mean Samples

of AUROC AUROC sum sum in

Antibodies Affinity Affinity class

Mishap
7 0.99971 0.59878 32,530 6,886 51,744

4840

Mishap
31 1 0.92071 9,605 1,402.5161 47,727

4894

Mishap
13 1 0.90025 1,112 195.0769 23,047

4992

Mishap
40 1 0.94873 204,566 5,431.075 235,247

5080

radius is likely to be larger. The representation of n dimensional recognition re-

gions into a two dimensional Figure will always be confusing and so the antibodies

are shown for illustration only and to demonstrate the large range of sizes and

positions. It can be seen that where the mishap created data that differs from the

norm the antibodies alerting against this shown in green are large compared to

the antibodies nearer to the blue data which represents data from normal flights.

This shows that the variable sizing method is working as intended to maximise

detection sensitivity without increasing false alarm rate so that antibodies can be

located near to normal data and so create an early alert when things go wrong and

also provide robust alerting when there is obvious features available. Figure 7.3

in particular is a good example of this showing as it does the relationship between

elevator angle, airspeed, angle of attach and aircraft pitch for normal data(in blue)

and Mishap4840 data(in red) with the antibodies for Mishap4840 shown in green.

The results of the AIS-FOQA algorithm as applied to the flight dataset can be seen

in Table 7.4. In common with the results of the NN shown in Table 7.2 the scenarios

used in the evaluation were split between those used in the training of the algorithm

and those not used in training in order to examine the ability of the algorithm to

recognise unlearned features which are similar to features in scenarios it had been

trained on. In contrast to the NN results in Table 7.2 the AIS-FOQA algorithm
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Figure 7.3: Pairwise Plot 1 of 7 Showing data from Mishap 4840 in red, all
non-mishap flights in blue, and Mishap 4840 antibodies in Green
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Figure 7.4: Pairwise Plot 2 of 7 Showing data from Mishap 4840 in red, all
non-mishap flights in blue, and Mishap 4840 antibodies in Green
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Figure 7.5: Pairwise Plot 3 of 7 Showing data from Mishap 4840 in red, all
non-mishap flights in blue, and Mishap 4840 antibodies in Green
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Figure 7.6: Pairwise Plot 4 of 7 Showing data from Mishap 4840 in red, all
non-mishap flights in blue, and Mishap 4840 antibodies in Green



Chapter 7. Results 165

−0.2 0 0.2 0.4 0.6 0.8 1 1.2
−0.2

0

0.2

0.4

0.6

0.8

1

1.2

Distance_travelled

a
ir
s
p
e
e
d
_
_
k
n
o
ts

_

0 0.2 0.4 0.6 0.8 1 1.2 1.4
−0.2

0

0.2

0.4

0.6

0.8

1

1.2

throttle_out

a
ir
s
p
e
e
d
_
_
k
n
o
ts

_

−0.2 0 0.2 0.4 0.6 0.8 1 1.2
0

0.2

0.4

0.6

0.8

1

1.2

1.4

Distance_travelled

A
lt
it
u
d
e
_
h
_
m

e
tr

e
s

0 0.2 0.4 0.6 0.8 1 1.2 1.4
0

0.2

0.4

0.6

0.8

1

1.2

1.4

throttle_out

A
lt
it
u
d
e
_
h
_
m

e
tr

e
s

 

 

self_data

non−self_data

antibody

Figure 7.7: Pairwise Plot 5 of 7 Showing data from Mishap 4840 in red, all
non-mishap flights in blue, and Mishap 4840 antibodies in Green (Airspeed,

Altitude, AOA, and Distance travelled)
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Figure 7.8: Pairwise Plot 6 of 7 Showing data from Mishap 4840 in red, all
non-mishap flights in blue, and Mishap 4840 antibodies in Green
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Figure 7.9: Pairwise Plot 7 of 7 Showing data from Mishap 4840 in red, all
non-mishap flights in blue, and Mishap 4840 antibodies in Green

Figure 7.10: AIS Algorithm learning progress after 23,410 iterations. Blue is
the average for the variable of all the current antibodies in the population and

Red is the Maximum value of the variable.
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Table 7.4: Results from using the AIS-FOQA Algorithm against various stored
flight files.

Sim File
Relevant True False True False

AB Positive Negative Negative Positive

Sims used during Training and Evaluation

Sim4840 Mishap4840 99.9% 0.05% 36.9% 63%

Sim4894 Mishap4894 97.12% 2.8% 29% 70.9%

Sim4992 Mishap4992 98.8% 1.1% 15.9% 84%

Sim5080 Mishap5080 96.4% 3.5% 17.2% 82.7%

Sims used during Evaluation only

Sim4889 NA 0% 0% 89.9% 10%

Sim4890 NA 0% 0% 89.9% 10%

Sim5107 Mishap4992 0.004% 99.9% 27.4% 72.5%

Sim4559 Mishap4840 50.9% 49% 99.7% 0.2%

Sim4884 NA 0% 0% 89.3% 10.6%

Summary

Totals NA 47.5% 52.4% 84.5% 15.4%

has a greatly improved True positive ratio on the data which it was trained on.

The false positive ratios are however high but it should be kept in mind that if

the algorithm alerts to a mishap but assigns the wrong case it is marked as false

positive by the scoring algorithm despite it being a positive identification of a fault.

The NN due to it’s much lower power in this type of problem consequently has a

lower false positive ratio but it is not because it is performing better at identifying

fault from non-fault. Examining how the AIS-FOQA algorithm performs when

faced with scenarios it has not been trained on we can see there is some false

alerting of around 10%. On the scenarios which had mishaps the algorithm in one

instance(Sim4559) manages a 50.9% True positive ratio which is very encouraging.

The other mishap scenario Sim5107 the algorithm performs much worse and only

manages a 0.004% True positive ratio. However if we look at the details we can

see that the scoring system is assigning false positive to the algorithm correctly

alerting as a mishap but matching the wrong mishap case. Unlike the NN the

AIS-FOQA algorithm was able to learn from unsegmented flight data and was

also able to alert against untrained data though in some instances the incorrect
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case details were suggested as relevant to the mishap. Figure 7.12 shows the

final output of the Algorithm when used during a flight. This is shows which

Mishap case the Algorithm thinks is most relevant at any particular time. The

underlying immune response for each of these mishap cases can be seen in Figure

7.11. This shows some initial confusion of the algorithm to handle the non-fault

portion at the beginning of the flight but we can then see after the mishap begins

there is a strong response shown in Figure 7.11 and we can see the algorithm

then settles on Mishap5840 as the relevant mishap. This is in contrast to the NN

performance shown in Figure 7.1 which shows the NN was responding at a similar

level throughout the flight. It can be seen that the AIS-FOQA algorithm is able

to recognise within this flight the onset of the mishap. a benefit over the Neural

Network as the output of each node is only True of False and so when multiple

output nodes are True at the same time the most appropriate warning cannot be

determined in a simple manner.

Figure 7.11: Sim4840 AIS Response showing full immune response from an-
tibodies
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Figure 7.12: Sim4840 AIS Response showing the final output.

7.4 Usage Comparison

7.4.1 CBR in Application

Figure 3.2 shows how CBR can be used as part of the management of a fleet of

assets. A CBR approach as shown in Figure 3.1 and Chapter 3.2 attempts to create

a case base which can be used when training operators to recognise problems and

understand appropriate responses. In CBR following any incidents or mishaps

an expert would be required to analyse flight data and in a similar way to that

examined in Chapter 5.8 they would need to ascertain the cause of the incident

and determine the appropriate ways by which the incident cold be recognised in

future and the responsive actions that the operator should take in order to ensure

safe operation of the aircraft. Growth of the case base increases the burden on the

operators in terms of the number of possible scenarios to recognize and act upon

when found.
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7.4.2 NN-S-FBEC in Application

In use the NN-S-FBEC would alert and the operator would need to decide what

action to take based on the case data associated to the alert. New incidents

would be logged and the flight data processed to be included in the training data

for the NN-S-FBEC algorithm. The NN-S-FBEC would need to be retrained

with this new increased data set and an additional output node linked to the

case data for the new incident. Each time a case is added to the system the

diagnostic ability of the system for all cases will change. This would cause problems

from a safety perspective and a performance assurance perspective. Strict version

control could be exercised and different versions of the NN-S-FBEC could be run

simultaneously to try cross validation and to evaluate changes but there would

need to be additional work done to ensure sufficient performance.

7.4.3 AIS-FOQA in Application

In use the AIS-FOQA would alert and the operator would need to decide what

action to take based on the case data associated to the alert. New incidents would

be logged and the flight data processed to be included in the training data for

the AIS-FOQA algorithm. In contrast to the NN-S-FBEC new information could

be integrated and depending on the nature of the new non-self data being added

either non of the existing antibodies or a subset of the antibodies most similar to

the new case would be affected. This was checked using the FisherIris data and

discussed in Section 6.5. This simplifies the addition of new cases to the database

as the antibody thresholds would shrink where new antibodies are created close

to them to maintain performance while permitting new antibodies to be added to

the population.

7.5 Summary

The results from the assessment of the two classification methods have been pre-

sented and the AIS has been found to have some improvement in True Positive

ratio over the neural network but due to the complex nature of the problem data

neither of the two methods demonstrated a level of classification accuracy that

would warrant deployment to an UAS system. The AIS-FOQA algorithm did not
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performed at the level hoped but demonstrated the ability to learn from unseg-

mented flight data in contrast to the NN which tended to learn the whole flight

rather than be able to reject the non-fault portions of the flight. In the discussion

Chapter we will examine some of the reasons for this and what this result means

in a wider context.





Chapter 8

Discussion, Conclusion, and

Future Work

8.1 Discussion

Introduction

In this discussion the results will be explained, the results compared to other

research, evaluated for importance and its limitations discussed.

• The research question is restated so its fulfilment can be discussed.

• Key findings of Challenges and opportunities for health management in UAS

will be discussed

• The generation of a realistic dataset of flight data and mishap data for eval-

uation of machine learning algorithms.

• The use of UAS mishaps to guide future improvement is discussed and the

application of these methods to health management

• The evaluation of the new AIS-FOQA approach

• The results from the AIS-FOQA and the NN-S-FBEC processing the

fisher iris data and their performance will be discussed. These results

will be compared to other AIS performing the same task.

• The results from the AIS-FOQA and the NN-S-FBEC processing the

flight data and their performance will be discussed.

173
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• Discussion and evaluation of the AIS-FOQA algorithm performance in gen-

eral and it’s applicability to the health management of fleets of UAS are

examined.

8.1.1 Research Question

As discussed in Chapter 1 the main research aim is to create an machine learning

approach to learn from the operation of unmanned aircraft, in order to improve

the ability of the operator to manage their systems during flight, with particu-

lar attention to mitigating the risk of incident and mishap. This dual use is an

essential way to improve the health management of an aircraft without adding

additional systems to the aircraft which would increase complexity, decrease mis-

sion performance, and create additional potential faults. The chosen approach

was to examine how different machine learning approaches could make use of the

flight data already captured by all aircraft with an FDR and in the case of UAS

where no FDR exists the telemetry data can be used instead. It was decided after

reviewing different types of machine learning methods(Chapter 3) to evaluate AIS

for the health management of UAS due to the need for any workable solution to

be able to learn fromflight data with as little pre-processing as possible.

8.1.2 Challenges and Opportunities

Challenges

There are several challenges identified for the health management of UAS. There is

a significant difficulty in adding new systems to aircraft due to the design problems

associated with adding mass and power demands. This is especially true when the

system to be added has not already been accepted within the industry and does

not have historical metrics to guide the budgeting of mass and power within the

conceptual design of the aircraft. The ability of the human operator to under-

stand the aircraft state is also a difficult challenge and one within which there are

difficult to implement solutions. Sophisticated health management systems have

previously been implemented and failed due to the difficulty of correctly design-

ing and managing this man machine interaction. Unmanned aircraft have been

exposed to lower maintenance standards than manned aircraft even in situations

where the aircraft is a significant capital investment. The analysis of flight data to
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learn from operations is a developing field and FOQA has demonstrated improve-

ment within civil airlines but is expensive to implement and when combined with

incident analysis is a very expensive and time consuming way to add conclusions

and warnings of future mishaps into the safety management system.

Opportunities

Unmanned aircraft however have a number of opportunities for health manage-

ment. They typically benefit from more automation and digital sensors than many

manned aircraft. They have very recent designs and in the small UAS market their

designs have taken the same life cycles as mobile phones and so see very quick in-

novation and improvement. The majority of UAS from small to large systems

have the capability to log flight data which can be downloaded between flights for

retention. This feature is missing in the vast majority of manned aircraft and is

only common in commercial aircraft an military aircraft. This flight data is a good

opportunity to develop health management reasoners and as many UAS stream

telemetry during flight to the remote pilot to assist them in their supervision of its

mission this allows health management reasoners to be deployed off-board of the

aircraft where they do not experience the same restrictions on mass and power by

which any on-board system would be limited.

8.1.3 Realistic dataset

In order to construct a robust and respectable dataset it was essential to ensure

it would be representative of real aircraft flight data. An appropriate flight model

was chosen which has been used in previous research and has a pedigree attached.

The missions were constructed based on known missions of the Aerosonde aircraft

and fault scenarios were constructed in a critical way taking advantage of mishap

reports from real UAS. The data was processed in a way that reduced the distorting

effects of different units and scales between features.

8.1.4 Learning from Mishaps

The mishaps of real UAS were examined and used during this work in the construc-

tion of fault scenarios. The techniques used for incident analysis of real aircraft

mishaps were used to review the fault data that was created and evaluate what
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could be learned by the average UAS operator attempting to understand what

went wrong during the flight.

8.1.5 The New Method

8.1.5.1 Comparison of AIS-FOQA and NN on Fisher Iris Data

The results for the application of the AIS-FOQA algorithm and the NN-S-FBEC

algorithm on the Fisher Iris data are in Section 6.7.1.

• AIS-FOQA Confusion Table 6.3 is on page 154

• AIS-FOQA Classification Performance Table 6.4 is on page 154

• NN-S-FBEC Confusion Table 6.5 is on page 154

• NN-S-FBEC Classification Performance Table 6.6 is on page 155

It can be seen from the results in Table 6.6 and Table 6.4 that the AIS-FOQA

algorithm is not quite as good as the NN-S-FBEC in this application but it is very

close to it in performance. There is only 11
3
% difference in the misclassification

rate between the two algorithms. A previous AIS comparison effort demonstrated

a very similar level of performance although the number of antibodies used was

much greater. See Table 8.1 for the performance achieved in that research. Their

algorithm was optimised for a much smaller volume of data and was developed over

a longer period. The AIS-FOQA can be improved further but demonstrates that it

has the ability to correctly classify multi class data at an appropriate performance

level. It is also demonstrated that the AIS-FOQA algorithm is able to identify

fault onset within the data and learn from that though it’s ability to avoid alerting

against self data(data from non mishap flights) still needs to be improved.
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Table 8.1: Table 1 reproduced from Ji[2] describing the differing detection and
false alarm rates achieved by variable sized detectors in their AIS algorithm.

Detection Rate False Alarm Rate

Setosa MILA 95.16 0

100% NSA 100 0

V-detector 99.98 0

Setosa MILA 94.02 8.42

50% NSA 100 11.18

V-detector 99.97 1.32

Versicolor MILA 84.37 0

100% NSA 95.67 0

V-detector 85.95 0

Versicolor MILA 84.46 19.6

50% NSA 96 22.2

V-detector 99.98 8.42

Virginica MILA 75.75 0

100% NSA 92.51 0

V-detector 81.87 0

Virginica MILA 88.96 24.98

50% NSA 97.18 33.26

V-detector 93.58 13.18

8.1.5.2 Comparison of AIS-FOQA and NN on Flight Data

The true positive rates of the two classifiers shown in Table 8.2 initially might be

read to suggest that the the classifiers are better used as a negative indicator of

faults. However this table should be read in combination with Tables 7.4 and 7.2

which show their effectiveness is greatly decreased when they are used with data

they have not been trained on. Table 8.2 shows how the classification effectiveness

of the AIS-FOQA Algorithm compares to the effectiveness of the NN-S-FBEC

Algorithm. The low score achieved by the NN-S-FBEC and the data interspersion

of the self and non-self data which can be seen in Figures 7.3 to 7.9 all show

how closely interpenetration the data from the self and non-self flights is and the
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Table 8.2: Comparison of results between the NN-FBEC and AIS-FOQA
Algorithms.

Algorithm
True False False True

Positive Positive Negative Negative

AIS-FOQA 47.5164% 15.4025% 52.4836% 84.5975%

NN-FBEC 35.7393% 5.6314% 64.2607% 94.3686%

difficulty of this classification problem. When assessed on a known dataset such as

Fisher Iris(see Section 6.7.1 and 6.7.2) the AIS-FOQA algorithm performs almost

as well as the NN-S-FBEC algorithm despite the dataset not being necessarily as

conducive to hypersphere based classifiers versus the hyperplane classifiers used

in the NN-S-FBEC algorithm. The results obtained for the AIS while comparable

to those obtained for NN-S-FBEC fall short of the required levels for a potential

solution in the area of in-flight health management. Some of this is probably due to

the high computational cost of the AIS-FOQA Algorithm and that the Algorithm

had only evaluated 6.5% of the non-self data as potential antibodies. This 6.5%

figure can be found by taking the number of iterations of the main Algorithm

while loop given as 23,410(see table 7.3) and working out what percentage it

represents of the total amount of data tuples which is given in table 5.2. This is

straightforward to calculate because on each iteration of the Algorithm a new data

tuple is evaluated as a potential antibody so the number of iterations directly gives

the number of data tuples which have been evaluated as potential antibodies. The

number of antibodies evaluated is higher than this however as when antibodies die

through apoptosis new antibodies are new ones are created through cloning and

clonal maturation as appropriate. This means that although only 6.5% of the data

has been evaluated as potential antibodies the information contained that 6.5%

has been acquired and the algorithm has been improving the antibodies create to

cover that space. The remaining 93.5% of data has been used in the calculation

of affinity and so is used in the algorithm so the antibodies created do cover the

set. It is just a case of potentially better antibodies not having been tried until

the data has been worked through. The use of random seeding for antibodies

was tried early on during the development but was found to be slower than using

randomly selected tuples from the mishap data. This approach limits the potential

variety of antibodies but does tie in closely to the immune system paradigm as it

relies on stimulation of the antibody creating mechanism by a antigen to create
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an antibody.

8.1.6 AIS-FOQA Application discussion

UAS

As discussed in Section 2.2 UAS are complex system of which the aircraft are but

one part However it is the health of the aircraft with which operators are chiefly

concerned. Due to the remote and difficult control of UA by ground staff it can be

difficult for operators to notice faults and correctly diagnose them. This is made

more difficult by the cognitive burdens of remote control making it more difficult

to learn the unique behaviours of the aircraft and to recognise when something

unusual is going on. Learning from flight data and helping operators make sense

and collate fleet level data of UAS is needed to enable large fleets and less di-

rect supervision which is the goal for many operators to enhance their business

offerings.

IVHM

As discussed in Section 2.4 IVHM is the health management of assets and consists

of four main related objectives. Health Assessment, Mitigation of health issues,

repair of the asset to restore its health, and verification to ensure that the health

has truly been restored to the asset. Integrating known possible failure modes and

how to deal with them with the new failure modes that are discovered through

life is a difficult challenge and requires a method such as case based reasoning to

bring the data together and allow it to be access and understood in a meaningful

way.

Cognitive Gap

As discussed in Section 2.6 there is a difficulty operators observing the necessary

precursors to faults in order to orient themselves, recognise the fault and act

appropriately in response to it. The addition of sensors can give additional data

to a machine but it increases the burden on the operator without necessarily

ensuring enough attention and knowledge for them to interpret it correctly. The

codification of failure knowledge into cases, scenarios, and teaching materials to

help the operator understand the likely outcomes are all expensive to develop and

without additional budget may not be available to UAS operators.
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CAHM

As discussed in Section 2.7 there are key attributes shared between the immune

systems and a Cognitive Asset Health management system. These are a content

addressable memory, decentralised self organisation (immune network), inherent

pattern matching mechanisms, and a retrieval mechanism. These work within the

a case based reasoning system but by using an AIS new cases can be generated in

a more efficient way than requiring operator time and analysis. As discussed in

Section 4.6. As discussed in Section 7.4 in a usage comparison the AIS algorithm

can learn new mishap cases without losing existing cases in memory.

Machine Learning for IVHM

As discussed in Section 3.4 the data that can be accumulated through the life of an

aicraft is process history which can be used to understand normal and non-normal

behaviour as well as fault and non-fault behavior. Clustering and Classification

are the two main groups of methods for learning from data. The need in the

IVHM for UAS area combines some of the needs from both these areas. The

ability to classify data as fault or non-fault but also the ability to map the feature

space so that failure modes can be related to each other and investigated in a

meaningful way. AIS as discussed presents a novel solution to this maintenance

problem and is inspired by a working system that performs a similar role. AIS is

able to identify new threats(mishaps), remember old threats, dynamically adjusts

itself in response to frequency of threat, and has a mechanism to reduce the risk of

false alarms. The AIS-FOQA algorithm is able to work semi-supervised using data

classified at a high level rather than requiring lengthy preprocessing of training

data to identify the fault and it’s onset. As discussed in Section 6.2.3 a priori data

can be added into the population of antibodies to allow warnings to be generated

for known issues such as stall speed or low exceedance of bank angles during a

turn.

AIS Results

The results of the AIS-FOQA algorithm that has been produced are shown in

Chapter 7 and in Section 8.1.5.2 above. The challenge faced was large and due

to the current large computational requirements a full analysis has not yet been

completed but the current results look promising due to their ability to exceed the

performance of the competing NN-S-FBEC algorithm despite not having finished
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a complete run through the data. The AIS-FOQA algorithm was also evaluated

on the Fisher iris dataset and was found to have comparable performance to the

NN-S-FBEC algorithm as well as to other AIS algorithms. The ability of the

algorithm to leave one mishap and then retrain that information while ading new

data and more mishaps to the case base was investigated and verified which meets

another of the requirements from the CAHM discussion.

Fleet Applicability

The use of an AIS-FOQA algorithm though currently not computationally efficient

could yield benefits in the management of large fleets of UAS. As fleet size grows it

becomes more and more expensive to analyse data using the traditional FOQA and

incident analysis methods. Use of personnel is one of the most difficult practices

to scale effectively. If on the other hand AIS-FOQA could be used it would reduce

the costs associated with fleet learning and free up resources to concentrate on the

most serious mishaps or those incidents bought to the attention of the managers

by the use of the AIS algorithm. Larger fleet size would also make it sensible to

convert the algorithm to run in a distributed environment so that its use could be

spread across multiple computers and the processing time substantially reduced.

8.2 Conclusions

8.2.1 Key Findings and Summary

UAS have been shown to need improvements in health management if they are

to experience more widespread adoption and new use cases to be enabled. The

operator supervision of remote aircraft is a key criteria for improving both the su-

pervision and understanding of the vulnerabilities of the asset in general. The use

of structured methods to acquire useful knowledge during the life of the asset has

been demonstrated and CBR inspired methods discussed to perform this function.

The AIS-FOQA algorithm has been shown to have promise in the analysis of the

complex flight data and is at least on par with a NN-S-FBEC for classification

results if not on processing time. It has been demonstrated that the AIS-FOQA

algorithm can learn from flight data and classify faults. It performs at a compara-

ble level to NN-S-FBEC when allowed to run to a stable solution. The AIS-FOQA

algorithm incorporates features of a CBR as well as features to enable it’s use as
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part of a cognitive asset health management system. The use of a new race type

algorithmic method (Algorithm 9) allows larger datasets to be processed on a sin-

gle pc than would otherwise be possible using the more normal population type

algorithm.

AIS represent an opportunity to deploy the learning abilities of AI in a way that

will benefit the industry in general and improve mishap rates for UAS. At present

only the humans in the system can learn and attempt to incorporate their expe-

rience into the system, without methods designed to assist them in this function

it is often only the operators who are most familiar with the aircraft who can

identify the first onsets on failure. However these are seldom the correct people

to create new systems to incorporate this learning into their own operations and

into the design of new aircraft concepts. Ensuring the close cooperation or allianc-

ing of operators, clients, designers, and manufacturers is necessary to creating a

useful system which will be able to learn to identify anomalous conditions and

associate them with underlying fault mechanisms or dismiss them as transient

environmental phenomena which do not need to result in expensive maintenance

actions. UAS are machines which cannot take actions which they have not been

programmed to take. This limits them in their ability to respond to unexpected

problems. They also cannot learn except with direct reprogramming by others.

Using lessons from experience to avoid re-occurrences of dangerous incidents is

central to the philosophy of aircraft safety but without AI of some description the

UAS cannot learn itself and without an AI that can be audited and released for

service in an appropriate way human users cannot build trust in the system to use

it effectively. The use of an AIS to create a population of detectors that can be

checked, understood and deployed enables structured use of the system whereas

NN-S-FBEC algorithms are difficult to check and to release. As systems increase

further in complexity the challenge remains to cope with their failure mechanisms

which cannot all be known during the design phase. Thus using concepts such as

AIS to incorporate managed learning ability into aircraft safety systems may well

be critical in meeting these challenges. Complex devices have become very difficult

to use and caused issues with operators. As discussed one critical failure of highly

automated systems is the mode awareness problem where it has become difficult

for the operator to predict why a system has taken an unexpected action. Using

these systems effectively depends on our ability to make them work in ways more

like our own that operators can more readily comprehend. That is why these sys-

tems addressing the cognitive gap is so critical. Even with an AI operators cannot
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delegate responsibility to a machine. The responsibility remains with the human

as only the control is given away. That is why AIS represents a good opportunity

to meet these challenges. Robust learning, self-regulating, and able to incorporate

a priori case based reasoning into the initial seeding of the AIS-FOQA algorithm.

Realistic Aerosonde flight data was created alongside realistic fault data into a

mission context suitable for evaluation of machine learning to learn from mishap

cases and recognise future mishaps. The use of fully untrained similar mishaps as

a test of the algorithms is a tough standard but represents the requirements of a

real system. The AIS-FOQA algorithm demonstrates some promising features and

equivalent ability to some other methods at the cost of some computational time.

If the computational complexity issue can be addressed then it can be effectively

used. Further work to improve the Algorithm to reduce the false positive rate

is needed as this is one of the prime features of AIS algorithms in general which

is not currently being achieved to the desired standard in the AIS-FOQA imple-

mentation. This AIS-FOQA method incorporating automated analysis of flight

data without costly manual expert pre-processing represents a type of method

that could be applied in a large UAS fleet for learning at scale from the incidents

and mishaps of a fleet of unmanned aircraft. The ability of the algorithm to rely

on maintainer and operator led flight outcome classification rather than expert led

fault identification in the classification of training data frees up resources to con-

centrate on applying the lessons learned and interpreting antibodies where features

have been identified on a fleet level. These innovations in learning from operations

present a novel method which has great potential for application in the expected

large scale UAS uses of the future. As understanding of how the immune system

itself works further algorithmic concepts may emerge that may enable further im-

provement in the automatic handling, classification, and response to threats to

the safe operation of unmanned aircraft in as robust and as reliable a way as the

biological immune system.

8.3 Future Work

Algorithm Improvement

As discussed more work should be done to evaluate the AIS-FOQA algorithm

with smaller datasets which consist of a larger number of classes than currently
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available.

Measures to Improve the AIS results

Reducing False Alarm Rate

The threshold used to negatively select could be implemented in a different way

to ensure it’s effectiveness and restrict the population to those candidates with

an AUROC of 0.65 and above as intended from table 6.2. The partial failure of

this measure was not found during validation on the Fisher Iris data but only

during code review during thesis writing. The measure was applied to antibodies

generated from non-self data but not to those generated as a result of mutation.

See code in appendix A for details or further discussion. A different method

to reduce the false alarm rate would be to increase the self radius used when

determining whether a proposed antibody exists within self space.

Reducing False Negative Rate

The false negative rate would hopefully have been addressed by the Algorithm

having run to completion or at least to have gone through all the non-self data.

However it is difficult to determine what the end false negative rate would be due

to the non linearly separable nature of the data. It is likely that some amount of

false negative results would remain.

Increasing True Negative Rate

The increase of the self recognition region and the change in use from hyper spheres

to hyper ellipsoids would both help fit the data better increase the true negative

rate. If a different size recogniton region could be used for each data point that

would also certainly improve the True negative rate but it was not implemented

due to the computational complexity of such a policy. Calculating the boundary

of self space for each of the data points within it would increase the complexity of

the Algorithm by at least n function calls.

Increasing True Positive Rate

If the hyper spheres currently used to represent the antibody recognition region

were replaced with hyper ellipsoids it would help the antibodies to be fitted bet-

ter around the surface of the self data without intruding into it. This has been
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demonstrated as a technique but was not evaluated for this application due to a

lack of time for evaluation. It should perhaps become part of future work instead.

Representation changes

Antibody Representation One improvement that could be made is to convert

the representation of antibodies into a table based representation. The current

representation is object orientated with a custom class object for the antibodies

with its own generator and access methods. This creates additional complication

when performing computation compared to a method where each antibody is rep-

resented as a row in a table. If a different language was used such as Python

it would be more straight forward to represent antibodies as a table and directly

apply vectorised operations to them vs the use of similar methods in Matlab. Mat-

lab tables could also be used but the use of Python allows the use of 3rd party

optimisation tools and GPU processing which in Matlab is an optional module

that would otherwise have to be purchased.

Antibody Recognition Region The use of hyperspherical recognition regions

while effective has the downside of very slow processing, especially when the prob-

lem has a high number of dimensions. There are numerous ways speed up this

process or to change the recognition region to allow it to conform to the underlying

feature space more closely.

Volume representation of self region The use of methods such as principal

component analysis to replace the representation of self space with a series of

hyper spheres or hyper ellipsoids instead of a cloud of data points. This enables a

much faster comparison when the antibody is checking to see whether it is within

the self region compared to the current implementation which checks each point

in the self data to see if it is within the self radius of any of them.
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Appendix A

AIS Race Type Algorithm

This algorithm is a multi-class algorithm. It can handle multiple classes of Non-

Self data within the Non-Self table. It is version 5 of the multi-class race type AIS

and represents the furthest that this research has gone to date.

A.1 Inputs

A.1.1 Mandatory Inputs

self_table : A table each row of which represents a tuple of normalised

flight data with a class name attached (Non Mishap)

non_self_table : A table each row of which represents a tuple of normalised

flight data with a class name attached (Various different mishaps are each

given their own class)

duration : Seconds for the algorithm to run

channel_names_for_ais : Fields from the table which are to be used in the

creation of antibodies along with the order they will be within the schema

partition_planv2 : The settings used in this variable set rejection thresh-

olds for new antibodies, mutation operators, & clonal selection settings.

They can be found in table 6.2

self_radius : The self radius to be used with all self data points

209
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self_class : (Non Mishap) The same class is listed here as can be found

in the self table.

apoptosis_age : Age at which antibodies will die

save_interval : How frequently the algorithm is to save its current state.

min_max_input : The minimum and maximum value for each data channel.

A.1.2 Optional Inputs

The optional inputs are used when the algorithm has been previously run and it

needs to be started up where the last run left off.

previous_antibody_pool : Antibodies created so far

tracker_input : A matrix containing algorithm performance from the pre-

vious runs of the algorithm

non_self_index_in : A list tracking which data points have been tested for

antibody potential

A.2 Outputs

A.2.1 Output before completion

save_pool : Antibodies created so far

tracker : A matrix containing algorithm performance over previous itera-

tions

non_self_index : A list tracking which data points have been tested for

antibody potential
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A.2.2 Output at completion

save_pool : Antibodies created so far

tracker : A matrix containing algorithm performance over previous itera-

tions

non_self_index : A list tracking which data points have been tested for

antibody potential

A.3 Code

1 function [save pool,tracker,non self index]=...

series race antibody mcv5(self table,non self table,duration,...

channel names for ais,partition planv2,self radius,self class,...

apoptosis age,save interval,min max input,...

previous antibody pool,tracker input,non self index in)

2 %series race antibody Summary of this function goes here

3 % Detailed explanation goes here

4 %

5 % Outputs

6 % save pool --> Antibodies created so far

7 % tracker --> A matrix containing algorithm performance over ...

previous iterations

8 % non self index --> A list tracking which data points have been...

tested for antibody potential

9 %

10 % Inputs

11 % self table --> A table each row of which represents a tuple of...

normalised flight data with a class name attached (Non Mishap)

12 % non self table --> A table each row of which represents a ...

tuple of normalised flight data with a class name attached (...

Various different mishaps are each given their own class)

13 % duration --> Seconds for the algorithm to run

14 % channel names for ais --> Fields from the table which are to ...

be used in the creation of antibodies along with the order they...

will be within the schema

15 % partition planv2 --> The settings used in this variable set ...

rejection thresholds for new antibodies, mutation operators, & ...

clonal selection settings.

16 % self radius --> The self radius to be used with all self data ...

points
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17 % self class --> (Non Mishap) The same class is listed here as ...

can be found in the self table.

18 % apoptosis age --> Age at which antibodies will die

19 % save interval --> How frequently the algorithm is to save its ...

current state.

20 % min max input --> The minimum and maximum value for each data ...

channel.

21 % Optional Inputs

22 % previous antibody pool --> Antibodies created so far

23 % tracker input --> A matrix containing algorithm performance ...

from the previous runs of the algorithm

24 % non self index in --> A list tracking which data points have ...

been tested for antibody potential

25 %

26 %

27

28

29 true start time=tic;

30 no of antibodies=0;

31 start counter=0;

32 this run counter offset=0;

33 combined table = [self table ; non self table];

34

35

36 no of channel names for ais=size(channel names for ais,2);

37 tracker=nan(1,8);

38 no of non self in=height(non self table);

39 non self index=[1:no of non self in];

40 if nargin <10

41 error('not enough arguments');

42 elseif nargin <13 && nargin >10

43 error('Too many arguments for initial start & too few for ...

continuation of previous run');

44 elseif nargin ==13

45 antibody pool=previous antibody pool;

46 no of antibodies=size(antibody pool,2);

47 antibody locations=nan(no of antibodies,...

no of channel names for ais);

48 antibody thresholds=nan(no of antibodies,1);

49 for f=1:no of antibodies

50 for c=1:no of channel names for ais

51 candidate array(1,c)=antibody pool(f).schema{c}.value;
52 end

53 antibody locations(f,:)=candidate array;



Appendix A. AIS Race Type Algorithm 213

54 antibody thresholds(f)=antibody pool(f).alarm threshold;

55

56 end

57 start counter=tracker input(end,1);

58 this run counter offset=tracker input(end,1);

59 tracker=tracker input;

60 non self index=non self index in;

61 elseif nargin >13

62 eror('Too many argumnts');

63 end

64 time code tmp=datestr(now);

65 time code tmp1=strrep(time code tmp,' ',' ');

66 time code tmp2=strrep(time code tmp1,':',' ');

67 time code=strrep(time code tmp2,'-',' ');

68

69 folder name=strcat('AIS progress results ',time code);

70 mkdir(folder name);

71 cd(folder name);

72

73 combined data=table2array(combined table(:,channel names for ais))...

;

74 self data=table2array(self table(:,channel names for ais));

75

76 %determine no of unique classes

77 sample classes=combined table.sample class;

78 no of entries=size(sample classes,1);

79 unique names=unique(non self table.sample class);

80

81 no of classes=size(unique names,1);

82 class count=zeros(no of classes,1);

83 for a=1:no of entries

84 for b=1:no of classes

85 if strcmp(unique names(b),sample classes(a))

86 class count(b)=class count(b)+1;

87 end

88 end

89 end

90 self sample no=height(self table);

91 self message=strcat('Self class in set is :',self class,' and this...

has :',num2str(self sample no),' no of samples');

92 disp(self message);

93 disp('Mishap classes in set:');

94 no of classes=size(unique names,1);

95 for a=1:no of classes
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96 tmp name=strcat(unique names(a),' and this has :',num2str(...

class count(a)),' samples');

97 disp(tmp name);

98 end

99 antibody no tracker=no of antibodies;

100 %convert sample class names to num to speed checking later 0 is ...

self class

101 non self classes=non self table.sample class;

102 for a=1:no of entries

103 for b=1:no of classes

104 if strcmp(unique names(b),sample classes(a))

105 num class(a,1)=b;

106 elseif strcmp(self class,sample classes(a))

107 num class(a,1)=0;

108 end

109 if a <=no of non self in

110 if strcmp(unique names(b),non self classes(a))

111 non self num class(a,1)=b;

112 elseif strcmp(self class,non self classes(a))

113 non self num class(a,1)=0;

114 end

115 end

116 end

117

118 end

119 num class table=array2table(num class);

120 combined table=[combined table num class table];

121 non self num class table=array2table(non self num class);

122 non self table=[non self table non self num class table];

123

124 start time=tic;

125 time spent=0;

126 start time string=strcat('Main while loop start at',' ',datestr(...

now));

127 disp(start time string);

128 while time spent<duration

129 time spent=toc(start time);

130 tracker tmp(1,8)=no of antibodies;

131 start counter=start counter+1;

132 decade check=start counter/(save interval*1000);

133 integerTest=~mod(decade check,1);

134 if no of antibodies~=0

135 no of antibodies=size(antibody pool,2);

136 end
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137 if no of antibodies==0

138 %do nothing

139 else

140 ab affinity array=nan(no of antibodies,3);

141 for a a=1:no of antibodies

142 ab affinity array(a a,1)=antibody pool(a a)...

.sum affinity;

143 ab affinity array(a a,2)=antibody pool(a a)...

.alarm threshold;

144 ab affinity array(a a,3)=antibody pool(a a)...

.AU ROC affinity;

145 ab affinity array(a a,4)=antibody pool(a a)...

.mean distance affinity;

146 ab affinity array(a a,5)=a a;

147 end

148 end

149 no of apoptosis antibodies=0;

150

151 if no of antibodies==0

152 %do nothing

153 else

154 class length array=[];

155 for ab no=1:no of antibodies

156

157 for class no=1:no of classes

158

159 if antibody pool(ab no).Mishap reference number==...

class no

160 tmp entry array=nan(1,no of classes);

161 tmp entry array(1,class no)=ab no;

162 if ab no==1

163 class length array=tmp entry array;

164 else

165 class length array=vertcat(...

class length array,tmp entry array);

166 end

167 end

168 end

169

170 end

171

172 for individual class=1:no of classes

173 clear single class pool;

174 array entry index=1;
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175 for array entry=1:no of antibodies

176 tmp antibody reference=class length array(...

array entry,individual class);

177 if isnan(tmp antibody reference)

178 else

179 single class pool(array entry index)=...

antibody pool(tmp antibody reference);

180 array entry index=array entry index+1;

181 end

182 end

183 no of class(individual class)=array entry index-1;

184 if array entry index~=1

185 no of single class antibodies =size(...

single class pool,2);

186 tmp ab affinity array=nan(...

no of single class antibodies,3);

187 for a a=1:no of single class antibodies

188 tmp ab affinity array(a a,1)=single class pool...

(a a).sum affinity;

189 tmp ab affinity array(a a,2)=single class pool...

(a a).alarm threshold;

190 tmp ab affinity array(a a,3)=single class pool...

(a a).AU ROC affinityˆ2;

191 tmp ab affinity array(a a,4)=single class pool...

(a a).mean distance affinity;

192 tmp ab affinity array(a a,5)=a a;

193 end

194

195

196 cm roc cutoff(individual class)=prctile(...

tmp ab affinity array(:,3),partition planv2(1));

197 max roc affinity(individual class)=max(...

tmp ab affinity array(:,3));

198 ab 25 100 roc affinity(individual class)=prctile(...

tmp ab affinity array(:,3),25);

199 mean roc affinity(individual class) =mean(...

tmp ab affinity array(:,3));

200 max sum affinity(individual class)=max(...

tmp ab affinity array(:,1));

201 mean sum affinity(individual class)=mean(...

tmp ab affinity array(:,1));

202 ab 95 100 range(individual class)=max roc affinity...

(individual class)-cm roc cutoff(individual class);
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203 ab 25 100 sum affinity(individual class)=prctile(...

tmp ab affinity array(:,1),25);

204 cm sum cutoff(individual class)=prctile(...

tmp ab affinity array(:,1),partition planv2(1));

205 ab 95 100 range sum(individual class)=...

max sum affinity(individual class)-cm sum cutoff(...

individual class);

206

207

208 %due to the splitting of the antibodies into ...

seperate

209 %optimisation units based on the class which each ...

antibody

210 %alerts against the use of the locations and ...

thresholds

211 %file will need to be carefully assessed as there ...

is the

212 %potential to seriously confuse the algorithm if ...

the

213 %locations, thresholds, and antiboidies become ...

misaligned.

214

215 half way point(individual class)=uint16(...

no of single class antibodies/2);

216

217 for a b=1:no of single class antibodies

218 current affinity=antibody pool(a b)...

.AU ROC affinity ;

219 current age=antibody pool(a b).time;

220 age compensated result=(start counter-current age)...

/((current affinity/max roc affinity(individual class)));

221 if age compensated result>= apoptosis age

222 no of apoptosis antibodies=...

no of apoptosis antibodies+1;

223

224 if no of apoptosis antibodies==1

225 antibodies for removal=antibody pool(...

a b);

226 removal list(1,1)=a b;

227 removal list(1,2)=individual class;

228 else

229 removal entry(1,1)=a b;

230 removal entry(1,2)=individual class;
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231 removal list=vertcat(removal list,...

removal entry);

232 antibodies for removal=horzcat(...

antibodies for removal,antibody pool(a b));

233 end

234

235

236 end

237

238 end

239 else

240 %no antibodies of this class

241 end

242

243 end

244 end

245

246 if no of apoptosis antibodies>0

247 removal list=sortrows(removal list,1);

248 antibody locations(removal list(:,1),:)=[];

249 antibody thresholds(removal list(:,1))=[];

250 antibody pool(removal list(:,1))=[];

251 for removal entry=1:no of apoptosis antibodies

252 class of antibody=removal list(removal entry,2);

253

254 if antibodies for removal(removal entry)...

.sum affinity >=cm sum cutoff(class of antibody)

255

256 no of clones=partition planv2(3);

257

258 mutation=partition planv2(2)*...

antibodies for removal(removal entry).alarm threshold;

259 new antibodies from cm=...

clonal maturation(antibodies for removal(removal entry),...

no of clones,(100*mutation));% the 100 is to compensate the ...

reduction which occurs insie normal clonal maturation

260

261 for b a=1:no of clones

262 new antibodies from cm(b a)...

.time=start counter;

263 candidate array=zeros(1,...

no of channel names for ais);

264 for c=1:...

no of channel names for ais
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265 candidate array(1,c)=...

new antibodies from cm(b a).schema{c}.value;
266 end

267 if b a==1

268 tmp antibody locations=...

candidate array;

269 else

270 tmp antibody locations=...

vertcat(tmp antibody locations, candidate array);

271

272 end

273

274 end

275 if isempty(antibody locations)

276 else

277 tmp antibody locations=vertcat...

(tmp antibody locations,antibody locations);

278 end

279

280

281 b index=1;

282 for b b=1:no of clones

283 new antibodies from cm(b index...

).Mishap classes in set=unique names;

284 candidate array=zeros(1,...

no of channel names for ais);

285 for c=1:...

no of channel names for ais

286 candidate array(1,c)=...

new antibodies from cm(b index).schema{c}.value;
287 end

288 [neg select result,...

nearest self] = negative selection(new antibodies from cm(...

b index),self data,self radius);%make assumption neg selection ...

& antibody coverage will not ocur for cm produced antibodies

289 [nearest ab,ab row no]=pdist2(...

tmp antibody locations,candidate array,'euclidean','Smallest'...

,1);

290 if nearest self>=nearest ab

291 new antibodies from cm(...

b index).alarm threshold=nearest ab;

292 else

293 new antibodies from cm(...

b index).alarm threshold=nearest self;
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294 end

295

296 %now check affinity

297 [...

distance between antibodies and samples,new antibodies from cm(...

b index)] = antibody distance(combined table,...

new antibodies from cm(b index));

298 new antibodies from cm(b index...

) = antibody affinity(new antibodies from cm(b index),...

distance between antibodies and samples,unique names);

299 [return AUC,result cm affinity...

,new antibodies from cm(b index),mean distance] = ...

return Area under ROC multiclassv3(new antibodies from cm(...

b index));

300 new antibodies from cm(b index...

).AU ROC affinity=return AUC;

301 new antibodies from cm(b index...

).mean distance affinity=mean distance;

302 new antibodies from cm(b index...

).sum affinity=result cm affinity;

303 if result cm affinity<=0 | | ...

return AUC <0.5

304

305 new antibodies from cm(...

b index)=[];

306 tmp antibody locations(...

b index,:)=[];

307 fail flag=true;

308 else

309 b index=b index+1;

310 new antibodies from cm(...

b index).creation method='Antibody from Clonal Maturation';

311 new antibodies from cm(...

b index).min max data=min max input;

312

313 end

314

315

316 end

317 no of surviving clones=size(...

new antibodies from cm,2);

318 if no of surviving clones~=0

319 for e=1:no of surviving clones

320 if e==1
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321 cm thresholds=...

new antibodies from cm(e).alarm threshold;

322 else

323 cm thresholds=vertcat(...

cm thresholds,new antibodies from cm(e).alarm threshold);

324 end

325 end

326

327 if isempty(antibody pool);

328 antibody pool=...

new antibodies from cm;

329 else

330 antibody pool=horzcat(...

antibody pool,new antibodies from cm);

331 end

332

333

334 if isempty(antibody thresholds...

)

335 antibody thresholds=...

cm thresholds;

336 else

337 antibody thresholds=...

vertcat(antibody thresholds,cm thresholds);

338 end

339

340 antibody locations=...

tmp antibody locations;

341 end

342

343 elseif antibodies for removal(...

removal entry).sum affinity >= ab 25 100 sum affinity(...

individual class)

344 mutation=partition planv2(4)*...

antibodies for removal(removal entry).alarm threshold*rand;

345 mutant cell = FOQA antibody mutation(...

antibodies for removal(removal entry),mutation) ;

346 mutant cell.time=start counter;

347 mutant cell.Mishap classes in set=...

unique names;

348 for c=1:no of channel names for ais

349 candidate array(1,c)=...

mutant cell.schema{c}.value;
350 end
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351

352 [neg select result,nearest self] = ...

negative selection(mutant cell,self data,self radius);%make ...

assumption neg selection & antibody coverage will not ocur for ...

cm produced antibodies

353 [nearest ab,ab row no]=pdist2(...

antibody locations,candidate array,'euclidean','Smallest',1);

354 if nearest self>=nearest ab

355 mutant cell.alarm threshold=...

nearest ab;

356 else

357 mutant cell.alarm threshold=...

nearest self;

358 end

359 %now check affinity

360 [...

distance between antibodies and samples,mutant cell] = ...

antibody distance(combined table,mutant cell);

361 mutant cell = antibody affinity(...

mutant cell,distance between antibodies and samples,...

unique names);

362 [return AUC,result mutant affinity,...

mutant cell,mean distance] = return Area under ROC multiclassv3...

(mutant cell);

363 mutant cell.AU ROC affinity=return AUC...

;

364 mutant cell.mean distance affinity=...

mean distance;

365 mutant cell.sum affinity=...

result mutant affinity;

366 if result mutant affinity<=0 | | ...

neg select result==true | | return AUC <0.5

367

368

369 else

370 mutant cell.min max data=...

min max input;

371 mutant cell.creation method='...

Antibody from Mutation';

372 antibody locations=vertcat(...

antibody locations, candidate array);

373 antibody thresholds=vertcat(...

antibody thresholds,mutant cell.alarm threshold);
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374 antibody pool=horzcat(...

antibody pool,mutant cell);

375 end

376

377 end

378 end

379 clear removal list;

380 end

381

382

383

384 if no of antibodies==0

385 tracker tmp(1,1)=start counter;

386 tracker tmp(1,2)=nan;%max tracker

387 tracker tmp(1,3)=nan;%mean tracker

388 tracker tmp(1,4)=nan;%mean thres tracker

389 tracker tmp(1,5)=nan;%max thres tracker

390 tracker tmp(1,6)=nan; %mean auroc tracker

391 tracker tmp(1,7)=nan; %max auroc tracker

392 tracker=vertcat(tracker,tracker tmp);%max auroc tracker

393 else

394 tracker tmp(1,1)=start counter;

395 tracker tmp(1,2)=max(ab affinity array(:,1));%max tracker

396 tracker tmp(1,3)=mean(ab affinity array(:,1));%...

mean tracker

397 tracker tmp(1,4)=mean(ab affinity array(:,2));%...

mean thres tracker

398 tracker tmp(1,5)=max(ab affinity array(:,2));%...

max thres tracker

399 tracker tmp(1,6)=mean(ab affinity array(:,3)); %...

mean auroc tracker

400 tracker tmp(1,7)=max(ab affinity array(:,3)); %...

max auroc tracker

401 tracker=vertcat(tracker,tracker tmp);

402 no of antibodies=size(antibody pool,2);

403 end

404

405 if integerTest==1 && no of antibodies~=0

406 save name=strcat('antibody pool ',num2str(decade check));

407 display string=strcat('There are :',num2str(...

no of antibodies),' antibodies at the :',num2str(start counter)...

,' iteration of this AIS');

408 disp(display string);

409 time left=duration-time spent;
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410 time left string=strcat('There are :',num2str(time left),'...

seconds left to go');

411 disp(time left string);

412 save pool=antibody pool;

413 for save num=1:no of antibodies

414 save pool(save num).excess threshold gen=[];

415 save pool(save num).predicted state gen=[];

416 save pool(save num).affinity gen=[];

417 save pool(save num).true state gen=[];

418 end

419 try

420 save(save name,'save pool','tracker','non self index','-...

v7.3');

421 catch AIS err

422 disp([AIS err.identifier]);

423 disp([AIS err.message]);

424 for e=1:length(AIS err.stack)

425 disp(['Error in ' AIS err.stack(e).file ' at line ...

' num2str(AIS err.stack(e).line)]);

426

427 end

428 disp(getReport(AIS err,'extended'));

429 extended report = getReport(AIS err,'extended');

430 message txt = strcat(extended report, AIS err.message,...

' Error in ', AIS err.stack(e).file, ' at line ', num2str(...

AIS err.stack(e).line));

431 sendolmail('example@example.com','AIS Error',...

message txt);

432 end

433 progress notification(tracker,decade check,...

channel names for ais,antibody pool,start counter,...

max roc affinity,mean roc affinity,max sum affinity,...

mean sum affinity,unique names,no of class,class count,...

time left);

434 end

435

436 %create new antibody

437 candidate = FOQA antibody(no of channel names for ais,0);

438 candidate.schema names=channel names for ais;

439 candidate.sample selected='no samples selected yet';

440 candidate.time=start counter;

441 no of index rows=size(non self index,2);

442 if no of index rows<=0

443 non self index=[1:no of non self in];
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444 no of index rows=size(non self index,2);

445 end

446 non self sample index row=randi(no of index rows);

447 non self sample row=non self index(non self sample index row);

448 non self index(non self sample index row)=[];

449 for b c=1:no of channel names for ais

450 candidate.schema{b c}.name=channel names for ais{b c};
451 current channel tmp=channel names for ais{b c};
452 candidate.schema{b c}.value=non self table.(...

current channel tmp)(non self sample row);

453 end

454 candidate.Mishap classes in set=unique names;

455 candidate.Mishap reference number=...

non self table.non self num class(non self sample row);

456 candidate.self class=self class;

457 candidate.min max data=min max input;

458 candidate.creation method='Antibody from Data';

459

460 antibody=candidate;%splash

461

462

463 candidate array=zeros(1,no of channel names for ais);

464 for a=1:no of channel names for ais

465 candidate array(1,a)=antibody.schema{a}.value;
466 end

467

468 %self coverage

469

470 if no of antibodies==0

471 antibody locations(1,1:no of channel names for ais)=...

candidate array;

472 antibody thresholds(1,1)=404;

473 else

474 [nearest ab,ab row]=pdist2(antibody locations,...

candidate array,'euclidean','Smallest',1);

475 distance to ab boundary = nearest ab-antibody thresholds(...

ab row,1);

476 if distance to ab boundary <=0

477 %antibody is covered by another so jump back to start of ...

loop

478 continue

479 else

480 antibody locations=vertcat(antibody locations, ...

candidate array);
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481 antibody thresholds=vertcat(antibody thresholds,...

antibody.alarm threshold);

482

483 end

484

485 end

486 %negative selection

487 [neg select result,nearest self] = negative selection(antibody...

,self data,self radius);

488 if neg select result==true

489 entry no=size(antibody thresholds,1);

490 antibody thresholds(entry no)=[];

491 antibody locations(entry no,:)=[];

492 continue

493 end

494 if no of antibodies==0

495 antibody.alarm threshold=nearest self;

496 antibody thresholds(1,1)=antibody.alarm threshold;

497 else

498 if nearest ab<=nearest self

499 antibody.alarm threshold=nearest ab;

500

501 else

502 antibody.alarm threshold=nearest self;

503 end

504 entry no=size(antibody thresholds,1);

505 antibody thresholds(entry no)=antibody.alarm threshold;

506 end

507

508

509

510 %now check affinity

511 [distance between antibodies and samples,antibody] = ...

antibody distance(combined table,antibody);

512 [antibody] = antibody affinity(antibody,...

distance between antibodies and samples);

513 [return AUC,result affinity,antibody,mean distance] = ...

return Area under ROC multiclassv3(antibody);

514 if result affinity<=0 | | return AUC <partition planv2(1)

515 entry no=size(antibody thresholds,1);

516

517 antibody thresholds(entry no)=[];

518 antibody locations(entry no,:)=[];

519
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520 continue

521 else

522 antibody.AU ROC affinity=return AUC;

523 antibody.mean distance affinity=mean distance;

524 antibody.sum affinity=result affinity;

525 if no of antibodies==0

526 antibody pool(1,1)=antibody;

527 else

528 antibody pool=horzcat(antibody pool,antibody);

529 end

530

531 end

532 entry no=size(antibody thresholds,1);

533 if antibody thresholds(entry no)<=0

534 disp('threshold error');

535 end

536 no of antibodies=size(antibody pool,2);

537

538

539

540 end

541

542

543 progress notification(tracker,decade check,channel names for ais,...

antibody pool,start counter,max roc affinity,mean roc affinity,...

max sum affinity,mean sum affinity,unique names,no of class,...

class count,0);

544 end message=strcat('Total no of iterations in set :',num2str(...

start counter-this run counter offset));

545 full time taken=toc(true start time);

546 alt time taken=toc(start time);

547 time message=strcat('Total time taken in seconds is :',num2str(...

full time taken));

548 alt time message=strcat('While time taken in seconds is :',num2str...

(alt time taken));

549 time cycle message=strcat('Average time taken per iteration is :',...

num2str(full time taken/(start counter-this run counter offset)...

));

550 class count string = antibody antigen summary(antibody pool);

551 disp(end message);

552 disp(time message);

553 disp(alt time message);

554 disp(num2str(alt time taken/full time taken));

555 disp(time cycle message);
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556 disp(class count string)

557 end save name=strcat('end of run.mat');

558 save pool=antibody pool;

559 no of antibodies=size(antibody pool,2);

560 for save num=1:no of antibodies

561 save pool(save num).excess threshold gen=[];

562 save pool(save num).predicted state gen=[];

563 save pool(save num).affinity gen=[];

564 save pool(save num).true state gen=[];

565 end

566 save(end save name,'save pool','tracker','non self index','-v7.3')...

;

567 end

568

569 function progress notification(tracker in,decade check in,...

channel names for ais in,antibody pool in,start counter in,...

max roc affinity in,mean roc affinity in,max sum affinity in,...

mean sum affinity in,unique classes in,no of class in,...

class count in,time left in)

570 no of signals=size(channel names for ais in,2);

571 no of antibodies in=size(antibody pool in,2);

572 no of classes in=size(unique classes in,1);

573 for a =1:no of classes in

574 if a==1

575 class message=strcat('Class :',unique classes in(a),' ...

consists of :',num2str(no of class in(a)),' antibodies',' \nhas...
max ROC Affinity :',num2str(max roc affinity in(a)),' \nhas ...

mean ROC Affinity :',num2str(mean roc affinity in(a)),' \nhas ...

max Sum Affinity :',num2str(max sum affinity in(a)) ...

576 ,' \nhas mean Sum Affinity :',num2str(...

mean sum affinity in(a)),' \nThe total number of samples for ...

this class is :',num2str(class count in(a)));

577

578 else

579 class message update=strcat('\n\nClass :',...

unique classes in(a),' consists of :',num2str(no of class in(a)...

),' antibodies',' \nhas max ROC Affinity :',num2str(...

max roc affinity in(a)),' \nhas mean ROC Affinity :',num2str(...

mean roc affinity in(a)),' \nhas max Sum Affinity :',num2str(...

max sum affinity in(a)) ...

580 ,' \nhas mean Sum Affinity :',num2str(...

mean sum affinity in(a)),' \nThe total number of samples for ...

this class is :',num2str(class count in(a)));

581 class message=strcat(class message,class message update);
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582 end

583 end

584 display string=strcat('There are :',num2str(no of antibodies in),'...

antibodies at the :',num2str(start counter in),' iteration of ...

this AIS');

585 time left string=strcat('There are :',num2str(time left in),' ...

seconds left to go');

586 for a=1:no of signals

587 if a==1

588 name string=char(channel names for ais in{1});
589

590 elseif a==(no of signals)

591

592 name string=strcat(name string,', & ',char(...

channel names for ais in{a}));
593 else

594 name string=strcat(name string,', ',char(...

channel names for ais in{a}));
595 end

596 end

597 close all

598 figure

599 subplot(4,1,1)

600 plot(tracker in(:,1),tracker in(:,8))

601 xlabel('No of Iterations','Interpreter','none'); % x-axis label

602 ylabel('No of Antibodies','Interpreter','none'); % y-axis label

603

604 subplot(4,1,2)

605 plot(tracker in(:,1),tracker in(:,6))

606 hold on

607 plot(tracker in(:,1),tracker in(:,7),'r')

608 xlabel('No of Iterations','Interpreter','none'); % x-axis label

609 ylabel('Mean & Max AUROC','Interpreter','none'); % y-axis label

610

611 subplot(4,1,3)

612 plot(tracker in(:,1),tracker in(:,3))

613 hold on

614 plot(tracker in(:,1),tracker in(:,2),'r')

615 xlabel('No of Iterations','Interpreter','none'); % x-axis label

616 ylabel('Mean & Max Affinity','Interpreter','none'); % y-axis label

617

618 subplot(4,1,4)

619 plot(tracker in(:,1),tracker in(:,4))

620 hold on
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621 plot(tracker in(:,1),tracker in(:,5),'r')

622 xlabel('No of Iterations','Interpreter','none'); % x-axis label

623 ylabel('Mean & Max Antibody Thresholds','Interpreter','none'); % y...

-axis label

624

625

626 drawnow

627

628

629 filename=strcat('AIS figure generation',num2str(decade check in));

630 current filepath=pwd;

631 attach name{1}=strcat(current filepath,'\',filename,'.jpg');
632

633 name string=char(name string);

634 message txt tmp=strcat('Figures for AIS generation :',num2str(...

decade check in),' the variables in this run are :',name string...

,' \n ',display string,' \n ',class message,' \n ', ...

time left string);

635 message txt tmp=char(message txt tmp);

636 message txt=sprintf(message txt tmp);

637 disp(message txt);

638 jFrame = get(handle(gcf),'JavaFrame');

639 jFrame.setMaximized(true);

640 set(gcf, 'Color', 'white'); % white bckgr

641 export fig( gcf, ... % figure handle

642 (filename),... % name of output file without extension

643 '-painters', ... % renderer

644 '-jpg', ... % file format

645 '-r72' ); % resolution in dpi

646 if time left in <=0

647 sendolmail('example@example.com','AIS session COMPLETED',...

message txt,attach name);

648 else

649 sendolmail('example@example.com','AIS progress figures',...

message txt,attach name);

650 end

651

652 end

653

654 function [distance between antibodies and samples out,antibody in]...

= antibody distance(combined table in,antibody in)

655 %antibody sample distance Summary of this function goes here

656 % Detailed explanation goes here

657 %Copyright 2014 Cranfield University & Jonathan Pelham
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658

659

660 channel names for ais=antibody in.schema names;

661 no of channel names for ais ad=size(channel names for ais,2);

662

663 %create table with variables candidate no, distance, & ...

sample class

664

665

666 no of rows=height(combined table in);

667 candidate segments=antibody in.schema;%this will be a cell array ...

of objects of class candidate segment

668

669 paired array=zeros(no of rows,no of channel names for ais ad);

670 candidate array=zeros(1,no of channel names for ais ad);

671 for a=1:no of channel names for ais ad

672 tmp name=candidate segments{a}.name;
673 paired array(1:no of rows,a)=combined table in.(tmp name);

674 candidate array(1,a)=candidate segments{a}.value;
675 end

676

677 pairwise distance tmp=pdist2(candidate array,paired array,'...

euclidean');

678 pairwise distance=rot90(pairwise distance tmp,-1);

679 num class=combined table in.num class;

680 distance between antibodies and samples out =table(...

pairwise distance,num class);

681

682 end

683

684

685 function [updated antibody] = antibody affinity(antibody in,...

distance between antibodies and samples in,unique classes in)

686 %antibody affinity Summary of this function goes here

687 % Detailed explanation goes here

688 % Copyright 2014 Cranfield University & Jonathan Pelham

689

690

691 %compare distance

692

693 candidate results=distance between antibodies and samples in;

694 alarm threshold=antibody in.alarm threshold;

695 %excess threshold = alarm threshold-distance

696 no of samples=height(candidate results);
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697 antibody mishap class=antibody in.Mishap reference number;

698

699 if isempty(antibody mishap class)

700

701 %'Antibody has no mishap class assigned so we assign one based...

on sum

702 no of classes=size(unique classes in,1);

703 class sums=zeros(no of classes,1);

704

705 for b=1:no of classes

706 logical tmp=candidate results.num class==b;

707 class sums(b,1)=sum(logical tmp);

708

709 end

710

711 class num index=1:no of classes;

712 class sums(:,2)=class num index;

713

714 sorted count=sortrows(class sums,-1);

715 antibody mishap class=sorted count(1,2);

716

717

718 antibody in.Mishap reference number=antibody mishap class;

719 antibody in.Mishap reference name=unique classes in(...

antibody mishap class);

720 end

721 antibody in.true state gen=candidate results.num class;

722 antibody in.affinity gen=1./(candidate results.pairwise distance);

723 alarm samples=candidate results.pairwise distance<alarm threshold;

724 antibody in.excess threshold gen=alarm threshold-...

candidate results.pairwise distance;

725 for a=1:no of samples

726 if alarm samples(a)==1

727 antibody in.predicted state gen(a,1)=antibody mishap class...

;

728 else

729 antibody in.predicted state gen(a,1)=0;

730 end

731 end

732

733

734 updated antibody=antibody in;

735 end

736
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737 function [class count string] = antibody antigen summary(...

antibodies)

738 No of mishap classes=size(antibodies(1,1)...

.Mishap classes in set,1);

739 Mishap Class count=zeros(No of mishap classes,1);

740 no of antibodies=size(antibodies,2);

741 for a=1:no of antibodies

742 Mishap Class count(antibodies(1,a).Mishap reference number...

,1)=Mishap Class count(antibodies(1,a).Mishap reference number...

,1)+1;

743 end

744 for a=1:No of mishap classes

745 if a==1

746 class count string=strcat(char(antibodies(1,1)...

.Mishap classes in set{1}),' Qty :',num2str(Mishap Class count(...

a)));

747

748 elseif a==(No of mishap classes)

749

750 class count string=strcat(class count string,', & ',...

char(antibodies(1,1).Mishap classes in set{a}),' Qty :',num2str...

(Mishap Class count(a)));

751 else

752 class count string=strcat(class count string,', ',char...

(antibodies(1,1).Mishap classes in set{a}),' Qty :',num2str(...

Mishap Class count(a)));

753 end

754

755 end

756

757

758

759

760

761 end





Appendix B

AIS Population Type Algorithm

This variation of the AIS algorithm is only intended to create and mature anti-

bodies against a single class of Non-self. Multiclass variants do exist but have not

been shown here for the sake of clarity regarding how the algorithm works.

B.1 Inputs

B.1.1 Mandatory Inputs

self_table : A table each row of which represents a tuple of normalised

flight data with a class name attached (Non Mishap)

self_antibodies : Any antibodies created in addition to self data points

to enhance the negative selection process.

non_self_table : A table each row of which represents a tuple of normalised

flight data with a class name attached (Mishap)

candidates : Antibodies created during previous runs of the algorithm.

generations : Generations is the number of generations which the matura-

tion process

partition_plan : The settings used in this variable set rejection thresholds

for new antibodies, mutation operators, & clonal selection settings.

self_radius : The self radius to be used with all self data points

235
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apoptosis_age : Age at which antibodies will die

unique_name : Name to be used in algorithm run reports

B.2 Outputs

B.2.1 Output at completion

puddle : Antibodies population

best_Affinity : The max affinity of an antibody to the non-self data and

the generation at which this antibody was found or last existed.

B.3 Code

1 function [puddle,best Affinity] = antibody maturationv7(self table...

,self antibodies,non self table,candidates,generations,...

partition plan,self radius,apoptosis age,unique name)

2 %Maturation allows the antibodies to improve over generations

3 % Copyright 2014 Cranfield University & Jonathan Pelham

4 % Arguments

5 % self list is a table giving the locations of .mat files ...

containing normalised FOQA data identified as self behaviour

6 % non self list is a 1xn matrix giving the locations of .mat...

files containing normalised FOQA data identified as non-self ...

behaviour

7 % candidates is the array of FOQA antibody objects

8 % generations is the number of generations which the ...

maturation process

9 %

10 % Outputs

11 % puddle --> Antibodies population

12 % best Affinity --> The max affinity of an antibody to the non-...

self data and the generation at which this antibody was found ...

or last existed.

13 %

14 % Inputs

15 % self table --> A table each row of which represents a tuple of...

normalised flight data with a class name attached (Non Mishap)
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16 % self antibodies --> Any antibodies created in addition to self...

data points to enhance the negative selection process.

17 % non self table --> A table each row of which represents a ...

tuple of normalised flight data with a class name attached (...

Mishap)

18 % candidates --> Antibodies created during previous runs of the ...

algorithm.

19 % generations --> Generations is the number of generations which...

the maturation process

20 % partition plan --> The settings used in this variable set ...

rejection thresholds for new antibodies, mutation operators, & ...

clonal selection settings.

21 % self radius --> The self radius to be used with all self data ...

points

22 % apoptosis age --> Age at which antibodies will die

23 % unique name --> Name to be used in algorithm run reports

24

25

26 signals in antibody=candidates(1).schema names;

27 no of signals=size(signals in antibody,2);

28 for a=1:no of signals

29 if a==1

30 name string=char(signals in antibody{1});
31

32 elseif a==(no of signals)

33

34 name string=strcat(name string,', & ',char(...

signals in antibody{a}));
35 else

36 name string=strcat(name string,', ',char(...

signals in antibody{a}));
37 end

38 end

39 non self table.sample class(:,1)=1;%flag mishaps

40 ROC X=nan;

41 ROC Y=nan;

42 generation=nan;

43 best Affinity=nan(generations,2);

44 average Affinity=nan(generations,2);

45 std Affinity=nan(generations,2);

46 min Affinity=nan(generations,2);

47

48

49 samples for comparison=non self table;
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50

51

52 for gen=1:generations

53 if gen>1

54 [candidates] = return new populationv4(self table,...

self radius,sorted candidates,partition plan,apoptosis age);%...

mutation , clonal maturation, & negative selecction

55 else

56 end

57

58

59

60 [distance between antibodies and samples,candidates] = ...

antibody sample distancev3(self antibodies,candidates,...

samples for comparison);

61

62 [candidates] = antibody affinity(candidates,...

distance between antibodies and samples); %return Area under ...

ROC curve for each candidate

63

64 [sorted candidates,current max Affinity,...

average Affinity current,std affinity current,...

min affinity current] = sort antibodies by sum Affinity(...

candidates);

65

66

67

68

69 best Affinity(gen,1)=current max Affinity;

70 best Affinity(gen,2)=gen;

71 average Affinity(gen,1)=average Affinity current;

72 average Affinity(gen,2)=gen;

73 std Affinity(gen,1)=std affinity current;

74 std Affinity(gen,2)=gen;

75 min Affinity(gen,1)=min affinity current;

76 min Affinity(gen,2)=gen;

77 no of candidates=size(candidates,2);

78 disp string=strcat('Gen :',num2str(gen),' of :',num2str(...

generations),' current Affinity :',num2str(current max Affinity...

),' the current no of antibodies is:',num2str(no of candidates)...

);

79 disp(disp string);

80

81
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82 decade check=gen/10;

83 integerTest=~mod(decade check,1);

84 try

85 if integerTest==1

86

87 close all;

88 figure

89 title(unique name);

90 plot(best Affinity(:,2),best Affinity(:,1),'r');

91 hold on

92 plot(min Affinity(:,2),min Affinity(:,1),'r');

93 xlabel('Generation','Interpreter','none'); % x-axis label

94 ylabel('Antibody Affinity','Interpreter','none'); % y-axis...

label

95 plot(average Affinity(:,2),average Affinity(:,1));

96 title('Affinity distribution for the antibodies of each ...

generation');

97 plot(average Affinity(:,2),(average Affinity(:,1)+...

std Affinity(:,1)),'k');

98 plot(average Affinity(:,2),(average Affinity(:,1)-...

std Affinity(:,1)),'k');

99 drawnow

100 filename=strcat('AIS figure generation',num2str(gen),'...

of batch ',unique name);

101 current filepath=pwd;

102 attach name{1}=strcat(current filepath,'\',filename,'.jpg'...
);

103

104 name string=char(name string);

105 message txt=strcat('Figures for AIS generation :',num2str(...

gen),' the variables in this run are :',name string);

106 message txt=char(message txt);

107 jFrame = get(handle(gcf),'JavaFrame');

108 jFrame.setMaximized(true);

109 set(gcf, 'Color', 'white'); % white bckgr

110 export fig( gcf, ... % figure handle

111 (filename),... % name of output file without extension

112 '-painters', ... % renderer

113 '-jpg', ... % file format

114 '-r72' ); % resolution in dpi

115

116 sendolmail('example@example.com','AIS progress figures',...

message txt,attach name);

117 end
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118 catch sim err

119 disp([sim err.identifier]);

120 disp([sim err.message]);

121 for e=1:length(sim err.stack)

122 disp(['Error in ' sim err.stack(e).file ' at line ' ...

num2str(sim err.stack(e).line)]);

123

124 end

125 disp(getReport(sim err,'extended'));

126 extended report = getReport(sim err,'extended');

127 message txt = strcat(extended report, sim err.message,' ...

Error in ', sim err.stack(e).file, ' at line ', num2str(...

sim err.stack(e).line), ' sim no. ', simcountertxt);

128 sendolmail('example@example.com','Sim Error',message txt);

129 end

130

131 end

132 best Affinity overall=max(best Affinity);

133 message txt=strcat('Gen :',num2str(gen),' of :',num2str(...

generations),' final Affinity :',num2str(current max Affinity),...

' and best Affinity :',num2str(best Affinity overall));

134 sendolmail('example@example.com','AIS Finished',message txt)

135 puddle=candidates;

136 end
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Persistent UAS Mishap Analysis

This report is intended to look into the use of persistent unmanned aircraft. To

examine such mishap data and analysis as is available to try to better understand

the challenges that face any persistent unmanned aircraft. First we must identify

what a persistent unmanned aircraft is. Through looking at existing aircraft types

and discussing common features we can come to a definition. This must be narrow

enough that challenges are common among all the selected aircraft but broad

enough that we can see some difference between aircraft and so see how the solution

space is spread out. We must also be careful that the definition is not so broad

that sub types appear within the definition.

C.1 Persistent UAS

Persistent UAS are UAS that operate for long periods of time. Their ability to

persist in their mission is what distinguishes them from other UAS which are

intended for short duration operations only. There is no definition for how long

an UAS must be able to continue it’s mission before it can correctly be named a

persistent UAS or asset but all the aircraft discussed here have a flight endurance

of at least 6 hours. In order to understand these aircraft and the types of mishaps

to which they are susceptible we need some mishap reports and an available source

can be found with the USAF.

• MQ-1/RQ-1 Predator → See Section C.1.3

241
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• RQ-4 Global Hawk → See Section C.1.4

• MQ-9 Predator B/Reaper → See Section C.1.5

C.1.1 Common Features

The aircraft in this study all share a number of common features Unmanned,

Payload use dominated mission requirements, High Aspect Ratio Wings, Single

Engine, Long Endurance Implied high fuel fraction and thus large difference

between Take-off & landing weights, Ku band satellite communications for BLOS

(Beyond line of sight) control, VHF link for LOS (Line of sight) control for take-

off and landing often via a second GCS (Ground Control Station) specifically

configured and manned for this purpose, Transit and cruise flight phases controlled

from a Ground Control station the location of which is limited only to the need

for satellite uplink for C3.

C.1.2 Feature related issues

The design of an aircraft is sometimes referred to as an exercise in matching com-

promises to mission requirements. This has the effect of creating vulnerabilities

which are common across families of aircraft. One famous example of this is the

inertial coupling exhibited by some early supersonic fighter aircraft. This was a

result of design decisions driven by the aircraft mission requirements. A large

heavy radar set in the nose to detect adversaries and a large heavy engine situated

towards the aft to propel the aircraft. The mass distribution of these aircraft has

made them more susceptible to loss of control when rolled too suddenly. The small

wings of such aircraft were inadequate to counter the centrifugal forces created by

the high roll rate and the sudden pitch down effect. Another example is the high

take-off and landing speeds of supersonic aircraft. In order to create an aircraft

that performs acceptably during the cruise and supersonic cruise portions of flight

a high wing loading is often chosen. This has the effect of requiring high take-off

and landing speeds and high AoA (Angle of Attack) during landing. It often also

causes large turn radius.

It is this synthesis of design choice and operational experience that is useful when

examining persistent UAS and attempting to understand the types of issues this
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family of aircraft may be prone to. These flight characteristics as we need to keep

them in mind so that in the event of failure we fully understand how an impending

failure will affect the margin to the edge of the cleared aerodynamic envelope.

Several MQ-1 Reapers were lost due to poor envelope expansion including one

known example of loss due to asymmetric loading conditions.[199]

C.1.3 MQ-1/RQ-1 Predator

General Characteristics [200]

Primary Function: Armed reconnaissance, airborne surveillance, and tar-

get acquisition

Contractor: General Atomics Aeronautical Systems, Inc.

Power Plant: Rotax 914F four-cylinder engine

Thrust: 115 horsepower

Wingspan: 55 feet (16.8 meters)

Length: 27 feet (8.22 meters)

Height: 6.9 feet (2.1 meters)

Weight: 1,130 pounds ( 512 kilograms) empty

Maximum takeoff weight: 2,250 pounds (1,020 kilograms)

Fuel Capacity: 665 pounds (100 gallons)

Payload: 450 pounds (204 kilograms)

Speed: Cruise speed around 84 mph (70 knots), up to 135 mph

Range: Up to 770 miles (675 nautical miles)

Ceiling: Up to 25,000 feet (7,620 meters)

Armament: Two laser-guided AGM-114 Hellfire missiles

Crew (remote): Two (pilot and sensor operator)

Unit Cost: $20 million (includes four aircraft with sensors, ground control

station and Predator Primary satellite link) (fiscal 2009 dollars)

Initial operating capability: March 2005

Inventory: Total force, 164



Appendix C. Persistent UAS Mishap Analysis 244

C.1.4 RQ-4 Global Hawk

General Characteristics [18]

Primary Function: High-altitude, long-endurance ISR

Contractor: Northrop Grumman (Prime), Raytheon, L3 Comm

Power Plant: Rolls Royce-North American F137-RR-100 turbofan engine

Thrust: 7,600 pounds

Wingspan: 130.9 feet (39.8 meters)

Length: 47.6 feet (14.5 meters)

Height: 15.3 feet (4.7 meters)

Weight: 14,950 pounds (6,781 kilograms)

Maximum takeoff weight: 32,250 pounds (14,628 kilograms)

Fuel Capacity: 17,300 pounds (7847 kilograms)

Payload: 3,000 pounds (1,360 kilograms)

Speed: 310 knots (357 mph)

Range: 8,700 nautical miles

Ceiling: 60,000 feet (18,288 meters)

Armament: None

Crew (remote): Three (LRE pilot, MCE pilot, and sensor operator)

Initial operating capability: fiscal year 2011 (Block 30); fiscal year 2014

(Block 40)

Inventory: Active force, 20

C.1.5 MQ-9 Predator B/Reaper

General Characteristics [17]
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Primary Function: Intelligence collection in support of strike, coordina-

tion, and reconnaissance missions

Contractor: General Atomics Aeronautical Systems, Inc.

Power Plant: Honeywell TPE331-10GD turboprop engine

Thrust: 900 shaft horsepower maximum

Wingspan: 66 feet (20.1 meters)

Length: 36 feet (11 meters)

Height: 12.5 feet (3.8 meters)

Weight: 4,900 pounds (2,223 kilograms) empty

Maximum takeoff weight: 10,500 pounds (4,760 kilograms)

Fuel Capacity: 4,000 pounds (602 gallons)

Payload: 3,750 pounds (1,701 kilograms)

Speed: Cruise speed around 230 miles per hour (200 knots)

Range: 1,150 miles (1,000 nautical miles)

Ceiling: Up to 50,000 feet (15,240 meters)

Armament: Combination of AGM-114 Hellfire missiles, GBU-12 Paveway

II and GBU-38 Joint Direct Attack Munitions

Crew (remote): Two (pilot and sensor operator)

Unit Cost: $56.5 million (includes four aircraft with sensors, ground control

station and Predator Primary satellite link) (fiscal 2011 dollars)

Initial operating capability: October 2007

Inventory: Total force, 104

C.2 UAS Mishap Papers

C.2.1 Hundley et al

Joshua Hundley Msc Report [64] http://hdl.handle.net/10415/3360

Unmanned Air Vehicles (UAV): Safety Event Prediction, and Classification[25]

http://hdl.handle.net/10415/3360
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Discussion of handling qualities from MIL-STD-1797B and their applicability to

UAS. Gust response for 4 nominal UAS assessed and results compared to require-

ments in MIL-STD-1797B.

C.3 Data Sources

There are two data sources used in the analysis by Hundley et al [64]

United States Air Force (USAF) SIB (Safety Investigation Board) [181]

United States Air Force (USAF) AIB (Accident Investigation Board) [24]

C.3.1 Safety Investigation Board Reports

Safety Investigation Board reports are made for each mishap by the USAF but

not released. The USAF released the 2000-2009 SIB reports for the aircraft in this

study with the mishap class, year, type, cause,& some minor additional details.

Short one line descriptions of the mishap was all that was released They were

released to Auburn University & Hundley and during discussion Hundley has

stated that they are cleared for further distribution. See Table 1 of [25] for an

example of the SIB data made available. The total dataset is with this report.

C.3.2 Accident Investigation Board

The summaries from the Accident Investigation Board report are published here.

http://usaf.aib.law.af.mil/

The AIB investigates class A mishaps only. Class A mishaps are those where the

damage is valued at $1million or greater, there is a fatality, or the aircraft is a not

repairable.

Hundley summarised and classified these reports and the resultant dataset can also

be found attached to this report. There have been some issues with classification

however so it may be advisable to ensure that the readers understanding of a

http://usaf.aib.law.af.mil/
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failure cause or mode is the same as that of Hundley before basing any decisions

on the statistics derived from them.

C.3.3 Mishap Classification

The USAF uses a system of mishap classification.[201]

Class A : $1,000,000 or More in Damages, loss of Aircraft or fatality

Class B : $200,000 to $999,999 in Damages

Class C : $20,000 to $199,999 in Damages

Class D : $1,000 to $19,999 in Damages

Class E : Less than $1000 in Damage

C.4 Aircraft Featured in Study

The study extended from 2000 to 2009 and examined 253 mishaps. The aircraft

in this study are the Predator, the Global Hawk, & the Reaper. All numbers are

from Hundley et al(2012)

C.4.1 MQ-1/RQ-1 Predator

http://www.ga-asi.com/products/aircraft/predator.php

Total Mishaps (A-E): 199

Total Class A mishaps: 65

Total fleet flying hours: 590,779 flying hours

Mishap rate (A-E): 33.7 per 100,000 flying hours

Class A Mishap Rate: 11 per 100,000 flying hours

C.4.2 RQ-4 Global Hawk

http://www.ga-asi.com/products/aircraft/predator.php
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http://www.as.northropgrumman.com/products/ghrq4a/index.html

Total Mishaps (A-E): 17

Total Class A mishaps: 4

Total fleet flying hours: 31,596 flying hours

Mishap rate (A-E): 53.8 per 100,000 flying hours

Class A Mishap Rate: 12.7 per 100,000 flying hours

C.4.3 MQ-9 Predator B/Reaper

http://www.ga-asi.com/products/aircraft/predator b.php

Total Mishaps (A-E): 34

Total Class A mishaps: 10

Total fleet flying hours: 53,075 flying hours

Mishap rate (A-E): 64 per 100,000 flying hours

Class A Mishap Rate: 18.8 per 100,000 flying hours

Data Sources

United States Air Force (USAF) SIB (Safety Investigation Board) [181]

United States Air Force (USAF) AIB (Accident Investigation Board) [24]

UAS (Unmanned Aircraft(or Aerial) System) have been in operation in one form or

another for many years. The desire for an aircraft which can perform tasks without

the need for a pilot on board is very attractive for tasks which are one of the 3Ds

(Dull, Dirty or Dangerous). Classically these have been regarded as ideal tasks

for robots to perform but utilization is limited due to the current cognitive limits

of unmanned vehicles. It is only with the advances in microelectronics that they

have started to make these vehicles become more useful for operations. However

excessive supervision requirements are part of what currently hinders their use.

Despite the sophistication of some UAS they lack the intuition and common sense

generally displayed by humans. In addition to the three classic tasks robots are

intended for a 4th D, Duration. Mission duration of some UAS is longer than

http://www.as.northropgrumman.com/products/ghrq4a/index.html
http://www.ga-asi.com/products/aircraft/predator_b.php
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manned aircraft can commonly endure. This raises additional problems as aircraft

designed for long endurance operations can be difficult to fly. These factors have

all contributed to UAS acquiring a poor reputation for safety. If large UAS are to

enter civil operations then the risk of damage to themselves and others needs to

be reduced. The USA has invested heavily in this sector and the most successful

large UAS are all designed and made in the USA, Predator, Global Hawk, and

Reaper. To understand and address the specific issues which face UAS we need to

learn from the experience the USAF has gained operating these aircraft. Mishaps

and reliability of these aircraft systems was previously discussed well by the US

Secretary of Defense.[202] NASA has also made a study of the mishaps of th

unmanned aircraft which it has used in its research which has been summarized in

a book entitled Crash Course.[203] The number of UA lost to mishaps can clearly

be seen in the Class A mishap reports published by the USAF Safety Centre.[24]

As of 2009 the USAF had accrued a total of 675,450 flying hours with the Predator,

Global Hawk & Reaper. A study by Hartfield et al[25] published last year went

through the mishap data for these aircraft. The mishaps were classified by the

Table C.1: USAF UAS Class A Accrued Mishaps

Name Predator Reaper Global Hawk

Designation RQ-1/MQ-1 MQ-9 RQ-4

2000 1 0 1

2001 5 0 1

2002 12 0 3

2003 14 0 3

2004 20 0 3

2005 30 0 3

2006 35 2 3

2007 42 3 3

2008 52 6 3

2009 65 10 4

2010 72 11 5

2011 84 11 5

2012 88 11 5
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USAF(Redmond, 2008) and the study further examined their data to identify

mishap cause and system. The total accrued mishap rate was 57.3 mishaps (A-E)

per 100,000 hours. The rates for Global Hawk & Predator B/Reaper are projected

as during the period of the study the respective fleets did not exceed 100,000 flying

hours.

Individual mishap rates (classes A-E, all categories)[25]

• Predator 33.7 Mishaps per 100,000 hours

• Predator B/Reaper 64 Mishaps per 100,000 hours

• Global Hawk 53.8 Mishaps per 100,000 hours

Accrued Class A mishap rates (all categories)[25]

• Predator 11 per 100,000 flying hours

• Predator B/Reaper 18.8 per 100,000 flying hours

• Global Hawk 12.7 per 100,000 flying hours

The largest single mishap cause identified was reliability at approx. 57% of class

A mishaps.[25] This was dominated by power and propulsion reliability which

should perhaps be expected as these are all single engine aircraft. These three

aircraft all share a number of common features as well as being unmanned. They

all feature high aspect ratio wings, a single engine, satellite modem for beyond

line of sight control, & long endurance. These aircraft cannot currently refuel in

flight and thus this long endurance suggests a large take-off weight fuel fraction.

Over the 10 years of this study (2001-2009) there were 79 Class A mishaps but

only 11 Class B mishaps ($200,000 to $999,999 in Damages). There are 61 class

C mishaps over the period in question. This could suggest UAS are more prone

to complete write off or low damage than a manned aircraft. It was suggested by

Hartfield that these UAS may be susceptible to single item catastrophic failure

due to their design.[25] The U-2 manned reconnaissance aircraft shares some of

the features of these unmanned aircraft and also has a low rate of class B mishaps

compared to its class A mishap rate.[204] The U-2 similar features include a high

aspect ratio wing and a large fraction of its take-off weight is fuel. The very low

wing loading during landing makes these aircraft increasingly susceptible to gusts
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as fuel is burned and contributes to difficulty during the final touchdown phase

due to ground effect. UA suffer more from this as their wing loading can be as low

as a third of that expected for a manned aircraft.[205] The study revealed that

these aircraft suffered 43 mishaps categorized as Heavy Landing during the period

under study of which 15 were Class A mishaps.

Heavy Landing Mishap Rates[25]

• 6.4 Mishaps (A-E) per 100,000 flying hours

• 2.2 Mishaps (Class A) per 100,000 flying hours

p = d · mr
t

Algorithm 10: Equation for calculating probability p that the aircraft will have a
mishap given some average mission duration d and a mishap rate mr measured per t
flying hours

Figure C.1: Table H-1 from OSD RPAS Roadmap 2005[206]
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Table C.2: USAF Mishap Statistics Class A mishaps per 100,000 flying hours
converted to mishap probability per mission

Aircraft Aircraft Class A Estimated Class A Mishap

Designation Name Mishap Rate Mission Probability

Duration per mission

RQ-4 Global Hawk 12.7 36 0.004572

MQ-1/RQ-1 Predator 11 36 0.00264

U-2 Dragon Lady 5.51 10 0.000551

F-22 Raptor 7.34 4 0.0002936

F-16 Viper 3.55 4 0.000142

A-10 Thunderbolt II 2.07 4 0.0000828

Mishap histories and fleet flying hours for these three aircraft can be found at

Predator MQ-1 RPA Mishap History [207]

Global Hawk RQ-4 RPA Mishap History [208]

Predator B/Reaper MQ-9 RPA Mishap History [209]

C.5 Study Discussion

The Hundley study was funded to examine the mishap data and see if control by

internet was a causal factor in UAS mishaps. Hundley contends that it was found

that this not a significant factor in UAS mishaps, however this may be an over

interpretation of the available data. Hundley identified eight Class A mishaps and

5 B-E mishaps which his team agreed were caused by lost link. This does not

actually rule out the effects of a satellite link contributing to any of the other

mishaps. The AIB & SIB reports do not indicate one way or the other.

C.5.1 Mishap Categorisation

Hundley et al split the mishap data into separate categories to try to come to an

understanding of the causes behind UAS mishaps. A panel was formed to catego-

rize the mishaps consisting of unbiased graduate mathematician senior aerospace

http://www.afsec.af.mil/shared/media/document/AFD-141119-011.pdf
http://www.afsec.af.mil/shared/media/document/AFD-141119-012.pdf
http://www.afsec.af.mil/shared/media/document/AFD-141119-013.pdf


Appendix C. Persistent UAS Mishap Analysis 253

analyst Industry airworthiness analyst The panel then assessed each mishap and

put it into one of these categories.

The Mishap Cause Categories[64]

• Lost Link

• Reduced Perception

• Hard Landing

• Reliability

• Maintenance Error

• Pilot Error

• Environment

• Reliability (consisting of)

• Power Plant

• Auto Pilot

• Electrical

• Hydraulic

• Structural

A criticism of Hundley et al is that there was no written explanation of how his

panel chose which category to assign to each mishap. In one instance they assigned

half of the mishap to lost link and half to reliability. This was a class C mishap

and only a one line descriptor from the SIB was available to describe the mishap.

There is also some confusion over the nature of these causes.

C.5.2 Mode vs. Cause

When describing a mishap it can be helpful to keep a clear distinction between

the mode and the cause of the mishap. These are two separate and useful con-

cepts. e.g. A heavy landing causes major damage to the aircraft while attempting

to land. The mishap was caused by an oscillating elevator servo. Mode: Hard

landing Cause: Malfunctioning controls. In this example the system which needs

attention would be the control system. The control system may need a damper

to keep it from running away during high frequency pilot input. Improving the
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undercarriage would not have prevented the mishap. This distinction is not ad-

dressed by Hundley. Hard Landings are listed as a mishap category but we do

not know which landings were performed by an autopilot and which were flown

remotely by a human pilot. Therefore we cannot distinguish human error from

system error. Hundley himself lists heavy landing as a composite of other issues.

Hard landings are themselves a product of gust sensitivity, insufficient authority,

and reduced perception. [64] This suggests that Hundley et al should have clas-

sified the hard landings as Environmental, Pilot Error, Reduced Perception, or

perhaps Hydraulic. It is understood that Hundley et al could not identify the root

cause in many cases as only a mishap mode was listed however this perhaps could

have been better communicated by Hundley listing these categories as mishap

modes rather than mishap causes. The UAS examined are all likely to suffer from

high gust sensitivity as they have high aspect ratio wings and likely a high surface

area to mass ratio. This causes a low wing loading which causes the high gust

sensitivity.

As of 2009 this was 6.4 Heavy Landing mishaps per 100,000 flight hours The total

accrued mishap rate was 57.3 mishaps (A-E) per 100,000 hrs The combined flight

time of all 3 at that point of the study was 675,450 hours

Accrued individual rates all classes

• Predator RQ-1/MQ-1 33.7 Mishaps per 100,000 hrs

• Predator B/Reaper MQ-9 64 Mishaps per 100,000 hrs

• Global Hawk RQ-4 53.8 Mishaps per 100,000 hrs

Over the 10 years of this study (2000-2009) there were only 11 Class B mishaps

($200,000 to $999,999 in Damages). There are 72 B & C mishaps over the period

in question. This could suggest UAS are more prone to complete write off as

opposed to low damage than a manned aircraft where the USAF data seems to

indicate Class B rate is close to the Class A mishap rate. U-2 shares this feature

of a very low B rate compared to the A rate.[204] Perhaps this is a feature of

long endurance high aspect ratio aircraft? If a mistake is made recovery is more

difficult?
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C.6 Discussion

The $450 million estimate for the cost of mishaps is a low estimate I made based on

the cost incurred values listed in the associated Class A Mishap Reports. Further

detail on the class A mishaps can be gathered from the summaries in USAF Safety

Centre website.[181] Hundley et al summarized the findings into their spread sheet

attached for their classification effort. During a teleconference with Hundley one

major source of discussion was the method used to classify mishaps into their cat-

egories. The methodology was one of independent analysis by the three members

of their committee and then where the independent classifications disagreed the

analysts discussed and agreed the correct classification. No record was kept of rea-

sons or it was not fully explained in his MSc and we think has skewed the results.

It can plainly be seen however that UAS do experience mishap the same as any

other aircraft type and may have higher mishaps rates than might be expected

given their mission profile. Due to their long mission duration it might be more

appropriate to examine mishaps per mission as a comparison to manned aircraft

but this is a metric which is not available for these aircraft as although the total

fleet flying hours are published with the number of mishaps the total number of

missions is not included which precludes that type of comparison.
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