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Abstract

Artificial Intelligence (AI) has been widely studied, applied, and achieved impressive
successes in various sectors. Among these successes, Federated Learning (FL) stands
out as an innovative paradigm that enables distributed devices to collaboratively train
machine learning models without transferring sensitive data to central servers. This de-
centralised paradigm, crucial for privacy preservation, also introduces significant prac-
tical challenges, particularly due to the heterogeneity among participating clients, which
include variations in computational power, distinct data distributions, and diverse user
behaviours, all of which complicate the training process in efficiency and convergence.
Existing FL frameworks often apply a uniform learning configuration across all clients,
neglecting individual device characteristics and user contexts, inevitably leading to in-
efficient utilisation of hardware resources and increased energy consumption within the
federation. Moreover, optimisation techniques intended to exhaust computation potential
of the system, can inadvertently expose systems to vulnerabilities, compromising security
and reliability at both software and hardware levels.

This thesis addresses the critical gap of the contexts of FL including heterogeneous
hardware specifications and optimisation technique employments, by proposing adaptive,
context-aware methodologies that optimise efficiency, while analysing and mitigating as-
sociated security risks within federated learning environments. First, a Mixed-Precision
Over-the-Air Federated Learning (MP-OTA-FL) framework is introduced, allowing cli-
ents to operate at different precision levels based on their hardware capabilities. Exper-
imental results show that MP-OTA-FL significantly improves energy efficiency and task
performance, particularly for resource-constrained devices. Second, a novel Retrieval-
Augmented Generation (RAG)-based user profiling framework is proposed, dynamically
optimising client precision decisions based on contextual factors such as hardware con-
straints and user preferences, achieving higher global model accuracy and user satisfac-
tion. Finally, the thesis explores hardware vulnerabilities introduced by FL efficiency
optimisations, presenting a remote Rowhammer attack vector exploiting physically in-
duced perturbations on client devices, demonstrating practical security risks under real-
istic conditions. Collectively, these contributions provide comprehensive strategies for

contextually optimised, secure, and efficient FL. deployment, balancing performance and
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security considerations. The findings offer foundational guidance for developing robust

FL systems tailored to diverse and resource-limited real-world scenarios.

Keywords:
Mixed-Precision, Quantization, Over-the-Air, Rowhammer, RAG, Energy Efficiency, Hard-

ware Security
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Chapter 1

Introduction

1.1 Background

The rapid advancement and remarkable success of Artificial Intelligence (Al) over the
past decade, from image classification [1]] to Large Language Models (LLM) [2], have
been primarily driven by two key factors: significant leaps in computational hardware
performance and the continuous generation of vast amounts of data across all sectors of
society, both of which, follow well-established scaling laws. Compute power continues
to grow exponentially in accordance with trends like Moore’s Law, while the volume and
diversity of data expand at an accelerating pace, enabling increasingly large models to
achieve superior performance across a wide range of tasks. However, as data are increas-
ingly produced at the edge, in smartphones, [oT devices, and other distributed infrastruc-
tures, centralised data aggregation is becoming both impractical and often undesirable due
to privacy, bandwidth, and latency constraints, leading to the emergence of new learning
paradigms capable of leveraging decentralised data such as Federated Learning (FL) [3]].
FL enables multiple clients to collaboratively train a global model without the need to
exchange their private data, by transmitting only model updates to a central server for
aggregation. This decentralised approach not only addresses critical privacy concerns
but also leverages the computational capabilities of edge devices, thereby reducing re-
liance on centralised data processing infrastructures. FL’s inherent privacy preservation
aligns closely with increasing regulatory demands, such as the General Data Protection
Regulation (GDPR) [4], which impose stringent restrictions on data sharing and aggreg-
ation practices. Consequently, FLL has become highly relevant in sectors like healthcare,
finance, and smart cities, where data privacy and governance are paramount. This dis-
tributed approach significantly reduces communication overhead and latency, facilitating
real-time or near-real-time learning tasks.

Despite these promising attributes, the practical implementation of FL faces signific-
ant challenges, primarily stemming from diverse user behaviour patterns, as well as the
heterogeneity inherent in the rapid hardware evolution, where Al systems are configured
with diverse processors, accelerators, memory, storage, and networking capabilities. Such
client heterogeneity poses severe obstacles to achieving optimal performance, fairness,
and efficiency in FL systems [5].
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1.1.1 Client Device and Data Heterogeneity

Practical Federated Learning (FL) deployments exhibit considerable heterogeneity among
participating client devices, significantly influencing FL algorithm design and system per-
formance. Client devices such as high-end smartphones, [oT sensors, and legacy hardware
demonstrate considerable variations in computational power, memory capacity, battery
life, and network connectivity [|6], [7]. Traditional FL algorithms frequently adopt homo-
geneous assumptions, leading to inefficient resource utilisation. This may result in ex-
cessive computational burdens on resource-limited devices and underutilisation of more
powerful clients, causing prolonged training times, degraded global model performance,
or increased dropout rates [[7], [8]].

Moreover, simplistic client selection strategies, commonly random or uniform parti-
cipation, fail to account for individual device characteristics. Such approaches neglect
significant opportunities for optimisation, including context-aware client selection based
on computational capacity, battery status, or network reliability. Recent studies suggest
that adaptive client selection mechanisms leveraging contextual client attributes can sub-
stantially enhance FL efficiency and fairness [9)]. However, comprehensive integration
and scalability assessments of these methods within realistic, heterogeneous federated
environments remain limited.

Beyond device-level heterogeneity, the diversity in client data—often termed statist-
ical heterogeneity—poses considerable challenges for FL training. Variations in data dis-
tribution, volume, and quality across client devices can significantly impact model con-
vergence, accuracy, and fairness. Such heterogeneity frequently results in biased global
models, predominantly favouring client subsets with abundant or high-quality data while
marginalising others [10]. Techniques such as personalised federated learning, hierarch-
ical model aggregation, and transfer learning have been introduced to mitigate these chal-
lenges, yet practical implementations, scalability assessments, and evaluations within het-
erogeneous real-world contexts require further exploration [11]].

Additionally, hierarchical and clustered federated learning structures, grouping cli-
ents based on shared characteristics or complementary capabilities, represent a promising
yet underexplored direction. These structures could enable tailored model aggregation
strategies, optimising resource allocation and enhancing computational efficiency at sub-
group levels. Systematic investigation into the implementation, scalability, and effective-
ness of hierarchical federated learning approaches within heterogeneous device networks
is a critical gap in the existing literature [[12].

1.1.2 Operation Contexts

FL deployment contexts involve multiple operational considerations, including compu-
tational efficiency, resource constraints, and user behaviour. Resource constraints, par-
ticularly prevalent among edge devices, significantly complicate FL participation. Lim-
ited battery life, restricted computational resources, and constrained storage capacities
frequently hinder device engagement in resource-intensive training and communication
tasks, leading to diminished user experience and increased device attrition from FL net-
works [7]. Addressing these constraints necessitates context-aware computational strategies
capable of dynamically adapting model complexity and training intensity to individual
device contexts.
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Energy-efficient FL strategies have predominantly focused on simple client-level op-
timisations, such as energy-aware client selection or static model adjustments. How-
ever, sophisticated dynamic approaches—such as multi-objective optimisation or rein-
forcement learning strategies—capable of balancing complex trade-offs among accuracy,
computational efficiency, and energy consumption remain underexplored in heterogen-
eous federated settings [13]. These advanced techniques offer significant potential for
comprehensive solutions to resource constraints while ensuring high global accuracy and
fairness.

Computation offloading represents another critical operational context within FL, of-
fering potential resource relief to constrained devices by leveraging nearby edge or cloud
infrastructures [[6]. While computation offloading is well-established within edge comput-
ing, its integration into FL. workflows with considerations for heterogeneity, privacy pre-
servation, and adaptive decision-making remains insufficiently explored. Robust meth-
odologies for secure and adaptive offloading, addressing privacy risks, communication
overheads, and latency implications, constitute an essential area for further research.

Additionally, user behaviour and preferences introduce complexity into FL systems.
Individual usage patterns, data availability, and user engagement significantly affect data
quality, quantity, and representativeness. Active users may contribute disproportionately
larger and higher-quality datasets, causing inherent imbalances within federations. Vari-
ability in data quality due to differing device settings or user interaction levels further
exacerbates disparities, impacting model accuracy and fairness [[14].

User privacy preferences critically impact participation rates and data contributions.
Users concerned about privacy may restrict participation or impose stringent privacy con-
ditions such as differential privacy, influencing the diversity and robustness of training
data. Thus, sophisticated privacy-preserving methods like secure multiparty computa-
tion, homomorphic encryption, federated distillation, and tailored differential privacy im-
plementations are required, aligned with varied user expectations and regulatory compli-
ance [4]], [15]].

Addressing these multifaceted operational challenges demands innovative, adaptive
strategies integrating computational efficiency with user sensitivities. Developing context-
aware optimisation and scheduling tailored explicitly to nuanced user attributes and device
constraints is essential for effective, fair, and robust FL outcomes.

1.1.3 Efficiency Optimisation Techniques in Federated Learning

Efficiency optimisation in Federated Learning encompasses software, hardware, and communication-
centric techniques designed to minimise computational and communication overhead,
crucial for enabling FL in resource-constrained environments.

1.1.3.1 Software-based Optimisation Techniques

Software methods include model pruning, quantisation, sparse updates, and precision
management. Periodic averaging combined with quantised communications, such as Fed-
PAQ, significantly enhances communication efficiency by reducing message sizes and
frequencies [16]. Layer-wise pruning and quantisation (FedLP-Q, FedLLP) systematically
reduce model parameters and computational demands while preserving accuracy [[17].
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FedPal further advances pruning by achieving extreme sparsity at model initialisation,
accelerating convergence [18].

Quantisation strategies have evolved notably, with ultra-low-bit quantisation frame-
works like FedQNN substantially decreasing computational demands [19]]. Bit-freezing
techniques adaptively manage computational precision during training, reducing errors
from quantisation. Studies indicate that low-precision training, such as 8-bit precision,
can match full-precision performance with robust aggregation [20]. Mixed-precision
quantisation (FedMPQ) assigns precision levels tailored to device capabilities, optimising
efficiency and accuracy trade-offs [21].

1.1.3.2 Hardware-based Optimisation Techniques

Hardware optimisations leverage specialised processors, Remote Direct Memory Access
(RDMA), and page-locked memory to enhance computational and communication effi-
ciency. Dedicated hardware accelerators and clustered edge computing architectures, ex-
emplified by MEC-AI HetFL, dynamically offload computation and manage asynchron-
ous updates, improving participation from resource-constrained devices [22].

1.1.3.3 Communication-centric Optimisation Techniques

Communication optimisation techniques like FedSZ integrate lossy and lossless coding
schemes to substantially reduce communication payload sizes without compromising
model integrity [23]]. Message quantisation and streaming methods, as implemented in
frameworks such as NVIDIA FLARE, address bandwidth bottlenecks, enabling scalable
federated learning deployments [24]].

1.1.3.4 Potential Induced Vulnerabilities

Efficiency optimisation techniques may inadvertently introduce vulnerabilities such as
reduced robustness to adversarial attacks, biases from mixed-precision aggregations, and
increased susceptibility to communication errors. Addressing these vulnerabilities is vital
for secure and resilient federated learning.

1.2 Research Gaps

While Federated Learning (FL) presents a compelling framework for collaborative learn-
ing with privacy preservation, several critical research gaps hinder its widespread and ef-
fective deployment, particularly concerning client heterogeneity and the pursuit of com-
putational efficiency. These gaps span the effective utilisation of device diversity, nu-
anced exploration of optimisation trade-offs, context-aware computational strategies, and
robustness considerations arising from efficiency-driven optimisations.

1.2.1 Underutilisation of Client Heterogeneity

Current FL research often adopts simplified assumptions, treating the federated envir-
onment as homogeneous. This perspective overlooks the extensive variability found in
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real-world deployments, such as differences in computational power, memory capacity,
battery life, and network connectivity among diverse client devices [25]], [7]. Such sim-
plification leads to suboptimal resource allocation, often overburdening resource-limited
clients while simultaneously underutilising more capable devices, resulting in prolonged
training periods, reduced global model performance, and increased dropout rates [8]].

Moreover, current FL protocols often select clients based on simplistic criteria, such
as random selection or uniform participation, which fail to account for individual device
characteristics and capabilities. Recent efforts in context-aware client selection have
demonstrated preliminary benefits, suggesting that informed and adaptive client selection
methods, such as those considering available computational resources, energy status, or
network conditions, can substantially improve training efficiency and fairness [9]. How-
ever, systematic investigation into integrating these methods into scalable FL architectures
remains limited.

Additionally, existing FL solutions seldom explore hierarchical or clustered approaches
extensively. Hierarchical FL, where clients are grouped based on similarity or comple-
mentary characteristics, may allow better resource allocation and improved computational
efficiency by enabling tailored training protocols at subgroup levels [[12]]. Nonetheless,
the practical implementation, scalability, and effectiveness of hierarchical approaches in
real-world heterogeneous settings are still inadequately studied.

The heterogeneous nature of FL client devices presents complex and interrelated
trade-offs among model accuracy, computational load, energy consumption, and com-
munication overheads [26]. Current FL strategies often lack sophisticated mechanisms to
dynamically balance these conflicting criteria in a client-specific or context-aware man-
ner. While previous works have introduced partial solutions, such as adaptive model prun-
ing, compression, or asynchronous update schemes to systematically explore and manage
these multifaceted trade-offs remain scarce.

Furthermore, the interactions among trade-offs can be highly non-linear and context-
dependent. For instance, improving computational efficiency by aggressive model com-
pression might disproportionately degrade accuracy on devices with limited local data,
while minimally impacting those with abundant high-quality data [[13]]. Consequently, ad-
vanced optimisation methods, such as multi-objective optimisation, reinforcement learn-
ing, and context-aware Bayesian optimisation, offer promising avenues for managing
such complex interactions but have not been adequately explored or integrated within
FL frameworks.

1.2.2 Absence of Context-Aware Efficiency Strategies

While techniques such as mixed-precision computing and dynamic quantisation have
demonstrated significant success in centralised machine learning settings by effectively
balancing computational efficiency and model accuracy [27], their adaptation to decent-
ralised and heterogeneous FL scenarios is significantly underexplored. Context-aware
computational strategies, such as adaptive precision allocation based on device-specific
resource availability, could deliver substantial computational and energy savings without
severely impacting model performance.

Additionally, dynamic computation offloading, leveraging nearby edge or cloud in-
frastructure to complement resource-constrained clients during intensive training tasks,
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represents another promising but inadequately explored strategy in the context of FL. Al-
though computation offloading is well-established in edge computing literature, its integ-
ration into FLL workflows, particularly in a context-aware and privacy-preserving manner,
remains largely uninvestigated [6]]. Establishing methodologies for secure and adaptive
offloading decisions, including assessing privacy risks, communication overheads, and
latency implications, constitutes a crucial research gap that needs to be addressed.

Another critical yet underexplored aspect of context-aware efficiency involves accur-
ately assessing individual client contributions. Client contributions in FL environments
are challenging to quantify due to diverse client contexts, heterogeneous data quality,
quantity, and device performance. Accurate evaluation and reward mechanisms based on
client contributions could enhance participation incentives, fairness, and overall model
performance. However, current methodologies lack robust mechanisms for reliably as-
sessing and leveraging client-specific contributions within resource-constrained and het-
erogeneous settings.

1.2.3 Vulnerability Introduced by Efficiency Optimisations

Efficiency-driven optimisations in Federated Learning (FL), while crucial for managing
resource constraints, can inadvertently introduce vulnerabilities that affect both model
performance and system security. Such optimisations generally fall into two broad cat-
egories: software-based and hardware-based. Each category presents distinct vulnerabil-
ities that remain insufficiently studied in current FL literature.

1.2.3.1 Software-based Optimisation Vulnerabilities

Software-based optimisations in FL primarily involve algorithmic techniques aimed at re-
ducing computational and communication overhead. Common examples include aggress-
ive model compression, gradient quantisation, sparsification methods, and asynchronous
update strategies [26], [28]. While these approaches successfully reduce resource de-
mands, they also introduce several potential vulnerabilities.

Aggressive model compression or quantisation, for example, reduces model redund-
ancy and precision, thereby potentially decreasing the robustness of the global model
against noisy or malicious updates. Such compressed or sparse model representations
may be more susceptible to adversarial manipulations, including backdoor or poisoning
attacks [29]. Similarly, gradient sparsification and asynchronous communication, while
minimising communication overhead, can amplify statistical heterogeneity and delay con-
vergence, increasing the system’s susceptibility to straggler effects and exacerbating risks
from unreliable or adversarially compromised clients [28]].

Moreover, software-based efficiency measures that dynamically adapt client particip-
ation or training intensity based on resource availability or communication reliability can
inadvertently create opportunities for malicious actors. For instance, adversaries could
strategically manipulate local resource states or network conditions to evade detection
by adaptive anomaly detection mechanisms or to exploit efficiency-driven adaptive train-
ing protocols [14]. Comprehensive research into robust aggregation techniques, secure
adaptive scheduling, and resilient anomaly detection mechanisms specifically tailored to
software-based efficiency optimisations remains a largely unaddressed area.
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1.2.3.2 Hardware-based Optimisation Vulnerabilities

Hardware-based optimisations leverage advancements at the hardware level, such as page-
lock memory (pinned memory), Direct Memory Access (DMA). Although these strategies
can improve efficiency to varying levels, they similarly expose FL systems to potential
vulnerabilities that have received minimal attention in current research.

For instance, memory optimisation techniques, such as page-lock memory, which sig-
nificantly improve efficiency in both training and inferencing for deep learning, could also
serve as a guide for external aggressors on DRAM related attacks. Additionally, tech-
niques like DMA/RDMA, improve memory operation efficiency by enabling internal or
external devices to bypass the CPU and directly access memory, also degrade the security
level of the FL application.

Addressing these vulnerabilities requires integrated research efforts that jointly con-
sider software-based and hardware-based optimisations. Developing comprehensive frame-
works that include robust aggregation, secure adaptive mechanisms, and hardware-aware
protections represents a critical step forward in achieving secure and efficient FL deploy-
ments in heterogeneous and resource-constrained environments.

1.3 Aims and Objectives

1.3.1 Aim and Research Questions

The central aim of this thesis is to understand how contextual factors in heterogeneous
Federated Learning (FL) environments affect computational efficiency, optimisation trade-
offs, and system security. Specifically, the thesis seeks to address the following research
questions:

1. What are the contextual factors and their corresponding effects in federated learning
systems?

2. How to utilise the heterogeneity of clients in federated learning for better efficiency
or task accuracy?

3. How to effectively and dynamically assess and integrate individual client contribu-
tions and user preferences into federated learning of clients with diverse contexts?

4. How do efficiency optimisation techniques influence the robustness of federated
learning systems, and what new adversarial vulnerabilities arise from software and
hardware optimisation techniques?

1.3.2 Objectives

To address the above research questions, the specific objectives designed are:

1. Literature Review of Contextual Factors in Federated Learning: Conduct a
comprehensive literature review to identify contextual factors in federated learn-
ing, including client heterogeneity, contribution assessment, efficiency optimisation
techniques and security vulnerabilities, highlighting existing research gaps.
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2. Mixed-Precision Federated Learning: Develop a Mixed-Precision Over-the-Air
Federated Learning (MP-OTA-FL) framework enabling clients to participate in fed-
erated learning while operating at multiple computation precision, and evaluate ef-
ficiency and accuracy trade-offs.

3. RAG-based User Profiling for Contextual Optimisation: Develop and validate
Retrieval-Augmented Generation (RAG)-based user profiling methods, leveraging
contextual client data to improve precision planning, optimise resource utilisation,
and improve overall federated learning model performance.

4. Analysis of Hardware-based Vulnerabilities: Investigate both software and hardware-
based efficiency optimisation techniques, including page-lock memory, huge pages,
and RDMA, assessing their potential exploitation through novel Rowhammer attack
scenarios and evaluating associated security risks.

1.4 Thesis Organisation

This thesis systematically explores contextual efficiency optimisation strategies in Feder-
ated Learning and analyses related adversarial vulnerabilities. It presents comprehensive
solutions that integrate efficiency and security considerations within heterogeneous client
scenarios. The thesis is organised based on publications and the structure is as follows:

Chapter 1: Introduction presents the foundational concepts of Federated Learn-
ing, outlines motivations for context-aware efficiency optimisation, identifies the interplay
with adversarial vulnerabilities, and specifies the research aims, objectives, and structure.

Chapter 2: Literature Review of Contextual Factors in Federated Learning a
comprehensive literature review to identify contextual factors in federated learning, in-
cluding client heterogeneity, contribution assessment, efficiency optimisation techniques,
and security vulnerabilities. Part of the content of this chapter was revised and contributed
as a section in publication [1], as listed in the List of Publications.

Chapter 3: Mixed-Precision Federated Learning via Multi-Precision Over-the-
Air Aggregation directly addresses contextual efficiency optimisation by introducing the
Mixed-Precision Over-the-Air Federated Learning (MP-OTA-FL) framework. This meth-
odology enables clients of heterogeneous capabilities to operate at appropriate computa-
tion precision through multi-precision aggregation to enhance their trade-offs between
efficiency and accuracy, especially for those with most limited resources. This chapter
was revised into an independent manuscript and published in IEEE Wireless Communic-
ations and Networking Conference, as listed as listed in the List of Publications.

Chapter 4: RAG-based User Profiling for Precision Planning in Mixed-Precision
Over-the-Air Federated Learning explores the integration of Retrieval-Augmented Gen-
eration (RAG)-based user profiling techniques to infer contextual information such as user
behaviour, resource sensitivity, and potential contribution. This approach enables fine-
grained optimisation of computational precision for better server model performance and
client efficiency and training contribution, extending the previously proposed MP-OTA-
FL framework. This chapter was revised into an independent manuscript and accepted for
publication in IEEE Vehicular Technology Conference, with pre-print on ArXiv, as listed
as listed in the List of Publications.
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Chapter 5: Rowhammer Attack via Physical Interference on Federated Learn-
ing Clients examines how hardware-based efficiency optimisations, such as page-lock
memory, huge pages, and RDMA, can facilitate potential attacks, introduces a novel RL
based threat vector targeting the server hardware via inducing Rowhammer attacks. This
chapter was revised into an independent manuscript and submitted to ArXiv as a pre-print,
as listed in the List of Publications.

Chapter 6: Discussion synthesises findings from previous chapters, offering in-
tegrated frameworks for contextually optimised efficiency, and optimisation related ad-
versarial vulnerabilities. It presents a comprehensive discussion on interpretation, contri-
bution, and limitation of the findings.

Chapter 7: Conclusion and Future Work summarises the key contributions, evalu-
ates how objectives were met, and outlines future research directions.



Chapter 2

Literature Review

Federated Learning (FL) is a distributed machine learning paradigm in which a central
server coordinates many clients, such as mobile or 10T devices, to jointly train a model
without sharing raw data [3]]. In contrast to traditional centralised learning, FL keeps
data decentralised for privacy, but introduces new challenges due to the diverse con-
texts in which clients operate. FL has gained tremendous attention for its potential in
large-scale, privacy-preserving applications [[14]. However, the effectiveness of FL de-
pends on various contextual factors inherent to real-world settings. Key factors include
client heterogeneity in terms of differences in data distributions and device capabilities
across clients, contribution assessment methods to evaluate and incentivise participants’
contributions, end-user satisfaction in meeting individual users’ needs and fairness ex-
pectations, efficiency optimization techniques to reduce communication and computation
overheads, and security vulnerabilities from malicious participants or external attackers.
In this chapter, I review the state-of-the-art research on each of these aspects, focusing
primarily on recent advances, while acknowledging earlier milestone works, to illustrate
how these factors impact federated learning and corresponding research gaps.

2.1 Client Heterogeneity

2.1.1 Statistical Heterogeneity

One of the defining challenges in FL is heterogeneity among participating clients. Unlike
controlled data centre environments, federated clients may have vastly different data and
system characteristics. Statistical heterogeneity refers to the scenario where clients’ local
datasets are not identically distributed (non-1ID) and may be imbalanced in size. This
is the norm in FL, where users generate personal data with unique distributions, leading
to divergent local model updates and degraded global model performance if not properly
handled. In fact, federated averaging (FedAvg) [3]], the seminal FL algorithm based on
iterative model averaging, was shown to be robust to mild non-IID data in some cases,
but in highly skewed data scenarios the convergence can stall or the model may favour
dominant data sources. Early studies identified that naively minimizing the average loss
can disproportionately sacrifice performance on some clients [30]. Numerous algorithms
have been proposed to tackle statistical heterogeneity. For example, FedProx [5] intro-
duced a proximal term in clients’ objective functions to keep local model updates closer
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to the global model, thereby stabilizing training on heterogeneous data. FedProx general-
ises FedAvg and demonstrated significantly more robust convergence under both non-I1ID
data and variable compute budgets, improving accuracy by reducing the “drift” of local
models [|5]]. Other methods like SCAFFOLD [31]] use control variates to correct for client-
drift in stochastic gradients, and have theoretical convergence guarantees even when client
data distributions diverge.

2.1.2 System Heterogeneity

Client heterogeneity is not only about data, there is also system heterogeneity. Clients
differ in computational power, memory, network connectivity, and energy capacity. Some
devices may train faster while others lag behind or occasionally drop out. FL in cross-
device settings often involves hundreds or millions of ephemeral clients on slow or unre-
liable network connections, where communication is often the primary bottleneck [[14].
This variability makes synchronous aggregation challenging: if the server waits for all
devices, training slows; if it proceeds with a subset, accuracy may be impacted by bias.
Practical FL systems address this by selecting only a fraction of clients per round and
often by dropping or bounding stragglers’ effect, that is to wait for a time limit then pro-
ceeding with available updates. Recent research explores fully asynchronous FL to avoid
idle waiting, where clients send updates on their own schedule and the server updates
the model iteratively upon receiving each or a batch of updates. Asynchronous methods
can mitigate stragglers but need to handle stale updates and convergence stability. An-
other angle is to cluster clients by hardware capability or geography such as hierarchical
FL, assigning those with better connectivity to more frequent communication, or using
intermediate aggregation servers to accommodate slower clients [32].

2.1.3 Model Heterogeneity

Another important subclass of heterogeneity is model heterogeneity. In some applica-
tions, different clients may require or employ different model architectures. For instance,
edge devices with limited resources might use a smaller model than the global model, or
different organizations might train models for related but not identical tasks. Traditional
FL assumes a common model architecture for aggregation to make sense, so heterogen-
eity in models demands new approaches. One solution is knowledge transfer techniques,
such as federated distillation, rather than averaging model parameters layer by layer, cli-
ents distill their knowledge to a common format that can be aggregated [33]. Another
approach is to train a multi-model system, where a global representation is shared but
each client has some personalised layers. In cross-silo FL with fewer but more powerful
organizational clients, sometimes parties agree on a subset of model layers to share while
keeping others private, addressing architectural differences.

Handling heterogeneity is crucial for successful federation at scale. Embracing het-
erogeneity can even be beneficial, by allowing clients to train locally suitable models
and share only parts of them, FL can become more flexible and achieve higher overall
performance [34]. However, achieving effective collaboration in the presence of hetero-
geneous conditions remains a central research challenge.

11
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2.2 Contribution Assessment and Incentive Mechanisms

2.2.1 Contribution Assessment

In federated networks with many self-interested parties, it is important to understand and
fairly measure each client’s contribution to the global model. Contribution assessment
methods aim to quantify how much a given client’s data or effort has improved the model.
This has several purposes: (1) to incentivise clients via rewards or payments proportional
to their contributions, (2) to identify and mitigate “free riders”, those participants who
submit useless or low-quality updates but still wish to benefit from the final model, and
(3) to ensure fairness and trust in the collaborative process [35]. A straightforward idea is
to evaluate the global model’s performance with and without a particular client’s updates,
but doing this exhaustively for all combinations of clients is combinatorially expensive.
Researchers have thus turned to cooperative game theory concepts, notably the Shapley
value, which provides a principled way to attribute a value to each player (client) based on
marginal contributions [36]. In the FL context, the Shapley value of a client is computed
by averaging its marginal improvement to the model over all subsets of other clients.
Direct Shapley value calculation is infeasible for large numbers of clients due to its expo-
nential computation complexity, recent works move towards approximated Shapley value
calculation, such as GTG-Shapley [32], which uses gradient reconstruction to evaluate a
client’s influence without retraining from scratch for each subset.

Another line of work focuses on detecting free-riders and malicious contributors.
Free-riders may attempt to download the global model each round without actually ex-
pending local computation or may submit random updates. Methods to spot such be-
haviour include verifying sample updates or using peer monitoring in decentralised FL.
Some approaches require clients to provide proof-of-work or proof-of-learning, such as
a history-aware contribution tracking framework by [35]], which flags suspicious clients
by analysing their long-term contribution patterns across rounds, where a sudden drop or
consistently zero contribution might indicate a free-rider or malfunction, and ultimately,
establishing a robust reputation system, where clients build trust over time by consistent
contributions, is an important future direction for federated systems.

2.2.2 Incentive Mechanisms

Alongside measuring contributions, incentive mechanisms are designed to encourage cli-
ents to participate actively and honestly in FL. Many incentive schemes model the inter-
action between the server and clients as a game or economic market. Some approaches
use reward pools divided according to contribution scores such as Shapley values, so that
clients with more valuable data or better effort are compensated more, fostering a vir-
tuous cycle of participation. For instance, Kang et al [[37] combine reputation systems
with contract theory, where the server offers contracts with rewards to clients for a certain
quality of contribution, and clients with higher reputation based on contribution history
get better terms, which in turn incentivise honest effort. Yu et al [38] introduce a fairness-
aware incentive scheme that dynamically adjusts rewards to balance not only the total
contribution but also issues of equity among clients, ensuring that even clients with less
data or slower devices have incentive to join without feeling exploited. Hierarchical in-
centive mechanisms have also been studied for multi-tier FL, in which mobile devices are
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grouped under edge servers, where incentives are distributed at both the edge level and
the cloud level [6].

A critical aspect is ensuring the incentive mechanism itself does not distort the learn-
ing. If clients are rewarded solely on immediate accuracy contribution, they might ma-
nipulate their behaviour or data to game the metric. Thus, robust contribution assessment
often goes hand-in-hand with security and fairness, to detect false or low-quality contribu-
tions, as well as to ensure minority or lower-resource clients are not always undervalued.
Recent research highlights the need for “truthful” mechanisms that encourage clients to
report honestly about their capabilities and follow the protocol by designing rewards such
that the best strategy for each client is to act truthfully [37], [38].

2.3 Personalization and End-User Satisfaction

Federated learning traditionally produces a single global model intended to serve all cli-
ents. However, given the diversity of users and data, a one-size-fits-all model may not be
optimal for many participants. End-user satisfaction in FL refers to how well the outcome
of the learning process meets the needs of each client or user. If some users experience
poor model performance, such as a language model that fails to adapt to a user’s dialect
or a recommendation system that ignores a minority preference, these users will be dis-
satisfied and discouraged to continue participating. This concern has driven research in
personalised federated learning and fairness in FL.

Personalization techniques allow each client to obtain a model that is tuned to its
own data or preferences while still benefiting from knowledge aggregated from others.
A simple approach is local fine-tuning. After the global model is learned, each client
can continue training on its own data for a few epochs. This often yields a boost on that
client’s task, at the expense of diverging from the global model, which is fine if the goal
prioritise local accuracy. More advanced approaches aim to incorporate personalization
into the federated training itself. One class of methods is based on meta-learning. Fal-
lah et al [39] proposed Per-FedAvg, a model-agnostic meta-learning approach for FL, in
which a globally shared initialization is learned such that each client can cheaply adapt
it to their local task with a few gradient steps. This approach keeps the benefits of col-
laboration, the strong starting model, but yields a personalised model for each user after
adaptation. There are also multi-task learning formulations of FL, where the global ob-
jective is modified to minimise a weighted sum of individual client losses, allowing a bias
towards better worst-case performance. Mohri et al [40] introduced Agnostic Federated
Learning, which optimises for any target distribution over clients, effectively focusing on
the worst-off client to ensure no client’s performance is too low. Such distributionally
robust optimization is one way to formalise fairness, seeking to maximise the accuracy
of the least satisfied user, thus providing some guarantee of service to all participants.
Another notable approach is Q-FFL (g-Fair Federated Learning) by [30], which gener-
alises the objective to enforce a more uniform accuracy distribution across clients. By
re-weighting client losses with a parameter ¢, one can tune the trade-off between overall
accuracy and fairness, higher ¢ places more emphasis on clients with worse performance,
improving their outcomes at some cost to the best-performing clients. Empirical results
showed that Q-FFL achieved a significantly more equitable performance spread, address-
ing the issue where standard FedAvg might give some clients near-perfect accuracy while
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others are barely above chance [30]].

Beyond algorithmic fairness, user satisfaction can be improved by giving users a de-
gree of control or transparency. Some systems allow users to opt-out of certain updates or
to locally adjust how their data is weighted. This ventures into the human-in-the-loop FL,
which is still under-explored. Nonetheless, the prevalent direction in research is creat-
ing personalised models automatically. Other personalization strategies include, learning
personal model layers or representations, where each client has some private model para-
meters in addition to the shared global parameters [41], clustering clients with similar data
and learning a specialised model per cluster [42], and federated meta-learning frameworks
where the system infers how to best personalise for a new client based on experience with
previous ones.

Personalization is tightly linked to fairness in federated learning. Fairness here often
means ensuring that the learning process does not unduly advantage some clients over oth-
ers. Without intervention, the global model tends to be biased towards clients with larger
or less noisy datasets. Smaller or outlier clients can become “second-class”, for whom the
global model might perform poorly. Strategies like agnostic FL or q-FFL directly address
this by changing the optimization goal to reduce disparity. Another algorithm, Ditto [43]],
explicitly separates the objective into two parts: a global objective for the shared model
and individual local objectives for personalized models, solved in parallel. Ditto showed
that by allowing each client to maintain a personalized model through a regularized local
training alongside global training, one can improve fairness and robustness as each client
gets a personalized model that is less affected by other clients’ corrupted data).

It is worth noting that perfect fairness can conflict with overall efficiency or accur-
acy. For instance, if one client has extremely difficult or noisy data, optimizing for that
client’s performance could harm the global model for others. Thus, recent work tries
to find Pareto-optimal trade-offs or multi-objective optimization for federated fairness.
Some approaches adapt the aggregation weights or client sampling frequency based on
performance, where clients with higher loss might be sampled more frequently or given
higher learning rates to catch up, as a form of affirmative action in training [40]].

Ultimately, improving end-user satisfaction in FL is about recognizing that different
users define “model quality” differently. A key open question is how to quantitatively
measure satisfaction in a federated context which involves metrics for both accuracy and
fairness. FL research is moving toward producing a suite of models or a configurable
model that can better serve individuals. This trend aligns FL with the broader goal of
democratizing model performance so that ’no one is left behind” by a collaborative model.

2.4 Efficiency Optimization Techniques

Despite the promise of leveraging distributed data, federated learning faces significant ef-
ficiency bottlenecks, primarily in communication. Since FL involves iterative exchange
of model updates between clients and server, the process can be dramatically slower than
centralized training if not optimized. Communication constraints arise because models,
especially modern deep neural networks, consist of millions of parameters, and send-
ing these across network links, which are often wireless or unreliable links, for possibly
thousands of rounds is extremely costly. Recent state-of-the-art models such as large lan-
guage models contain billions of parameters, which would be outright infeasible to train
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in a vanilla federated manner over edge devices. Therefore, a major research thrust has
been to reduce the communication load in FL while maintaining model accuracy.

24.1 Communication Compression

One category of solutions is communication compression. Techniques like quantization
and sparsification of model updates can shrink the message size each client sends. For
example, instead of sending full 32-bit floating point weights or gradients, a client can
send a compressed update: sending only the sign of each gradient component (as in
signSGD [44]) reduces communication by a factor of 32, and surprisingly, signSGD can
still converge for non-convex problems with only a modest accuracy loss. Another clas-
sic method is quantised SGD (QSGD) [45], which represents gradients with a few bits
by probabilistically rounding values — it guarantees unbiased gradient estimates and has
theoretical convergence bounds, significantly cutting bandwidth needs. Sparsification ap-
proaches have clients send only the largest-magnitude components of the update (top-k
sparsification) or updates above a threshold, dropping the rest to zero. This exploits the
observation that often gradients are mostly small perturbations with only a few signific-
ant directions. By communicating only those, one can achieve significant compression
rates (10x—100x) [46]]. To make sparsification effective, strategies like error accumula-
tion, which accumulates the dropped components to send later, are used to ensure nothing
important is permanently lost. More recent innovations combine quantization and sparsity
with learning, such as adaptive compression where the level of compression is tuned dur-
ing training to maintain just enough signal for progress. Empirical studies show that
compression can cut total communication by an order of magnitude or more, often with
minor impact on final accuracy, especially when paired with additional local computation
to compensate.

Another technique is to reduce the frequency of communication. Local update schemes
perform multiple local SGD steps per communication round, as opposed to a fully syn-
chronous SGD that would communicate every single mini-batch. By increasing the num-
ber of local steps between communications, one can reduce how often messages are sent.
However, too many local steps can cause divergence on non-1ID data, as local models
drift apart. Building on this, adaptive strategies have been proposed where the server
decides if and when to ask clients for an update based on the state of the model. If the
global model observes minimal updates, it might delay the next round to avoid redund-
ant communication. Some researchers formulated this as a control problem, determining
an optimal communication period to minimise total time [47]. Another approach is to
allow asynchronous update aggregation, where faster clients can communicate more fre-
quently than slower ones, which effectively means not every client communicates every
round. This reduces per-round communication and can speed up wall-clock time, though
the algorithm must account for stale updates from slower clients.

2.4.2 Client Selection and Scheduling

A complementary direction is client selection and scheduling. In large federated net-
works, it’s wasteful and unnecessary to involve every client in every round. Selecting a
small but representative subset of clients each round can drastically cut bandwidth and
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also mitigate stragglers. The original FedAvg paper used random sampling of clients [3]],
which is simple and works well when many rounds are possible. Later works consider
more intelligent selection approaches, such as prioritizing clients with high-quality or
rare data to improve model accuracy faster, or cycling through clients to ensure fairness.
Some protocols use multi-armed bandit algorithms to identify which clients yield the best
improvements per communication cost [48]. Others enforce proportional fairness that
ensures each client to be selected a certain fraction of time relative to its contribution
potential or to ensure each has similar influence on the final model. Hierarchical FL is
another efficiency strategy, in which local client groups first aggregate models among
themselves, and only the aggregated group models are sent to the central server, keeping
most communication local, and only compressed higher-level updates traverse the long-
distance network [32]. It reduces latency and offloads computation from the central server.
Hierarchical methods have shown improved scalability for scenarios like connected cars
or [oT networks.

2.4.3 Computation Efficiency Optimisation

Beyond communication, computation efficiency on clients is also considered. Many edge
devices are low-power, so heavy training can drain battery or stall the device. Techniques
like model pruning and distillation can be used in FL where clients might train a smaller
version of the global model, such as a subnetwork, or only train certain layers such as
the output layers on device. One example is federated dropout, each client trains with a
randomly dropped subset of the model’s parameters. This not only reduces computation
and memory usage locally but, if orchestrated properly, can also collectively train the
full model. Another approach is split learning in a federated context, where each client
partially trains a model and sends intermediate activations to the server which completes
the forward/backward pass for the remaining layers [49]. This splits the computation,
trading client computation offload with increased communication of activations per data
point.

A notable recent advance is the use of knowledge distillation for FL efficiency, as in-
troduced in FedKD by [33]]. In that scheme, instead of exchanging full model parameters,
clients periodically send distilled knowledge to the server. The server aggregates these-
knowledge vectors and updates a global model accordingly, which is then sent back as
a distilled form, such as a small model’s predictions, rather than the full model weights.
This dramatically lowers communication payload, since only outputs for a limited num-
ber of reference examples are shared, not all model parameters. FedKD achieved up to
94.9% reduction in communication cost while obtaining accuracy comparable to standard
federated training [[33]]. The trade-off is the need for a public dataset or synthetic data on
which to base distillation, but it demonstrates a promising route for extreme compression.

Overall, efficiency optimization in FL is about striking a balance between commu-
nication, computation, and convergence. The past few years have produced a toolkit of
methods: quantization, sparsification, client scheduling, local update tuning, and novel
paradigms like model splitting and distillation. When combined, these can enable FL in
environments previously impractical, such as training a model across millions of phones
overnight, or running FL on tiny IoT sensors with limited bandwidth. Applying these
techniques often introduces additional hyper-parameters such as compression level, num-
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ber of local steps, that need to be tuned for each application. Theoretical research has
advanced to where many of these techniques have convergence guarantees under certain
assumptions. QSGD has convergence proof for convex problems [45]], and FedAvg has
been analysed for non-IID settings [31], [S]). Nonetheless, building robust and efficient
FL systems require carefully engineered combinations of these methods to avoid poor
performance or potential security risks.

2.5 Security and Privacy Vulnerabilities
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Figure 2.1: Attack vectors against a machine learning MaaS controller: a) evasion data
attacks that attempt to cause mis-performance in the machine learning algorithm, b) MitM
attacks, bl) inferring personal information by eavesdropping on hyper-parameter or raw
data exchanges, b2) model extraction attacks try to infer the overall MaaS controller
model, and d) gamification attacks that use a sequence of false data to erode system wide
performance.

Federated Learning (FL) was initially proposed as a privacy-preserving solution for
decentralised training. However, recent research reveals that FL inherits vulnerabilities
similar to conventional machine learning, amplified by its distributed architecture. This
section elaborates on key vulnerabilities and mitigation strategies, emphasizing the unique
challenges presented by FL and its associated technologies. Fig. [2.1] presents an example
of security risks with a Federated Al Mobility as a Service (MaaS) system.
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FL exposes several potential vulnerabilities, including data poisoning, inference at-
tacks, model extraction, and communication-based threats. These vulnerabilities threaten
the integrity of the model, privacy of users, and the security of the overall system.

2.5.1 Malicious Participation

Malicious participation in federated learning (FL) encompasses a broad spectrum of ad-
versarial behaviours where clients deliberately disrupt or manipulate the collaborative
training process. Such threats include both traditional model poisoning and emerging
forms of strategic gaming aimed at subverting system incentives or learning dynamics.

One major class of attack is data poisoning, where malicious clients submit corrupted
or misleading model updates. These can involve mislabelling data or injecting backdoor
triggers into local training sets, ultimately degrading the integrity and performance of
the global model [29]. Attacks targeting rare or tail data distributions have further ex-
posed vulnerabilities in robust aggregation schemes, such as those relying on Byzantine-
resilient methods, by exploiting their statistical assumptions [50]. Techniques like Krum
and trimmed mean have been developed to counteract these threats [S1], [52]; however,
adaptive adversaries remain capable of evading detection through sophisticated mimicry
of benign client updates.

Beyond direct model manipulation, malicious participation also includes gamification
attacks—strategies in which clients exploit the incentive or reward structures embedded
in FL systems. Rather than merely poisoning data, adversarial clients may manipulate
their behaviour to maximize personal gain or disrupt resource allocation. Examples in-
clude falsifying reported statistics, misrepresenting training contributions, or strategically
submitting updates to trigger favourable outcomes in dynamic resource scheduling, repu-
tation scoring, or reward allocation mechanisms. These behaviours convert the learning
process into a competitive game, pitting honest clients seeking global model improve-
ment against attackers optimizing for selfish objectives. When FL leverages deep rein-
forcement learning (DRL) for participant selection or resource management, adversaries
can further exploit system dynamics by falsifying state representations or gaming policy
responses [53]], [54]]. Such manipulations threaten not only model accuracy but also con-
sumer satisfaction, fairness, and long-term system stability.

Mitigation Approaches:

* Adversarial Training: Incorporating adversarial scenarios and simulated attacks
during training, particularly in federated DRL systems, helps agents learn to an-
ticipate and resist manipulative strategies. Approaches such as adversarial rein-
forcement learning and robust policy optimization expose models to a diverse set of
attack patterns, improving resilience to both model poisoning and incentive gam-
ing [55], [56]].

* Robust Aggregation: Deploying advanced aggregation algorithms that are resi-
lient to both statistical outliers and adaptively crafted malicious updates is crit-
ical. Techniques such as Multi-Krum, Bulyan, and adaptive federated averaging
increase the difficulty for adversaries to bias global models, while newer meth-
ods integrate anomaly detection or reputation mechanisms to filter suspicious cli-
ents [S1]], [57], [50].
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* Incentive-Aware Defence Design: Developing incentive mechanisms that are resist-
ant to manipulation is vital for sustainable FL.. Game-theoretic defences and mech-
anism design frameworks can align client interests with system objectives, discour-
aging reward gaming and Sybil attacks by tying rewards to robust and verifiable
performance metrics [S8]], [37]. Approaches such as reputation-based reward alloc-
ation and cryptographically verifiable contributions have shown promise in mitig-
ating exploitation of incentive systems.

2.5.2 Man-in-the-Middle Attacks

Man-in-the-Middle (MitM) attacks present significant threats to federated learning (FL)
by intercepting, manipulating, or exploiting communication between clients and aggreg-
ators. Within this attack category, adversaries aim to compromise either user privacy
or proprietary model confidentiality by mounting targeted inference or extraction at-
tacks. Two prominent variants are Membership Inference Attacks (MIAs) and Model
Extraction Attacks (MEAs), which focus on data privacy and model security, respect-
wvely [59], [60], [61].

MIAs leverage intercepted model updates to infer whether specific data points or users
contributed to training. By analysing subtle differences in gradient patterns or model
parameters, adversaries can achieve high inference accuracy even under partial observa-
tion, threatening user anonymity in sensitive FL applications [59]], [60]. In many cases,
MitM attackers enhance their capabilities by manipulating or replaying update messages,
further increasing their inference success and rendering traditional privacy guarantees in-
sufficient.

MEAs, on the other hand, exploit the interactive nature of FL, to systematically recon-
struct proprietary models. By carefully crafting and sending queries, attackers can extract
model weights, replicate the architecture, or approximate model behaviour [62]. Such
attacks undermine the economic and strategic value of privately trained models and may
open the door to downstream misuse, including intellectual property theft and targeted
adversarial attacks.

Mitigation Approaches:

* Differential Privacy (DP): Adds calibrated noise to gradients or model updates, mit-
igating MIAs by masking the contribution of individual data points without severely
impacting model performance [63], [|64].

* Gradient Embedding Perturbation (GEP): Projects sensitive gradients into privacy-
preserving embedding spaces, reducing the risk of both inference and extraction
attacks by limiting exploitable information in intercepted updates [65].

* Adaptive Misinformation: Integrates gradient perturbation and query detection, act-
ively misleading unauthorized extraction attempts and increasing the difficulty of
successful model replication in real-time [606].

o Secure Communication Protocols: Employs encryption and mutual authentication
between clients and aggregators to restrict MitM opportunities, adding an essential
layer of protection beyond algorithmic defences.
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2.5.3 Evasion Attacks

Evasion attacks compromise neural networks by altering input data to evade correct clas-
sification, notably impacting FL-based MaaS services reliant on accurate data interpret-
ation for personalised services and autonomous decisions. Recent advances in evasion
techniques leverage Generative Adversarial Networks (GANs) to produce sophisticated
adversarial examples adaptable to dynamic conditions, such as physical deformations and
varying user inputs [67], [68]. Additionally, Large Language Models (LLMs), crucial
in FL for decision-making and user interaction, have shown vulnerability to crafted ad-
versarial inputs capable of bypassing standard detection mechanisms [69]].

Mitigation Approaches:

* Adversarial Training: Incorporates adversarial examples during training to bolster
model resilience against similar future attacks [70].

* Region-based Classification: Utilises sampling techniques around input data points
to diminish the impact of adversarial perturbations [[71].

* Defensive Distillation: Smooths decision boundaries using distillation methods,
increasing resistance to minor perturbations [72].

2.6 Critical Reflections

Federated Learning (FL) has rapidly matured from a conceptual innovation into an extens-
ive research domain addressing key challenges of decentralised model training in real-
world environments. This chapter has systematically reviewed five critical contextual
factors—client heterogeneity, contribution assessment, end-user satisfaction, efficiency
optimisation, and security, each crucially impacting FL’s practical implementation and
performance.

The literature demonstrates significant strides in addressing client heterogeneity, par-
ticularly through algorithms that mitigate statistical and system heterogeneity, such as
FedProx [5], SCAFFOLD [31], and hierarchical FL approaches [32]]. Nevertheless, crit-
ical research gaps persist, notably in the systematic underutilisation of device-specific
capabilities and contexts [25[], [[7]. Current approaches still predominantly assume sim-
plified or homogeneous client environments, neglecting substantial variability in compu-
tational resources, connectivity, and energy availability [8]. As discussed, preliminary
context-aware client selection methods [9] show promise but lack comprehensive explor-
ation, particularly in real-world settings where hierarchical and clustered client manage-
ment could offer scalable, tailored solutions [|12].

Contribution assessment and incentive mechanisms have advanced considerably, not-
ably through Shapley value-based methods [36]], [32] and robust contribution detection
systems designed to mitigate free-riding and malicious behaviour [35]]. However, accur-
ately quantifying client contributions in heterogeneous and resource-constrained contexts
remains challenging, underscoring the need for sophisticated, context-aware assessment
methodologies that consider device-specific constraints and user incentives.

Personalisation and end-user satisfaction research has significantly progressed with
methods like local fine-tuning, meta-learning approaches [39]], and fairness-driven al-
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gorithms [40[], [30]). Still, achieving optimal personalisation while maintaining fair-
ness across diverse client bases continues to present complex trade-offs. The integ-
ration of human-in-the-loop and configurable personalisation strategies requires deeper
investigation, particularly to quantify satisfaction in diverse federated contexts effect-
ively [41], [42], [43].

Efficiency optimisation techniques, including communication compression [45], [44],
client scheduling [48]], hierarchical aggregation [32], and computation offloading [6], have
notably advanced FL toward practical deployment, especially in resource-constrained en-
vironments. However, the research gaps highlight the critical need for context-aware effi-
ciency strategies. Techniques successful in centralised settings, such as dynamic quantisa-
tion or mixed-precision computations [27], remain inadequately adapted to heterogeneous
federated environments. Furthermore, dynamic offloading strategies, while promising,
have not been sufficiently explored, particularly in balancing computational efficiency
with communication overheads and privacy constraints.

Security considerations, essential given FL's decentralised nature, have evolved with
effective mitigation strategies such as adversarial training [55], [56], robust aggrega-
tion [S1], [52], differential privacy [63]], [64], and secure communication protocols. Des-
pite this progress, efficiency-driven optimisations introduce new vulnerabilities, both software-
based, such as the increased susceptibility to adversarial attacks due to model compres-
sion and sparsification [29], [28], and hardware-based, such as the risks associated with
memory optimisation techniques like DMA. Thus, integrated security measures address-
ing vulnerabilities arising specifically from efficiency-driven optimisation strategies re-
main critically under-explored.

An reflection is the complex interplay among contextual factors in FL. Addressing
statistical heterogeneity or enhancing efficiency can inadvertently impact fairness, user
satisfaction, and security. Achieving an optimal balance among these often conflict-
ing objectives necessitates holistic, multi-objective optimisation frameworks [26]], [13].
Emerging research underscores the need for comprehensive methodologies that system-
atically manage these trade-offs, particularly within heterogeneous, resource-constrained
federated environments.

Furthermore, the ongoing transition from theoretical formulations toward practical
real-world deployments has uncovered additional complexities, including concept drift,
regulatory compliance, and distinctions between cross-silo and cross-device settings [|14].
These emergent factors suggest future research directions must incorporate adaptive learn-
ing techniques, regulatory-aware system designs, and nuanced cross-setting considera-
tions.

In conclusion, while considerable progress has been made across the contextual di-
mensions of federated learning, critical gaps remain, particularly concerning context-
aware optimisation, efficient utilisation of heterogeneous client capabilities, accurate con-
tribution assessment, and robustness against vulnerabilities introduced by efficiency meas-
ures. Addressing these gaps through integrated, multi-faceted approaches is imperative
for federated learning to fully realise its potential—enabling secure, efficient, and equit-
able collaborative intelligence across diverse real-world settings.
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Chapter 3

Mixed-Precision Federated Learning
via Multi-Precision Over-the-Air
Aggregation

3.1 Introduction

Federated Learning (FL) 73] has emerged as a widely adopted distributed learning paradigm
that protects privacy by sharing and aggregating model parameters rather than raw data.
However, classic FL approaches are often limited by communication bottlenecks and
computational heterogeneity among participating edge clients. Over-the-Air Federated
Learning (OTA-FL) [74] addresses these challenges by leveraging the electromagnetic
channel for direct aggregation of client model updates, thus achieving privacy-preserving
and communication-efficient distributed learning in wireless networks. Figure [3.1]illus-
trates the evolution from traditional FL to OTA-FL and highlights the research frontier:
enabling energy-efficient, heterogeneous client aggregation under real-world resource
constraints.

A major gap in current OTA-FL research is the assumption of homogeneous computa-
tional precision across clients. In practical deployments, edge devices are equipped with
varied hardware resources and may exploit Approximate Computing (AxC) to select op-
timised bit precisions for energy and computational efficiency. This creates a fundamental
incompatibility: aggregating model updates of mixed precision over the electromagnetic
channel is non-trivial, since the wireless modulation superposition process requires update
compatibility at the physical layer.

Recent advancements in FL have prioritised two main directions: privacy/security en-
hancement and communication/computation efficiency [75]. Techniques such as SCAF-
FOLD [31] and LoSAC [76] improve convergence and reduce communication cost. On
the computation side, methods like hardware acceleration [77], network architecture op-
timisation [[78|], model slicing [[79]], and AxC have been explored. Inspiration for our
work comes from the flexibility of Field Programmable Gate Arrays (FPGAs) [80]], which
unlike CPUs and GPUs, can operate efficiently at diverse bit precisions, and are widely
adopted in energy-constrained applications across networking, signal processing, and ma-
chine learning [81].

This chapter introduces a mixed-precision OTA-FL framework, where clients parti-
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Figure 3.2: Structure of our proposed Approximate Computing (AxC) based OTA-FL
framework of multi-precision clients and unified multi-precision modulation scheme. The
intelligent transport validation case study here is a multi-precision federated supervised
traffic sign recogniser. (a) Clients operate end-to-end at their designated computation
precisions with their own data and labels. (b) Multi-precision OTA aggregation process
(uplink). (c¢) Downlink, re-quantization and client model update.

cipate at optimised bit precisions aligned with their local energy and computational cap-
abilities. The primary contributions are as follows:

1. Development of an AxC-based OTA-FL system that supports multi-precision client
participation, enhancing both system efficiency and learning performance in het-
erogeneous environments.

Design of a unified multi-precision gradient modulation scheme, which ensures
physical-layer compatibility for OTA aggregation and eliminates the need for costly

precision conversion.

. Empirical validation through a real-world intelligent transport application, demon-

strating notable server convergence improvements and over 10% accuracy gain for
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4-bit ultra-low-precision clients, at the expense of minor accuracy degrade of their
higher precision peers, with energy savings exceeding 65% and 13% compared to
homogeneous 32-bit and 16-bit client setups, respectively.

Figures [3.1] and [3.2] provide a conceptual overview and system architecture of our
approach. By bridging the precision heterogeneity gap, the proposed framework unlocks
new possibilities for scalable, energy-efficient federated learning at the wireless edge.
The remainder of this chapter details the system setup, technical design, and experimental
validation of mixed-precision OTA-FL.

3.2 System Setup

3.2.1 Federated Learning

We consider an over-the-air federated learning system with N clients, at each communic-
ation round, K of them are selected to update denoted by .# = {1,...,K}. Each client
k has a local dataset &. For .7 communication rounds, the clients collaboratively re-
fine a unified global model, while preserving the privacy of their local data. This process
collects the local trained models of clients, and aggregates these models to update the
global model. The refined global model is then distributed back to the edge devices for
subsequent predictions and further local training iterations, thereby progressively enhan-
cing the global model’s accuracy. The model aggregation phase, central to FL, can be
mathematically represented as:

(t+1)_lK )
0" =—Y w6,
Kk:1

Equation 1: FedAvg Aggregation

where 6(*1) denotes the parameters of the global model after the (¢ + 1)-th training

iteration, Gk(t) represents the parameters of the local model from the edge device k at the
t-th communication round, and wy signifies the relative contribution (or weight) of the
edge device k, typically proportional to its dataset size.

3.2.2 Over-The-Air (OTA) Computation for FL

The principle of Over-The-Air (OTA) computation[82]], exploits the natural superposi-
tion property inherent to wireless channels. Within the FL framework, this concept finds
practical application during the gradient aggregation phase. By utilizing a common uplink
bandwidth across all edge devices for gradient transmission, the superposition property of
the channel facilitates direct aggregation. Consider a Single-Input Single-Output (SISO)
fading channel between the server and an edge device k, characterised by a Rayleigh dis-
tributed random variable A, € C, which represents the complex channel gain capturing
both amplitude attenuation and phase shift due to multipath fading. The OTA aggregation
process can then be modelled as:
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Zhsk f( >-|—ns :

Equation 2: OTA Aggregation Process

where f(-) embodies the comprehensive process including source coding, constella-

(1)

tion design, up-sampling, modulation, and precoding. Here, r; ’ represents the aggregated
signal received by the server in the 7-th upload cycle, and ngt) denotes the additive noise.
In contrast to traditional federated learning aggregation mechanisms, leveraging OTA
computation necessitates careful design of f(-) to address two critical challenges: (i)
mitigating the effects of channel fading, and (ii) ensuring accurate linear summation of
gradients from multiple edges. This becomes particularly complex when considering
edges with disparate computation, storage, and operation precision constraints. A notable
challenge arises in aggregating gradients quantised at different levels, exemplified by the

non-commutative property of quantised modulations:

QAM([6)lg;) + QAM([6k]q,) # QAM([6]4; + [Oklq,),
Equation 3: Non-Commutative Property of Quantised Modulations

where QAM (-) represent the quadrature modulation function and 6], indicates model
parameters of client k is at g; quantization levels (in terms of bits) utilised for encoding
weights and biases of models at different edge devices.

3.2.3 Approximate Computing and Low-Precision ML

Within AxC methods, quantization stands out for its universal applicability, and compat-
ibility with existing FL systems. In the context of edge computing, FPGA accelerators be-
come particularly advantageous, as they can be dynamically reprogrammed to efficiently
perform computation at any custom precision level including 4-bit and below, thus signi-
ficantly reducing computation demand and energy consumption in resource-constrained
environments [77].

As quantization can significantly reduce the resource demand for storing, inferring,
and training machine learning models [83]], [84] at the price of performance degradation,
it is essential to demonstrate the trade-offs of low-precision machine learning. Here, the
performance degradation of common CNN models in quantization is benchmarked, as
shown in Table. 3.1} All these models are trained in 32-bit floating-point format and then
quantise to lower bit-levels. The degradation only becomes noticeable when quantised to
8-bit, and retains acceptable before being quantised below 4-bit.

It is also worth noting that such performance can not be stably achieved via conven-
tional end-to-end training at the same lowest precision level due to the limit of gradient
dynamic range and cumulative error of low precision, and additionally, when the size of
dataset increases, gradients may require a larger dynamic range to fit the data.

Although end-to-end low precision training can be achieved through dedicated design
of format, quantization algorithms, and arithmetic implementation [85], a key advantage
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Table 3.1: GTSRB Classification Performance of Common Models across Quantization
Levels

Model 8-bit 6-bit 4-bit 3-bit 2-bit

densenet_161 96.56% 96.45% 91.55% 39.83% 0.00%
efficient_net_b4 94.77% 94.74% 90.55% 42.24% 0.07 %
efficient_net_.v2Zm 95.26% 95.19% 85.75% 7.68% 6.22%

reg_net_x_16gf 96.56% 96.11% 0.00% 0.00%
regnet.y 3 2gf  93.53% 92.75% 6.97% 0.00%
resnet_50 94.94% 94.33% 0.00% 0.83%
squeezenet_1.0  87.29% 85.41% 39.85% 6.64%

damaged but usable performance (65 — 85%)
Red: unacceptable performance (< 65%).

of our mixed-precision OTA-FL framework is simplicity for application. Mixed-precision
federated learning is leveraged to enable the low precision ML on edge devices and hence
achieve superior trade-off of computation and performance, and reduction of energy con-
sumption.

3.3 Mixed-Precision OTA Federated Learning

The process of our Mixed-Precision OTA Federated Learning framework can be described
as Algorithm ﬂ

3.3.1 Multi-Precision Over-The-Air Aggregation

Over-The-Air Federated Learning (OTA-FL) encompasses a three-step process during
each update round, denoted as the ¢-th round. The sequence begins with each client k

conducting local training and producing a model update A[Ok(t)]qk. Subsequently, as shown
in Fig. [3.2](b), the client prepares for transmission by converting binary parameters of its
designated precision into decimal equivalents. These decimal values are then modulated
onto carrier waves through amplitude modulation, creating signals ready for bandwidth
transmission. Our modulation function can be described as follows.

where M(-) represent the modulation function, [6;],, indicates model parameters of
client k is at g; quantization levels, and f, is the channel frequency.

In the upload phase, the client k performs the channel estimation to determine the
communication link, denoted as h i, between the server and itself. This estimated channel
information is crucial for implementing transmission beamforming, a technique employed
for channel compensation. Such compensation is integral to facilitating efficient OTA
aggregation of transmitted data. The procedural intricacies of this approach are elucidated
below.

IThe Algorithm can work with any client selection method, such as random selection, loop, connection
quality prioritised.
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Algorithm 1 Mixed-Precision OTA Federated Learning

1: Input: Initial global model 9(0), number of communication rounds 7', number of
clients K, number of participants in aggregation stage J
2: Output: Trained global model 6(7)
3: for eachroundr =1to T do
4:  Step 1: Broadcast global model g1
Server broadcasts global model 8~ to all clients
Step 2: Local training at clients
for each client k = 1 to K (in parallel) do
Quantise 81 to designated precision level g;
Local training [Glgt)]qk = Training ([0~ V],,, Z)
10:  Calculate update A[6"],, = [6\")],, — [6¢~V],
11:  end for
12:  Step 3: Over-the-Air aggregation of mixed-precision model updates
13:  Client selection
14:  for each selected client j = 1 to J (in parallel) do

Y oW

k

15: Convert model update A[Gj@]qj to decimal
16: Amplitude modulation, channel estimation and uplink
17:  end for

18:  Step 4: Server-side post-processing and downlink

19:  Received signal A Z§:1 9]@

NONINS A1
20:  Broadcast updated model = ~ ==—
21: end for

22: Return final global model o(T)

M([6klq,) = [6klq, - cos2mf.t

Equation 4: OTA Modulation Function
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3.3.1.1 Channel Estimation at Clients

Channel estimation between the server and each client is done by broadcasting a pre-
defined pilot sequences u from the server. Then, client k can estimate the channel between
k and the server Ay as follows.

*

~

hs,k =Ys- W ~ hs,k;

Equation 5: Channel Estimation Function between Client and Server

where y; = h - u+ n; is the received signals at server with receiving noise n,. Here,
u is the known pilot sequence, and ™ denotes its complex conjugate.

3.3.1.2 Uplink Design

After channel estimation at each client k, the clients modulate model updates to carrier
frequency and compensate for channel distortion via its estimated channel. The base-band
transmitted signal is designed as follows.

(o) =i o)

Equation 6: Base Band Transmission Function

Hence, aggregation can be done via the natural superposition of the electromagnetic

(

. t t
wave, i.e., ry )~ Zle Gk( ).

3.3.1.3 Downlink Design

After OTA aggregation, the server broadcasts the updated model, i.e., rg) /K ~ Zszl Glgt) /K
back to clients. The received signal at each client & is:

(b1) _ L, 00

r kots  +ngc.

k - K S,
Equation 7: Client Received Signal

The client i then recovers the aggregated gradient via the estimated channel, as fol-
lows.

where ék(tﬂ) is the updated gradient of client k, and will be local trained for the (¢ +
1)th round.

Furthermore, during the OTA aggregation process, the mixed-precision quantization
scheme, which remains inherently opaque to potential adversaries, significantly enhances
the system’s security against attacks targeting the aggregation process.
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Equation 8: Aggregated Model Recover Function

Algorithm 2 Quantization Function
1: Input: Tensor W € R™*", type: "fixed-point” or "floating-point”, bit-width b

2: Output: Quantised tensor Q € R™*"

3: if type is "fixed” then

4: Wpin = min(W), wpax = max(W)

5.  scale = % zero_point = — i

6:  for each w;; in W do

7: gij = max(0,min(2> — 1, | 2L 4 zero_point| ))
8:  end for

9: else if type is “floating-point” then
10:  for each w;; in W do
11: Truncate mantissa and exponent to fit b bits
12:  end for

13: end if
14: Return Q

3.3.2 Approximate Computing via Quantization

To ensure broad applicability, a simple and efficient quantization algorithm is em-
ployed, as outlined in Algorithm 2] For precision levels of 8-bit and higher, both fixed-
point and floating-point formats are supported. However, fixed-point format is preferred
for lower precision levels due to the limited dynamic range of floating-point formats under
8-bit representation.

On the client side, the quantization function is systematically applied to every layer
of the CNN model, spanning from input to output, and is integrated into both the forward
and backward passes. This approach ensures a unified precision level throughout the
end-to-end system.

3.3.3 Energy Consumption Estimation

Along with compute savings, as an equally important product of quantization, the energy
savings are also measured, which originate from the higher throughput of operations at
lower precisions. The energy consumptions of training a ResNet-50 model at multiple
precision levels between 32-bit and 4-bit on 9 Xilinx FPGA platforms of varying spe-
cifications are estimated. Then the average relative energy saving compared to 32-bit at
each precision levels of all these platforms is used to estimate the total savings for our
mixed-precision clients.

However, the energy consumption for the same task of FPGA platforms can vary
significantly based on the program design of the same hardware. In FPGA focused re-
searches, accurate energy consumption can be obtained through the official power ana-
lysis toolkit [86]]. Here, I adopted a modest energy consumption estimation for the clients
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based on official data sheets [87] of typical FPGA edge platforms with Equation [9] below
to showcase the potential of energy savings of our approach.

Dyt

Eyvr : EPackage

Fpsp-Npsp - Nyac

Equation 9: FPGA Energy Cost Estimation Function

Where Ej;; and Dy represent the energy consumption and computation demand
by operations per communication round of ML task respectively, Fpgsp is the frequency
of DSP slices, Npgp is the number of onboard DSP slices, and Nyac is the number
of multiply-accumulate (MAC) operations each DSP slice can carry out per cycle, and
Epqckage Tepresent typical package energy consumption[33].

3.4 Experiments

This section details the experiment setup and results addressing the research questions
posited earlier, focusing on (i) the efficacy of multi-precision OTA aggregation, and (ii)
the formulation of client quantization schemes to optimise performance across both server
and client dimensions.

3.4.1 Settings

Our experimental framework emulates an OTA-FL system of 15 clients working at des-
ignated quantization levels. The model structure is ResNet-50 with ImageNet [1]] pre-
trained weights initialization. The FL operates over 100 communication rounds with
5-30dB of emulated Gaussian noise.

34.1.1 Data

We utilise the German Traffic Sign Recognition Benchmark (GTSRB) [[89] as the dataset
for our experiments. This dataset consists of 39,209 training samples and 12,630 testing
samples across 43 traffic sign classes, captured in real-world driving environments. It
reflects the variability of real-world conditions, including changes in lighting, weather,
perspectives, and occlusions. This diversity ensures the dataset’s authenticity and makes
it highly suitable for advancing research and development in smart transportation systems.
In our experimental setup, each client is assigned an equal subset of the data.

3.4.1.2 Quantization Schemes

We assign quantization levels to the 15 clients by a group of 5. Each scheme consists of 3
precision levels, and each precision level is assigned to 5 clients. Quantization levels are
chosen from [32,24,16,12,8,6,4].
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3.4.1.3 Performance Metrics

Evaluation metrics for the server include convergence speed, measured by the number
of communication rounds the system took to converge, and final performance of the ag-
gregated model. For clients, their performances are assessed after aggregation and re-
quantization.

3.4.1.4 Energy Efficiency

The energy savings of the mix-precision clients are compared with homogeneous preci-
sion clients at standard 32-bit, 16-bit, 8-bit and 4-bit.

3.4.2 Results
3.4.2.1 Energy Efficiency Estimation

Table 3.2: Estimated Energy Consumption per Sample for ResNet-50 Forward Pass and
Relative Savings Compared to 32-bit
32-bit 16-bit 12-bit 8-bit  6-bit  4-bit
Energy Cost(J) 036 0.17 0.16 0.022 0.021 0.0056
Saving (%) 0 52.58 56.15 93.89 94.17 98.45

Based on Eq. [9] the energy consumption of forward passing one sample through a
ResNet-50 network, is estimated, across following quantization levels [32,24,16,12,8,6,4]
on 9 platforms of different hardware resources such as logic cells and DSP slices. Table[3.2]
presents the average energy cost and relative savings to 32-bit of these platforms. Notably,
due to under-utilization of hardware, quantizing to 16-bit and 12-bit share very similar
degree energy saving, and the same applies to 8-bit and 6-bit. From the table, the dimin-
ishing energy saving gain when further quantizing from low precision like 8-bit to ultra
low ones like 4-bit can also be observed.

3.4.2.2 Federated Training and Server Performance

The convergence velocity, as depicted in Fig. indicates that setups of uniform 4-bit
clients, or a mixed-precision schema of [12,4,4] bits, exhibit slower and more erratic
initial convergence, even when the latter has a better random start in training. In con-
trast, setups incorporating clients with 16-bit precision or higher demonstrate more rapid
and stable convergence, achieving approximately 90% accuracy within 10 communica-
tion rounds. Notably, for clients of high resource capacity, 32-bit or 24-bit precision only
offers marginal training gains compared to 16-bit precision. The server model perform-
ance of all quantization schemes reached 97% top-1 accuracy within a tight 0.3% margin
after 100 communication rounds, underscoring the effectiveness of the federated learning
framework in achieving high accuracy with mixed-precision clients.
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Figure 3.3: Training accuracy in 100 communication rounds, with ImageNet pre-trained
weights initialization, scheme [4,4,4] (denoted by brown *X’), and scheme [12,4,4] (de-
noted by red upright triangle) converge significantly slower than other schemes, even
when the latter one has a better random start.
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Figure 3.4: Trade-offs between accuracy of model quantised to 4-bit and energy savings in
comparison to homogeneous 32-bit and 16-bit clients, schemes near bottom right corner
presents superior trade-off towards accuracy.

3.4.2.3 Client Performance

After 100 rounds, the final global model, 6190 is broadcast to clients. Here, the perform-
ance of the clients at the lowest precision, 4-bit, are more critical, as higher counterparts
have better performance and minor degradation from well converged global model as
illustrated in Table [3.1)and Fig. ﬂ

As shown in Fig. [3.4] in comparison to FL systems of homogeneous clients at 32-bit
and 16-bit, based on our estimation in Table @], our FL. with mixed-precision clients
models can save over 65% and 13% of energy consumption respectively, while gaining
more than 10% in accuracy on clients at 4-bit. Notably, for those under schemes incor-
porating 16-bit precision or higher, when re-quantised for 4-bit clients, attain around 5%
higher accuracy, and this performance boost for lower precision clients from higher pre-
cision counterparts shows diminishing returns beyond 16-bit precision. While comparing
to FL of homogeneous clients at 8-bit and 4-bit, our mixed-precision FL can trade mere
10% of energy savings for 5% of accuracy.

Despite all the above benefit, it’s worth noting that the more complicated modula-
tion scheme inevitably result in longer training time than conventional OTA-FL, as the
overhead quantisation process are covered into the OTA aggregation process, especially
considering the channel noise, fading and synchronisation errors in practical deployment.
And like all OTA-FL systems, the training process takes longer than conventional FL with
equivalent network connection quality.

2The initial drop of the *12-4-4’ scheme, marked in red, was the result of lucky random initialised model
parameters, but does not affect the over all training trend or the final model performance.
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3.5 Conclusion

This chapter introduced a mixed-precision Over-the-Air Federated Learning (OTA-FL)
framework grounded in Approximate Computing (AxC), designed to accommodate cli-
ents with varying computation precisions in heterogeneous edge environments. Through a
unified multi-precision aggregation scheme, the framework delivers substantial improve-
ments in both learning performance and energy efficiency, especially for ultra low preci-
sion clients. By demonstrating compatibility with standard FL systems, the work high-
lights the value of directly leveraging client heterogeneity, revealing significant gains in
accuracy and energy savings that traditional homogeneous approaches overlook.

In alignment with the aims and research questions of this thesis, this study addresses
several critical aspects of modern federated learning. First, it provides a concrete system-
level solution for exploiting client heterogeneity, directly supporting the thesis object-
ive of enhancing efficiency and accuracy in FL through contextual optimisation. The
mixed-precision approach presented here serves as a case study for how diverse client
contexts—rooted in hardware capability and energy constraints—can be dynamically in-
tegrated into federated learning without sacrificing performance or security.

Furthermore, the methodology and results of this chapter respond to the thesis object-
ives concerning the evaluation of efficiency optimisation techniques and their impact on
system robustness. By adopting a cross-disciplinary perspective—encompassing wireless
aggregation, precision quantisation, and energy-aware computation—the chapter not only
advances the technical frontier of FL, but also sets the foundation for broader inquiry into
contextual factors, client profiling, and adversarial vulnerabilities outlined in the thesis
objectives.

This work thus contributes to a more comprehensive understanding of how contextual
heterogeneity shapes optimisation trade-offs, computational efficiency, and system secur-
ity in federated learning. Beyond FL, the proposed mixed-precision modulation strategy
opens new pathways for resource-efficient, secure distributed computation across wireless
networked systems. The findings and methods in this chapter are integral to the thesis’
broader ambition of guiding the design and optimisation of next-generation green, robust,
and context-aware FL architectures.
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Chapter 4

RAG-based User Profiling for Precision
Planning in Mixed-precision
Over-the-Air Federated Learning

4.1 Introduction

Mixed-precision computing is a widely adopted technique in artificial intelligence, offer-
ing a larger trade-off space between accuracy and efficiency. In wireless federated learn-
ing, Over-the-Air Federated Learning (OTA-FL) [74] leverages the superposition property
of electromagnetic waves for model aggregation, accommodating heterogeneous device
capabilities and channel conditions. The Mixed-Precision OTA-FL (MP-OTA-FL) frame-
work [90] further extends this by enabling clients to participate at different computational
precision levels, unlocking greater flexibility in balancing performance and energy effi-
ciency, while addressing quantization overheads during OTA aggregation.

A central challenge in MP-OTA-FL lies in determining the optimal quantization (pre-
cision) level for each client. This decision is governed by multifaceted factors span-
ning hardware capabilities, model performance under quantization, client contribution to
global model accuracy, and user satisfaction. Notably, these factors fall into two categor-
ies: intrinsic technical factors, such as device compute capacity, power states, quantized
model performance, and extrinsic contextual factors, such as operational environment,
usage patterns, user preferences, as illustrated in Fig. The diversity and dynamism of
these factors create significant obstacles for systematic collection and evaluation:

* Comprehensive enumeration of extrinsic factors: While intrinsic device char-
acteristics can be directly measured, extrinsic factors such as user satisfaction, us-
age patterns, and operational contexts are dynamic and difficult to enumerate or
quantify systematically.

* Quantifying client contribution: In federated settings, the contribution of each
client to global model accuracy is linked to data quantity, quality, and distribution,
which are typically private and thus inaccessible. Existing proxies often require
client-specific evaluations, resulting in significant computational and communica-
tion overhead.
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To address these challenges, this chapter introduces a Retrieval-Augmented Gener-
ation (RAG) based user profiling and precision planning framework. By integrating
retrieval-augmented large language models (LLMs) with dynamic client profiling, the
framework supports more nuanced and adaptive precision selection for each client.

Unlike traditional rule-based or fixed-form approaches, LLMs offer a unique advant-
age in extracting and reasoning over both structured device information and unstructured,
context-rich user input through natural language interaction. This enables the frame-
work to identify latent needs, nuanced preferences, and complex operational contexts that
would otherwise be inaccessible or laborious to enumerate. The rapid extendability of
LLMs, enabled by their zero-shot and few-shot generalization capabilities, allows the
system to accommodate evolving profiling requirements or new user attributes without
the need for laborious manual rule updates or retraining. This ensures the profiling pro-
cess remains adaptable as user expectations, hardware, or regulatory requirements change
over time.

The incorporation of a RAG architecture further grounds the generative capabilities
of LLMs in curated domain-specific knowledge and historical user data, substantially re-
ducing the risk of hallucination and improving reliability when operating in task-specific
settings. This design allows the system to respond with contextually accurate recommend-
ations by retrieving and conditioning on relevant quantization decisions, device states, and
prior user feedback, rather than relying solely on model priors.

In addition, the modularity of this approach facilitates compliance with regulatory
requirements such as the General Data Protection Regulation (GDPR) [4]. User data and
decision records can be stored, processed, and erased in accordance with privacy policies,
while the conversational profiling agent can be guided by explicit regulatory prompts or
constraints, ensuring transparent data handling and user consent management throughout
the process.

Key features of the framework include:

* A hybrid user interface that combines hardware profiling with an LLM-driven con-
versational agent, leveraging the LLM’s natural language understanding to uncover
subtle user needs, preferences, and contextual insights which traditional interfaces
may overlook.

* An RAG knowledge database that stores historical quantization decisions, con-
textual metadata, and user feedback. The RAG mechanism provides a memory-
augmented reasoning process, where the LLM generates outputs by referencing
precise, up-to-date information, mitigating typical hallucination risks associated
with standalone LLLMs and enhancing task fidelity.

* A continuous feedback loop where new user data and outcomes are incorporated
into the database, enabling ongoing refinement of both user profiling and precision
planning.

* Rapid extendability and regulatory compliance, with the framework designed to
adapt its profiling logic in response to new requirements, user attributes, or legal
constraints, ensuring privacy and transparency are maintained.
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Figure 4.1: User satisfaction and client contribution potentials in federated learning vary
with contextual factors such as usage patterns and operational environment.

Experiments using a mixed-precision FL voice assistant system demonstrate the pro-
posed framework’s effectiveness, showing improved user satisfaction, energy savings, and
global model accuracy. Furthermore, the open-source implementatiorﬂis provided for the
community to use, adapt, and extend.

The remainder of this chapter reviews related work, presents the framework design,
describes the experimental setup and results, and concludes with directions for future
research.

4.2 Related Works

4.2.1 Mixed-Precision Federated Learning

Federated learning, since its introduction by McMahan et al. [73]], has been widely ap-
plied in privacy-sensitive distributed computing scenarios such as healthcare, finance, and
IoT. Mixed-precision computation has been widely employed in deep learning, improv-
ing efficiency in both training and inference [27]. The insight behind such design is that
different types of layers in neural networks have different sensitivity to computation preci-
sion. Generalizing from this, mixed-precision OTA FL [90]], with quantization overheads
covered by OTA aggregation, offers a larger trade-off area between precision and per-
formance, especially for those clients operating at the lowest precision levels due to most
limited resources.

4.2.2 RAG-LLMs

RAG-LLMs, introduced by Lewis et al. [91], are a class of large language model that gen-
erate responses based on retrieved relevant information from external knowledge sources.

Thttps://github.com/ntutangyun/user_in_the_loop_quantization_planning
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RAG-LLMs have been deployed and achieved impressive performance in various NLP
tasks such as user profiling for recommendation systems [92].

4.3 Methodology

4.3.1 Framework Overview

The proposed precision planning framework adopts a full-stack architecture as illustrated
in Fig. 4.2l The framework comprises two core components: a user-profiling frontend
featuring a chat interface and a backend server hosting an LLM-powered agent.

User Profiling Frontend A LLM agent-driven conversational interface for contextual
factor discovery and satisfaction feedback collection. The conversation is tasked by the
backend, and the primary tasks are as follows:

* At new device initialization, the user is prompted to provide perspective usage pat-
terns and setup contexts, e.g., device location, intended usage scenarios, and user
preferences.

» At the pre-aggregation stage, the user is queried for feedback on the performance of
the operation, as well as potential context change, since the last feedback collection.

* In the case of changed hardware specifications, the user is prompted to update con-
textual factors and preferences.

Quantization Optimization Backend: A knowledge-enhanced processing stack con-
taining:

* A RAG Context-Quantization-Feedback Database that archives precision decision
history, including usage patterns, operational contexts, and corresponding user feed-
back.

* A RAG Hardware-Quantization-Performance Database that archives model per-
formance (e.g., accuracy) with the associated hardware and precision level.

* LLM interview agent that interviews user preferences (e.g., user sensitivity for ac-
curacy, response time and energy consumption) and usage patterns (e.g., noise level,
usage frequency and type of interactions).

* Hardware specification extractor that collects device hardware information based
on availability and user privacy settings. The parsed hardware specs are then used
to query the knowledge database to estimate quantization-performance trade-offs
on similar user hardware.

» Context quantization evaluation agent that estimates the potential client contribu-
tion and user satisfaction at available precision levels based on interpreted contex-
tual factors and retrieved hardware capabilities.

Federated learning server: The FL server mainly coordinates the following pro-
cesses:
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* Client selection ﬂ in the default setting, clients are scheduled to participate update
and aggregation process regularly. The backend will launch the user profiling and
context quantization evaluation process for selected clients.

* Multi-client quantization planning: when all selected clients have completed the
profiling and evaluation process, the server will filter the clients with precision
levels with similar merits, and choose the optimal precision levels that maximise
communication resource utilization in mixed-precision OTA aggregation.

* Mixed-precision OTA aggregation: The FL server aggregates model updates from
clients of their current precision levels. After aggregation, the server will send the
updated model back to clients along with the optimal precision levels for the next
round for them to quantise the received model accordingly.

2Client selection methods are not the focus here, the framework should work with any approach, such
as random selection, connection quality prioritised, data volume prioritised.
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4.3.2 RAG-based User Profiling

The RAG-based user profiling process collects and infers user preferences on performance
and operational contexts through a user-friendly conversational interface.

4.3.2.1 Contextual Factors

The user preference for performance consists of three metrics: accuracy, energy consump-
tion, and latency. These metrics are quantised by retrieving similar user cases from the
knowledge database, based on the user’s current feedback, operational contexts, and the
estimated performance of their devices at the current precision levels. In comparison to
conventional form-based feedback collection, RAG-LLM can analyse the user’s sensit-
ivity in these metrics through wording nuances in their feedback, prioritise primary user
concerns in performance, and hence, facilitate accurate adjustments to meet their expect-
ations. In addition, the RAG-LLM can analyse and link these sensitivities to operational
contexts, as the same user could have different expectations and sensitivities in different
scenarios.

Apart from supporting performance feedback, operational contexts are also indicators
of the potential contribution of the client to the global model, see Table.T|for examples of
such contextual factors and their potential effects. Factors such as data quality, quantity
and distribution, which can be inferred from these contextual factors, are essential for
the client contribution estimation. FL service providers can use these inferred factors to
estimate potential client contributions at different precision levels, and hence, select the
optimal precision level for each client based on their learning strategies.

4.3.2.2 RAG Database and LLM Integration

To support the LLM agents, we build a Context-Quantization-Feedback database, which
stores the feedback from users of different contextual factors on performance at different
quantization levels. When user feedback and contexts are collected via the chat interface,
the LLM agent will retrieve similar user cases from the database, and estimate the user
satisfaction, preference and client contribution at different precision levels based on the
retrieved cases.

4.3.2.3 User Profiling Pipeline

The user profiling pipeline consists of the following steps:

1. Hardware specification extraction: The backend extracts the hardware specifica-
tion of the user device, including processor specs, RAM size, and power states.

2. Hardware quantization performance trade-off retrieval: The backend queries
the knowledge database for the quantization-performance trade-off on the same or
similar hardware.

3. User interview feedback collection: The agent prompts the user to provide feed-
back on the current performance and potential context changes since the last feed-
back collection, see Fig. 4.2} A for a chat example.
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4. Contextual factor inference: The LLM agent infers user preferences and contexts
from past conversations.

5. User preference and contextual factor retrieval: The agent retrieves similar user
cases from the knowledge database with inferred user preferences and contexts.

6. User satisfaction and client contribution estimation: The agent estimates the
potential client contribution and user satisfaction at available precision levels based
on retrieved contextual factors and hardware capability.

4.3.3 Context-Quantization Evaluation

We define a reward-penalty model for determining the optimal quantization level for each
client in a federated learning (FL) setting. The model considers multiple factors, each
with an associated user-defined sensitivity weight. Assume:

» .#: Set of factors (e.g., accuracy, energy cost, latency).
* g: Quantization level assigned to a client.
* wy: Sensitivity weight of factor f € %, where }.rc 7wy = 1.

* R¢(g): Reward obtained from operating at quantization level g for factor f (e.g.,
improved accuracy).

* P¢(q): Penalty incurred by operating at quantization level g for factor f (e.g., energy
consumption).

* C,;: Contribution multiplier for potential client contribution operating at quantiza-
tion level g.

Initialization: R/(g), Pr(¢q) and C, are initialised with experiments on smaller FL simu-
lations of the contextual factors. Ry(g), Pr(g) are set by normalizing raw factor measure-
ments across the quantization grid, and C, is initialised with conventional methods, which
are effective for smaller federations.

Then, the total reward and total penalty for quantization level g are computed as the
following weighted sums:

RTotal(Q) =Cy- Z Wy 'Rf(Q)
fez

Equation 10: Total Reward Calculation for Context-Quantization Evaluation
Protal(q) = Z Wf'Pf(CI)
fez
Equation 11: Total Penalty Calculation for Context-Quantization Evaluation

The optimization goal is to select the quantization level ¢ that maximises the Satisfaction Score
defined as the difference between total reward and total penalty:
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Satisfaction Score(q) = Rrota1(¢) — Protal (9)

Equation 12: Satisfaction Score Calculation for Context-Quantization Evaluation

* = argmax (Satisfaction Score(g))
q

Equation 13: Optimal Quantization Level

Table 4.3: Smart Voice Assistant Data Distribution
Category | Entertainment | Smart Home | General Query | Personal Request

Percentage |  32.7% | 160% | = 31.9% | 19.4%

4.4 Experiments

4.4.1 Experimental Setup

We validate our proposed RAG-based precision planning framework on a federated smart
voice assistant system with the Automatic Speech Recognition (AER) task. The federa-
tion consists of 100 simulated clients with diverse hardware capabilities and Gaussian
distributed sensitivity to performance factors including accuracy, energy savings, and
latency. We define the following experimental settings:

Dataset and Model: The model structure is DeepSpeech2 [93], and the federated
model is trained for 100 communication rounds. For client datasets, we filter the Common
Voice dataset [94]] with keywords related to the four main uses of smart voice assistants,
Entertainment, Smart Home, General Query and Personal Request. We define these cat-
egories and their distribution, see Table based on the usage statistics from the PWC
research report [935].

Metrics and Comparison: To showcase the advantage of our RAG-based user profil-
ing precision planning framework, we compared it on the same federated learning system
but with a unified standard precision planner, i.e., divide users in tiers by their hardware
capabilities and assign the same precision level to each tier regardless of user preference
and operational contexts. We measure the following metrics:

» User Satisfaction Score: the user satisfaction score defined in Equation

* Relative Energy Cost: we do not directly measure energy costs, instead, we meas-
ure the relative energy cost compared to the highest available precision level, and
therefore the relative energy cost is a percentage below 100%.

* Final Global Model Accuracy: The final word accuracy of the global model after
100 communication rounds.
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4.4.2 Results

4.4.2.1 User Satisfaction versus Energy Cost

Our RAG-based user profiling precision planning framework generates personalised stand-
ards based on user preference and their operational contexts, resulting in a more accurate
satisfaction estimate compared to the FL system that plans precision levels with unified
standards, and the average satisfaction score is 10% higher (0.66 compared to 0.60) while
saving about 20% energy. We also tested that when energy savings is the top priority of
the mixed-precision FL system, our framework can trade 22% average satisfaction score
(0.47 compared to 0.60) for a total of 28% energy savings.

Profiling users to calibrate their computation precision according to their sensitivities
to accuracy, energy cost, enables their client to operate more efficiently, reducing energy
consumption while maintaining the aggregate satisfaction level, but this targeted alloca-
tion amplifies heterogeneity in individual scores, resulting in the higher variance in both
personalised standards and energy saving prioritised standards.
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Figure 4.3: Distribution of User Satisfaction Scores and Relative Energy Cost. Compared
to planning precision levels with unified standards, personalised standards can achieve
10% higher average satisfaction score, and 20% of energy cost. When prioritise the fed-
erated system towards energy savings, 22% satisfaction score can be traded for a total of
28% energy saving.
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4.4.2.2 Global Model Performance

Estimation of potential client contribution to the global model depends on the training
strategy. We experimented with three different strategies with our framework: a) default
FedAvg [73] i.e. treat every sample equally; b) class equal strategy, attempts higher pre-
cision levels to samples of minority classes; ¢) majority centric strategy, attempts higher
precision levels to samples of majority classes. Our RAG-based framework can estim-
ate data distribution via contextual factors without breaching user privacy. Refer to ac-
tual data distribution in Table [4.3] see Table 4.2] compared to accuracies of FedAvg [73]],
our framework improved the accuracies of minority classes (smart home and personal
request) and majority classes (entertainment and general query) with the corresponding
biased strategies.

4.5 Conclusion

This chapter presented a Retrieval-Augmented Generation (RAG) based user profiling
framework for precision planning in Mixed-Precision Over-the-Air Federated Learning
(MP-OTA-FL) systems. By leveraging RAG-powered Large Language Models (LLMs),
the proposed framework enables dynamic and context-aware client profiling, facilitating
adaptive quantization-level selection that accounts for heterogeneous device capabilities,
operational contexts, and user preferences.

Aligned with the aims and objectives of this thesis, the framework directly addresses
several core research questions. It systematically incorporates contextual factors into fed-
erated learning, harnesses client heterogeneity for improved efficiency and model accur-
acy, and provides a scalable approach to integrating individual contributions and user
satisfaction into the FL process. The adoption of LLMs, further strengthened with RAG
for task-specific reliability, brings notable advantages in extensibility, rapid adaptation to
new profiling requirements, and regulatory compliance, as well as minimizing hallucina-
tion risks.

Experimental results demonstrate that this approach delivers substantial gains in user
satisfaction, energy efficiency, and global model performance compared to traditional uni-
fied quantization strategies. The open-source implementation is intended to catalyse fur-
ther research and community-led innovation in human-centred, context-aware federated
learning.

Through these contributions, this chapter advances the thesis objective of bridging
efficiency optimisation, user-centric adaptation, and robust contextual integration within
heterogeneous federated learning environments.
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Chapter 5

Rowhammer Attack via PPO
Generated Physical Interference on
Federated Learning Clients

5.1 Introduction

Federated Learning (FL) has emerged as a cornerstone in decentralised machine learn-
ing, enabling collaborative model training across distributed client devices while pre-
serving user privacy by avoiding raw data sharing [3]. With the adoption of FL in large-
scale applications such as automatic speech recognition (ASR), new performance optim-
isation techniques have been integrated, including sparse gradient updates, page-locked
(pinned) memory, huge pages, and Remote Direct Memory Access (RDMA). While these
optimisations dramatically increase training efficiency, they also expose FL systems to
hardware-level vulnerabilities, most notably the Rowhammer attack [96].

The Rowhammer vulnerability arises from the electrical interference induced by rap-
idly and repeatedly activating adjacent rows within Dynamic Random Access Memory
(DRAM), potentially causing bit-flips in memory cells. Despite modern countermeasures
such as Target Row Refresh (TRR), empirical studies show that recent DRAM modules
remain susceptible to sophisticated Rowhammer exploits [97]], [98]. Historically, Row-
hammer attacks have assumed a degree of system-level access or the ability to execute
code on the victim hardware [99]], [[100], [101]. However, an emerging class of threats
exploits physical adversarial perturbations, carefully crafted electromagnetic or acoustic
signals, to influence the sensor inputs of edge devices, bypassing conventional access
control mechanisms [102], [[103]].

Motivated by this intersection of hardware vulnerabilities and physical-domain at-
tacks, this chapter investigates a new, stealthy Rowhammer attack vector targeting FL
deployments. Our approach employs a reinforcement learning-based Proximal Policy
Optimization (PPO) agent that generates adversarial physical waveforms. These wave-
forms target the sensors of FL client devices, such as the microphone of smart speakers
or phones, prompting them to produce clustered and synchronised model updates. When
transmitted to the FL server, these updates exploit memory access patterns created by ef-
ficiency optimisations such as RDMA and pinned memory, increasing the likelihood of
Rowhammer-induced bit-flips on server-side DRAM. Notably, this threat vector does not
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require explicit control over victim hardware or direct digital intrusion to issue memory
related commands, thereby significantly expanding the FL attack surface.
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Figure 5.1: Framework of our proposed threat vector. a) A PPO agent generates b) ad-
versarial waveforms that interfere with the inputs of c) client sensors in FL, causing clients
to send d) clustered updates, which can trigger Rowhammer attacks on e) server DRAM.

In this chapter, we present:

1. A novel Rowhammer attack methodology: Introducing a physical-domain-driven
attack vector targeting FL servers, which undercovers in the aggregation process,
bypassing traditional requirements for access to issue memory commands.

2. A PPO-based adversarial waveform generation framework: A two-stage rein-
forcement learning pipeline designed to optimise physical perturbations for maxim-
ally clustered and sustained client updates, enabling targeted bit-flip induction on
remote DRAM.

3. Comprehensive vulnerability and effectiveness analysis: Experimental evalu-
ations using large-scale FL scenarios with modern ASR models, revealing the im-
pact of efficiency optimisations on system susceptibility.

4. Practical mitigation strategies: Discussion of potential defences, including adapt-
ive memory allocation, perturbation detection, and memory access restrictions.

The remainder of this chapter is organised as follows. Section II presents essential
background on DRAM architecture, Rowhammer vulnerabilities, federated learning se-
curity, and physical adversarial attacks. Section III formalises the threat model and de-
scribes the PPO-based attack framework. Section IV details the experimental setup and

49



Chapter 5. Rowhammer Attack via PPO Generated Physical Interference on Federated
Learning Clients 5.2. Background and Related Work

evaluation methodology. Section V presents and analyses empirical results. Section VI
discusses mitigation strategies, and Section VII concludes with future research directions.

5.2 Background and Related Work

5.2.1 DRAM Architecture and Rowhammer Attack

Modern DRAM modules are organised by different levels. The DRAM module can be
classified into single-rank, dual-rank, and multiple-rank according to the number of ranks.
Each rank includes multiple chips that share the same data bus. Further, every chip con-
tains multiple banks, which are organised into bank groups. It is necessary to identify the
bank group number when accessing one specific bank. A DRAM bank consists of an ar-
ray of memory cells, where all cells in a horizontal direction are collectively referred to a
DRAM row, while those in a vertical direction are referred to a DRAM column. Each cell
represents one bit, according to different memory strategies, a fully charged cell repres-
enting a value of 17 is called true-cell, whereas the opposite is referred to as an anti-cell.
The specific DRAM organization has shown in Fig. When data requires to be read
from or written to DRAM, the memory controller (MC) first will issue an ACT command
to open one row. The entire row of data, including the accessed data, will be driven by the
wordline and retrieved into the sense amplifier (or row buffer). Then, bitlines will process
specific columns in the row buffer to complete the exact read or write operations. Finally,
the MC will issue a PRE command to close the DRAM row.
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Figure 5.2: Hierarchical organization of a Dynamic Random-Access Memory (DRAM)
system, depicting the structural composition from the memory controller and channel
architecture through modules, ranks, and chips, down to individual bank-level compon-
ents (row decoder, sense amplifier/row buffer) and the underlying DRAM cell structure
(wordline, access transistor, capacitor). The schematic illustrates the multi-tiered inter-
connectivity and functional partitioning critical to DRAM operation, spanning system-
level interfaces to transistor-level charge storage mechanisms.

For DRAM access, whether it is a read or write operation, the MC issues both an
ACT command and a PRE command for accessed row. The fundamental cause of the
Rowhammer attack lies in the frequent issuance of ACT commands. When a victim
row’s adjacent rows (aggressor rows) are repeatedly activated, the voltage of wordline
driving the aggressor row rapid and frequent changes. It then induces electromagnetic
coupling with the memory cells in the victim row, altering their charge state. It should be
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noted that even if only a single aggressor row is used for the Rowhammer attack, it still
requires the coordinated activation of two rows within the same bank. This is because if
only one aggressor row is accessed repeatedly, the MC will not precharge this row before
completing all operations, making the attack ineffective.

Furthermore, the reason why the Rowhammer attack requires rapid and frequent ac-
cess to the aggressor row lies in the DRAM refresh mechanism. DRAM performs periodic
refresh operations to maintain the charge state of all memory cells. Commonly, this re-
fresh period is 64 ms or 128 ms, but under high-temperature conditions, it may be reduced
to 32 ms. In each refresh period, the MC typically issues 8192 REF commands, which
sequentially refresh all rows on the DRAM module. Taking a 64 ms refresh period as
an example, the average interval between each REF command is 7.8 us. If the number
of activations on the aggressor row fails to effectively cause charge leakage in the victim
row before its next refresh, the attacker must accumulate more activations again in next
refresh period to execute Rowhammer attack.

The factors influencing the Rowhammer attack includes manufacturing, data pattern,
and access pattern. Typically, there are some inherently vulnerable memory cells in each
DRAM chips are more prone to charge leakage compared to normal cells, regardless other
factors. The data pattern refers to the scenario where the Rowhammer attack is more likely
to succeed when the charge states of memory cell in the aggressor row and victim row are
different [104]]. Although adversary attempting to tailor the data in aggressor row based
on the victim data may be affected by anti-cells, existing research has proved that the
proportion of anti-cells with the same chip is very small [96]. The access pattern includes
single-sided, double-sided, and many-rows Rowhammer attack [97], [105]]. The double-
sided Rowhammer, compared to a single-sided, involves two aggressor rows targeting the
same victim row. This type of attack is generally more effective than single-sided Row-
hammer. However, it requires more detailed memory mapping preparation. On the other
hand, the many-rows Rowhammer is often used to bypass the TRR protection mechanism.

The key points and progress details of executing and exploiting a Rowhammer attack
are as follows:

1. Selecting Rowhammer access patterns: The specific DRAM modules of target
system guides the choice of Rowhammer attack access patterns, primarily depend-
ing on whether the victim chips have TRR enabled. For early DDR3, both simple
single-sided and more effective double-sided Rowhammer are ideal access patterns.
However, for modern DDR4 chips, where TRR is widely implemented, many-rows
Rowhammer and its variants must be used instead [97]], [[106]. This is because TRR
protection mechanism rely on its internal sampler [107]. By using multiple dummy
rows, attackers can successfully overload the size of sampler, preventing the ac-
tual aggressor rows from being affected by extra refresh operations. It is worth
noting that error-correcting code (ECC) has been proven ineffective against this at-
tack [108], as efficient access patterns such as double-sided Rowhammer can also
overwhelm ECC mechanisms [109].

2. Determining Address Mapping: Since Rowhammer attack is triggered by adja-
cent rows of victim data, determining the addresses of aggressor rows is crucial.
However, the virtual memory address used in application do not correspond to ac-
tual DRAM address. The process of locating the correct address typically involves
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two mapping stages [[110]. The first is application-level virtual address to physical
address. In operating system, the memory management unit (MMU) in the CPU,
maps contiguous virtual addresses to non-contiguous physical addresses in a non-
linear manner. In some operating systems, such as Ubuntu, the mapping can be re-
trieved via /proc/pid/pagemap. The next stage involves physical address to DRAM
address mapping, which varies by CPU architecture and DRAM manufactory. This
mapping is undocumented and common approaches to reverse-engineering it re-
lies on side-channel analysis [98]], [111]], [112], [113]. A key point to mention is
that in a double-sided Rowhammer scenario, a common strategy for finding usable
contiguous physical addresses is to use huge pages.

3. Avoiding Cache Effects: Frequently accessed data will be stored in the cache to
avoid CPU complex operations. Thus, Rowhammer attack requires to use spe-
cialised CPU instructions to bypass cache to achieve high-frequency activations of
aggressor rows in real attack scenarios. Currently, the main instructions used to
achieve this purpose include c1flush [[114], [96], c1flushopt [115], and invd or
wbinvd[110]. In a carefully crafted attack sequence, incorporating the aforemen-
tioned instructions can help the attacker bypass the cache. Sometimes, this also
requires the use of memory barriers such as mfence, 1fence, and sfence, but they
may not achieve the optimal activation rate. Listing [5.1] illustrates a Rowhammer
attack sequence utilising the c1flushopt instruction and memory barrier. Addi-
tionally, there are some attacks based on cache line conflicts to bypass [[108]], [116].

4. Ensuring Effective Activation Rate and Count: After determine all above condi-
tions, attackers should ensure enough activations to induce bit-flips. There are two
key factors to ensure the successful execution of the attack. One is maintaining an
effective activation rate. Even though the standard tRC (Row Cycle Time) is only
46 ns, the average interval between two activation instructions should be around
220 ns, considering the influence of other instructions. The other is accumulating
a sufficient number of activations to ensure that the aggressor rows are activated
enough times to induce bit flips. Additionally, when TRR are present, the dummy
rows used to bypass TRR must also be accounted for in the total activation count.
The total number of activations should not exceed the maximum allowable activa-
tions within a single refresh period (64 ms) to avoid DRAM refresh interventions.

loop:
mov (X)), %eax
mov (Y), %ebx
clflushopt (X)
clflushopt (Y)
mfence

jmp loop
Listing 5.1: Pseudo code of Rowhammer attack utilising the c1flushopt instruction

5.2.2 Federated Learning

Federated Learning (FL) is a distributed and decentralised machine learning paradigm that
enables collaborative model training across multiple devices while retaining the raw data
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locally [3]]. Unlike conventional centralised training schemes, FL enhances data privacy
by transmitting only model updates—such as parameters or gradients—to a central server
for aggregation. This decentralised framework is particularly advantageous for use cases
where data confidentiality and regulatory compliance are paramount (e.g., healthcare, fin-
ance, or mobile devices). Moreover, the scalability of FL allows diverse and expansive
datasets to be leveraged by increasing the number of participating clients, thereby im-
proving generalization across heterogeneous data distributions. The typical FL process
involves the following steps:

1. Local Training: Each client trains a local model using its own private dataset.

2. Model Aggregation: In each communication round, a designated subset of clients
transmits model updates (e.g., weights or gradients) to the central server. These up-
dates are then aggregated into a global model using algorithms such as FedAvg [3].

3. Redistribution: The aggregated global model is redistributed to the participating
clients, which then continue local training in the next round.

5.2.2.1 Security Threats in Federated Learning

Federated learning (FL) systems are vulnerable to a variety of security threats that arise

from both adversarial machine learning (ML) techniques and conventional communication/network-
based attacks. The former category includes model poisoning, backdoor, and inference

attacks, while the latter mainly consists of eavesdropping and distributed denial-of-service

(DDoS) attacks. In this paper, we focus on an attack vector more closely aligned with ad-

versarial ML methodologies.

* Poisoning Attacks: Poisoning attacks are a specialised form of injection attack
that targets ML models. Within FL, adversaries exploit malicious or compromised
clients to manipulate the training process, which can degrade the global model’s
performance or introduce concealed backdoors. Specifically, data poisoning in-
volves injecting or modifying training samples (often through mislabeled or cor-
rupted data), whereas model poisoning targets model updates (e.g., gradients or
weights) to undermine accuracy or embed hidden behaviors.

* Backdoor Attacks: Backdoor attacks implant triggers in an ML model during
training, enabling the adversary to covertly control the model’s predictions. By
submitting local updates with deliberately engineered triggers or patterns, malicious
clients can force the global model to behave normally for most inputs, yet generate
attacker-controlled outputs for specific trigger inputs. These attacks are especially
dangerous because they usually go undetected until the trigger is activated.

* Inference Attacks: Inference attacks exploit partial information shared in FL sys-
tems to reveal or deduce private data from participating clients. By analyzing the
distributed global model, adversaries may ascertain membership (i.e., whether a
particular sample was part of the training set) or other sensitive attributes. This
highlights the necessity for more robust privacy-preserving techniques in FL.
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5.2.2.2 Efficiency Optimization

Federated Learning (FL) systems, especially those deployed in high-performance com-
puting (HPC) facilities and data centers, often incorporate efficiency-oriented techniques
such as sparse gradient updates, page-locked memory, and Remote Direct Memory Ac-
cess (RDMA) for accelerated communication and reduced overhead.

* Page-lock memory, also referred to as pinned-memory, marks a region of memory
as ’pinned’, keeping the section of memory resident in RAM at all times, hence im-
proves the efficiency of program by avoiding delays caused relocation or page-out
of memory. In modern GPU based deep learning scenario, pinned-memory locks a
section of DRAM to enable asynchronous transfers between DRAM and VRAM on
GPUs, which significantly improves efficiency in data loading and training through-
put.

* Huge Pages are a memory management technique that allows the operating system
to use larger page sizes than the default 4KB, reducing the number of page table
entries, which can improve translation lookaside buffer (TLB) hit rates and reduce
the overhead of memory management. This can lead to performance improvements
in applications that have large memory footprints and high memory access rates,
such as high-performance computing (HPC) applications. For AI workloads, vari-
ables such as model parameters, data are often too large for default page size, hence
huge pages can significantly improve the performance of Al workloads.

* DMA and RDMA Direct Memory Access (DMA) is a feature of computer systems
that allows certain hardware subsystems to access main system memory (DRAM)
independently of the central processing unit (CPU). Remote Direct Memory Ac-
cess (RDMA) is a specialised form of DMA that enables high-speed data trans-
fers between networked computers by allowing data to be transferred directly from
the DRAM of one computer to the DRAM of another without involving the CPU.
RDMA is commonly used in high-performance computing (HPC) and data center
environments to accelerate data transfers and reduce latency. By bypassing the CPU
and operating system, RDMA can achieve latencies as low as 1-2 microseconds and
bandwidths exceeding 200 Gbps, making it ideal for applications that require high-
speed, low-latency data transfers, such as machine learning training and distrib-
uted computing. In FL systems, RDMA can significantly reduce communication
overhead and improve scalability by enabling efficient aggregation and distribution
of model parameters between central servers and distributed clients. By minimiz-
ing synchronization delays and network bottlenecks, RDMA can enhance the over-
all training performance and accelerate convergence in FL systems, particularly in
large-scale deployments involving hundreds or thousands of clients.

5.2.3 Physical Adversarial Attacks

Deep learning has revolutionised a wide range of applications, extending from computer
vision to audio processing, enabling technologies such as autonomous driving, surveil-
lance, biometric authentication, robotics, and voice-controlled systems. However, the re-
liability and robustness of these systems have been called into question due to adversarial
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attacks. These attacks involve purposefully crafted perturbations—often imperceptible to
human observers, that can mislead or corrupt a model’s predictions. Originally explored
in the digital domain, adversarial examples have since transitioned into the physical world,
maintaining their deceptive properties even after real-world transformations like printing,
photographing, or acoustic playback [117], [[118], [119].

In the context of computer vision, early works by Szegedy et al. [[117] and Goodfel-
low et al. [[118] unveiled the vulnerability of neural networks to subtle pixel-level per-
turbations. Kurakin et al. [119] and Eykholt et al. [[102] extended these findings into the
physical domain, revealing that adversarial examples remain effective when transformed
into physical objects or printed images. Consequently, research has demonstrated that
adversarial patches [[120], malicious alterations to wearable items, and tampered traffic
signs [[121] can consistently deceive image classification and object detection models.
Such attacks often operate under the radar of human vision and can be engineered to
withstand environmental noise and viewpoint changes [122], [[123]], [[124].

The concept of adversarial attacks has also proliferated into the audio domain. Speech
recognition and voice-activated systems are increasingly critical in applications ranging
from smart home devices to security systems. Adversarial perturbations can be embed-
ded into audio signals to cause automatic speech recognition (ASR) models to misin-
terpret commands or produce incorrect transcriptions. These perturbations can be made
so subtle that they remain inaudible to humans. For instance, Carlini and Wagner [103]]
demonstrated targeted adversarial examples against speech-to-text systems, while Yuan et
al. [125] and Qin et al. [126] introduced methods for embedding covert commands within
naturalistic audio clips. As with visual adversaries, these audio-based attacks persist in
the physical domain, maintaining their effectiveness when played through speakers and
recorded by microphones—thus bypassing human scrutiny and threatening the security
of voice-controlled systems.

The subtlety of these adversarial perturbations in both vision and audio modalities,
and their ability to survive real-world conditions, pose a significant threat to the integ-
rity, safety, and trustworthiness of deep learning applications. While human perception
often remains untouched, machine learning models suffer degraded performance, lead-
ing to dangerous misclassifications or unauthorised actions. As a result, research efforts
increasingly focus on developing robust defence mechanisms, detection strategies, and
theoretical understandings of how adversarial examples can transfer seamlessly from the
digital to the physical domain [121]]. Addressing these challenges is crucial for safeguard-
ing the future of Al-driven systems and ensuring their reliability in real-world conditions.

5.3 Attack Vector Formulation

5.3.1 Inspiration

In computation intensive scenarios like modern Al systems, optimizations meant to en-
hance efficiency can inadvertently introduce vulnerabilities exploitable by Rowhammer-
style attacks. We identify three specific properties induced by optimizations commonly
found in federated learning (FL) systems, particularly suited for exploitation:

1. Stability in Physical Address: In FL workflows, training data and model paramet-
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Figure 5.3: DRAM access pathways and processes of FL. a) DRAM access pathways.
For normal access, client updates go through network to the CPU of server before getting
to the DRAM of the server, while RDMA allows clients to bypass the CPU; b) DRAM
access processes. Normally, when mapping virtual addresses of applications to physical
addresses on DRAM, the CPU lookup TLB, and walk through the page table if TLB miss.
Using reduces a level in page table walk, and bypass both TLB
lookup and page table walk. Page-lock prevents variables from offloading from DRAM
to disk.
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ers are assigned to locked huge pages with DMA enabled to maximise data transfer
efficiency between CPU and GPU. By allocating the buffer as a huge page, fewer
TLB entries are needed, reducing address-translation overhead, while page-locking
guarantees that the memory cannot be paged out or moved. DMA then enables the
device to read or write directly to this pinned, contiguous memory region, lever-
aging consistent physical addresses (or IOMMU translations) without interruption.
When employing these three techniques simultaneously, the operating system en-
sures that the allocated memory region remains both physically contiguous and
non-swappable, effectively ’locking in’ a stable translation to a fixed physical ad-
dress, especially when considering a short period of time such as the 64ms window
for typical rowhammer attacks. Therefore, potential attacker can lock the target row
via the FL workflows, e.g., locking a physical DRAM row via specific continuous
parameters of the global model.

2. Minimal Cache Interference: FL systems that employ DMA or RDMA and non-
temporal memory accesses to optimise distributed parameter exchange enable more
frequent and predictable direct DRAM accesses. RDMA’s zero-copy semantics
let attackers initiate high-frequency remote memory reads/writes that bypass CPU
caches on a targeted node’s DRAM. Additionally, sparse updates—commonly used
in FL to reduce bandwidth—focus access patterns on a subset of model parameters.
By continuously hammering these frequently accessed parameters or their asso-
ciated pinned-memory regions, attackers can ensure sustained direct DRAM ac-
cess while minimizing cache interference. Non-temporal instructions, often integ-
rated for performance reasons, further reduce cache pollution, promoting repeated
DRAM row activations.

3. Sustained High Rate of Row Activations: Sustaining the high access rate needed
for Rowhammer is eased by FL’s performance-driven environment. The use of
pinned memory, RDMA, and HPC optimizations (such as NUMA-aware memory
placement and hardware-accelerated data transfers) can significantly reduce latency
and jitter in memory accesses. By exploiting these properties, attackers can main-
tain tighter loops and higher hammering frequencies. Sparse gradient updates,
which limit data movement to a known set of parameters, also streamline repeated
row activations by ensuring that a small, known set of memory pages remain hot
targets, further simplifying and speeding up hammering sequences. Specifically, the
gather-scatter mechanism, commonly used to efficiently aggregate sparse gradient
updates by collecting and redistributing only the most significant gradients (e.g.,
the top 0.1%), further minimises data transfer overhead. This concentration on a
small subset of parameters not only enhances communication efficiency but also
maintains consistent memory access patterns, reinforcing the repeated activation of
targeted memory rows required for effective Rowhammer exploitation.

5.3.2 Evaluation Metrics
5.3.2.1 Notations

To evaluate and validate the proposed attack strategy, we map the repeated rate of sparse
client updates to the number of Rowhammer operations required for DRAM. We define
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the following terms:

* Hpmax(p): The maximum number of sparse updates processed within a single DRAM
refresh period for an update fraction p that leads to update size Sypdate(P)-

* p: The fraction of model parameters updated in each sparse update.

* Thip(r): The Rowhammer threshold, measured as the number of updates required
to induce a bit-flip in row r.

. m: The average Rowhammer threshold across all rows.

5.3.2.2 Reinforcement Learning Performance Metrics

We define two complementary metrics to quantify the clustering and consistency of para-
meter updates induced by the RL agent:

1. Repeated Update Rate (RUR) measures the persistence of updates across consec-
utive episodes:

ZtT:_ll U N U1

RUR =
YU

Y

Equation 14: Repeated Update Rate (RUR)

where U, denotes the set of parameter indices, the location of the parameter in the
model tensor, updated during episode z. Higher values indicate more consistent
targeting of the same parameters.

2. Cluster Density (CD) assesses the spatial concentration of updates within the global
parameter space. Let k = |U;| be the number of updates in an episode and m =
[0.9k]. Sort the update indices as i(1) <) <+ <ig) and define

. - ‘ .
b= 1§jg<151m+1(’(/+m—1) —ijy+1), CD= o7

Equation 15: Cluster Density (CD)

Lower CD indicates that a large fraction of updates lie within a narrow index span,
conducive to inducing Rowhammer effects.

5.3.2.3 Bit-Flip Validation

Given the DRAM bandwidth BW, the refresh period At,efresh, and a fraction p that determ-
ines the size Sypdate (), the maximum number of updates is computed as where Sypdate(P)
is the size of a sparse update when a fraction p of parameters is transmitted.

To assess the practical feasibility of inducing Rowhammer conditions, we estimate the
number of expected activations on a single targeted DRAM row (or closely spaced group
of rows) based on empirically measured update clustering behaviors.
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BW x Atrefresh
Hupax (p) = ————1cfresh
e ( ) Supdate (p )

Y

Equation 16: Maximum number of updates

IEActivation = RUR x Hmax (p>>

Equation 17: Expectation of activations

The expected number of row activations induced by the repeated updates, denoted
as Eacrivarion, can be approximated as: where RUR is the empirically measured repeated
update rate

Finally, given a sparse update fraction p, bit-flips are considered successfully triggered
when E4ivation 18 higher than Tgip.

5.3.3 Target System

The target system is a self-supervised federated voice recognition system, to emulate
large scale voice assistant pre-training systems, which are widely deployed on various
platforms including smart home devices, mobile phones, and other IoT devices, and in-
volving large quantity of clients.

5.3.3.1 Model Structure
We train the agent with target FL. ASR systems of the following five model structures, the
size details of these models are presented in

5.3.3.2 Dataset

For dataset, the FL takes the Common Voice 17.0 dataset [94] as the training data, which
is a large-scale multilingual voice dataset. We only use the English subset for simplicity.
The subset contains 1.1M voice clips with a total duration of more than 3k hours. The data
is randomly split into equal client partitions, where the size of the partition is determined
by the number of clients.

5.3.3.3 Server Setups

On the server side, global model and aggregation are performed using page-locked memory,
and the communication between the server and clients are optimised using RDMA.
5.3.3.4 Clients Setups

On the client side, each client emulates different physical environments via applying ran-
dom Gaussian noise in addition to the adversarial noise generated by the RL agent, after
which the mixed waveforms are resampled to 16kHz to match the Wav2Vec2 model.
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Also, the clients are set to send sparse updates, i.e., at each communication round, only a
controllable portion of the most significant gradient updates are sent to the server.

5.3.4 RL Agent Design

We propose a two-stage PPO-based agent to generate adversarial waveforms that con-
sistently induce parameter updates clustered within targeted indices of an ASR model’s
parameter vector, denoted by @ € RM. The two-stage design initially provides explicit
guidance for parameter targeting (Stage 1), followed by generalised continued training
under limited supervision (Stage 2).

5.3.4.1 Observation and Action Spaces

In Stage 1, observations explicitly encode parameter update locations to facilitate initial
learning:

» Observation: ] = {x.jcan, W, }, with binary vector u, € {0, 1}* indicating recently
updated parameters, where xcjean 1S the unperturbed input waveform.

s Action: 7| = {8 € R” | ||5]| < €}, constrained adversarial perturbations.

Rationale: Explicit signals in u; facilitate clear mapping from adversarial perturba-
tions to model updates, aligning with curriculum-learning principles [[127].
In Stage 2, explicit update signals are removed:

* Observation: & = {x¢jean }, relying solely on waveform input to generalise learned
perturbation strategies.

e Action: Maintained as @ = 4.

Design Choice: Removing explicit update feedback prevents dependence on instant-
aneous signals, promoting robust generalization across diverse inputs.

5.3.4.2 Reward Formulation

Both stages share a unified reward structure composed of three components balancing
localization, clustering specificity, and imperceptibility constraints:

[l Tl

R, = a EMD(u;,u,_1)+ Tu o
t

'}’g perc

Equation 18: Reward function of PPO agent

Update Proximity: Earth Mover’s Distance (EMD) penalises large shifts between con-
secutive update indices, promoting stable parameter clustering.

Target Specificity: Ratio term emphasises updates within targeted parameter indices
i gl

Perceptibility Penalty:

This perceptual constraint simultaneously limits frequency-domain artifacts and tem-
poral waveform distortions [[103]].
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Lrere = M ||STFT(x') — STFT(x) |7 + A2 rms(8)

Equation 19: Perceptibility Penalty

5.3.4.3 Policy Network Architecture

The agent employs a dual-head policy network with shared feature extraction and stage-
specific heads:

2(alor) = Ty, (Eg(x,u;)), Stage 1
10r) =
Ty, (E¢ (x))a Stage 2

Shared Encoder (Ey): Combines parallel multi-resolution 1D convolutional layers
(4kHz, 2kHz, 1kHz) followed by bidirectional LSTM units, capturing both fine-grained
acoustic features and long-range temporal dependencies.

Stage-Specific Heads: Stage 1 directly integrates explicit parameter updates, while
Stage 2 employs attention mechanisms over encoder outputs to implicitly capture persist-
ent perturbation-update relationships.

5.3.4.4 Training Protocol

We adopt a phased curriculum-learning strategy:

1. Stage 1 (50k episodes): Explicit parameter-update signals provided, guiding direct
perturbation-update associations.

2. Transition Phase (10k episodes): Exponentially annealed interpolation between
explicit and implicit observations, smoothly transitioning towards Stage 2.

3. Stage 2 (20k episodes): Fully implicit observation environment to foster robust
adversarial generalization.

Transition criterion between stages is adaptive, triggered when target clustering ratio
exceeds 85% consistently for 10 episodes. We include stage-specific value functions and
orthogonal regularization (8 = 0.001) on shared encoder parameters to mitigate training
instability from parameter-sharing (approx. 78%) between policy heads.

Validation of Two-Stage Design: Empirical analyses suggest that bypassing Stage
1—even with larger network capacities—impairs learning efficiency due to absence of
explicit guidance in early training, thus validating the necessity of our staged approach.

5.4 Experiments

5.4.1 Experimental Setups

This work utilises the DRAM Bender open-source platform to test the Rowhammer at-
tack threshold [[128]. The platform is built on the Alveo U200 Accelerated Card [129]
and is designed to emulate a memory controller using an FPGA, allowing us to pre-
cisely issue Rowhammer-related instructions. The specific memory module tested is the
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MTA18ASF2G72PZ-2G3B1-16GB [130], which complies with the standard DDR4 spe-
cification. Additionally, it has data rate of 2400 MT/s and bit-width of 72 bits. After
excluding 8 bits of ECC, the effective bit-width for transmission is 64 bits: According to
equation (5.4.1)),

_ Data Rate X Bit-Width
N 8 bits/byte

Equation 20: DRAM bandwidth

we can first get the bandwidth of tested module is 18.75 GB/s. Therefore, the data
throughput for each 64ms refresh period will be approximately 1.2 GB. Furthermore, the
default tRC is 46.16 ns.

In an operating system-level attack environment, the optimal ACT rate based on the
clflushopt instruction sequence is 159 ACTs/tREFI, meaning that the actual average tRC
used for frequent activations is 49 ns, which is close to the theoretical ACT limit. Un-
der this condition, the attacker can issue up to 1,306K activations per refresh window.
Moreover, all other timing parameters of tested module follow the default configuration.
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5.4.2 Rowhammer Test Bench

Considering that FL. may use different memory replacement strategies and that data di-
versity plays a role, this work tested different Rowhammer attack thresholds, based on
two access patterns and four data patterns. Compare to single-sided access pattern, the
double-sided requires less activations. However, it is also more difficult to utilise as it re-
quires two adjacent rows for victim data. The data pattern will be the data layout between
victim rows and aggressor rows. The tests not only reveal patterns that are more likely to
induce bit flips, such as 0 — 1 or I — 0, but also demonstrate relatively more challenging
patterns, such as 0 — O or 1 — 1. The obtained attack thresholds are derived from the
average values across all banks of the tested DRAM module. These activation thresholds
ensure that the attack induces bit-flips in at least 95% of the DRAM rows. The inability to
obtain thresholds for all rows is likely due to the presence of exceptionally resilient cells
within the module, which results in extreme deviations in the average threshold. These
thresholds are specifically presented in Table[5.2] All threshold values fall within the the-
oretical limit of 1,309K activations and reserve enough dummy rows activations to bypass
TRR. It can be observed that double-sided Rowhammer generally requires fewer activa-
tions than single-sided Rowhammer. In the worst case, 265K activations are sufficient to
induce bit flips.

5.4.3 PPO Agent Training

We empirically evaluate our proposed PPO-based adversarial framework to assess its ef-
fectiveness in consistently inducing clustered and repetitive parameter updates in feder-
ated Automatic Speech Recognition (ASR) systems under varying sparsity settings, which
are suitable for Rowhammer exploitation.

5.4.3.1 Experimental Setup

We selected five widely-used ASR architectures of varying complexity, parameter counts,
and architectural patterns for evaluation, see in Table the five models and their para-
meter statistics.

For each model, two levels of parameter-update sparsity were considered:

* Medium Sparsity (0.5 % updates): Represents scenarios where moderate commu-
nication efficiency is required without severely limiting model convergence speed.

* High Sparsity (0.1% updates): Reflects extreme communication efficiency con-
ditions, simulating highly bandwidth-constrained or large-scale deployments that
are particularly susceptible to targeted memory perturbations.

The PPO agent was trained to generate adversarial waveforms constrained by a max-
imum perturbation limit (||8]|« < 0.1), ensuring the adversarial audio samples remain
stealthy and practically imperceptible. The training dataset employed was the English
subset of Common Voice 17.0 [94]. Hyperparameters were empirically optimised as
o = 1.0, B = 0.8, and y = 0.6, with perceptibility penalty weights set to A; = A, =0.5.
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5.4.3.2 Baseline Methods

To provide clear insights into the effectiveness of our two-stage PPO approach, we com-
pared it against two baselines:

* Single-Stage PPO (PPO-SS): PPO trained directly without the staged curriculum
learning proposed in our framework.

* Unperturbed: leave the FL clients operating without any external influences.

5.4.3.3 Evaluation Metrics

To evaluate our PPO agent, we measure their performance with the following metrics,
previously defined in[5.3.4]

* Repeated Update Rate (RUR)

* Cluster Density (CD)

5.4.3.4 Results and Analysis

Tables and present comprehensive evaluations of our PPO-TS method against
baseline approaches across different model architectures and sparsity levels.

Table 5.3: Repeated Tensor Overlap Rate (RUR, %) across all models and sparsity levels.

Model Method RUR (0.1%) RUR (0.05%)
PPO-TS 73.7 68.3
Conformer-CTC-S PPO-SS 65.1 53.9
Unperturbed 12.5 9.3
PPO-TS 75.6 71.1
QuartzNet 5x5 PPO-SS 64.8 57.2
Unperturbed 11.8 8.7
PPO-TS 71.9 66.4
Citrinet 256 PPO-SS 57.4 52.9
Unperturbed 13.9 10.2
PPO-TS 72.5 68.1
Squeezeformer-XS PPO-SS 61.4 54.4
Unperturbed 11.2 8.1
PPO-TS 71.1 66.1
Eff. Conformer-CTC PPO-SS 59.3 51.7
Unperturbed 13.2 9.6

Repeated Update Rate (RUR): As summarised in Table our PPO-TS approach
consistently outperformed both the PPO-SS and Unperturbed baselines. At high sparsity
(0.05%), PPO-TS achieved RUR ranging from 66.1% (Eff. Conformer-CTC) to 71.1%
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(QuartzNet 5x5), significantly surpassing PPO-SS (approximately 51%-57%). This sub-
stantial improvement underscores the two stage design to learn robust, long-term strategies
for generating perturbations that repeatedly affect the same parameters.

Table 5.4: Cluster Density (CD, %) across all models and sparsity levels.

Model Method €D (%)
0.1% 0.05%

PPO-TS 1.2 0.6
Conformer-CTC-S PPO-SS 3.7 1.8
Unperturbed 19.2 154
PPO-TS 1.5 0.8
QuartzNet 5x5 PPO-SS 4.1 3.2
Unperturbed 18.6  14.8
PPO-TS 1.0 0.7
Citrinet 256 PPO-SS 34 1.9
Unperturbed 17.9 139
PPO-TS 1.6 0.9
Squeezeformer-XS PPO-SS 3.8 24
Unperturbed 19.5  15.8
PPO-TS 1.1 0.5
Eff. Conformer-CTC PPO-SS 3.6 23
Unperturbed 18.2 143

Cluster Density (CD): As detailed in Table PPO-TS resulted in significantly
lower CD values compared to baselines across all tested configurations. At the high
sparsity level, PPO-TS achieved CD values as low as 1.0%-1.6%, marking approxim-
ately a 2-3x reduction compared to PPO-SS (around 3.4%—4.1%). Such extreme clus-
tering effectively concentrates updates into tightly bound memory regions, dramatically
increasing the probability of repeatedly activating the same DRAM rows.

These results demonstrate the efficacy of our approach in systematically inducing
concentrated and stable update patterns necessary for facilitating targeted Rowhammer
attacks in realistic FL settings.

5.4.4 Bit-Flip Validation

In this subsection, we jointly analyze the effectiveness of our proposed PPO-based ad-
versarial attack framework in inducing practical Rowhammer conditions, considering
both the theoretical Rowhammer thresholds obtained in Section IV-B and the empirically
measured clustering results from PPO agent training presented in Section I'V-C. Specific-
ally, we quantify the practical feasibility of triggering Rowhammer bit-flips by correlating
the observed Repeated Update Rate (RUR) with the number of sparse gradient updates
performed in federated learning scenarios.
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This straightforward estimation facilitates practical reasoning about the potential for
successful Rowhammer attacks based on experimentally observed adversarial clustering.

5.4.4.1 Estimated Row Activation Counts

Table [5.5| summarises the calculated expected row activations for all evaluated ASR mod-
els at the high sparsity setting (0.1%), comparing our two-stage PPO method (PPO-TS)
against single-stage PPO (PPO-SS) and Unperturbed baseline methods.

Table 5.5: Estimated Row Activations Based on Empirical Clustering (Top 0.05%
Sparsity Level)

Model Method Hmax(0.0005) RUR (%) Eacrivations
PPO-TS 296,000 68.3 202,168
Conformer-CTC-S PPO-SS 296,000 53.9 159,544
Unperturbed 296,000 9.3 27,528
PPO-TS 384,000 71.1 273,024
QuartzNet 5x5 PPO-SS 384,000 57.2 219,648
Unperturbed 384,000 8.7 33,408
PPO-TS 250,000 66.4 166,000
Citrinet 256 PPO-SS 250,000 52.9 132,250
Unperturbed 250,000 10.2 25,500
PPO-TS 286,000 68.1 194,766
Squeezeformer-XS PPO-SS 286,000 54.4 155,584
Unperturbed 286,000 8.1 23,166
PPO-TS 196,000 66.1 129,556
Eff. Conformer-CTC PPO-SS 196,000 56.9 111,524
Unperturbed 196,000 9.6 18,816

5.4.4.2 Estimated Bit Flips

Refer to Table [5.2] averaging bit flip thresholds over different single sided aggressor pat-
terns, bit flips are expected when repeated activation exceeds 240K, with more vulnerable
cells flips at 200K.

Thip = 240,000,

Thip,,;, = 200,000

Our agent’s attack on QuartzNet 5x5 with sparsity of 0.05% can be deemed successful
in inducing Rowhammer bit flips, and there is a high possibility of success in inducing
Rowhammer bit flips through attacking Conformer-CTC-S.
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5.5 Discussion

In this section, we discuss the practical implications, limitations, security considerations,
and mitigation strategies related to our proposed PPO-driven Rowhammer attack against
federated learning (FL) systems.

5.5.1 Practical Implications and Feasibility

Our experiments provide empirical evidence that PPO-generated physical-domain per-
turbations can effectively induce clustered and repetitive parameter updates critical for
successful Rowhammer exploitation in federated learning scenarios. Particularly at higher
sparsity levels in large-scale FL. deployments, our PPO-TS approach significantly out-
performs baseline methods by achieving high repetition rates of over 70% and highly
localised cluster densities. Such performance substantially increases the likelihood of
repeatedly activating specific DRAM rows, thus enhancing the practical feasibility of
successful Rowhammer bit-flips.

However, practical real-world deployment may introduce complexities such as partial
system knowledge, environmental variability, or limited precision in physical perturbation
generation. Despite these uncertainties, our joint evaluation clearly demonstrates that the
activation counts achieved by our PPO-based attacks are realistically within the threshold
ranges required to trigger Rowhammer attacks, particularly under favorable DRAM con-
figurations or minor system optimizations (e.g., higher memory bandwidth or extended
refresh intervals). Therefore, our results underscore a significant and realistic security
risk to federated learning systems utilizing common performance optimization practices.

5.5.2 Limitations and Open Challenges

We acknowledge two primary limitations affecting the practical applicability of the pro-
posed PPO-driven Rowhammer attack:

1. Opacity of Realistic FL. Setups: Real-world federated systems typically obscure
internal details such as memory management policies, parameter layouts, and sys-
tem optimizations from external attackers. Without explicit feedback or partial sys-
tem knowledge, the current reinforcement learning framework might experience
significantly reduced efficiency or effectiveness. Future research could address this
limitation by developing RL agents with highly sparse rewards or inferable rewards,
or transferable adversarial perturbation techniques.

2. Lack of Control over Specific Victim Rows: The proposed indirect Rowhammer
attack inherently lacks precise control over the specific DRAM rows affected by in-
duced bit-flips, making outcomes unpredictable and potentially transient. This un-
certainty reduces the reliability of achieving specific attack objectives (e.g., targeted
data corruption or privilege escalation). Future research should explore advanced
side-channel techniques or hardware-software co-design approaches to improve the
precision and predictability of the Rowhammer effects induced by physical-domain
perturbations.
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5.5.3 Security Considerations for Federated Learning Systems

Our findings highlight significant security risks arising from commonly used perform-
ance optimization techniques in federated learning systems, including sparse updates,
RDMA, huge pages, and pinned memory. While these optimizations greatly enhance
computational and communication efficiency, they also inadvertently create predictable
and sustained DRAM activation patterns exploitable by hardware-level adversaries. Con-
sequently, FL practitioners must carefully reconsider optimization-related trade-offs, ex-
plicitly evaluating hardware security vulnerabilities when designing and deploying feder-
ated learning systems, especially in sensitive or critical infrastructure scenarios.

5.5.4 Potential Mitigation Strategies

Based on our comprehensive analysis and findings, we propose several practical defensive
measures to mitigate the identified threat:

* Adversarial Input Detection: Deploying anomaly detection systems at the sensor
or client levels could proactively detect and mitigate adversarial acoustic or electro-
magnetic signals before they propagate into clustered model updates.

* Systematic Analysis of Optimization Technique Deployment: Analyse and as-
sess the effect of deploying optimization techniques in combinations, selectively
using such techniques to lower attack feasibility.

* Hardware-Level Countermeasures: Employing DRAM modules with enhanced
Rowhammer resilience (e.g., advanced error correction or hardware-level activation
anomaly detection) offers robust defence against direct exploitation attempts.

5.5.5 Broader Impact and Future Directions

Our study demonstrates a compelling need for interdisciplinary approaches combining
hardware security, adversarial machine learning, and federated learning systems design.
By integrating hardware-level vulnerabilities into FL threat modeling, we advocate a hol-
istic view that proactively identifies, assesses, and mitigates emerging threats.

Future research directions include:

» Extending our approach to diverse model architectures, and real-world applications
through stronger agents that can process side channel information and learn with
highly sparse rewards in real-world applications to enhance the attack.

* Exploring hardware-software co-design approaches that mitigate Rowhammer risks
without severely compromising computational efficiency.

By addressing these open challenges and continuing to bridge security gaps between
hardware vulnerabilities and distributed learning systems, we aim to contribute toward
more secure, dependable, and resilient federated learning deployments.
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5.6 Conclusion

This chapter introduced a novel Rowhammer attack vector against federated learning (FL)
systems, systematically integrating and expanding on the thesis aim of understanding
how contextual and efficiency-oriented factors in heterogeneous FL environments shape
security and optimisation trade-offs. Leveraging a Proximal Policy Optimization (PPO)-
based reinforcement learning agent, we demonstrated that physical-domain adversarial
perturbations, delivered to FL client sensors, can indirectly trigger clustered and repetitive
model updates on FL servers. These clustered updates, when combined with common FL
efficiency optimisations such as sparse gradients, pinned memory, and RDMA, create
memory access patterns conducive to inducing Rowhammer bit-flips in server DRAM.

Our empirical evaluation across multiple automatic speech recognition (ASR) archi-
tectures confirmed the feasibility and impact of the proposed attack under realistic FL
deployment conditions. The PPO-based adversarial framework consistently achieved
higher repeated update rates and more concentrated update clustering than conventional
approaches, illustrating that hardware-level vulnerabilities are increasingly relevant as FLL
systems pursue aggressive optimisation strategies.

By examining the interplay between software and hardware optimisation, our work
provides a concrete example of how efficiency techniques designed for scalability and
performance may inadvertently weaken system robustness and expand the attack surface.

To mitigate the identified risks, we outlined a set of practical defence strategies, in-
cluding randomised memory allocation, input perturbation detection, and more judicious
use of memory and communication optimisations. These findings emphasise the necessity
for interdisciplinary security assessment that spans algorithmic, systems, and hardware
domains, ensuring that federated learning frameworks remain both efficient and resilient
in the face of emerging threats.

Collectively, this work reinforces the imperative for holistic threat modelling and
proactive defence in FL research, advocating for a continuous, context-aware balance
between optimisation and security as foundational for dependable and secure federated
intelligence.
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Chapter 6

Discussion

This chapter synthesises the findings presented in previous chapters, highlighting how
each contribution collectively addresses the aims and objectives articulated in Chapter [I}
It critically evaluates the significance of these findings within the broader context of Fed-
erated Learning (FL), elucidates novel insights, acknowledges limitations, and examines
practical implications to inform future research and application strategies.

6.1 Overview of Thesis Contributions

This thesis contributes to the advancement of Federated Learning by addressing specific
research gaps identified in Chapter |1} the effective utilisation of client heterogeneity, de-
velopment of context-aware efficiency strategies, and exploration of vulnerabilities arising
from optimisation methods. The main contributions are:

1. A Mixed-Precision Over-the-Air Federated Learning (MP-OTA-FL) framework [90]
tailored to the computational heterogeneity of FL clients.

2. A Retrieval-Augmented Generation (RAG)-based user profiling method [136] en-
hancing precision allocation and client satisfaction within MP-OTA-FL.

3. Identification and systematic assessment of novel hardware vulnerabilities intro-
duced by optimisation strategies, exemplified through a reinforcement learning (RL)-
based Rowhammer attack [[137]].

Each contribution is discussed in detail in the subsequent sections.

6.2 Leveraging Client Heterogeneity in FL

Addressing the underutilisation of client heterogeneity, the proposed MP-OTA-FL frame-
work significantly improves efficiency and client participation by dynamically adjusting
computational precision. Unlike traditional homogeneous strategies, our framework ef-
fectively exploits device diversity, reducing energy consumption (up to 65%) and compu-
tational overhead, notably enhancing resource-limited client performance.

This work expands upon existing OTA-FL methods [74], [[138] by introducing quant-
isation modulation schemes suitable for heterogeneous federated environments. Notably,
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low-precision (4-bit) clients demonstrated performance improvements of over 10% com-
pared to uniform precision baselines, validating mixed-precision strategies within distrib-
uted, client-specific contexts.

Nevertheless, scalability challenges persist, especially when extending precision mod-
ulation to a diverse and large-scale client population, necessitating future exploration into
hierarchical or clustered precision allocation approaches.

6.3 Context-Aware Optimisation via User Profiling

The thesis further advances efficiency strategies through a novel RAG-based profiling
method introduced in Chapter 4] This method systematically incorporates contextual cli-
ent data—including hardware capabilities, user behaviours, and satisfaction metrics—to
dynamically optimise computational precision. Contrasting previous static or heuristic-
based methods [9]], [13]], this context-aware approach significantly improves user satisfac-
tion, energy efficiency, and model performance.

The integration of conversational LLMs and RAG databases enabled continual ad-
aptive optimisation with lower risk of hallucination. However, deploying such sophist-
icated tools introduces computational overhead and potential privacy risks. Future re-
search should investigate decentralised or federated implementations, refining privacy-
preserving mechanisms to enhance practical scalability.

6.4 Emergent Vulnerabilities from Efficiency Optimisa-
tion

Chapter 5| highlights critical vulnerabilities introduced by optimisation methods, particu-
larly focusing on hardware-based risks exemplified by the RL-driven Rowhammer attack.
The analysis reveals how sparse gradient optimisation techniques and hardware-level
memory optimisations inadvertently facilitate predictable and repeated memory access
patterns, significantly elevating the risk of Rowhammer vulnerabilities.

This research shifts conventional FL threat models, emphasising the necessity of com-
prehensive security measures that encompass both hardware and software layers. Al-
though the demonstrated attack succeeded under controlled laboratory conditions, fur-
ther empirical evaluations under varied environmental and practical deployment scenarios
such as server configurations employing ECC or TRR mechanisms, are essential to fully
quantify real-world threats and establish robust mitigation strategies.

6.5 Integration and Real-world Implications

Collectively, the findings presented in this thesis deliver a cohesive contribution towards
developing robust and practical FL systems capable of operating effectively under client
heterogeneity. By integrating efficiency optimisation with adaptive precision strategies
and considering related security risks, this research provides actionable insights and meth-
odologies for deploying FL solutions across diverse industries, including healthcare, autonom-
ous transport, and consumer 0T ecosystems.
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From a practical perspective, the MP-OTA-FL and RAG-based profiling frameworks
can significantly enhance deployment feasibility by customising computations according
to user preferences and hardware constraints, thus potentially improving long-term user
participation and satisfaction. Concurrently, recognising and addressing hardware-level
vulnerabilities early in system design phases can substantially strengthen overall system
resilience, contributing towards trustworthy and secure FL infrastructures.

6.6 Limitations

The contributions of this thesis, while robust, come with several inherent limitations:

* Generalisation and Scalability: While the MP-OTA-FL framework demonstrated
clear benefits, its scalability to large amount of heterogeneous clients in practical
large-scale deployments needs further empirical validation and possibly new optim-
isation algorithms.

* Complexity and Overhead of LLMs: The computational overhead and potential
privacy concerns introduced by the RAG-based user profiling framework, although
addressed in part, need further evaluation in realistic, large-scale federated settings.

* Environmental and Practical Constraints: The hardware vulnerability attack
vector needs further real-world evaluation under varied environmental and oper-
ational conditions to confirm the robustness and viability of practical exploitations
and effective mitigations.

Addressing these limitations through targeted empirical and theoretical exploration
will be critical for transitioning these methodologies from controlled experiments to wide-
spread industrial applications.

6.7 Summary

In summary, this thesis advances Federated Learning by systematically addressing key
gaps related to client heterogeneity, contextual computational efficiency, and optimisation-
driven vulnerabilities. Through integrated frameworks, it highlights actionable pathways
towards secure, efficient, and personalised FL deployments. The contributions provide
foundational insights for both academia and industry, outlining clear avenues for future
research aimed at enhancing FL’s practical effectiveness, resilience, and real-world ap-
plicability.
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Chapter 7

Conclusion and Further Work

This chapter summarises the key outcomes of the research undertaken in this thesis,
reflecting upon how the aims and objectives stated in Chapter [I] were successfully ad-
dressed. It explicitly highlights the main contributions, discusses their significance within
the wider context of Federated Learning (FL), and proposes avenues for future research
based on identified limitations and emerging opportunities.

7.1 Summary of Research Outcomes

The primary aim of this thesis was to develop adaptive Federated Learning frameworks
capable of optimising computational efficiency, effectively managing client heterogen-
eity, and addressing vulnerabilities introduced by optimisation techniques. This aim was
successfully realised through the achievement of three specific research objectives:

1. Adaptive Mixed-Precision Federated Learning Framework: A novel Mixed-
Precision Over-the-Air Federated Learning (MP-OTA-FL) framework was proposed,
explicitly accommodating client heterogeneity by dynamically adapting computa-
tional precision based on client hardware capabilities. The developed quantisation
modulation scheme significantly enhanced energy efficiency (achieving up to 65%
reduction compared to uniform 32-bit precision) and computational performance,
particularly benefiting resource-limited clients.

2. Context-Aware Precision Optimisation via User Profiling: A Retrieval-Augmented
Generation (RAG)-based user profiling methodology was developed to optimise
precision allocation dynamically. By effectively leveraging client-specific contex-
tual data, this method significantly improved global model accuracy, energy effi-
ciency, and overall user satisfaction in heterogeneous and realistic FL scenarios.

3. Analysis of Hardware Vulnerabilities Introduced by Optimisations: The re-
search demonstrated a previously unexplored threat vector exploiting hardware-
level vulnerabilities via reinforcement learning-driven Rowhammer attacks. Spe-
cifically, it was shown that common efficiency optimisation strategies, such as
sparse updates and memory optimisation techniques, inadvertently increased sus-
ceptibility to sophisticated hardware-level adversarial attacks.
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Together, these contributions provide a comprehensive framework addressing critical
research gaps, harmonising efficiency optimisation with robust security practices.

7.2 Contributions to Knowledge
The contributions of this thesis to the broader FL literature are as follows:

* Demonstration of the practical effectiveness of mixed-precision OTA-FL strategies,
showcasing significant improvements in computational efficiency and client re-
source management over traditional homogeneous precision approaches.

* Development and empirical validation of an innovative RAG-based, context-aware
optimisation strategy, substantially enhancing personalised client experiences and
precision planning in heterogeneous FL deployments.

* Identification and systematic analysis of novel hardware-based security vulnerab-
ilities arising from optimisation techniques, significantly expanding existing FL
threat models through practical reinforcement learning-driven Rowhammer scen-
arios.

These findings are crucial for guiding future research and informing real-world de-
ployment strategies, particularly in resource-constrained and heterogeneous client envir-
onments.

7.3 Practical Implications

The methodologies and insights presented carry significant implications for real-world FL
system deployments:

* Optimised Deployment Strategies for FL: The frameworks for mixed-precision
and context-aware optimisation offer practical methods for implementing personal-
ised and efficient FL solutions, particularly beneficial for large-scale deployments
across IoT, healthcare, and mobile ecosystems.

* Integrated Security and System Design: The demonstrated hardware-level vul-
nerabilities emphasise the need for comprehensive, integrated security strategies
spanning both software and hardware layers, significantly strengthening resilience
against advanced adversarial threats.

7.4 Further Work

Despite the significant advancements made, several areas remain for future exploration to
enhance robustness, scalability, and applicability:
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1. Scalability and Generalisation of MP-OTA-FL: Future research should empir-
ically evaluate mixed-precision modulation scalability across extremely heterogen-
eous and large-scale client populations, potentially integrating hierarchical or clustered
aggregation methods to enhance generalisation.

2. Refinement and Decentralisation of RAG-based Profiling: Further studies should
focus on federated or decentralised implementations of RAG-based user profiling
to reduce computational overhead and privacy concerns. Investigating alternative
language model architectures may also improve resource efficiency and real-time
responsiveness.

3. Empirical Validation of Hardware Vulnerabilities: Rigorous real-world testing
under varied operational conditions is essential to validate the practical impact of
the identified hardware vulnerabilities. Additional research should aim to develop
robust mitigation strategies effective across diverse environmental conditions.

7.5 Closing Remarks

This thesis has made substantial progress towards robust, context-aware, and secure Fed-
erated Learning systems tailored to heterogeneous environments. By addressing effi-
ciency, client satisfaction, and security challenges comprehensively, the work has laid
important foundations for future research and practical implementations. The findings
presented provide meaningful guidance for both academia and industry, highlighting clear
opportunities to further advance the resilience, efficiency, and trustworthiness of Feder-
ated Learning technologies.
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