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Abstract

Ensuring access to high-quality, safe food is typically the responsibility of national
governing bodies overseeing food production and distribution, and is usually
secured by enforcing compliance with national food standards at the producer
level. However, recent and historical food safety transgressions have illustrated
that conventional food standards frameworks have fallen short in some respects:
conventional batch-based compliance testing has been shown to result in delays
between identification of problems and corrective action, resulting in product
recalls, batch destruction, and reduced consumer trust. In severe cases, delayed
responses have exposed consumers to unsafe products before action was taken,

leading to harm.

Modern, high throughput sensor technologies, coupled with appropriate
informatics support have the potential to improve the responsiveness of current
food standards frameworks, offering a means to monitor the food production and
distribution chain in higher resolution, while allowing for close-to-real-time
detection of emergent issues, before exposure to the public and before incurring

costs for the food business operator.

This work shows a two-part appraisal of this approach. First, mathematical
models were developed to assess the accuracy and reliability of candidate
sensors for prediction of food safety and quality parameters in meat products,
both in isolation and in a sensor fusion context. Second, an online platform was
constructed to support development and deployment of predictive models built
using multiple channels of high-throughput sensor data in a manner enabling

performance evaluation and real-time decision support capabilities.

The methods and platform developed in this work demonstrate that employment
of high-throughput, minimally invasive sensor technologies may supplement
existing monitoring practices when coupled with suitable machine learning
pipelines, and such pipelines, including those integrating multiple streams of
multi-modal sensor data, can be deployed efficiently in a decision support

capacity.
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1 Introduction and Literature Review

1.1 Background

In a similar manner to the wider domain of chemometric and other data-driven
study, the advancement of the disciplines of food safety, authenticity and quality
analysis is driven in part by the constantly evolving landscape of information
technology, equipping the analyst with a growing arsenal of devices and
techniques to harvest actionable sensor data that facilitates their work (Nychas
et al., 2021).

As the prevalence of these data-driven practices increases due to sensor
miniaturisation and increasing cost-effectiveness, food business operators
(FBOs), in addition to food standards authorities, are exploring the feasibility of
incorporating this type of technology throughout the food production and
distribution pipeline, to supplement their existing testing methods, which are often
batch-based, slow and result in food destruction and waste (Lazou et al., 2021;
Yousefi et al., 2019).

As a consequence of this, the established methodologies applied throughout
collection, transformation and analysis of food safety, authenticity and quality
data are in a constant state of iteration, to capitalise on the potential offered by
these advancements and improve on the performance of existing measures, for,
among others, reasons of public health concern, or reinforcement of trust in the

food production and distribution network.

As the breadth of available sensor coverage options for food analysis increases,
a case can be made for assessing the utility and benefits of multi-modal
monitoring for assessing product state throughout its production and distribution
lifetime (Huang et al., 2024).

Sensor/Data fusion of a union of non-overlapping technology coverage may
record a more informative, holistic view of the state of a sample over a wider
spectrum of variables, whilst the intersection of coverage of similar technologies
may increase the “depth” of analysis, and offer a degree of redundancy and

confidence when establishing the relationship between the recorded state and
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the underlying biological and chemical processes taking place, a desirable trait
when making decisions that have potential for damage to the health of consumers

and the reputation of FBOs and regulatory bodies (Calvini and Pigani, 2022).

This desire to form robust pipelines for food analysis decision-making is
complicated by multiple issues related to the data itself. The multi-modality of the
data, i.e. the variety of different sensor technologies the raw data emerges from,
in addition to the representational structures and concepts encountered, make it
inappropriate to adopt a “one-size-fits-all” approach to ingestion into any

analytical operation (Nychas et al., 2021).

In addition, the sheer volume of data produced by these information-era sensors
in a real-world scenario precludes the manual intervention of operatives in
processing this data, a scenario lending itself to automated analysis, which is
complicated by the aforementioned multi-modal nature of high throughput sensor

data.

1.2 Food Supply Issues in the UK and Internationally

The issues facing food supply infrastructure at the national and international level
can be placed into several distinct categories, such as those involving
international trade and economics, supply chain and logistics disruptions caused
by climate change, natural disasters or geopolitical issues, or skilled labour
shortages (Rojas-Reyes, Rivera-Cadavid and Pefia-Orozco, 2024), however the
issues that fall within the actionable realm of food analysis and associated
informatics approaches can generally be categorised into those related to food
safety, quality control and food fraud, supply chain transparency and waste

optimisation.

The safety of food is likely the most important deciding factor in a consumer’s
dietary choices. Yearly, an estimated 600 million people (roughly 1 in 10) fall ill
after consuming contaminated food and of those, roughly 420,000 die. Further to
this, an estimated global cost of $110 billion is attributable to lost productivity and
associated medical expenses in middle and low-income countries (WHO, 2024).

In the UK and other higher-income countries, the general impact on consumer
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health caused by food safety issues is likely lessened due to enforcement of well-
developed safety protocols, however recent investigations have suggested a far
higher incidence of food-borne iliness in the UK than previously thought — a 2022
Food Standards Agency (FSA) report estimated around 2.4 million cases yearly,
an increase from the 2009 estimate of 1 million (O'Brien et al., 2020).
Furthermore, public trust in governing bodies to enforce food standards is fragile:
the FSA’s “Food and You 2" survey of a stratified sample of 4000 households in
the UK indicated that between 2020 and 2023, public trust in the FSA fluctuated
between 69% to 78% in each two/three-month sampling wave (DEFRA, 2024).

Food quality is another factor in consumer choice — as populations become
increasingly cognisant of how high-quality, nutritious food forms a critical
component of a healthy lifestyle, suppliers must ensure that food reaching shop
shelves is sufficiently attractive to warrant purchase (Nychas et al., 2021). The
parameters that define a food product’s quality are varied; many are related to a
product’s perceived “freshness”: these might be considered in a continuum of
spoilage, where microbial action or endogenous enzyme activity causes changes
to the food morphology and chemistry, leading to unpleasant textures, off-
flavours and smells (Sahar and Dufour, 2014; Snyder, Martin and Wiedmann,
2024); in some cases, severe microbial contamination leads to the
aforementioned issue of food-borne iliness, due to the presence of pathogens
and pathogenic metabolites, both bacterial and fungal, which cause acute iliness;
common genera include bacteria such as Campylobacter, Escherichia, Listeria,
Salmonella and fungi such as Fusarium (Swarnakar, Chowhan and Chakraborty,
2024). Some biological contamination causes both acute and long-term issues,
such as the carcinogenic aflatoxins produced by fungi in Aspergillus (WHO,
2024).

Other factors are often perceived as markers of food quality: these include single-
provenance foods, such as those with protected designation of origin (PDO)
status in the EU (European Commission, 2023), or food derivatives with
ingredients themselves perceived to be of higher quality than alternatives, such

as extra-virgin olive oils (Guzman et al., 2015) or monofloral honey (Gan et al.,
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2016). High regard for “high quality” food products or their ingredients incurs an
associated premium, with such products costing more than lower-quality
alternatives. This may represent financial motivation for bad actors to conduct
fraudulent activities in order to exploit consumers. Brooks et al. classified types
of food fraud transgressions into three categories, based on their impact on the
consumer, based on the work of Spink et al. (Brooks et al., 2021; Spink et al.,
2019):

Direct impact represents immediate risk to the consumer i.e. the inclusion of
substances that are toxic or lethal. This may include inorganic substances, such
as lead chromate found in turmeric to improve yellow colouring (Cowell et al.,
2017) or organic substances such as melamine in milk products to feign protein
content (Xiu and Klein, 2010). This categorisation also includes substitution of
foodstuffs with allergens with inadequate notification, such as peanut derivatives
(oils or flour) (Luparelli et al., 2022) or dairy proteins in non-dairy products (Yang
et al., 2022).

Indirect impact is fraud caused by longer-term actions or inactions, such as low
dose exposure to chronically toxic chemical agents, including banned herbicides
or pesticides, or inorganic bulking agents that may not be acutely toxic, such as
talc or brick powder seen in herbs and spices (Cottenet, Andrey and Dubascoux,
2024). Chronic omission of beneficial constituents such as preservatives or
nutrition (vitamins, protein) is also included in this category: in 2004, the sale of
infant milk powder of little nutritional value led to the deaths of more than 60
babies through malnutrition (BBC, 2004).

Technical fraud refers to incidences of fraud that are non-material in nature or are
related to provenance claims and result in unfair advantage for the transgressor.
This includes forgery of provenance information or other misrepresentation food
products, such as mislabelling battery farmed or conventional meat as free-
range, or the complete or partial substitution/adulteration of the aforementioned
examples of olive oil or honey with inferior replacements, such as other vegetable

oils or non-virgin olive oils in the case of the former (Poulli, Mousdis and
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Georgiou, 2006; Sayago, Morales and Aparicio, 2004), and cheaper honeys or
sugar syrups in the case of the latter (Dodd et al., 2025; Shehata et al., 2024).

The degree of economically motivated adulteration (EMA) occurring globally is
challenging to estimate due to different methods of calculation, however cost
estimates range from $15 billion to as much as $40 billion yearly (FDA, 2024).
Some critical assessments of the global supply chain estimate as much as 10%
of foods contain a fraudulent element, many of which evade detection due to the
lack of a globally accepted, standardised fraud prevention program and

increasingly complex international food distribution chains (Barrere et al., 2020).

The length of supply chains and poor oversight of weak points may allow bad
actors the freedom to conduct their fraudulent activities, and conceal themselves
amongst the volume of concurrent legitimate business, or allow non-fraud food
control failures to progress (Stadler et al., 2016). Poor communication among the
links in the regulatory chain may impede information flow and prevent findings in
one jurisdiction from adequately progressing to the next, limiting the ability to form
a complete view of the progression of a food crime or emergent incident, and

pinpoint the origin of the event(s) (Soon, Manning and Smith, 2019).

1.3 Examples of Food Control Incidents

The importance of actioning a robust standards compliance testing strategy prior
to food retail and consumption is paramount: without such, there is the potential
for severe public health concern and damage to the reputations of involved Food
Business Operators (FBOs) and governmental food standards authorities, both
short and long term, due to the ramifications of the original incident and the
public’s lingering distrust in implemented testing measures (Li et al., 2021b). Food
control incidents are reasonably common, and many are harmless and do not
capture the public’s attention — in the UK, a total of 69 Product Recall Information
Notices (PRINs) were issued in the 2023-2024 period by the Food Standards
Agency (FSA) and Food Standards Scotland (FSS), which are typically issued at
or after food product recall due to concerns caused by contamination risk, mis-
packing or mislabelling (DEFRA, 2024). However, recall events can be complex
and costly (Whipple, Voss and Closs, 2009), damage an FBO'’s reputation, and
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public perception of the category of products (Marucheck et al., 2011; Trienekens
and Zuurbier, 2008). Some food control incidents and the subsequent mitigation
efforts have become high-profile due to their perceived or realised impact on
consumer bases, and led to changes in national and international food testing

strategies.

1.3.1 Chinese Milk Scandal

Fraudulent adulteration of food to comply with quality-control/standards-
compliance testing, or to evade it altogether, can pose serious health concerns.
In the 2007-2008 period, a significant food safety incident emerged due to the
deliberate augmentation of powdered baby milk products produced in China

through the addition of the organic compound melamine.

The ostensible intention behind the producer's deception was to artificially
increase the powder’s nitrogen content to give the illusion that it contained a
higher proportion of protein, in order to pass quality control testing. As a result of
the adulteration, approximately 300,000 babies and young children suffered the
effects of melamine poisoning, of which roughly 50,000 were admitted to hospital
with kidney stones or complete renal failure — the Chinese health ministry officially
confirmed that six infant deaths were directly attributable to the melamine
contamination (Lancet, 2009).

As a result of the poisoning, a range of measures were taken by importer nations,
from the complete ban of dairy and dairy-containing products from China (Xiu and
Klein, 2010), to testing of all Chinese food imports, or only those implicated
(Bhalla et al., 2009).

A noteworthy aspect of the incident’s first emergence was the lag period between
the first complaints made by parents of children affected by the chemical in
December 2007, the main producer of the contaminated products first detecting
the presence of melamine in milk products in June 2008, and the delay in
reporting the findings to local authorities in August of the same year, and the

eventual dissemination to the World Health Organisation’s INFOSAN in late
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September 2008. In that time, the sale and export of products containing the

contaminant had continued (Gossner et al., 2009).

An effort from the World Health Organisation at the investigative conclusion of
the Chinese milk product scandal in 2008 was to draw attention to the danger
that the rapidly modernising international food trade had outpaced the legislation
and monitoring infrastructure implemented at that time, and the ease with which
bad actors could exploit that legislation for profit. Of paramount importance in the
protection of consumer health when encountering suspected contamination
issues in food production is the expedient transfer of findings to the relevant
regulatory body, to have a greater chance of limiting the spread of affected

produce and thus limit the size of any potential public health emergency.

It is reasonable to consider some possible reasons for similar delays in reporting

of instances of food fraud or other food control violations:

o Cover-ups: Whilst the dissemination of information with food authorities is
paramount for preservation of public health, there may be illicit
considerations taken into account by the food producers, i.e. “damage
control” — attempts to destroy evidence, clean up production and avoid
repercussions before resorting to sharing of information with others (Zeng
et al., 2018)

¢ Normalisation of deviance: Left unchecked, behaviour or practice that
strays from the accepted standard becomes the norm and accepted by the
workforce (Banja, 2010). This behaviour is likely compounded by poor
oversight and the resultant sense of security for transgressors (a low
chance of being caught) (Bogard et al., 2015; Etienne et al., 2020), leading
to conditioning of workers and detachment from the effects of their actions
(Lord et al., 2017; Lotta and Bogue, 2015)

e Internal affairs: Internal inefficiencies or miscommunication in the food
industry between producer, distributor, and retailer may lead to certain

events not being prioritised correctly (Soon, Manning and Smith, 2019)
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e Industry Structure: Cultural practices that may discourage reporting issues
externally, for fear of consequences for workers, and few protections are
guaranteed for those who do report externally after reasoning that no

resolution would be achieved from an internal report (Etienne et al., 2020)

A 2009 report on the extent of the health problems caused by the contamination
made note of the fact that the Chinese authorities acknowledged the events when
the WHO requested information following initial investigations, rather than the
information being freely volunteered to the WHO upon first discovery (Gossner et
al., 2009). Whilst noting the delays in the initial reporting, the review highlights
the successful networking of scientific knowledge through the WHO International
Food Safety Authorities Network (INFOSAN). This network facilitated the rapid
dissemination of intelligence with all member parties, and Chinese-led expert
meetings aided in exchange of current scientific knowledge and assessing the
best course of action for member states to take to minimise the public health

impact of the incident.

A consideration to be made during international public health incidents is the
likelihood of public health guidance and legislation regarding hazard scenarios
differing between different member states. For example, whilst food testing
programmes for melamine were under way following the 2008 incident, some
countries took the policy of accepting goods that displayed a concentration below
a maximum threshold for contamination, whilst some took a no-tolerance policy,
and rejected most imports of dairy products from China as a result (Bhalla et al.,
2009). This difference in approach was likely caused by the lack of consensus on
some domain concepts, particularly the lack of establishment of the threshold
value of detectable melamine in foodstuffs at which action should be taken.
Following the expert-led meeting in 2008. the Chinese authorities were
commended for their rapid supply of useful information pertinent to the incident
to the other INFOSAN partner nations (Gossner et al., 2009). Member feedback
suggests that standardised international food information networks such as
INFOSAN are useful for overcoming some of the complexities of knowledge

exchange between different food authorities and acting as a “community of
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practice”, facilitating knowledge exchange between domain experts and
collaborative meta-analyses to assess different regional approaches for dealing
with issues. (Savelli and Mateus, 2020). Systematic reporting following INFOSAN
incidents has revealed that a minority of member states contribute the majority of
information exchanged through the network (Savelli et al., 2019). More than half
of respondents to a 2019 user survey of 239 INFOSAN members in 137 countries
have suggested the existence of a number of barriers to participation, particularly
related to the need for a standardised way to share information at a national level,
difficulties conducting national-level food safety risk assessments, limited funding
for food monitoring/response infrastructure, and limited realised

monitoring/response infrastructure (Savelli and Mateus, 2021).

1.3.2 Horse Meat Scandal

In 2013, the so-called “horse meat scandal” affected the European food sector in
such a way that the effectiveness of quality, authenticity and safety controls were

brought into disrepute.

Food safety inspectors from the Food Safety Authority of Ireland (FSAI)
discovered varying proportions of horse meat in frozen products labelled as other
meats (DAFM, 2013), a discovery that sparked similar investigations in other
European nations. Across the EU, 27 member states conducted 4144 tests for
the presence of horse meat in similarly packaged and distributed products, and

of those 193 showed a positive result (4.66%) (European Commission, 2014a).

Methods were used that had not been routinely applied to agri-food assessment
— initial detection of the adulteration was made after employment of advanced
DNA testing methods which had not been required under food regulations,
including real-time polymerase chain reaction (RT-PCR/QPCR) (DAFM, 2013;
Salihah et al., 2016). Other methods, such as the enzyme-linked immunosorbent
assay (ELISA), which uses enzymes to detect the quantitative or qualitative
presence of “fingerprint” antigens in proteins (NeSi¢, Stojanovi¢ and Balti¢, 2017)
were used, however subsequent study in beef and pork has suggested ELISA
requires a higher threshold of meat adulteration for reliable detection (Perestam
et al., 2017).
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Whilst clearly an issue of food fraud, the presence of horse meat raised
accompanying concerns about the suitability of the meat for human consumption.
Whilst an industry for horse meat does exist in parts of the EU, there was no
guarantee that the meat entering the food chain fraudulently was sourced or
prepared suitably for human consumption. As such, testing for trace quantities of
veterinary drugs took place; of particular concern was the potential of
phenylbutazone or “bute” entering the food chain, a drug that presents a potential
health risk to humans.

Of the 3115 tests for bute, 16 proved to be positive (0.51%). A further 7951 follow-
up tests were undertaken by food business operators (FBOs) for the presence of
the drug, of which 110 samples indicated a positive result (1.38%) (European
Commission, 2014b).

The resulting investigation undertaken by the European Commission established
that the risk to public health was low, but the entry of illegitimate produce into the
food chain damaged consumer trust and raised questions about the functioning
of food testing infrastructure, both at a national and international level.
International consignments not only experience the potential “weak-link” in
storage and monitoring whilst moving across large geographical distances, but
also the issues that may arise when crossing national borders and thus moving

into different food standards jurisdictions (Soon, Manning and Smith, 2019).
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As a result of the original findings, the subsequent investigation and the resultant

public scandal, the European Commission authored a five point plan of areas of

potential changes that the food standards infrastructure across the EU should

move to enact (European Commission, 2014c).

Several of the proposed actions were specific to the control of processing and

distribution of horse meat through the enforcement of rules surrounding horse

passports:

Distinct identification to be assigned to horses and thus horse products
entering the human food chain, and members states to report
transparently on the measures they take to enforce the rulings on such,
particularly on how the passport is filled following veterinary drug
administration, and to perform regular controls to ensure compliance with

legislation.

To make mandatory the utilisation of a national database to consolidate

the recording of issuance of horse passports.

Following the conclusion of the investigation’s testing efforts, other more

generic/wider reaching suggestions were made for the purposes of strengthening

food assurance infrastructure — in summary:

Better coordination between EU member states regarding food
safety/quality/authenticity monitoring and standards compliance, in

collaboration with enforcement agencies such as Europol.

Dissuasive random spot checks to ensure compliance with legislation

and to investigate suspected instances of food fraud

Implementation of newer legislation to ensure member states’

transparency about internal food standards affairs

Development of a monitoring platform, similar to, or integrating with, the
EU’s RASFF (Rapid Alert System for Food and Feed - As RASFF was
primarily concerned with risks to health from food and feed, it was not

initially triggered after discovery of adulteration)
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The overall determination of the European commission’s investigation attributed
the scandal to fraudsters exploiting weaknesses in the food production and
distribution network (European Commission, 2014c), and emphasised the need
for improved national and international food control networking. For example, the
EU made recommendations for central databases for horse passports, offering
greater efficiency for authorities making enquiries on the status of animals prior
to sale or export, and which would simplify assurance that all necessary data is
associated with individual registrants, such as their drug status and thus suitability
for consumption (European Commission, 2014c); information systems for
livestock tracing and certification issuance had already been in established use
in the EU by 2013, an example being the TRAde Control and Expert System
(TRACES) under the competence of the Directorate-General for Health and Food
Safety (DG SANTE) (European Commission, 2003). Subsequent web service
plug-ins have been developed to complement the functionality in a modular
fashion to fulfil the requirements of additional EU directives: Bovine Exchange
(BOVEX) is designed for the automatic harmonisation of bovine animal
identification data across the national databases connected to it.

Following the events of the scandal, the United Kingdom’s government
commissioned the Elliott review in 2014, a critical evaluation of the state of the
food industry. One of the main outcomes of the review was the foundation of the
National Food Crime Unit, a law enforcement arm of the Food Standards Agency,

with the remit to discover and pursue consequence for fraudsters (Elliott, 2014).

1.3.3 Common Themes in Food Standards Incidents

A common theme between these events is a seeming reliance on the corporate
responsibility of food suppliers to report honestly to food authorities about the
safety and authenticity of produce in their purview, in a world where increasing
pressures are being placed on food authorities due to the demands from
increasing populations, financial stresses and an increasingly global food
industry.
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The aforementioned incidents demonstrate in some capacity that such reliance,
when coupled with legislation to dissuade fraudulent reports of food authenticity
or safety, is not necessarily enough to deter bad actors from exploiting their
customers for profit, when presented with the right conditions; as a result of the
melamine scandal in China, known for having robust food adulteration legislation,

21 people were sentenced with varying severity (Gossner et al., 2009).

Incidents that occur due to negligence or other non-intentional factors are also
non-optimally addressed with a food testing infrastructure that relies on batch-
oriented compliance testing. Such testing gives a “top-down”, retrospective
determination of the authenticity or safety status of a sample, thus possesses
little real-time power to determine the weak point in the food chain where the
issues originate (Nychas et al., 2021). Such testing may be time-, cost- or
location- prohibitive, requiring specialist equipment and expertise that cannot be
distributed efficiently throughout the food chain, or as a necessity incorporates a
time delay, such as microbial culture/colony counting for the assessment of

biological contamination.

Outsourcing of testing duties to external specialist laboratories may result in
additional delays to reach decisions on the fate of food consignments and likely
cannot offer sufficient capacity or coverage of the whole food chain in a high
enough resolution to identify points of failure. To use the horsemeat scandal as
an example, the date of the first positive test for equine DNA was 10" December
2012. Following this, the Food Safety Authority of Ireland (FSAI) formally
requested that the Irish Department of Agriculture, Food and the Marine obtain
further samples, sent for lab study on 4™ January 2013, with stores starting to
issue product withdrawals in mid-January, roughly 6 weeks later. During this
period however, adulterated products were still freely sold to consumers in the

EU (European Commission, 2013).

A means to augment the currently established food testing frameworks of the EU
and China is desirable, working in concert with the empirical laboratory based
food testing strategies currently employed, to provide coverage in real- or close-
to-real-time of parts of the food chain that are currently poorly monitored, and
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facilitating the rapid networked exchange of data regarding a specific food
production and distribution pipeline across commercial and international

boundaries (Nychas et al., 2021).

Real- or close-to-real- time monitoring of food consignments moving throughout
the food chain would offer a preventative methodology for identifying and
rectifying production failures, rather than relying entirely on batch-based testing
or spot testing conducted randomly or as the result of an incident report, in a
concept known as Process Analytical Technology (PAT) (van den Berg et al.,
2013).

A modernised system working with oversight from relevant food authorities may
also allow for identification of suspected instances of food fraud, as the ability to
track a specific consignment would generate a production and distribution
process status trail, so deviations from expected operating norms are thus more

easily identified and traceable (Brooks et al., 2021).

1.4 Process Analytical Technology and Digital Twin

The desire to incorporate real- or near-real- time, non-invasive sensor technology
into the production or distribution line of food products can be succinctly explained
as falling under the umbrella term of Process Analytical Technology, itself an
element of modern manufacturing practice/initiatives, including concepts such as

“quality by design”, “real-time release” and “continuous manufacturing” (Clegg,
2020).

The formalisation of the term emerged from the US’ Food And Drug
Administration (FDA) assessment of the performance metrics of drug
manufacturing and guidance for enabling recommended changes; stated in its
original documentation is the definition that PAT is “a system for designing,
analysing, and controlling manufacturing through timely measurements (i.e.,
during processing) of critical quality and performance attributes of raw and in-
process materials and processes, with the goal of ensuring final product quality.”
(FDA, 2020)
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The general intention behind the concept of PAT was to facilitate consistency in
the output of drug production pipelines, through the integration of monitoring in-,
at- or on-line, to offer granular insights into the state of a sample or consignment
at any stage in the pipeline, and the potential of greater consistency of output due
to finer control over operating parameters. This is achieved through the non-
destructive monitoring of Critical Process Parameters (CPPs) and thereby

maintenance of Critical Quality Attributes (CQAs).

Van Den Berg et al. described the potential shape and monitoring arrangement
of a PAT framework when applied to food production control, using the existing
concepts of process dynamics as a basis of understanding. A candidate process
analyser (for example, the sensor component) must accurately reconstruct the
true (but unknown) signal of interest in a pipeline for use as an input for
subsequent adjustment, for example, the temperature of a sample, or the correct
proportions of ingredients in a mixture. Candidate analysers were considered
unsuitable for this task if they possessed one or more negative traits (Van den
Berg, Hoefsloot and Smilde, 2002):

1. Large uncertainty of measurement: All sensing devices possess some
degree of error, however sensors that exhibit unpredictable traits in real-

world working conditions are unsuitable

2. Low frequency of sampling (and thus high sampling period, the reciprocal
of frequency): crucial for real-time sensor analysis, the frequency of

sampling determines the resolution of the reconstructed signal

3. (Related to point 2) A high sampling period: results in a smoothing process
where variation in the true signal will be captured and averaged during one

cycle of the sensor device

4. Carry-over effects: Sensors may possess a memory effect, where the
results from a previous cycle of the device are inadequately purged before
the recording of the next cycle, resulting in a smoothed (convoluted)

reconstructed signal as above, resulting in deviation from the true signal
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5. High processing (dead time) delay: periods where the sensor or
associated computational device is processing a cycle’s results, and thus
not progressing with recording of the next. This lag may offset results by
minutes, hours or days depending on the device or method used

In their assessment of how these concepts aligned with the real-time objectives
of PAT, the utilisation of spectroscopic sensors, such as ultraviolet—visual
absorption (UV-VIS), near infrared (NIR) and infrared (IR) absorption, Raman
scatter and excitation emission fluorescence spectroscopy (EEM), were
suggested to be favourable for integration into a during-process monitoring
scheme. Their reasoning was due to their responsiveness through their high
measurement frequency (and thus low sampling period, the reciprocal of
frequency), and their non-invasive nature limiting carry-over effects, when

compared to other sensor device types (van den Berg et al., 2013).

Figure 1-1 shows a conceptual overview of a Process Analytical Technology
implementation. In the conventional testing approach in Figure 1-1A, the
consignment moves through the pipeline unhindered, and is subject to
compliance testing at the end-stage. One of the main drawbacks of this approach
is that any deviation from acceptable sampling parameters, be it due to
chemical/biological contamination, incorrect manufacturing protocol or otherwise,
is recorded at a point where very little can be extracted from the collected data to
isolate the specific chronology of the deviation. In the eventuality that a deviation
is detected, the lag time between its emergence and its recording, and the
potential inability to isolate the specific point of failure may lead to uncertainty in
the state of other samples in the current operating run, leading to batch release
delays as lab-centralised diagnostic testing is completed and any actionable

rectification steps are taken, or in severe cases, complete batch destruction.

Figure 1-1B shows a pipeline for a similar task, with an attached PAT-like
monitoring strategy. By integrating sensor technologies throughout, individual
points where deviation from operating norms are likely to occur can be monitored
in close-to or in real time, and thus more reactive measures can be taken to

resolve emergent issues and return the line to optimal conditions. This
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“checkpointed” approach is intended to give the operator(s) stronger confidence
in the consistency of output, as not only does the additional data grant greater
resolving power in overview of the system, but chronological thresholds can be
drawn that can isolate consignments affected by the specific deviation, thus
minimising wastage due to whole-batch destruction, and costly withdrawals from

distribution and sale.
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Figure 1-1: A Conceptual Overview of a typical food production pipeline (A),
versus a PAT-augmented production pipeline (B). The greater frequency of
non/minimally-invasive testing throughout production is intended to maintain

consistent output quality.
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In the context of the food sector, reviewers have suggested the use of PAT in
concert with other data-driven and Internet of Things (loT) practices (Nychas et
al., 2021).

Digital Twin (DT) is a concept emerging from industry and now viewed by ISO as
an international standard (Grieves, 2015; ISO, 2021), in which digital facsimiles
of physical objects or processes are created with the intention of fusing real-time
data with mathematical models built on prior experience, gathered both
experimentally or in otherwise controlled conditions. This synergistic
convergence between the real and virtual twins allows for predictions to be made
about the state of the physical entity being modelled, which shows utility in the
context of real-world manufacturing, where outcomes can be forecast for said
entities in a variety of simulated conditions without risk of economic or consumer
harm. Additionally, the difference between the predicted and observed values
(residuals) can be fed back into the digital model, for further validation of the built
models, their predictive power potentially improving over time, depending on the

architecture of the built solution.

When integrated into a production or distribution pipeline as reflected above, the
type of data representative of networked, high performance sensor technologies
may allow for real-time, low latency forecasting of quality, safety and

authentication metrics in a wide variety of simulated conditions.

An example in the context of food safety may be the incorporation of the results
of prior bacterial growth and contamination experimentation into such a system,
enabling the operator to forecast bacterial growth in their manufacturing
processes, allowing for best- and worst-case scenarios to be accounted for, when
factoring in the current configuration of the tooling, and their sum

uncertainties/precisions.

This would give a confidence interval for production chain outcomes and inform
the correct setting of parameters for succeeding entities passing through the
pipeline, in a continuously updating negative feedback loop based on the criteria
of minimising this interval and decreasing the absolute observed value of

contamination.
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Whilst the general conceptualization of DT typically encompasses long-lived
products rather than non-durables like food (Srai et al., 2019), actualised
examples exist; digital twinning has been accomplished in fruit, with the digital
twin models recapitulating the mechanisms for mango spoilage based on
physical fruit spoilage data and calibration using “physical twins”, physical
facsimiles of real fruit with connected sensor payloads, configured to validate
statistical models based on the relationship between the internal conditions of the

real fruit and the external storage conditions (Defraeye et al., 2019).

The commercial implementation of DT has been explored in domain-specific
contexts: Siemens developed a data management solution that brought together
data from across the lifespan of food entities, and coupled it with their proprietary
loT platform, “MindSphere”, now known as “Insights Hub”, a System-as-a-Service
(SaaS) solution supported by proprietary networking hardware and open
Application Programming Interfaces (APIs) (Siemens, 2017). These are a crucial
component of modern interoperable networked solutions, as they allow for
users/operators of the service to “build to” the specifications of the platform, thus

developing their own domain specific iteration of the platform.

1.5 Maintaining Traceability in the Food Supply Chain

In a modernised monitoring system, food control data would need to be
networked in such a way to accompany the food product throughout its
commercial lifespan in a de-fragmented fashion, potentially across national
boundaries, whilst maintaining a degree of incontrovertibility. While Hollands et
al. stress that such data is no substitute for inspection, audit and analysis in
investigation of authenticity and provenance, blockchain technologies may be
suitable for providing a write-only chronological ledger of timestamped
assessments of food consignments, useful for reasons of efficiency in issuing
product recalls, accountability for producers and distributors, and in stock keeping
(Hollands et al., 2018).

Inheritance of properties through a chronological chain may be watched
algorithmically for the detection of product deviation/control heuristics, such as
spikes in refrigeration temperatures for cold-chain products, or discrepancies in
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retail performance across food batches, potentially indicative of cross-batch
variation or quality issues. Increased traceability and perceived trustworthiness
of food origins may also be appreciated by the consumer, who would be able to
view the progression of food through the food supply chain from “farm to fork”
(Galvez, Mejuto and Simal-Gandara, 2018). The increased accountability and
traceability in production and distribution may prove to be a deterrent for bad
actors, as stored records are impossible to edit retroactively, thus granting
investigators an additional data stream with which to examine the progression

and evolution of issues (Behnke and Janssen, 2020; Brooks et al., 2021).

A blockchain is in essence a Distributed Ledger Technology (DLT) that records
“transactions” in a secure, decentralised, immutable, and transparent manner,
originally forming a component of the Bitcoin protocol, intended for use in the
financial sector. Each “transaction” or block in the chain is linked cryptographically
to the preceding one, forming a continuous, verifiable chain of events.
(Nakamoto, 2008). The peer-to-peer nature of the protocol ensures that all have
access to the same version of events, potentially enhancing traceability and trust
in food chains (Marchese and Tomarchio, 2022; Tian, 2016).

Perceptions of the protocol have gradually acquiesced to the concept of
blockchain detached from the Bitcoin/financial connotations, from an initial focus
on privacy and security perspectives with little focus on concrete application and
evaluation in non-Bitcoin applications, such as smart contracts and licensing (Yli-
Huumo et al., 2016).

The utility of blockchain in agri-food has been explored more recently in the
research and commercial sectors, in the aforementioned facilitatory capacity for
food business operators, but also for regulatory compliance / fraud prevention
purposes. In 2018, the UK’s Food Standards Agency (FSA) successfully trialled
the use of a blockchain ledger in a cattle slaughterhouse, for the recording of
animal welfare and post-mortem conditions, the first application of the technology

in a regulatory capacity (Brewer et al., 2021; FSA, 2019).

Walmart, in partnership with IBM, have demonstrated that the application of

blockchain can expedite many of the logistical and customer-facing tasks that
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face an extremely large food retailer. In feasibility studies of blockchain using a
platform based on the Hyperledger Open-Source project (Kamath, 2018),
mangoes were used as the pilot foodstuff to assess the acceleration of product
traceability querying — in a comparative assessment where it took a team nearly
a week to trace the origins of consignments of sliced mango, equivalent
blockchain-enabled querying took 2.2 seconds (Stristy, 2021). A subsequent pilot
in collaboration with China’s Tsinghua University implemented a system for pork
traceability, fostering Chinese academic interest in agri-food blockchain systems
(Kamath, 2018).

Further commercial interest in IBM’'s Food Trust platform has resulted in the
French retailer Carrefour forming a similar commercial partnership, using the
technology to boost customer-facing traceability and trust in food provenance and
quality claims (Reuters, 2019). More recently, the Middle Eastern, African and
Asian franchises of the European retailer joined the project, the initiative covering
the store’s own-brand chicken and hydroponic-grown micro-greens, to grant
customers “immediate access to actionable food supply chain data, from farm to
store shelf” (IBM, 2021).

Despite its benefits, the open, distributed nature of blockchain may be a double-
edged sword: while the enhancement of transparency, trust, and traceability in
food supply chains is likely a benefit for consumers, potential risks are also
present for food business operators (FBOs). The immutability of blockchain
records, though a strength in preventing fraud, can become a liability if inaccurate
or misleading information is entered, as corrections may require complex
additional transactions rather than simple modifications, which coupled with
computational complexity and scale, may become costly to fix (Treiblmaier,
2018). Moreover, interoperability at the national and international level remains a
major hurdle in agri-food data exchange, an issue likely compounded by
utilisation of proprietary platforms such as IBM’'s Food Trust without adequate
employment of open, established data standards, largely limiting DLTs, like
blockchain, to internal use (Casino, Dasaklis and Patsakis, 2019; Pearson et al.,
2019).
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1.6 Common Analytical/Machine Learning Methodologies

The diverse modalities of high throughput sensor technologies used in food
analysis often necessitate a variety of processing steps before the data can be
presented intelligibly. The wusage of machine learning techniques is
commonplace, in both an unsupervised fashion, for the purposes of data
exploration and dimensionality reduction/segmentation tasks for subsequent
analysis, but also in supervised applications, for the construction of models for
the prediction of external and internal properties of food samples related to
authenticity, quality and safety analysis, based on their observable state — using
data from either optical/visual analysis using various modalities of spectroscopic
sensor, or from chemical analysis, be it exploration of the products of biological
processes occurring in the sample, or recording of tell-tale fingerprint traces of
non-biological contamination, both conducted with a variety of sensors, including
electronic noses and various chromatographic and spectrographic approaches
(see Section 1.8: Modern Sensor Technologies).

In order to construct predictive supervised models in such a fashion,
accompanying laboratory work must take place to provide the “target” information
- the “real” values for whatever property the researcher has an interest in
predicting, for example, the size of bacterial populations existing on the surface
of samples at stored for different lengths of time or at different temperatures (a
typical regression task), or the spoilage classification of a sample, based on its

volatile profile.

The capturing of sample state information with applicable sensors must occur in
concert with empirical laboratory work, to minimise the possibility of unaccounted
factors influencing the construction of the predictive model, for example, the
progression of biological processes in the time between laboratory recording and
sensor capture. Further to this, other extraneous factors must be considered in a
large scale or long-running data capture project. For example, the configuration
of sensor devices must be kept consistent; certain modalities of sensor may be
susceptible to extraneous phenomena such as drift, and may require regular
calibration (Bosch et al., 2022).
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1.6.1 Common Machine Learning Methods Applied In Sensor
Analysis

Machine Learning (ML) is a subset of Artificial Intelligence (Al) concerned with
developing algorithms that “learn” from data and can be used to make predictions
on new, unseen data without being explicitly programmed (Hastie, Tibshirani and
Friedman, 2009).

Supervised learning forms the foundation of predictive modelling in this work,
where the goal is to build models that map input variables to target outcomes.
Unsupervised learning, which derives structure and patterns from unlabelled
data, is useful for clustering and feature extraction applications, and will be
described in the following sections where appropriate. Reinforcement learning,
which learns optimal decision-making strategies through trial and error using
reward-based feedback, has seen significant advancements in fields such as
robotics and sequential decision-making (Sutton and Barto, 2018). However,
given the non-sequential nature of food analysis expected in this work, this

category of ML was not explored.

The selection of a suitable supervised ML algorithm for a particular task depends
on the fundamental nature of the problem, for example, whether the dependent
variables (target variables) are numerical (indicative of a regression problem) or

categorical (indicative of a classification problem).

A further consideration is the characteristics of the data upon which the ML model
is to be “trained”. An aphorism commonly, although dubiously attributed to
statistician George E.P Box is that “All models are wrong, but some are usefurl .
In a 1976 paper published in the Journal of the American Statistical Association,
he described aspects of the scientific method that should be applied to
development of statistical methods for effective results. As a completely “correct”
model is impossible to obtain, the more elegant solution that solves a problem to
a sufficient margin of error — an “economical description of natural phenomena’,
fits with the law of parsimony in that hypotheses with fewer assumptions should
be preferred (Box, 1976).
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However, as the inevitable drive towards more accurate results in Machine
Learning continues, a compromise must be set between the accuracy and the
interpretability of models; it may be hard to justify more simple, interpretable
models over more complex, and in some cases functionally opaque “black box”
models, if the results are suitably validated as being more accurate (Kuhn and
Johnson, 2013). Deep Learning (DL), a field of research associated with the
construction of neural networks, can be considered in the realm of “black box”
algorithm design due to the heavy parameterisation of resultant models that

makes interpretation a complex task.

Chemometrics, the application of mathematical and statistical methods to
chemical data, has increasingly leveraged ML algorithms for spectral data
analysis to enhance predictive accuracy and interpretability. Chemometric
datasets, especially in spectroscopic and analytical chemistry applications, tend
to have high collinearity and relatively small sample sizes compared to the
number of variables (Bro and Smilde, 2014). Deep learning models, while often
powerful, typically require large datasets upon which to train (Goodfellow, Bengio
and Courville, 2016) in the absence of more complex approaches for dealing with
this problem, such as careful pre-training strategies or transfer learning
techniques (Min, Lee and Yoon, 2017), which are likely precluded due to the
context-dependent nature of chemometrics, where spectral characteristics of a
training dataset are highly dependent on sample composition, instrument

settings, and preprocessing techniques.

Conventional algorithmic choices have been proven to display accurate
performance for the types of highly dimensional data explored in this work. These
include Principal Component Analysis and Principal Component Regression
(PCA/PCR) and Partial Least Squares Regression (PLSR) (Martens and Naes,
1992). Such methods have also been evaluated favourably in the context of
Process Analytical Technology (PAT) applied to the food industry (van den Berg
etal.,, 2013).

These commonly-applied algorithms will be explained in more detail in the
following sections. Following this, Section 1.8: Modern Sensor Technologies will

46



examine the use of modern sensor technologies in concert with ML techniques
as may be found in a prototypical sensor-enabled food monitoring pipeline.
Section 1.7: Sensor/Data Fusion will examine avenues for potential improvement
of Machine Learning performance in food analysis through the fusion of multi-
modal monitoring signals with the goal of providing greater analytical coverage of

samples and enhancing reliability of predictions.

1.6.1.1 Least Squares Techniques

Partial Least Squares (PLS) methods are a family of algorithms that find
consistent use in the chemometrics and Bioinformatics fields, due to their aptitude
for spectral data analysis tasks (Wold, Sjostrom and Eriksson, 2001). PLS excels
in handling the challenges posed by highly dimensional data typically expected
from spectral data.

PLS methods are an extension of the earlier Multiple Linear Regression (MLR)
methods (Wold, Sjostrom and Eriksson, 2001), and are similar in some respects
to Principal Component Regression methods. PLSR shows clear benefits over
MLR for the analysis of spectral data. MLR is suited to the analysis of data
wherein the predictor variables are relatively few, and display linear
independence. This is not representative of many modern sensor technologies’
output, such as that the spectroscopic methods mentioned previously (and
described in greater detail later in this work), where many variables may exhibit
a response to certain phenomena existing in the sample. A domain specific
demonstration of this could be within an IR spectrogram, wherein the presence
of alcohol groups in spoiled food samples may cause response across multiple
wavenumbers in concert (3400-3700cm™") (Mohrig et al., 2024; Reusch, 2013).

Furthermore, the PLS algorithm is suited to the commonly-encountered
circumstance in chemometrics where the number of observations (samples) is
less than the number of predictors used. This condition, sometimes known as the
“small n, large p” problem, typically results in the predictor (X) matrix being low
rank due to collinearity, which can complicate some of the steps of executing

some machine learning algorithms (Abdi, 2010).

47



PLSR methods handle these type of collinear predictor variables efficiently;
loosely speaking, they examine the relationship between the X (predictor) and Y
(response) aspects of the training data used to build the model, with the aim of
capturing the multidimensional direction in the X space that explains the most
variance in the Y space. This is in contrast to Principal Component Regression
(PCR), another method intended to handle data displaying collinearity. PCR
performs the Principal Component Analysis (PCA) process on the X matrix, using
the generated principal components as the input features for a multiple linear
regression model for prediction of Y (Abdi, 2010). The principal components
generated in the PCA process offer an orthogonal vector-based explanation of
the variance in the dataset, avoiding the problems of collinear data in the resultant
matrix. However, the PCR method does not explain any of the variance observed
in Y. In this regard, there is no guarantee that any of the principal components

generated will correspond to the variance observed in Y in any meaningful way.

On the other hand, the objectives of the dimensionality reduction steps in PLS
are to a) explain the variance in matrix X, b) explain the variance in matrix Y,
whilst ¢) maintaining the best explanation of the covariance between X and Y in

combination.

Diagnostic interpretation of a built model can occur in a relatively simple fashion,
due to the presence of multiple metrics describing the training process. The
scores generated from the transformation of the X and Y matrix, t and u, can be
used for interpretation of the model, as along with their accompanying weights
they can be used to determine the importance of certain predictors in the training
data and their effect on variance in the response variable(s) (indicated by
numerically large weight values), or indicate redundant variables that may
provide the same information (suggested by similar weight profiles)(Wold,
Sjostrom and Eriksson, 2001). Furthermore, the training process for PLSR
generates residuals for both X and Y data. Residuals represent the parts of the
data not explained by the model in Y, and can indicate poor training performance
in the case of consistent large values, or outlying values in the relationship

between T, the transformed feature space, and Y. The residuals generated for X
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indicates the part of the data not used for training, and can be used for outlier

detection within the predictor space (Wold, Sjostrdm and Eriksson, 2001).

The partial least squares model, whilst originally intended for the prediction of
continuous variables (regression), has been modified for
classification/discrimination tasks (Barker and Rayens, 2003; Stahle and Wold,
1987). Named partial least squares-discriminant analysis (PLS-DA), the objective
of the algorithm is to maximise the separation between predefined classes in a
response variable, analogous to the objectives of PLS regression of maximising

the covariance between X and Y.

1.6.1.2 Support Vector Machine Methods

Support Vector Machines (SVM) are a popular alternative to PLS and PCA
derived methods in sensor-enabled food analyses. They function differently to the
aforementioned methods, exploiting linear algebraic theory to find separation
between individuals in a dataset. They do this by attempting to define
hyperplanes in n-dimensional space, for the purposes of maximising separation
between correctly labelled groups. While a geometrically complex procedure to
visualise, especially when considering highly dimensional data with more than
three dimensions, SVM'’s kernel machine design is an attempt to simplify the
problem (Hearst et al., 1998). In essence, the algorithm attempts to project the
input space, X, non-linearly into a feature space, F, for the purposes of finding
the hyperplane, yielding the decision boundary, which is transferable to feature
space. The concept emerged as a result of a concept in 1963, originally
implemented as a linear classifier (Vapnik and Lerner, 1963). Through the use of
a kernel function and the associated “kernel trick”, there is no need to explicitly
map the input data into the feature space, enabling the discovery of this boundary
without the excessive computational steps involved in mapping highly
dimensional matrices. The kernel or Gram matrix represents a measure of
similarity within the dataset, and is calculated for all pairs of observations
(samples, or rows in the dataset). The selection of the kernel function to use is

dependent on the task, and while there is typically no substitute for cross-
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validation in determination of suitability (Li et al., 2021a), Table 1-1 is a general

summary of kernel functions and their areas of use in agri-food analyses.

Similar to principal-component- or partial-least-squares- regression, SVM also
shares some strengths when dealing with highly dimensional data that exhibits
more features than observations — in typical linear methods, increasing the
dimensionality of the feature space will naturally increase the sparsity of the data,
i.e. the distance between data points, making it difficult for algorithms to find
patterns in the data. This so-called “curse of dimensionality” generally means that
for an increase in the number of features desired in a machine learning model, a
corresponding increase in the number of observations is also necessary (Keogh
and Mueen, 2017). SVM methods typically display robustness in the face of this
problem; the hyperplane can still be generated in sparser, higher dimensional
space, due to the determination of decision boundaries (hyperplanes) through the
location of so-called “support vectors”, the data points that most determine the

geometry of said boundaries, in both classification and regression tasks.

Additionally, the application of the “kernel trick” allows for the implicit mapping of
input features into higher dimensional spaces, without explicit computation of the
transformation. When coupled with the right kernel function, the computation of
hyperplanes remains efficient. The regularisation parameter, C, can be tuned to
provide a suitable compromise between overfitting (a common failure of models
built on sparse data) and the “smoothness” of decision boundaries. Additional
preliminary dimensionality reduction techniques, such as PCA or PLS can be
employed to further reduce the sparsity of the input space; Kaddour et al.
demonstrate the effectiveness in employing PCA and PLS dimensionality
reduction steps before the implementation of an SVM classifier for beef
authentication using fluorescence spectroscopy data (Ait-Kaddour et al., 2018).
This remains a decision dependent on the task at hand, as application of these
techniques may compress and reduce the “resolution” of the data through
disposal of features, or may affect the generalisability of subsequent models.

As support vector classifiers/regressors use distance-based metrics to examine

the relationships between variables, such models may respond well to
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standardisation of the data (fitting to a standard normal distribution), if the

disparity between feature scales is dramatic (Luor, 2015).

Table 1-1: Examples of SVM kernel configurations in agri-food analyses

Kernel NameKernel Equation

Linear k(x,y) = «T, (Argyri et al., 2013) — Showed

Kernel x,y € R4 marginally inferior performance than
RBF and polynomial kernels for
microbial count prediction and freshness
classification using Fourier-Transform
Infrared (FTIR) and Raman
spectroscopic data in minced beef
samples stored under different
temperature conditions.

Gaussian —|lx — y|[*\ (Argyri et al., 2013) — Gave performance
Kernel k(x,y) = exp <T> on par with polynomial kernel for
(Radial d microbial count prediction and freshness
Basis xy € RL0>0  (assification using FTIR and Raman
Function - spectroscopic data in minced beef

RBF) samples stored under different

temperature conditions.
(Wu et al., 2008) — RBF with LS-SVM
shows better performance for tea
classification tasks than Linear LS-SVM,
partial least squares regression, and
RBF with Neural Networks.
(Yin and Zhao, 2013) — SVMs, tuned
with genetic algorithm (GA), showed the
best performance with RBF for the
classification of tomato plants showing
early blight symptoms.

Sigmoid k(x,y) = tanh(y - xTy (Argyri et al., 2013) — Gave poor

Kernel + 1) performance for microbial count
prediction and freshness classification
using FTIR and Raman spectroscopic
data in minced beef samples stored
under different temperature conditions —
results from validation phase were not
carried forward to testing.

Polynomial  k(x,y) = (xTy + )%, (Argyri et al., 2013) — Gave performance

Kernel x,y € R:,r>0,n>1 onparwith RBF for microbial count
prediction and freshness classification
using FTIR and Raman spectroscopic
data in minced beef samples stored
under different temperature conditions.
(Du and Sun, 2005) — When coupled
with HSV colour space transformation,
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computer vision-based food topping
classification showed good performance
versus linear and RBF kernels

(Ren et al., 2021) — Black tea
classification of quality using leaf shape
performed using LS-SVM with
polynomial kernel shows 12% higher
correct discrimination rate (CDR) than
polynomial SVM method (100% based
on six shape features).

1.6.1.3 Deep Learning methods / Artificial Neural Networks

The development of neural network-derived methodologies and algorithms form
a large portion of activity within the field of artificial intelligence. A wide variety of
algorithms and model topologies constitute deep learning — as a consequence,
only those methods that have been documented in the realm of food science will

be discussed.

All neural networks share some conceptual similarities: each network is
composed of many individual nodes, called “neurons”, which reflects their
analogous functionality to their biological counterpart. In an abstract sense, a
neuron will take an input, perform an operation with a weight and activation
(transfer) function, and produce a transformed output (Huang, Kangas and
Rasco, 2007). The effect of the weight on the input data dictates either a strong
or weak overall response from the neural unit. Through the modulation of weights
in the collection of neurons in the model, the overall response to input data can
be configured. Neurons are arranged in layers, and different configurations of
layers will achieve different objectives in the built model. Layers sandwiched
between the input and output layers are known as “hidden” layers, as their

internal functioning is obscured externally.

Common "hyperparameters”, or tunable parameters for neural networks are the
activation function used, the number of neurons that make up each layer, and the
“dropout” parameter, which will negate the contribution of varying numbers of
neurons to the succeeding layer. This can help introduce sparsity into the models'

representation of the problem space, reduce co-adaptation (the tendency for one
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hidden unit to correlate with another, and thus not contribute independently), and
may help improve the efficiency of the model, as the computational costs are
reduced (Gerum et al., 2020; Srivastava et al., 2014). During the training process
in the simplest neural network type, the multi-layer perceptron (MLP, consisting
of an input layer, hidden layer and output layer), the weights can be progressively
updated as data travels throughout the model, and passed backwards to update

preceding layers (backpropagation), after each training epoch.

Some of the most popular and well-known families of deep learning neural
network models are Recurrent Neural Networks (RNNs) and Convolutional
Neural Networks (CNNs). CNNs are some of the most well-known examples of
artificial neural network architecture, due to their suitability for semi-unsupervised
image processing. They are able to undertake feature selection and engineering
within the input data without any human intervention (Gu et al., 2018). CNNs
notably differ from MLPs in that neurons share weights, whereas in MLPs, each
neuron has an associated weight vector for the preceding neuronal inputs. This
removes the need for separate, per-connection weight calculations, significantly
reducing the training time and cost through the introduction of sparsity (Alzubaidi
et al., 2021).

Recurrent Neural Networks (RNNs) are so called because of their ability to retain
a “memory” of sorts, due to repetition of certain actions at the neuron level in a
feedback loop. This is in contrast to the other generalised category of artificial
neural networks, known as “feedforward” neural networks, so-called due to the
flow of information throughout the model (forwards only). Their ability to repeat
certain actions with inputs, and feed the resulting outputs into the weighted
calculations for subsequent inputs lends the model type utility in the analysis of
sequential data, in forecasting tasks for example, wherein multiple observations
are passed into the model, and based on the trends in the input data, a predictive
output is given for the next item in the progression (Schafer and Zimmermann,
2006).

Table 1-2 summarises some applications of artificial neural networks applied to
tasks in the agri-food domain. Common themes include the application of the
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aforementioned CNN architecture to tasks involving image recognition. In this
regard, recent literature has shown the efficacy of so-called “transfer learning”,
wherein pre-trained Deep Learning (DL) architectures are applied to new
research problems. The “depth” of DL refers to the high number of network layers
forming the model, which typically require large quantities of high-quality training
data to correctly assign model weights. As such, transfer learning may be useful
in situations where training data is scarce, or computational training costs are
high (Iman, Arabnia and Rasheed, 2023).
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Table 1-2: Examples of artificial neural network configurations in agri-food

analyses

Model Type Configuration information Task

Multilayer Provided by the R nnet (Spyrelli et al., 2021) - Application
Perceptron  package (Venables and of multiple machine learning
Ripley, 2002). techniques using the SorfML

Platform (Estelles-Lopez et al.,
2017), for the prediction of
microbial counts in chicken
samples. Proved to be on par with
LARS (Least Angle Regression)

techniques.
Multilayer 1,315 food items with 60 (Gorbachev et al., 2022) -
Perceptron parameters from United Predicting the antiradical potential

States Food and Nutrient (ARP) of food ingredients - results
Database for Dietary Studies revealed a positive correlation (r =
(FNDDS) used as input. 0.539) between dietary fibre and
ARP and a weaker negative
correlation (r = -0.432) between
calorific content and ARP.
Convolutional Various applications of pre- (Morshed et al., 2022) - Automated

Neural trained CNN; best results visual quality classification of fruits
Network achieved with DenseNet201 - results showed good
(Transfer architecture. 19,526 images classification performance with

Learning) of 6 fruit types with three 99.67% accuracy.
quality grades (“good”, “bad”,
“mixed”) from FruitNet
database (Meshram and

Patil, 2022).

55



1.6.2 Preparation of Sensor Data for Food Analysis

A common task in the interpretation of data emerging from usage of information-
age sensor technologies, such as multi-spectral imaging and other spectroscopic
analyses, is the simplification of its depth and breadth. This process is typically
highly context-dependent, and thus an innumerable list exists of combinations of
possible outlier detection, dimensionality reduction, transformation, and feature
extraction/engineering steps that could be taken before the processed data is

passed into the predictor model construction and subsequent utilisation steps.

The following subsections are intended to give a working understanding of some
of these regularly encountered techniques, and some examples of their

application in the food analysis domain.

1.6.2.1 Outlier Detection

A common necessity in the processing of sensor data generated in bioimaging
and chemometric research is the detection of outliers; that is, sample data that
differs from the general trends in the data by such a degree that may introduce

unintended tendencies in any predictive modelling conducted.

As above, the specifics of selection of outlier detection algorithms is dependent
on the task at hand, however the detection of outliers from the types of sensors
described in this document is likely complicated by the complexity and
dimensionality of the data, for example, spectral data emerging from a
spectrometer may represent thousands of wavelengths, and thus the trends of
each feature of the dataset in isolation may not represent the trends of the
observation as a whole, meaning that rather than dropping samples that exhibit
isolated outlying values across a spectrum, analysis of a dataset may be better
served by treating features with a high number of outliers or otherwise erroneous
data differently, either through subsetting of columns or imputation, the technique
of inserting synthetic values based on values held by similar samples in the

dataset.

A commonly used property in the detection of outliers within spectral data is that

of Mahalanobis distances (Mahalanobis, 1936). Calculation of the Mahalanobis
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Distance of a sample within a dataset generates a metric to assist in
determination of distance from a distribution for data displaying covariance, i.e.
variance between multiple variables (features) in a dataset. The general formula
for the calculation of the Mahalanobis distance for a multidimensional dataset is

given by Equation 1,

Equation 1 General equation for the

Dzz\/ x—m)T-C1-(x—m
(( ) ( )) Mahalanobis Distance metric

where D is the Mahalanobis Distance, x is the vector of the observation (the
sample row), m is the mean values of each variable (mean of each column in the
dataset), and C'is the inverse of the covariance matrix calculated for the matrix

of independent variables (each column of the dataset).

In some cases, the calculated distances are compared with a Chi-squared
distribution, with the number of degrees of freedom set to the number of columns
of data, and a significance of 0.95. Any observation (row) that fails to meet the

threshold is then considered an outlier (Hershberger et al., 2021).

Component Analytical methods are often employed for exploratory data analysis
(EDA) and outlier detection, the most widely used likely being PCA (Principal
Component Analysis). PCA works by transforming observations into a new set of
uncorrelated variables (principal components). Outliers are then more easily
detectable by projecting the observations into the transformed space, the axes
representative of decreasing degrees of variance in the data. Clustered
information can be indicative of commonalities in the data, whereas isolated

values may indicate outlying data, depending on the context.

A variety of non-parametric methods exist for outlier detection; non-parametric
methods differ from parametric methods in that the former do not make

assumptions about the underlying distribution of the data, whereas the latter do.

Isolation forests are sometimes employed for the detection of outliers in spectral
data, and in novelty detection (detection of outlying data in new data, based on
existing model experience). They are a specialised implementation of the
Decision Tree concept, and do not make use of target data to calculate leaf node
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statistics for branching, instead relying solely on path-length approximation (Liu,
Ting and Zhou, 2012), making it an unsupervised machine-learning method. The
same paper demonstrates the method’s efficiency in dealing with high

dimensional data, due to its linear time complexity characteristics.

1.6.2.2 Correction/Smoothing Techniques

Another step in the pre-processing pipeline that may prove useful for highly
dimensional sensor data is accounting for other irregularities often caused by
noise in the data capture process, an inevitability in many experimental situations
due to the manner in which many sensors function. Such technologies are often
optimised for the maximisation of the signal-to-noise ratio (SNR), in essence the
amount of meaningful data captured by a sensor versus the amount of random

noise generated in the recording process.

Techniques for “smoothing” the data, with the intention of reducing the effects
that the noise may have on the general trends of the data are numerous. The
most mathematically simple is the moving average. In this case, a window is
considered, moving across an individual observation (row) within the dataset — a
simple average for each value x with window size n is taken at each point within

this window, with the intention of smoothing out any irregularities within that area.
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X(t-n) T HXe+ o X (1) Equation 2 Generalised Formula for

SMA, =
‘ 2n+1 Simple Moving Average

However, a problem with this method is its sensitivity to outliers; that is, all values
within the moving window are given equal weight, regardless of their concordance

with general trends in the spectrum.

A commonly utilised alternative in the field of signals processing and chemometric
study is Savitzky-Golay Filtering (Savitzky and Golay, 1964). First described in
the 1960s, the method works by fitting polynomial functions to local areas within
the spectrum via the use of linear least squares. This is a comparatively complex
method, overcoming the issues described with moving averages. The
polynomial-fitting approach is more likely to capture more of the general trends
of the spectrum, especially when dealing with dramatic changes in shape, and

less likely to flatten out important peaks and valleys in the data (Isnanto, 2011).

Another approach sometimes explored in the processing of spectral data is
Standard Normal Variate (SNV) filtering. The motivations for this method within
spectral analysis are typically to account for multiplicative effects occurring
between spectra and baseline shifts, typically as the result of technical variability
in the conduction of the experimentation (Barnes, Dhanoa and Lister, 1989). In
Barnes et al.’s original documentation, the motivation for developing the method
was to reduce the multiplicative effects of scattering and particle size in the
analysis of hay samples in diffuse reflectance NIR spectroscopy, and reduce
differences in the global intensities of the signals (Zeaiter and Rutledge, 2009).
Each spectrum is centred and then scaled by dividing by its standard deviation.
This approach is applied row-wise across each spectrum, where Xis the original
spectrum, X is the mean of the spectrum, and s is the standard deviation of the

spectrum:

X-X Equation 3 Generalised Formula For
Xowv = —3 SNV
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1.7 Sensor/Data Fusion

Data fusion is an umbrella term for a variety of data-integrative approaches for
combining sources of information, for the purposes of improvement of
explanatory power. This process can take place at multiple levels: consolidation
of the raw data directly from the source, use of features selected or engineered
from raw data, or fusion of constructs generated from the data, such as machine
learning decisions. A widely accepted definition of data fusion was provided by
the Joint Directors of Laboratories/Data Fusion Information Group (JDL/DFIG),
intended to formalise some of the order of operations for conducting a data fusion
process (White, 1987). However, this offers limited practical information on how
to design solutions for domain-specific scenarios that involve integrating data

from multiple types of minimally invasive sensors.

Hall and Llinas (Hall and Llinas, 1997) give the description of sensor-based data
fusion as “data fusion techniques combine data from multiple sensors and related
information from associated databases to achieve improved accuracy and more

specific inferences than could be achieved by the use of a single sensor alone.”

The particulars of sensor fusion are highly dependent on the particulars of the
devices used in the sample analysis, as a great deal of heterogeneity exists in
the space, due to a wealth of sensor types, models, and configurations that
complicate the process of facilitating the union of useful data. For example, the
analysis of data emerging from the sensor types described in Section 1.8 typically
require an intermediary step of preprocessing before becoming useful in any
subsequent machine learning analysis pipeline, and configuration of these steps

are likely specific to individual sensor modalities.

Most sources are in agreement into the general categorisation of sensor fusion
approaches, based on the stage at which the integration occurs.
1.7.1.1 Early/Data-level fusion

Low Level (Early) Fusion: Typically resulting from the fusion of sensor data at the
dataset level, i.e. with minimal or no preprocessing undertaken with the data. This
type of fusion approach is often considered to be the easiest to implement, as it
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is a case of concatenating data into one data matrix representative of all
modalities - Figure 1-2 shows a general topology of the early fusion approach.
Smolinska et al. (Smolinska et al., 2019) describe the fact that the observations
are in the shared mode, and describe how common unsupervised exploratory
data analytical methods may not function well when data matrices are
representative of heterogenous data — for example, a Mass-Spectrometry dataset
may contain 3000 variables or features, and a prepared Multispectral imaging
(MSI) dataset may only contain 15-30. In this extreme case, many methods, such
as the typical implementations of Principal Component Analysis, will not take into
account that the data originated from different sources, and thus will apply an
even weighting in the calculation of the eigenvectors of the matrix. As a
consequence, data integrative modifications of the PCA algorithm, such as SUM-
PCA, described by Smilde et al. (Van Deun et al., 2009), can be used for the
explorations of two or more coupled data matrices. This method aims to find linear
combinations of variables in the concatenated matrix that describe the largest
amount of variance between the observations (Smolinska et al., 2019; Van Deun
et al., 2009).

However, methods like SUM-PCA are not explicitly aware of the fact that the
matrices originate from different sources and are potentially equally impaired
experimentally. Such methods may even disregard the contributions of the
subsequent matrices if the covariance in the first matrix is far larger than the
others. A block-level scaling factor can be applied, before the matrices are
concatenated, that seeks to account for these differences. How best to scale the
matrices is still an open problem (Smolinska et al., 2019), however several
common methods are used; in some situations, each matrix is scaled by its
Frobenius norm, meaning that the total sum of squares equals one (Smilde et al.,
2005), prior to concatenation. Alternatively, a maximum likelihood approach has
been suggested, for determination of the best scaling factors (Wilderjans et al.,
2011).

Smolinska et al. emphasise that often the aim of unsupervised analysis in data

fusion tasks is not to assess the maximum variance in the combined dataset, but
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to express the relationship between the constituent matrices in terms of shared
and unique information (Acar et al., 2014; Smilde et al., 2017; Smolinska et al.,
2019). Methods such as canonical correlation analysis have shown utility in this
regard, wherein the algorithm is used to identify linear combinations of the
variables of each matrix that are strongly correlated to the other matrix (or
matrices) (Glahn, 1968; Tenenhaus and Tenenhaus, 2014). This strong
correlation indicates commonalities in the data that may be indicative of

redundancies or collinearity for later analyses, if not sufficiently handled.

Within the context of food safety, quality and authenticity analysis, a number of
examples of early fusion can be found within published research. A selection of
published examples with a well-described methodology for conducting the fusion

process is given in Table 1-3.
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Figure 1-2: Generalised topology of an Early/Data-level fusion strategy, typically

resulting in the concatenation of data from multiple sources (and modalities)
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Table 1-3: Table of references describing early fusion methods used in agri-food

spoilage or authenticity analyses.

Approach Application Outcome
Fusion of near Infra-red Species-specific Significant improvement of
(NIR), mid-range Infra-red discrimination of discrimination of origin species
(MIR) and Raman meat and bone from bone fragment and meat
Spectroscopy features as  meal (MBM). fragment components of MBM
input into PLS-DA model. (Gao et al., 2024).
Fusion of near Infra-red Detection of Significant decrease in accuracy
(NIR) and electronic nose  adulterated lamb by attempting an early fusion
(E-nose) data as input into approach (less than 70%
support vector machine accuracy for both SVM and
(SVM) and backpropagation BPNN models, versus more than
neural network (BPNN) 90% accuracy for single-sensor
models model types) (Jia, Qin and Zhao,
2024).
Fusion of multispectral Total viable countFusion model offered marginally
imaging (MSI), Fourier- (TVC) estimation improved test performance over
transform Infra-red (FTIR) in pork mince FTIR, the best performing single
and Visible light sensor, with an R2 of 0.862
Spectroscopy versus 0.834, and an RMSE of

0.836 log CFU/g versus 0.915 log
CFU/g (Fengou et al., 2019).
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1.7.1.2 Mid/Feature-level Fusion

Mid- or Feature-level fusion is conducted through the concatenation of data
matrices that have been subject to some type of preparatory feature engineering
or dimensionality reduction steps. Due to the large array of algorithms that may
be employed in this regard prior to the fusion step, there are a variety of

implementations of this strategy that have been described in scientific literature.

The general motivation for employing mid-level fusion is to address the problems
during data integration that are described in Section 1.7.1.1: Early/Data-level
fusion, namely regarding the nature of the data types being explored. Many of
the sensor types employed in modern chemometric research are capable of
outputting data in a highly collinear fashion, which can impact the effectiveness
of some machine learning algorithms and the ability to combine the information
from multiple sensor sources, if there is a great disparity in dimensionality

between the respective data matrices.

The dimensionality reduction algorithms applied to each data matrix need not
match; common examples include PCA and PLS. After the application of the
selected algorithm(s), a number of components of the transformed data are
retained and fused in a similar manner to early fusion. Smolinska et al. note that
component selection after the dimensionality reduction step typically results in a
similar number contributed by each data matrix, thus avoiding the incidence of
block scaling issues (Smolinska et al., 2019). Figure 1-3 shows the general

topology of this fusion approach.

There are a number of published applications of mid-level sensor data fusion
within the agri-food sector focused on safety, quality and authenticity analysis.
Much et al. compared mid-level and low-level UV-Vis and NIR spectroscopy
fusion approaches for the detection of adulteration of “high-quality” vegetable oils
(olive, rapeseed, flaxseed and chia oils) with either sunflower, corn or soya bean
oil (Much et al., 2024). Their early-fusion approach produced better results than
the mid-level approach; a decrease in RMSE of between 0.6-0.1 % v/v
contamination in all five adulteration scenarios was observed. The authors

discuss this performance disparity, a possible reason being that the unsupervised
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nature of the PCA dimensionality reduction step taken on the sensor data may
have caused loss of data otherwise relevant to the subsequent construction of
the PLS regression model on the fused dataset. The use of PLS for
dimensionality reduction may have retained more of this relevant information, as
the algorithm attempts to maximise the variance with regard to the predictors and

the target variable.

On the other hand, Cevoli et al. recorded mid-level fusion of Fourier-Transform
Infrared (FTIR) spectroscopy and Vis/NIR hyperspectral imaging as showing
superior performance over early fusion in quality parameter prediction of yellow-
flesh kiwifruit (Cevoli et al., 2024). The authors employed both PCA and PLS
dimensionality reduction steps in two different mid-level approaches, prior to PLS
regression in both. The PLS-PLS regression approach outperformed the PCA-
PLS approach, showing a decrease in RMSE test performance of between 20-
40% in prediction of soluble solid content, flesh firmness and hue, and dry matter

metrics.

In the specific field of meat spoilage and quality assessment, Robert et al.
combined Raman and Infrared spectroscopy for the prediction of red meat (beef,
lamb, and venison) quality, using pH and the percentage of intra-muscular fat (%
IMF) as metrics (Robert et al., 2021). The authors compared the performance of
early-, mid- and late-level data fusion strategies. Their mid-level approaches
employed either multivariate curve resolution (MCR) or PCA in the feature
extraction/dimensionality reduction roles, and the resultant selected principal
components were fused into a matrix for the construction of PLS regression
models. Both mid-level approaches were substantially outperformed by either the
early or late fusion methods, with the early fusion approach showing performance
parity with the best performing single sensor model for the prediction of
percentage of intra-muscular fat (a PLS model built with Raman data), with
RMSEP percentages matching at 8.47%. The late fusion approach showed the
best results for prediction of pH values and exceeding the single best performing
sensor (Raman) with an RMSEP of 12.9% versus 15.9%. Similarly to Cevoli et

al. (Cevoli et al., 2024), the authors suggest that the under-performance of the
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mid-level approach may have been attributable to the dimensionality reduction
process, specifically information loss in the selection of features to concatenate.
The authors note that simplification of the mid-level fusion models by reducing
the number of included features did not yield improved results.

The common theme in the discussions of both of the poorly performing mid-level
fusion applications is the nature of the dimensionality reduction step and the
possible loss of relevant statistical information. This lost information may
otherwise be useful when combined with the other dimensionally-reduced
matrices. Geurts et al. acknowledged this possibility and accounted for it with the
concept of “sustainable mid-level fusion” (Geurts et al., 2016). In their fusion
approach, dimensionality reduction is conducted on the data matrices as per the
typical method, however an additional step is coordinated with the intention of
‘recycling” the lost information when in the context presented by the other
dimensionally-reduced data matrices.

As an example, two sensor data matrices, X1 and X2, are dimensionally reduced,
producing T1 and T2.

Residual matrices are then calculated for each, leaving E1 and E2, representing
the information within X1 and X2 that was not captured in T1 and T2, using the

general form in Equation 4.

E, =X, _)(‘1 Equation 4 Calculation of residual
matrix E;, where X, is the inverse

transform (reconstruction) of X,
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Then, PLS regression models are built:

1) with E1 as the training data, and the columns of T2 as the target.

(number of PLS models equal to number of features in T2)

2) with E2 as the training data, and the columns of T1 as the target.

(number of PLS models equal to number of features in T1)

Predictions are made by these models for every column (feature) in T+ and Tx,
and concatenated into matrices A1 and Az, regressing the residual matrices E2
and E1respectively. The “A” matrices are designed to capture how the “discarded”
information present in the residuals relates to the other datasets’ contributed
features. T1 and T2 are concatenated with A1 and A2, and these are used as
features, as before; in the authors’ example scenarios, PLS regression and
discriminant analysis (classification) were used. Using this “sustainable fusion”
approach, the authors were able to demonstrate an improvement of ~3% for
RMSEP performance in their beer bitterness scenario, which the authors
determined as statistically significant in that circumstance. This methodology
shows merit, due to its compromise between early and mid- level fusion. Whilst
early/low level fusion is able to produce models that have full awareness of the
so-called “multivariate” advantage (Olivieri, 2008), they often suffer with poor
performance when not accounting for differences in the dimensionality of input
data. For the reasons stated previously, mid-level fusion addresses these issues,
with a scaling and dimensionality-reducing action, but trades away potentially
useful information in this step. The “recycling” action described here is potentially
able to recover this information, whilst retaining the benefits of early fusion

approaches.

68



Mid-Level Fusion

Dataset Dataset Dataset Dataset
1 2 3 n

! ! ! !

[Pre-processing Pre-processing Pre-processing] [Pre-processing]

Feature Feature Feature Feature
Selection or Selection or Selection or Selection or
Dimensionality Dimensionality | | Dimensionality Dimensionality
Reduction Reduction Reduction Reduction

Mid-Level Fusion

Fused Feature
Matrix

Scaling, Variable
Selection etc.

l
5D

Figure 1-3: Generalised topology of a Mid/Feature-level fusion strategy, typically

resulting in the concatenation of features from multiple sources (and modalities)
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1.7.1.3 Late/Decision-level Fusion

As the name suggests, decision fusion occurs through concatenation of statistical
outcomes formed about the specific input matrices. These decisions are often
predictions made by individual machine learning models that independently take
a single data matrix as input. These concatenated decisions are then acted upon
in some way; the specific methodology for the formulation of overall decisions is
context dependent, with various approaches finding more application to either
classification or regression problems. The general topology of this approach is

described in Figure 1-4.

Late fusion is well equipped to handle the dimensionality and scaling issues
presented by the fusion of chemometric data, through the independent handling
of datasets by models configured for those types. Multiple models can be fitted
for the same sensor types, and decisions can be made about that sensor’s data
in an ensemble fashion, from for example, a selection of linear and non-linear
methods, such as PLS, decision trees, random forests or neural networks. Late-
fusion architectures can be considered to trade a good deal of biological
interpretability and explainability for the pursuit of accuracy however, as no
observations about the latent structure of the data can be made at the fusion level
(Smolinska et al., 2019).

The simplest strategy with which to fuse the predictions of the models is through
averaging of the results, however the use of this approach assumes that all of the
constituent predictions are equally important. This approach can be modified to
account for this by weighting the predictions of certain models in the final
calculation; these weights would require determination through a cross-validation
procedure of some kind. For classification tasks for two or more member models,
a majority voting approach can be used, to determine the most “popular” decision
for a particular observation (Breiman, 2001).

Robert et al., as described in Section 1.7.1.2: Mid/Feature-level Fusion assessed
the performance of implementations of the three fusion-level archetypes for the
quality analysis of beef (Robert et al., 2021). For their late fusion approach, they

fused the results from PLS regression models built with Raman and FTIR
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spectroscopy through a central limit theory (CLT) influenced strategy (Fourati, H.,
2017; Salina and Malathi, 2014), which takes the standard deviation of the

predictions by the individual sensors as the weighting for the fusion process.

Okar = [Ord + 0ig"]7" Equation 5 Calculation of the
standard deviation of the fused
predictions in Robert et al.’s late
fusion approach, where oguir/ra/ir
represents the respective standard
deviations of the fused data, Raman

and FTIR sensors.

Xrair = Ogair[XraOra + Xiroig’] Equation 6 Calculation of fused
prediction in Robert et al’s late
fusion approach, where Xg, iz
represents the fused average, X,
and X;; represent the Raman and
FTIR sensor averages, and
ORalR/Ra/IR represents their

respective standard deviations.

The authors demonstrated the strategy as showing improvements in performance
over the single sensor models and the other fusion approaches for the prediction
of sample pH, an important indicator of meat quality, typically declining post
mortem due to glycolytic activity and an accumulation of lactate (Ferguson and
Gerrard, 2014).

Other strategies more complex than averaging have been explored and
published, including those based on Bayesian inference (Roussel et al., 2003),
while more contemporary approaches may draw on ensemble learning
techniques. Stacked generalisation, or “stacking” is a machine learning ensemble
strategy that utilises a second “meta-learning” model layer to form predictions
based on the pooled decision matrix from the first layer “expert models”,
regressing it against the target variable. The intention behind the construction of

this second layer is for it to learn the performance relationship between the model
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types and the target variable. Selection of a suitable second layer algorithm may
allow for prioritisation of better performing models and lessen lower-performing

model’s contributions towards the overall output of the ensemble.

The vocabulary used to describe specific variations of the practice is inconsistent:
the general theory has been discussed in the literature over a period longer than
two decades (Breiman, 1996), however the modern literature typically refers to
the “Super Learner” approach described by Van der Laan et al. in their 2007
paper (Laan, Polley and Hubbard, 2007). This method introduces a cross-
validation step in the construction of the meta-learning layer, as it is not advisable
to train the meta-learning layer on the same data partition as that used to train
the expert models (first layer). This is due to the likelihood of these first-layer
models producing unrealistically accurate predictions from the same data upon
which they were trained, thus causing the meta-learner to learn an inflated view

of their performance.

In order to prevent overfitting in the Super Learner approach, out-of-fold
predictions are made by training and making predictions with the first-layer model
configurations using a cross-validation approach, such as k-fold or leave-one-out,
the predictions forming the training set used by the second layer. This in effect
synthesises a second training set, and allows the meta-learner to train on the
performance trends of the first-layer models and account for discrepancies in their
performance, in addition to learning the best performing combination of first-layer

models in the regression/classification task.

An alternative to the cross-validation approach used in super-learning is that used
in “blending”, wherein a small validation set is set apart from the training data,
and used to train the meta-learner in a hold-out fashion. This method is more
appropriate when large quantities of training data are available, to allow the meta-

learner to generalise well.

Although the authors of the super learner specification demonstrated its
applicability to regression and classification tasks within their originating
publication (Laan, Polley and Hubbard, 2007), stacking has not seen a large

degree of utilisation in the chemometric food analysis domain. Cheng et al.
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demonstrated a variant of the stacking approach for fusion of hyperspectral
imaging and electronic nose data for the prediction of pork moisture content, their
decision fusion approach achieving an R? in prediction of 0.9492 versus their best

performing imaging feature model that achieved an R? of 0.9016 (Cheng et al.,
2022).
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resulting in the concatenation of decisions from multiple sources (and modalities)
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1.8 Modern Sensor Technologies

Sensor-enabled analysis already forms the basis for many supply chain
compliance protocols in the agri-food sector - a wide variety of in-laboratory
sensor types have found applications and niches supporting food safety and

authentication tasks, in many task-dependent forms.

1.8.1 Overview of Chromatography Techniques

A variety of chromatographic techniques exist, such as gas chromatography (GC)
(Lehotay and Hajslova, 2002; Tiedink et al., 1990) and high-performance liquid
chromatography (HPLC) (Salghi, Armbruster and Schwack, 2014; Tsuzuki and
Ushida, 2009; Velkoska-Markovska, Petanovska-llievska and Markovski, 2018).
These differ in the nature of their mobile and stationary phases — a high-level
overview follows: in the case of GC use of an inert gas as the mobile phase (e.g.
helium) and volatile or otherwise vaporised samples are passed through the
column containing a typically solid/packed stationary phase, whereas HPLC
makes use of an appropriate solvent for the mobile phase and a variety of gels
or other bonded/solid-supported phases for the stationary phase. The intention is
that fractionation of the sample occurs due to varying affinities for the stationary
phase, and as such each constituent component of the sample passes through
and exits the machine in sequence. The exit of constituents is recorded by a
sensor appropriate for the specific task, non-exhaustively including detectors for
flame ionization, thermal conductivity or electron capture for GC and UV-Visible

Light/Fluorescence detectors for HPLC.

The processed data is in most cases representative of detected signal intensity
over retention time, and as such the area under the curve is proportional to the
concentration of the corresponding constituents recorded in the sample.
Detectors can be grouped into the modalities of lonisation, the excitation of
compounds to produce ions, bulk physical property, or optical, measuring the

eluted compound’s interaction with light (Marriott, 2004).

In the case of gas chromatography ionisation detection, a common method of

analyte detection and discrimination is through the use of flame ionisation
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detectors (FID) (Stez, 2015). This is a destructive method; upon elution,
compounds are burnt within a hydrogen flame and a potential is applied across
it. A current is produced, which is proportional to the change in organic ionic
composition of the combustion products (Hage, 2018). The detector’s destructive
nature limits the possibility of further analytical steps, however the wide linear
analytical response, high sensitivity and specificity for detection of organic
compounds ensures its commonplace status in food analysis. Recent noteworthy
applications of the detector include in food nutrition, for the quantification of
galactose content in a spread of Korean agricultural products as a reference for
patients with galactosemia, where previous HPLC analyses had shown low

sensitivity in this regard (Jeong et al., 2023).

A detector with a similar mode of operation is the Nitrogen-Phosphorus Detector
(NPD), a name indicative of the detector’s specificity, and is also known as a
Thermionic Selective Detector (TSD). The nitrogen-phosphorus specificity lends
utility in detection of biological components, such as nucleic acids and bases
(Hage, 2018; Hinshaw, 1992). The NPD device has been used for the
quantification of the carcinogen acrylamide in fried potato using ethyl acetate as
a solvent; acrylamide was quantifiable in concentrations between 0.5-100 ppm
and a recovery rate of 106£8% was achieved; Kim et al. suggested that such a
method may have utility in the food industry as a screening tool in the food
industry prior to the use of more advanced/expensive methods (Kim, Hwang and
Lee, 2011).

Electron Capture Detection (ECD) is sensitive to compounds containing
electronegative groups, such as halogens or nitro-groups. It detects analytes by
measuring the capture of electrons emitted from a radioactive source. Although
highly selective, limitations such as incompatibility with oxygen and water, as well
as the radioactive element involved, may restrict its widespread application in
food analysis. However, gas chromatography with ECD has been applied to tasks
involving organochlorine pesticide residue detection in water (Chowdhury et al.,
2024).
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The Thermal Conductivity Detector (TCD) detects compounds based on their
thermal conductivity, measuring resistance changes in a heated filament when
analytes pass through (Marriott, 2004). It is versatile and non-destructive,
detecting a wide range of substances including non-ionic compounds and water.
However, it has relatively low sensitivity and specificity, potentially complicating
data analysis due to background noise (Hage, 2018). Another non-destructive
sensor is the Photo-ionization Detector (PID), which uses ultraviolet light to ionise
analytes, especially effective for aromatic and alkene compounds due to their T-
electron structures. Its non-destructive nature allows integration upstream of
other detectors like the FID, providing additional analytical insights without loss
of sample sensitivity resulting from splitting the gas stream between devices
(Marriott, 2004).

Liquid chromatography typically employs optical detection methods,
predominantly absorbance and fluorescence (Smith, 2004). Absorbance
detectors measure how compounds absorb UV or visible light, widely used due
to their versatility in detecting aromatic and unsaturated organic compounds,
however a common necessity with such detectors is the usage of solvents,
buffers and other spectator substances that do not exhibit properties that interfere
with the measurements taking place (Hage, 2018). HPLC with ultraviolet
absorption detection (HPLC-UV) has been used to quantify adulteration in edible
oil samples, the results proving highly satisfactory for detection in monovarietal
extra-virgin olive oils, showing an overall error of 2.9% with adulteration
proportions as low as 2.5% when coupled with Partial Least Squares (PLS)

modelling (Carranco et al., 2018).

Fluorescence detectors offer enhanced sensitivity for compounds exhibiting or
derivatised to exhibit fluorescent properties (Lunn and Hellwig, 1998). Such
apparatus has been used for the detection and quantification of Nitrofuran, an
antibacterial feed additive with carcinogenic and teratogenic risks, in meat
products including fish, chicken, and pork (Sheng et al., 2013; Wang et al., 2022).

Less sensitive methods such as refractive index detection, used mainly for lipids
and carbohydrates, have largely been replaced by Light Scattering Detection
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(LSD) (Smith, 2004), which identifies non-volatile components through scattered
light. Applications within food analysis include the detection of lipids, sugars and
other compounds that are not readily detected with the preceding methods.
Examples include rapid quantification of sugar types in fruit juice (Benvenuti and
Burgess, 2012), and the determination/quantification of polysorbate 80 content in
therapeutic protein formulations — In the latter example, a strong linear
relationship was observed between log-transformed detector response and log-
transformed polysorbate 80 concentration (Nayak et al., 2012).

In some cases, gas or liquid chromatography’s discriminatory facilities can be
supplemented with the addition of spectrometric techniques. After leaving the
chromatograph’s column, the analyte can be passed into a mass spectrometer,
which can be used to identify the species within a particular sample with greater
resolving power than the spectrograph in isolation, in a process abbreviated to
GC-MS or LC-MS, depending on the mobile phase used. Due to their versatility,
these combinations of devices have been used in a variety of agri-food
applications. LC-MS has been used for pollutant risk assessment studies in fish
in South African seas, for the detection of pharmaceuticals, perfluoroalkyl and
endocrine disrupting compounds; a high health and environmental risk was
determined, necessitating intervention (Ojemaye and Petrik, 2019). Previous
work by Norli, Christiansen and Deribe had employed GC-MS for the
quantification of organic pollutants in fish, including organochlorine pesticides,
with the QUEChERS (Quick, Easy, Cheap, Effective, Rugged and Safe) method,
originally developed by Anastassiades et al. for the extraction and quantification
of pesticides in fruit and vegetables, also using GC-MS (Anastassiades et al.,
2003; Norli, Christiansen and Deribe, 2011).

Whilst these types of sensors are typically associated with end-stage/destructive
laboratory compliance testing of samples due to their typically high cost, low
portability, and complex sample preparatory steps, they have found certain niche
uses in non-destructive testing of products throughout the food production and
distribution chain. For example, vaporous components (“offgassing”) produced

during fermentation processes can be monitored using “headspace sampling”, in
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which the sensor does not require direct interface with the sample. Further
usages include authenticity testing of meat products via analysis of volatile
marker compounds expected from slaughtered animals fed on approved diets
(Segura-Borrego et al., 2022). Headspace solid-phase microextraction combined
with gas chromatography/mass spectrometry (HS/SPME—-GC/MS) has also been
used to monitor spoilage in minced beef stored in different packaging (air and
modified atmosphere packaging, MAP) and temperature conditions (0, 5, 10, and
15 °C). Chemometric techniques correlated the results with microbial counts and
sensory scores, identifying specific compounds (such as 2-pentanone, ethanol,
diacetyl, and ethyl esters) as potential indicators of spoilage. PLS models built
with the data were able to accurately estimate microbial populations and sensory
qualities in both conditions, with 91.8% of predictions within £20% error for total
viable counts (TVC) (Argyri et al., 2015).

1.8.2 Overview of Spectroscopic Sensor Technologies

Spectroscopic sensor technologies are useful components in the modern food
analysis suite. In an abstracted sense, spectroscopic techniques record the
interaction between matter i.e. the analyte and absorbed, transmitted and/or
radiated photonic energy. These sensor types have shown great utility in
analysing quality, authenticity, and safety parameters of food over several
decades (Al-Jowder, Kemsley and Wilson, 2002; Guzman et al., 2015; Kyriakidis
and Skarkalis, 2000).

A feature that distinguishes some, but not all members of the spectroscopic family
of sensors from some other chemical analytical techniques is the non-destructive
nature of the study, meaning that samples are not destroyed through the
operation of the device. This offers flexibility to the observer, as analysis could
feasibly be conducted either with a single spectroscopic sensor type, or with
multiple sensor modalities working in an ensemble fashion, without great concern
about small quantities of analyte to sample from. Furthermore, modern portable
adaptations of the technology could also be employed in-, on- or at-line in a food
production and distribution chain, and thus sampled individuals could be returned
to the food chain intact and untainted (Dietrich, 2018).
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Following is a short summary of some of the most prevalent categories of

spectroscopic sensor currently exploited in the food analysis sector.

1.8.2.1 Ultraviolet — Visible Light Spectroscopy (UV-Vis)

Ultraviolet — Visible Light spectroscopy has found use in a variety of food
authenticity tasks. It functions according the principle of the Beer-Lambert Law:

A =log(l,/I) = ecl Equation 7 The Beer-Lambert Law

Where A is the measured absorbance of the sample, equal to the product of &,
the molar concentration coefficient at a specific wavelength of light, ¢ is the
concentration of the sample, and Iis the length of the path through which the light
travels in the sample. This is equivalent to the log value of the ratio of the incident

light intensity lo, to the intensity of light transmitted through the sample 1.

Noteworthy use cases of such sensors are those involved in the analysis of food
quality and authenticity. Often, this revolves around the quantitative
measurement of the “colour” of the sample. For example, in the authenticity
analysis of food oils, an important factor of interest is the presence of
anthocyanins and carotenoids in the sample (Giusti and Wrolstad, 2001).
Carotenoids are a large family of molecules, containing plant pigments, amongst
others. These plant pigments, are found in all photosynthetic species, and
alongside chlorophyll are typically expected to be present in varying quantities
according to a variety of different parameters, such as the type of the oil being
analysed, its origin, or in the case of olive oil its “virgin” status, descriptive of the
way in which the oil is extracted and thus its purported flavour profile (Giusti and
Wrolstad, 2001). Excess chlorophyll has been shown to be indicative of oil
originating from younger olives, and thus could be associated with oils that
contain a larger concentration of antioxidants and a “greener flavour” (Blatchly,
Delen and O’Hara, 2014), whilst the authenticity of oils, from either bulking of
higher quality oils with lower quality oils or complete substitution, can be
characterised with the technology (Popa et al., 2020; Salghi, Armbruster and
Schwack, 2014).
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UV-Visible Spectroscopy has also seen applications in the assessment of food
quality, through the quantification of sample absorbency correlated with the
rancidification of oils and edible fats. The p-anisidine value calculated from
spectral readings is used as a measure of the aldehyde compounds present in
the sample, which are formed as secondary oxidation products of the lipids in the
oil (Tompkins and Perkins, 1999).

These aldehyde compounds have not necessarily been associated with the
alteration of flavour profiles through spoilage, but lower scores may represent a

marker for minimal oil degradation.

1.8.2.2 Fluorescent Spectroscopy

Fluorescent Spectroscopy is a methodology that allows for rapid, non-destructive
assessment of sample state. It exploits the phenomenon of fluorescence, in which
incident light is absorbed by a molecule, called a fluorophore, and later emitted
as light of a different wavelength. This is due to the excitation of a fluorophore’s
electrons to a higher energy state by incident electrons and subsequently (around

10-8 seconds later) the relaxation of electrons back to their ground state.

The wavelength of the emitted light is proportional to the difference between
energy levels of the excited and ground state of the electron - an importance note
is the distinction between fluorescence and simple reflectance, as the promotion
of an electron to a discrete higher energy level (orbital) results in the emission of
light at a different wavelength, whereas reflection is the result of excitation of
electrons to a non-discrete energy, which is almost immediately lost and re-

emitted at the same wavelength.

This exploitation of the relationship between monochromatic incident light and the
wavelength of the radiated fluorescence lends the technology its utility — the high
specificity of organic fluorophores for specific excitatory wavelengths allows the
researcher to search for the presence of candidate compounds that are known to
fit the excitatory and emission wavelength envelopes under investigation, whilst
offering a good degree of sensitivity, as the monochromatic nature of the incident

light means that other wavelengths can be eliminated from the test cell, reducing

81



the likelihood of interference patterns emerging from sample interactions with

other bands of light.

Fluorescent Spectroscopy has an important application in food testing due to its
aptitude for the detection of very low concentrations of toxins and microbes, in
addition to non-organic contamination with food additives. A natural property of
many bacterial species is that of fluorescence, either of constituents of the

microbial cell, or the cell’'s metabolites.

Fluorescent spectroscopy has been used for the detection of lactic acid bacteria
(LAB) in dry sausage samples, not only showing good results in identification of
the presence of bacteria in general, but also showing good discrimination in 28
of 29 wild strains of bacteria at the genus and species level, using the fluorescent
qualities of aromatic amino acids and nucleic acids (AAA+NA) (Ammor et al.,
2004). Other examples include the assessment of E. coli contamination on the
surface of meat (beef) samples following intentional inoculation — the results after
5 hours of contamination showed a distinct modification of values in a fingerprint
wavelength region of 500-560 nm (Mekhrengin et al., 2018). The authors state
that whilst the results show the ability to detect high quantities of bacterial
contamination using a semi-portable fibre-optic setup and thus serve the food
industry as a non-invasive means of conducting first-stage quality assurance, the
results may be improvable through the application of fluorescent dyes to the
sample or employing time-resolved spectroscopy to increase the sensitivity of

detection.

Microbial toxin detection exploits the natural fluorescence of metabolic
compounds, typically associated with fungal metabolism (mycotoxins). Aflatoxins
are typically associated with the fungii Aspergillus parasiticus and Aspergillus
flavus, via the polyketide pathway (Alcaide-Molina et al., 2009; Ali et al., 2005),
and are regarded as being some of the most carcinogenic biologically-derived
compounds. As such, there is great interest in development of methods for their
identification and minimisation in foodstuffs fit for human and livestock

consumption, for the interests of preserving long-term consumer health.
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The four important aflatoxin groupings are Aflotoxins B1, B2, G1 and G2. These
are typically differentiated in the experimental setting through their fluorescent
properties: AFB1 and AFB2 typically fluoresce in the UV/green to blue
wavebands, whilst G1 and G2 typically fluoresce in yellow-green wavebands
(Singh and Mehta, 2020). Further classes of mycotoxins detectable with
fluorescence sensing equipment include Zearalenone, Citrinin and Ochratoxin,
each displaying different toxic modalities (Creppy, 1999; Mishra and Das, 2003;
Bhat, Rai and Karim, 2010). The fluorescent distinction allows for accurate
discrimination of each in a variety of food safety oriented analyses (Huang and
Elmashni, 2007; Wu, Xu and Xu, 2019; Smeesters et al., 2023).

Further uses of fluorescent spectroscopy include the quality and compositional
analysis of liquids, in particular food grade oils. In a similar fashion to UV-Vis
Spectroscopy, fluorescent spectroscopy can be used for the detection of food
fraud attempted through the adulteration of higher-quality virgin olive oils with
other inferior-quality oils, such as that from refined olives, seed and nut oils.
Sayago et al. used a fluorospectroscopic method for the classification of olive oils
with varying contamination with hazelnut oils, the resultant pipeline when coupled
with stepwise linear discriminant analysis (LDA) showing high efficacy in
classification (100%) (Sayago, Morales and Aparicio, 2004). Poulli et al.
demonstrated a method for the detection of adulteration of olive oil with common
sunflower oil, and noted that the latter possessed a fluorescence peak in the 325-
385nm region, whereas the former did not. The developed partial least squares
regression (PLSR) model was found to be suitable for detection of quantities of
sunflower oil adulteration down to 3.4% (weight per volume or w/v), and rapid,
producing results in 150 seconds (Poulli, Mousdis and Georgiou, 2006) further

evidencing the technology’s utility for rapid food control tasks.
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1.8.2.2.1 Portable and Non-Invasive Implementations of Fluorescent
Spectroscopy

The operating characteristics of fluorescent microscopy may make it more suited
to miniaturisation over some other members of the spectroscopic family of
sensors. The conditions required for a fluorochemometric sensor’s monitoring of
sample emissions as the result of monochromatic stimulation of may be simpler
to produce than those required for other sensors, such as those relying on the
principles of UV-Visible light spectroscopy, which assess the transmittance of
incident light throughout a sample, typically a liquid, as this may necessitate
preparation of the sampling environment, i.e. filling of a cuvette, calibration, and

sensor cleaning with control compounds etc. before analysis can be conducted.

The Freshdetect platform is an attempt to miniaturise a fluorescent sensor
platform into a hand-held device, for the purposes of facilitating on-line testing of
meat produce throughout the food chain. The claims, made in the EU funding
agreement state that the device can accurately assess the Total Microbial Count
(TVC) of meat products in a fraction of the time of laboratory-based assays (5-
10s versus up to 72h for lab-based assessment) (Dietrich, 2018). This
performance acceleration may represent a candidate device for the food operator

to conduct real-time process controls on produce.

Smeesters et al. demonstrated the utility of a hand-held sensor device in the
analysis of aflatoxin contamination in maize, analysing individual kernels by
classification of their a priori unknown aflatoxin contamination into categories
(Smeesters et al., 2023). The authors of the paper make note of the reduction in
size of the portable “IndiGo” device versus the conventional laboratory setup,
whilst maintaining the high sensitivity and predictive accuracy of the latter, and

incorporating the desirable quality of being non-destructive/invasive.

Mekhrengin et al.’s assessment of the E. coli contamination encountered on beef
samples made use of a fibre-optic probe device attached to a desktop sensor,
allowing for non-invasive assessment of meat substrates (Mekhrengin et al.,
2018).
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1.8.2.3 Infrared Spectroscopy

Infrared spectroscopy represents a large family of absorption spectroscopy
devices, due to the range of wavelengths that the technology represents, from
approximately 78nm to 1mm. IR spectroscopy is typically useful for analysis of
the chemical structure of compounds, as excitation with infrared and near-
microwave radiation will result in the absorbance of specific wavelengths,
associated with the mechanical excitation of atomic bonds that occur in the
sample species, at resonant frequencies universally characteristic to specific
bond strengths and atomic masses, therefore representative of specific functional

groups.

Table 1-4 Table showing a non-exhaustive list of characteristic functional groups,
their general expected wavebands and the expected intensity of response to
excitation, demonstrating the utility for food analytical purposes. Table based on

information from online resources (Mohrig et al., 2024; Reusch, 2013).

Functional Group Absorption Locations (cm™') Absorption Intensity
Alkane (C-H) 2850 — 2975 Medium/Strong
Alcohol (O-H) 3400 — 3700 Strong, but Broad
Alkene (C=C) 1640 — 1680 Weak/Medium
(C=C-H) 3020 - 3100 Medium
Alkyne (C=C) 2100 — 2250 Medium
(C=C-H) 3300 Strong
Nitrile (C=N) 2200 — 2250 Medium
Aromatics 1650 — 2000 Weak, Broad
Amines (N-H) 3300 — 3350 Medium

3500
Carbonyls (C=0) 1700 — 1750 Strong

Aldehyde (CHO)
Ketone (RCOR)
Ester (RCOOR)
Carboxyl (RCOOH)

The differentiation between near (14,000-4,000 cm™"), medium (4,000-400 cm™)

and far (400-10 cm™) dictates the type of vibrational, vibrational-rotational, or
rotational excitation expected of a molecule. An apparent majority of IR
spectroscopy used in food analysis occurs in the near- and medium infrared

categories (Rohman et al., 2020).

85



A commonly used implementation of near- and mid-IR spectroscopy is Fourier-
transform Infrared (FTIR). The spectrometer collects data over a wide array of
wavelengths, and uses a mathematical transform process to convert

measurements into a readable spectrum.

Instead of using a monochromatic beam of light to assess the sample and
recording the resultant absorbency (in the case of UV-Vis) or fluorescence, the
FTIR device makes use of a range of different wavelengths emitted together.
Subsequent readings are achieved with differing ranges of wavelengths emitted
by the sensor. The device uses an interferometer to modify the spectrum due to
wave interference, and the resultant absorption spectra (interferograms) are
passed into an analytical element to compute the results by applying the Fourier
transform, inverting the domain of the collected data/function (light absorption
versus mirror displacement in centimetres into light absorption versus

wavenumber, measured in cm™).

This methodology confers some advantages over more conventional “dispersive”
spectroscopy techniques that function through “scanning” emission of
monochromatic light in sequence, such as some UV-vis technologies, that
generally result in a higher signal-to-noise ratio (SNR) (Sellar and Boreman,
2005). This advancement in technological implementation could indicate that
methods that make use of monochromators are now obsolete, however the usage
of such technologies is still maintained in many circumstances due to other

operational factors, such as cost and simplicity of operation.

Applications of FTIR are far ranging, due to the large envelope of spectral
wavelengths/wavenumbers covered by spectrometers of the type, and the
precision/accuracy of the sensor type. Pertinent to this document is its use for the

purposes of food authenticity, quality and safety testing.

An important development to accompany the use of IR spectroscopy in the food
sector was that of Attenuated Total Reflectance (ATR), expanding the usage
envelope of IR/FTIR spectroscopy outside of applications related to transmission,
reducing the need for adulteration of the sample through sectioning,

reconstitution or otherwise. Furthermore, use of an ATR accessory minimises the
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penetrance of the incident light, avoiding issues related to attenuation throughout
highly absorbent media like aqueous solutions, and extending the range of
suitable sample media to undiluted liquids and thicker solids. This offers further
benefits to operation, such as increasing of sample-to-sample reproducibility of
experimentation, minimising and accelerating necessary maintenance of the
sensor (only requiring cleaning of interfacing sensor head) and offering high
throughput relative to the available energy supplied to the sample compartment,
resulting in high quality, high SNR results, that allow for more precise analyses
(Blum and John, 2012).

Such ATR probes require physical contact with a sample to allow for modulation
of a standing/evanescent wave generated as a total internal reflection in a crystal
of a higher refractive index than that of the sample. As such, the technique may
be considered as “minimally invasive” versus “non-invasive”. The throughput
increases due to the minimisation of experimental setup and reset time and
analytical optimisation for solids and liquids in an unmodified state make the
combination of FTIR and ATR an accessible tool for food control applications
(Rodriguez-Saona and Allendorf, 2011). Tests are rapid, taking roughly 60-120
seconds, require very little if any sample preparation and generate minimal waste.
The resultant spectra can be examined for multiple classes of chemical
contaminants simultaneously, due to fingerprint capture of multiple spectral

elements.

In the case of food control, the mid-infrared (MIR) band is often chosen, due to
spectral absorbencies often being correlated with fundamental vibrations of
functional groups of interest (Guillén and Cabo, 1997), containing bands rich in
structural information associated with proteins, lipids, polysaccharides and
carotenoids. An important element of this type of assessment is the quantitative
dimension, as the intensities of the bands recorded is proportional to the

concentration of the representative functional group (Paré and Bélanger, 1997).

Following the Chinese melamine scandal of 2008-9, tests of NIR and MIR
techniques coupled with multivariate analysis/machine learning showed the
ability to distinguish between adulterated (1 part per million, ppm) and
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unadulterated infant formula samples (Mauer et al., 2009). Whilst satisfactorily
detecting the threshold value set at 1ppm for infant foods by the FDA,
performance still fell below the 250ppb limit of detection (LOD) achievable with
the prescribed Liquid Chromatography/Mass Spectrometry method, however, the
higher performance of the LC-MS pipeline is offset by its time-consuming and
labour-intensive nature making it unsuitable for screening large quantities of

samples, which may be encountered in a food production control environment.

Partial Least Squares Regression (PLSR) models built using FTNIR data in the
3,330-2,993 cm™" and 1,321-983 cm™" regions, corresponding to the stretching
vibration of amino groups and the fingerprint region, showed good results, with
an R2of 0.95 and RMSEcv of 1 ppm, whilst results with NIR data in the 12,497—
6,098 cm™' and 5,450-4,248 cm™" region showed marginally better results, with
R? of 0.999 and RMSEcv of 0.62 (Mauer et al., 2009).

Subsequent analysis has confirmed the efficacy of such a method for the rapid
quantification of melamine within powdered infant milk products; when coupled
with Partial Least Squares regression, the analysis of FTNIR data at similar
wavelengths to the previous FTNIR study showed a coefficient of prediction (R?)
of >0.99, and an LOD of > 0.5 pg/L (Garcia-Miguel et al., 2018).

Honey authentication is another noteworthy example of food authentication using
FTIR. Honey is a high value item for producers and consumers, thus a motivation
exists for some farmers and producers to conduct fraudulent activities to
maximise profits. Detection of adulteration of honey products with inferior bulking
agents, such as poorer grades of honey or sugar syrup is of paramount
importance for the preservation of consumer trust in purchased goods, and
maintenance of a competitive environment for producers with a reduced risk of
fair business practices being undercut. Additionally, sugar content analysis in
honeys is importance for quality control purposes —according to Bogdanov, honey
is typically 95% carbohydrate, the remainder being water and other trace
constituents (Bogdanov et al., 2008). The carbohydrate composition is partly
dependent on the nectar collected by the bees and thus varies with the climatic
conditions of the region and the local flora (Ouchemoukh et al., 2010). Anjos et
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al. demonstrate a methodology for the identification and quantification of
individual sugar components in 63 honey samples, using mid-range FTIR couple
with an ATR accessory; the 1500-750cm" wave number range allowed for the
construction the best performing model in the paper — a PLS regression model
demonstrating an R? of 86.60 and 86.01 for identification of fructose and glucose
respectively, with a relative percentage difference (RPD) of 2.6% and 2.55%

respectively (Anjos et al., 2015).

IR Spectroscopy and its subcategories have found usage in authentication and
spoilage analysis of meat produce in addition to plant-based or plant-derived
produce. FTIR has been utilised in a variety of applications, coupled with
multivariate analysis; often dimensionality-reducing algorithms are employed,
including partial least squares and principal component techniques, whilst
Support Vector Machines (SVMs) have demonstrated their utility in finding

boundary separation in multidimensional data.

Mabood et al.’s 2020 paper illustrates the utilisation of FTIR, coupled with Partial
Least Squares — Discriminant Analysis (PLS-DA), PLS-R and Principal
Component Analysis (PCA) for effective classification and regression of meat
samples containing varying degrees of pork, emulating the circumstances of
several previous food authentication failures in which pork had erroneously
entered the food chain, e.g. the horse meat scandal in 2013. In their study, the
researchers sourced 39 different types of meat, including beef, mutton, lamb,
pork, camel, chicken and veal from various regions and sourced from various

Omani markets (Rizvi et al., 2018).

All meats were minced, and were mixed with 8 degrees of pork (i.e. 0%, 1%, 5%,
10%, 30%, 50%, 70%, and 90% pork). All samples were scanned using an NIR
spectrophotometer in the range 10000 to 4000 cm™ in reflectance. Upon
construction of PLS models using the spectral data, the researchers established
that the majority of contribution to the models was made by peaks in the spectral
range of 7000 to 4730 cm™, due to higher concentrations of polyunsaturated fatty
acids in muscle and adipose tissues than other meat types tested, the most stark
difference being the percentage linoleic acid composition of meat muscle and
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adipose tissue, found to be 14.3%, 1.3%, 1.1% for pork, sheep, and cattle
adipose tissue respectively, and 14.2%, 2.7%, 2.4% for pork, sheep and cattle
muscle tissue. The optimal PLS-R model, built using three factors, was found to
explain the dependent variability significantly, with R?> = 0.9774 and good cross
validation performance, with RMSECV = 1.08%. PLS-DA conducted on the
different proportional groups of meat adulteration performed well, classifying with
100% accuracy, sensitivity, and selectivity displayed for the 10% adulterated
samples, but with decreasing performance for the 5% and 1% classes
(93%,92%,92% and 85%,88%,87% accuracy, sensitivity and selectivity for 5%
and 1% classes respectively). This analysis provided a good degree of supporting
evidence for the utilisation of FTIR for robust adulteration analysis in differing
meat types, due to the variety of meats used, but also due to the quantity of
individuals generated by the project showing good generalised performance

(~6000 samples over 3 biological replicates of each condition).

Further applications of IR spectroscopy for meat analysis includes spoilage
quantification; Spyrelli et al.’s 2021 paper describes the utilisation of FTIR for the
recording of the surface state of chicken fillets and assessment of microbial
metabolic activity, followed by multivariate analysis with a variety of different
algorithms to assess their suitability for the task (Spyrelli et al., 2021). Meat was
acquired directly from Greek suppliers, and was transferred to aerobic storage in
four isothermal conditions (0, 5, 10, 15°C), for up to 480h, depending on the
storage condition, and at regular intervals, readings were taken using FTIR and
MSI (Multispectral Imaging) sensors.

Assessment of algorithms was conducted with Unscrambler® software and the
SorfML web application (Estelles-Lopez et al., 2017). The researchers sought to
compare and contrast the performance of the two sensor types for the purposes
of quantification of bacterial load in the meat samples (Total Viable Count (TVC)
and Pseudomonas), calibrated using bacterial culture data collected at the same

time intervals.

Unscrambler was used to construct PLS-R models using each sensor data type
independently. Cross validation performance of the models was mediocre,
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showing R? values of 0.609 and 0.493 for Leave One Out Validation (LOOCV)
and validation sets respectively for TVC, and 0.549 and 0.481 for the

Pseudomonas assessment’s LOOCV and validation set.

Accuracy was a metric devised to give a perspective on useful performance: it
represented the proportion of predicted bacterial values that fell within 1 log
CFU/cm?. Both batches had a training partition of 115 spectra and a test partition
of 99 spectra.

The authors determined that the FTIR sensor was more suitable for assessment
of chicken spoilage and prediction of microbial loads than MSI, and identified
regions that fell in agreement with existing literature on informative wavebands
for spoilage in meat — 1426 - 1369cm™' and 1567 - 1464 cm-', correlating with
absorption bands for amides and free amines (Bocker et al., 2007), and falling in
agreement with observations linking absorption bands 1650, 1550, and 1400-
1200 cm™' to amide |, Il and Il and the proteolytic activity of Pseudomonas spp.

on meat (Nychas and Tassou, 1997).

1.8.2.4 Raman Spectroscopy

Raman spectroscopy is similar in some respects to Infrared Spectroscopy, in that
both are vibrational microscopy techniques, as they are used to examine
molecular vibrations in sample compounds; some research has reported on
usage and performance of Raman spectroscopy in a complementary fashion to
the aforementioned.

Raman and IR spectroscopy differ in the way in which they interact with the
sample molecules and the information yielded from such interactions. In
summary, IR spectroscopy measures absorption of IR radiation at different
wavelengths, due to molecules, bonds and functional groups undergoing
vibrational transitions, e.g. rotation, stretching, and bending. These types of
interaction occur when the frequency of infrared matches the natural fundamental
vibrational frequency of species in the compound, or at overtones — multiples of

the fundamental frequency.
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Raman Spectroscopy measures the inelastic scattering of monochromatic light,
by molecules and functional groups. When molecules are irradiated with
monochromatic laser light, the majority of the scattered light is of the same
frequency as the incident light, a phenomenon known as Rayleigh Scattering. A
small proportion of the light is returned at a different energy level (i.e. frequency)
due to molecular vibrations — the difference between the energy of the incident
photon and that of the scattered photon is known as the Raman Shift, and is
related to the type of bond being excited, and the intensity of the returned signal
is proportional to the number of the bonds and/or the analyte concentration
(Farber et al., 2019).

Raman spectroscopy is often used in situations where other techniques may be
unsuitable due to compositional incompatibilities of the analyte. For example, IR
spectroscopy excels for the characterisation of polar functional groups, however
performs generally poorly for symmetric or weakly dipolar bonds. Raman
spectroscopy displays opposing tendencies, generally performing better with
bonds displaying weak polarity or none at all (Farber et al., 2019). Additionally,
Raman spectroscopy typically performs better with aqueous or hydroxyl-bond
rich solutions, an issue that can affect non-ATR equipped IR spectrophotometers.

A key benefit of Raman technology is that it can be deployed in a non-destructive
fashion for analysis of a variety of sample forms (e.g., liquids, solutions, gels,
solids). However, a key weakness of Raman implementation is the generally poor
response to samples that exhibit fluorescence, as the radiated light from such
phenomena can overwhelm the magnitudes-smaller Raman shift response. This
may present a problem in the biological domain, as many organic molecules
including microbial metabolic products are fluorescent to some degree, and steps

must be taken to calibrate the sensor, or otherwise account for this property.

As mentioned previously, Raman and IR spectroscopy have found often found
use in concert in the food analysis sector, due in part to their complementary
strengths offering different views of the same analytical target. Some research
has sought to further exploit the complementarity of the two modalities of sensor

by integrating them into a sensor fusion pipeline. Marquez et al. employed several
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sensor fusion strategies for multivariate qualitative analysis of adulteration of
hazelnut pastes with almond pastes (Marquez et al., 2016). Fraudulent
adulteration of hazelnut products is made economical for bad actors due to the
demand for such substances as an ingredient for other foodstuffs, like
confectionery. Padding of nut pastes with a lower value alternative, such as
almond, or in extreme cases, other plant derivatives such as chickpea paste, can

increase the profit margins for producers.

The paper’s authors demonstrate two methodologies for achieving sensor fusion
for classification into either non-adulterated or adulterated classes using both a
mid- and late fusion approach for combining the transformed features and

decisions made with the IR and Raman data respectively.

The fused pipelines both showed better results than either of the two sensor types
in isolation in unadulterated cases, and roughly equal performance for
adulterated cases: sensitivity and specificity were both 100% for the mid-level
fusion pipeline for unadulterated cases, with no inconclusive results. FT-Raman
gave 75%, 100%, 93% for sensitivity, almond specificity, and chickpea specificity,
with 25 inconclusive results, whilst NIR showed 75 %, 96%, 100% for sensitivity
and specificity for almond and chickpea cases respectively, with 21 inconclusive

results.

1.8.2.5 Imaging Technologies

Other light-based technologies have uses in remote sensing tasks across the
data-science and process monitoring domain. Multi- and Hyper-spectral imaging
could be considered as special cases of spectroscopy (the nomenclature deriving
from NASA's Airborne Imaging Spectrometer (AlS) and AVIRIS projects in the
mid-1980s) and are the product of the information age — such sensors are
designed to capture spectral information about a sample from across a wider
range of the electromagnetic spectrum than spectroscopic techniques in
isolation. As imaging technologies, they are often employed to capture more of
the spacial information presented in a sample that spectroscopy can offer.
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Multi- and Hyper-spectral imaging technologies typically capture information
about a specific waveband of light, both visible and invisible, with less resolution
than a dedicated spectrophotometer, however the large range and quantity of
data that is captured is often well suited for the physical assessment of sample
state in a standardised fashion, when compared to other more qualitative

measures such as domain expert opinion.

Multi-spectral imaging (MSI) is a less resource intensive form of imaging
technology, when compared with hyper-spectral imaging (HSI). MSl is configured
to collect spectral and spacial information subsetted or subsampled from regions
of interest, whilst HSI is often configured to capture information from a wide
spectrum of EM radiation, and as a consequence is a far more resource intensive
sensor device. HS| measures continuous spectral bands, when compared with
spectroscopic techniques, which measure discrete and spaced spectral bands
(Hagen and Kudenov, 2013). The inclusion of the additional spectral dimension
into the original spatial representation of a typical two-dimensional image results
in the formation of a so-called “datacube”, in which layers of additional spectral

information are stacked upon the spatial information.

1.8.2.5.1 Portable and Non-Invasive Implementations of Multispectral Imaging

The near-real-time imaging nature of some implementations of MSI makes it a
desirable technology for development into an in-/at-line food assessment
strategy, for simultaneous assessment of spectral and spatial state of samples in

various stages of production and distribution.

Sensor implementations of note include Videometer (VideometerLab)
(Videometer, Denmark, 2021), a family of portable sensors designed for at-line,
near real time process control applications. A specialised implementation of MSI,
the platform is equipped with a machine-learning for users to gather pertinent
information for assessment of the physical and chemical state of a sample in a

non-destructive fashion.

The VideoMeterLab sensor records measurements at 18 wavelengths between

405-970nm. Samples are successively strobed with light from light emitting
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diodes (LEDs) within the sensor in varying combinations, which generate
monochromatic light with a high degree of accuracy and of a
diffuse/homogeneous intensity, due to the Ulbricht sphere component. This
spectral scanning process results in a datacube with the dimensions m x n x 18,

where m and n represent the height and width of the image in pixels.

Videometer has been widely cited in the food analysis domain, in a variety of
contexts, including quality/safety control and food fraud detection. Pertinent
applications to the current document include usage in the detection of meat
spoilage and quality analysis (Tsakanikas et al., 2016). The paper describes the
utilisation of a Videometer sensor for the classification of beef samples into one
of two qualitatively assigned classes based on the plate count interval
(TVC<2log1o CFU/g and TVC>2log1o CFU/g), and regression for prediction of the
real-time TVC present in samples based on multispectral imaging data.

The sensor was used to collect images at different time intervals, and they were
processed using an in-house novel unsupervised segmentation pipeline to
eliminate extraneous information from the images, (employing standard normal
variate, K-means clustering and Gaussian Mixture Models (McLachlan, Lee and
Rathnayake, 2019)) resulting in condensed imaging data, which was then fed into
an SVM regressor, which showed high prediction performance, with an RMSEP
= 0.14 log10CFU/g and R?=0.98.

Estimation of pork microbiological spoilage was also examined using the
Videometer technology, alongside visible and IR spectroscopy (Fengou et al.,
2019). In a similar strategy to the previous example, spoilage data for pork
samples stored in different isothermal conditions was collected at regular time
intervals using the plate counting method and sensor reading taken
simultaneously. Partial least squares regression models were constructed using
the individual sensor data, with the FTIR, VIS, and MSI models displaying RMSEp
values of 0.915, 1.173, and 1.034 log10CFU/g, and R? values of 0.834, 0.727, and
0.788 respectively. The conclusions of the authors were that the sensor types
exhibited potential for spoilage prediction. The authors also attempted a naive
fusion approach for the spectral data, but achieved negligible performance
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differences to single sensor models. Of note was the difference in processing of
the Videometer data: rather than employing a novel segmentation strategy and
processing the image data as-is, image segmentation was performed with the
supplied VideometerLab software, through contrast maximisation and canonical
discriminant analysis. After this process, the mean reflectance spectra in the

informative area, i.e. the mean intensity of pixels was recorded.

1.8.3 Chemical Probes — Electronic Nose and Tongue

The human sensory experience, like that of many other animals, has evolved in
part for sensing the state of potential foodstuffs e.g., the visual impression of the
item, its smell and its taste. This sensory input is vital for deciding whether the
item is fit for ingestion. A large human-sense detectable aspect of food spoilage
its change in odour, caused by the metabolic breakdown of plant and animal

tissue by a range of microbe types.

This property has warranted the use of “sensory panels” in the food production
domain for many years, and is likely one of the oldest forms of quality control in
food manufacture: in such a system, individuals, either trained internal personnel
or third parties, form a panel in which participants are required to assess their

human sensory experience of a particular sample of food or beverage.

In order to attempt standardisation of such testing regimes in the food industry,
the International Organization for Standardisation (ISO) publishes and updates
approves testing guidance, methodologies and controlled vocabularies for
respondents (e.g. ISO 67.240 - Sensory analysis), but this form of testing is still
subjective to the individuals taking part, so the use of large panels of individuals,
generally consisting of more than 8 and less than 20 individuals (Djekic et al.,
2021) helps to average out any outliers from the testing data. The aggregated
feedback from their individual experiences is then fed back to analysts, who make
use of the data in a qualitative sense, either in a descriptive or discriminative

capacity i.e., for use in quality control testing.

Whilst the sensory panel plays an important role in qualitative analysis in food

science, they are cumbersome to implement. Sourcing of members is the first
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hurdle, and it can be challenging for small food business operators to implement
such a testing scheme. Additionally, there is likely a money and time cost for
training of a food testing panel, to maintain abilities pursuant to ISO standards.
Further time delays are likely incurred upon collation of sensory panel results
from a specific test. In general, they do not offer the affordability, flexibility, or
responsiveness of some data-driven sensor analysis techniques, which can offer
the additional benefit of being functionally impartial, serving as a simple probe of
the objective chemical make-up of a sample of food or beverage.

Electronic nose and tongue are a closely related technology: in essence, they are
arrays of sensors, calibrated to detect compounds or groups thereof present in a
food sample. The modes of operation of sensors mimicking human gustatory and
olfactory receptors are varied, however many common instances in the food
industry are of the metal-oxide—semiconductor (MOS) type, in which presence of
a target gas changes the resistance value of the metal oxide layer in the
transistor, and allowing a current to flow, generating a response/signal that can
be detected. Such a response is thus proportional to the concentration of the
analyte, and requires a recovery period and possible purging to return to the
neutral response after being exposed to a sample.

E-nose arrays used in food assessment include probes that are pertinent to the
spoilage processes expected, detecting Volatile Organic Compounds (VOCs),
however are generally non-specific (Roy and Yadav, 2022; Yan et al., 2015).
Instead, target analytes will likely elicit a response from multiple sensors to

varying degrees, generating a characteristic “fingerprint” response.

Literature has described the use of electronic nose sensors in the
authentication/safety and quality analysis of food and beverage products,
including detection of both spoilage processes due to microbial activity and
human-induced issues such as deliberate contamination or adulteration for
fraudulent purposes, in food oils (Bougrini et al., 2014; Mildner-Szkudlarz and
Jelen, 2008), milk (Tohidi et al., 2018) meat products (Tian et al., 2019; Wang et
al., 2019), and honey (Gan et al., 2016), amongst others.
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1.9 Significance of the Research Problem

Modern high throughput, data-driven sensor devices have shown promise for
facilitating food control objectives, including safety, quality, and authenticity
analysis for many different food types, including fruits and vegetables, cereals

and meat.

Recent publications have shown that data derived from such devices can be
coupled with modern machine learning techniques and produce results that can
offer a worthwhile supplement to existing laboratory-based techniques, that are
often batch-based and thus lacking in high-resolution coverage of the entire food
production and distribution pipeline, slow and unable to react to emergent issues
in a preventative manner i.e. before sale, and result in sample or whole-batch

destruction (Nychas et al., 2021).

However, the successful implementation of these sensor types in a “production”
food monitoring environment, meaning deployment in-, on- or at- line, is
contingent on the simultaneous development of infrastructure to support the
ingestion, storage, and application of resultant data. Such a system must be
capable of accounting for different configurations of device with varying output
dimensionalities and accompanying meta-data describing the primary data’s
scientific provenance, enabling application of gathered knowledge in the
construction of valid and reusable decision support pipelines. With such a system
in place, complex integration of sensor data can take place in a semi-automated

fashion with minimal technical input from the operator.

An application of food monitoring devices that could be facilitated by such a
system is to be found in sensor fusion, the combination of information gathered
from multiple modalities of sensor data with the potential to increase accuracy of
predictions through a more complete view of sample state, and to grant greater
robustness and reliability to predictions through sensor redundancy. Sensor
fusion has seen comparatively little study within the sphere of food spoilage,
quality and authenticity analysis, and research in this area may serve to further
improve upon the documented performance of predictive models built with non-

or minimally-invasive sensor technologies.
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1.10 Hypothesis Statements

1.

High throughput sensor devices can offer a valid alternative or supplement
to existing approaches for assessing the spoilage and quality metrics of
meat products through the development of appropriate statistical and

machine learning pipelines.

Development of multi-modal fusion approaches for meat spoilage and
quality assessment that incorporate spectroscopic and multi-spectral
imaging device data will improve the accuracy of machine learning outputs

when compared to single-modality approaches.

Development of a web platform for the upload, storage, and utilisation of
food analytical sensor data will allow for successful reproduction of the
machine learning pipelines implemented manually in points one and two
in an accessible manner suitable for reapplication to new data and sensor

technologies.
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1.11 Objectives

This research aims to simultaneously develop new, accurate machine learning

approaches for meat spoilage and authenticity prediction tasks, and develop an

online platform to facilitate the ingestion, storage, and use of food analysis sensor

data for the construction of machine learning models, for deployment in a similarly

online fashion.

The main objectives are as follows:

1

Develop machine learning regression pipelines incorporating
spectroscopic and multispectral imaging data suitable for prediction of

microbial load in chicken and beef samples

1.1 Establish the suitability of individual sensor types for this objective, via
the assessment of performance of machine learning models built with
representative data

1.2Evaluate the performance of different data fusion approaches for
integrating information from multiple sensors, with the intention of

increasing performance over single-sensor models

Develop a modular online food analysis platform and machine learning
framework to allow for ingestion, storage, and utilisation of sensor data for

construction and deployment of reusable predictive pipelines

2.1Demonstrate and validate the functionality of the platform through
reproduction of the existing machine learning research described in the

prior objectives, previously conducted in a manual fashion
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2.1 Abstract

High-throughput and portable sensor technologies are increasingly used in food
production/distribution tasks as rapid and non-invasive platforms offering real-
time or near real-time monitoring of quality and safety. These are often coupled
with analytical techniques including Machine Learning, for estimation of sample
state through monitoring of key physical attributes. However, predictive models
built with these data have shown varying degrees of accuracy, depending on food
type, storage conditions, sensor platform, and sample sizes. This work explores
various fusion approaches for potential predictive enhancement, through
summation of information gathered from different observational spaces: infrared
spectroscopy is supplemented with multi-spectral imaging for prediction of
chicken and beef spoilage through estimation of bacterial counts in differing
environmental conditions. For most circumstances, at least one of the fusion
methodologies outperformed single-sensor models in prediction accuracy.
Improvement in aerobic, vacuum, and mixed aerobic/vacuum chicken spoilage
scenarios was observed, with RMSE performance enhanced by up to 15%. The
improved cross-batch performance of these models suggests enhanced model
robustness, suggesting further evaluation in meat quality analysis is necessary.
The batch-based results were corroborated with a repeated nested-cross
validation approach, to give an out-of-sample generalised view of model

performance across the whole dataset.
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2.2 Introduction

Meat is an important staple in diets worldwide, containing a large spread of
macro- and micro-nutrients. Poultry and beef are important livestock for global
markets, accounting for ~33% and ~24% of consumed meat, respectively,
according to the United Nations Food and Agriculture Organisation (USDA,
2024).

Fresh meat products have a limited sale and consumption window, due to their
perishable nature as a result of the activity of endogenous enzymes and
microbes. Concerning the latter, their activity and potential pathogenicity is linked
to many of the undesirable outcomes that characterise poor quality meat such as
unpleasant flavours, malodour or changes to visual or textural appearance, and

public health concerns.

The negative impact of spoilage-causing microbial activity necessitates steps to
control or even inhibit population growth. Amongst others, refrigeration and the
use of modified atmosphere packaging (MAP), which may include the application
of vacuum conditions or ratios of gases incompatible with targeted microbial
growth for that specific food type, including nitrogen, carbon dioxide or oxygen,

have been applied (Kandeepan and Tahseen, 2022; Kuzelov et al., 2015).

Improving the accuracy and responsiveness of food quality and safety
assessment has been a topic of active research for many years, partly driven by
growing interest in improving the state of food supply infrastructure (Nychas et
al., 2021). Furthermore, clear monetary motivations exist for producers and
suppliers to optimise their operations through minimisation of wastage — globally,
an estimated 13% of food is wasted or lost between harvest/production and retail
(United Nations, 2023).

Food testing methodologies have been standardised within legislation at a
national and international level (EFSA 2073/2005). Current strategies feature
laboratory-based methods for quantifying sizes and types of microbial
populations within food samples (Nychas, Panagou and Mohareb, 2016), in

addition to organoleptic and sensory analyses (Rodrigues, Dias and Teixeira,
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2024; Stelmach and Cwiek-Ludwicka, 2006). Over the last 10-15 years, data-
driven approaches for employing sensor technologies to digitise the
physicochemical properties of food samples in a non-/minimally-invasive, high
throughput manner have been employed (Cozzolino, 2022; Nychas et al., 2021;
Yousefi et al., 2019). Application of sensor technologies may serve to increase
the responsiveness and coverage of testing within the food production and
distribution pipeline and complement the capabilities of the aforementioned
methodologies, whilst not suffering the shortcomings of conventional techniques,
i.e. their time-consuming, technically involved nature requiring specialist

personnel (Nychas et al., 2021).

The motivations for deployment of these sensor types throughout the production
and distribution pipeline are summarised in the concept of process analytical
technology (PAT) (Nychas, Panagou and Mohareb, 2016).

This operating methodology originated in the pharmacological industry to monitor
sample critical control attributes through the determination of critical control
points (CCPs) in a responsive manner and at a higher resolution than that
achievable by relying solely on end-stage compliance testing, allowing for faster

identification and rectification of points of failure within the pipeline (Clegg, 2020).

A plurality of sensor modalities exists, including biomimetic sensors that are
designed to record a sample’s chemometric properties in a manner that emulates
the human sensory experience (e.g. electronic nose and electronic tongue), and
spectroscopic sensors that record the optical properties of a sample (Pampoukis
et al., 2022).

Techniques such as Fourier-transform infrared (FTIR) spectroscopy, Raman
spectroscopy and multispectral imaging (MSI) have been investigated in meat
quality and spoilage analyses (Bocker et al., 2007; Pampoukis et al., 2022;
Rahman et al., 2018; Spyrelli et al., 2021). A large number of machine learning
algorithms, such as partial least squares discriminant analysis (PLS-DA) and
regression (PLS-R) models have been used to analyse such data (Nychas et al.,
2021).
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Spyrelli et al. compared microbial count regression performance to models built
on sample images captured with the Videometer proprietary MSI platform and
confirmed the utility of FTIR spectroscopy to detect spoilage in chicken (Spyrelli
etal., 2021). The researchers found that while FTIR-trained models outperformed
MSI models, the difference may have been due to intra-batch variation rather
than Videometer data having less predictive power. The authors also use
MSI/Videometer sensor data to predict chicken slaughter time (Spyrelli et al.,
2020). In their machine learning objectives, the resultant models used data from
one sensor modality as predictor variables. Sensor/data fusion may improve
machine learning model prediction if different sensor modalities operate in

different observational spaces and record different sample states.

Data fusion is a wide topic within the information-technology domain, and covers
many approaches for combining useful information originating from different
sources. Within the bioinformatics sphere, the main approaches for reaching
these objectives can be subdivided into categories, based on the stage of the
information processing workflow at which the fusion operation takes place (see
Figure 2-2):

Early fusion — Typically resulting from the concatenation of data matrices from

different modalities, before predictions are made on the subsequent matrix

Mid-level/Feature fusion — Individual data matrices undergo feature extraction;
the resultant features are concatenated and used to make predictions (Smolinska
et al., 2019; Yang et al., 2020).

Late/Decision fusion — Individual machine learning models are trained on the data
from each modality, and the decisions from each model are combined in some
way, either through some form of averaging, or through the construction of 2nd

layer (meta-learning) models, which are built upon the library of 18t layer decision

vectors, in a form similar to a stacked generalisation ensemble, which would

typically exploit some degree of orthogonality in 18t jevel predictions, typically
generated from a heterogeneous library of algorithm types and/or with varied

data/feature engineering steps (Naimi and Balzer, 2018; Wolpert, 1992).
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A variety of data fusion architectures have been explored in the biosciences.
Attempts to fuse data emerging from food sensor technologies may hamper
implementation of early- and mid-level architectures — differing data
dimensionalities or scaling may limit the effectiveness of models trained on
concatenated raw data or features without some intermediary scaling, as one
data matrix may influence the model unfairly (Smolinska et al., 2019). Borras et
al. note that while early and mid-level data fusion are often recorded in food
analysis literature as producing better results than high-level approaches, a
strength of the latter approach is the ease with which new modalities can be

added to the overall model (Borras et al., 2015).

Smolinska et al. compare representative implementations of mid- and late-fusion
approaches for the prediction of gas composition, bitterness and foam stability in
beer using sensor data from gas and liquid chromatography coupled with mass
spectrometry; their determination was that all approaches improved prediction
accuracy over single-modality modelling and that late fusion performed
consistently well in terms of accuracy, whilst the mid-level fusion approaches

eased biological interpretation when fusing sensor data (Smolinska et al., 2019).

The aim of this research was to assess the comparative efficacy of individual
high-throughput, minimally-invasive sensor devices and subsequent fusion of
their outputs for prediction of total viable counts of bacteria found in fresh poultry
(chicken) and beef mince samples through the use of machine learning models
trained on data recorded in aerobic and modified atmosphere or vacuum
conditions. Data fusion workflows were implemented for combining the outputs
of both sensor modalities (Fourier Transform Infra-Red and Multi-Spectral
Imaging), for the investigation of predictive performance versus single-sensor

models.
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2.3 Materials and Methods

2.3.1 Experimental Design, Sample Preparation and Microbiological
analysis

2.3.1.1 Chicken Thigh Samples

Fresh chicken thigh and minced beef samples were sourced from Greek meat
distributors rapidly after preparation. Chicken thigh fillets were provided by the
food company KOTINO, Athens, Greece. Sample storage and preparation is fully

described elsewhere (Fengou et al., 2024).

Chicken samples were prepared and stored in either vacuum-packaged or an
aerobic state. The samples were stored at one of three isothermic temperatures
for both packaging conditions, 0°C, 5°C (safe), or 10°C (marginally abusive), and
monitored at 24—48h intervals, until visual deterioration of the samples became

apparent.

Data for each storage condition were recorded in two batches, corresponding
with meat sourcing on separate days, with a variable number of replicates (2—10)

for each sampling condition in each batch.

Maximum storage time varied depending on the storage temperature and
packaging condition: for the vacuum-packaged samples, those stored at 0°C and
5°C were monitored for a maximum of 240h after collection, while those stored at
10°C were monitored for a maximum of 120h. For the aerobically packaged
samples, those stored at 0°C were monitored for a maximum of 216h, those
stored at 5°C were monitored for a maximum of 192h, and those at 10°C were

monitored for a maximum of 96h.

2.3.1.2 Beef Mince Samples

The beef mince samples were acquired specifically for the purpose of this study,
sourced from a central butcher shop in Athens and transported under refrigeration
to the laboratory within 30 min. Approximately 75-80g portions were placed on
Styrofoam trays and stored either in air or under modified atmosphere packaging
(MAP) conditions (20% CO2/80% O2). For aerobic storage, the samples were

covered with plastic food wrap typically used for domestic purposes. For MAP
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storage, the samples were sealed in plastic pouches with gas permeability rates
of approximately 25cm3/m? per day for CO2 and 90 cm3/m? per day for Oz at
20°C and 50% relative humidity, using a Henkovac 1900 machine (Henkovac, ‘s-
Hertogenbosch, Netherlands). The samples were stored at one of three
isothermic temperatures for both packaging conditions (as above), and monitored
at 24—-48h intervals, until visual deterioration of the samples became apparent.
Data for each storage state were recorded in two batches, corresponding to meat
sourcing on separate days, with a variable number of replicates (2—-11) for each

sampling condition in each batch.

Maximum storage time varied depending on the storage temperature and
packaging condition: for the modified atmosphere meat samples, those stored at
0°C and 5°C were monitored with all sensor configurations for a maximum of 336
and 312h after collection, respectively, and for 144h for the samples stored at
10°C. For the aerobically packaged samples, those stored at 0°C were monitored
for a maximum of 336h, those stored at 5°C were monitored for a maximum of

144h, and those at 10°C were monitored for a maximum of 120h.

2.3.1.3 Microbiological Analysis

From each meat sample, 25 g portions were aseptically weighed into 400 mL
sterile Stomacher bags (Seward Medical, London, UK) containing 225 mL of
sterile quarter-strength Ringer’s solution (LabM Limited, Lancashire, UK) and
homogenised for 60 s using a Lab Blender 400 (Seward Medical). Appropriate
serial dilutions were then prepared using the same Ringer’s solution. From these
dilutions, duplicate samples of 0.1 or 1 mL were either spread or mixed onto the
following media: plate count agar (PCA, Biolife 4,021,452, Milan, Italy) for total
viable counts (TVC), incubated at 30°C for 48—72 h. All plates were visually
examined for typical colony types and morphological characteristics that were
associated with the growth medium.

2.3.1.4 Spectral Acquisition — Multi-Spectral Imaging

MSI spectra for both the chicken and beef spoilage scenarios were captured
using the VideometerLab platform (Videometer, Denmark) (Videometer,

Denmark, 2021), which captures information in a spread of 18 monochromatic
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wavelengths ranging from 405 nm to 970 nm, at intervals between 15 and 150
nm. The imaging data produced from the sensor is representative of two spatial
dimensions and one wavelength dimension in a layered widthxheightx18 data
cube, with each layer representing the reflected response from illumination with
each wavelength. To convert the data into a tabular form that can facilitate
analysis with conventional data processing methods, a segmentation and
averaging process is undertaken, wherein Canonical Discriminant Analysis
(CDA) is performed, using the accompanying VideoMeter software version
2.12.39. In an averaging process described in Fengou et al. (Fengou et al.,
2019b), the mean and standard deviation of intensity of reflectance across the
target area was recorded. MSIF (Multispectral Imaging Fluorescent) spectra are
captured at 8 bands in the UV/blue light spectrum, ranging from 270 to 405nm.
Fluorescence bands were measured using a filter for combined

reflectance/fluorescence.

2.3.1.5 Spectral Acquisition — Fourier-Transform Infrared Spectroscopy

FTIR spectra were recorded between 4000 and 400 cm™" using a zinc selenide
(ZnSe) HATR (Horizontal Attenuated Total Reflectance) crystal and an FTIR-
6200 spectrometer (JASCO, Tokyo, Japan) equipped with a standard sample
chamber, a triglycine sulphate (TGS) detector, and a Ge/KBr beamsplitter. The
HATR crystal had a refractive index of 2.4 and a penetration depth of 2 ym at
1000 cm™'. Using the Spectra Manager™ Code of Federal Regulations (CFR)
software version 2, spectra were collected by accumulating 100 scans with a

resolution of 4 cm™" and a total integration time of 2 min.

2.3.1.6 Data Partitioning, Preprocessing, and Analysis

The overall aim of the data analysis segment of the research was to generate
machine learning regression models for the prediction of TVC, using the sensor
data collected under each experimental condition. For each meat type, single-
sensor models were constructed, along with early-, feature-, and decision- fusion
approaches (Figure 2-2) for combining the outputs of the individual sensor
devices with the intention of improving the overall predictive accuracy.
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Machine learning pipelines were constructed in the Python programming

language (Version 3.11.7), using the Scikit-Learn framework (Version 1.3.0).

Two data partitioning methods were utilised for data analysis; the first was a
batch-on-batch validation approach, in which models were trained and optimised
with the first batch and tested with the second. Pre-processing steps were
undertaken on each training and testing set separately, to avoid data leakage.
Observations were matched across datasets from different sensor modalities by
using the observation naming scheme in the dataset. A further calibration/test
split was synthesised, by combining the aerobic/vacuum chicken and
aerobic/modified atmosphere packaged beef calibration sets, and their respective
testing sets, to assess the performance of models constructed with data from all
respective packaging conditions. The resultant sample sizes for each storage

condition are described in Table 2-1.

For the MSI/MSIF datasets, Standard Normal Variate (SNV) filtering was
undertaken to minimise baseline shifts in the dataset, similar to prior research
(Barnes, Dhanoa and Lister, 1989; Spyrelli et al., 2021). SNV was also applied to
the chicken thigh FTIR data for both storage conditions, to remove baseline shifts
in the dataset. For machine learning model construction, all mean and standard
deviation information was used, as per prior research (Fengou et al., 2019b;
Ropodi et al., 2015). Savinsky-Golay filtering was applied to FTIR data for both
scenarios, with a first-order polynomial and a window size of 11 proving sufficient
for smoothing without loss of useful information. A preliminary feature selection
step was undertaken by restricting the FTIR spectral data to the wavenumber
range 2000-900 cm™', as guided by the existing literature (Argyri et al., 2013;
Spyrelli et al., 2021), and known as the ‘spoilage fingerprint region’ in many food
group analyses, due to its correspondence to the excitation of polysaccharides,

peptide bonds, and phosphate groups (Sahar and Dufour, 2014).

An alternative approach was implemented to provide the algorithms with larger
calibration sets to assess the impact of the smaller training sample sizes used in
the previous method, and to generalise the predictive out-of-sample performance
achievable with the different strategies.
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Ten repeats of five-fold nested cross validation were undertaken with all
model/fusion strategies under investigation, and all combinations of data —
aerobic, vacuum/modified atmosphere, and combined conditions as before. This
was intended to provide a more reliable estimate of model performance across
the whole dataset. Each nested cross validation round consisted of the random
shuffling and splitting of the data into five folds, wherein five combinations of four
folds were used for the nested hyperparameter tuning process with an inner five-
fold cross validation procedure. The best candidate’s parameters in this nested
validation were used to retrain on the whole inner dataset, and the model was
tested with the respective held-out outer fifth fold. The process was repeated a
further nine times, for a total of fifty assessments of performance, each made with
random subsections of training and testing data. The utility of this process in
minimising optimistic bias/overfitting in model assessment without split-to-split
information leakage when compared to more conventional k-fold cross validation
has been acknowledged by Cawley and Talbot (Cawley and Talbot, 2010). A
schematic of this process is shown at Figure 2-1. Crucially, employment of the
same random seed allows for all folds in the respective assessments using this
technique to use the same series of random data splits. This allows for true
comparison of model performance on a fold-to-fold basis, removing the
opportunity for one algorithm to be assessed on an advantageous series of folds,
while disadvantaging other algorithms with alternative splits. A similar approach
has been employed by Borras et al. for their prediction of olive oil sensory
descriptors, which coincidentally also explored the efficacy of early- and feature-

level fusion with PLS modelling (Borras et al., 2016).
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Table 2-1: Table of calibration/cross validation (CV) and test set sizes for chicken

and beef spoilage scenarios using batch validation approach

Partition Aerobic Vacuum Combined
condition condition conditions

Chicken Spoilage
Calibration 70 65 135
Ccv 70 65 135
Prediction 66 72 138
Repeated Nested CV 136 137 273
Beef Spoilage
Calibration 46 57 103
cVv 46 57 103
Prediction 46 56 102
Repeated Nested CV 92 113 205
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Figure 2-1: General schematic for a single fold of Nested Cross Validation. This
process is repeated for k folds. In the case of repetitions, the data is shuffled
randomly before the same process occurs again for a new selection of k outer
folds.

2.3.1.7 Machine Learning Methods

Partial least squares (PLS) methods were selected as the algorithm for the
machine learning tasks, widely utilised in chemometric analysis due to their
aptitude for dealing with the multicollinearity of data expected from spectroscopic
sensor technologies, where the number of linearly independent columns of the

resultant data matrix is far fewer than the total number of columns (low rank).

Furthermore, the family of algorithms are often considered in situations where the
number of predictor variables (independent variables) far exceed the number of
observations, a situation known as the “small n, large p” problem, which can
complicate some other types of machine learning methodologies which cannot
account for predictor (X) matrices having low rank (Abdi, 2010). Furthermore,
previous research has shown the algorithm as effective with similar meat spoilage
scenarios (Fengou et al., 2019a; Rahman et al., 2018; Sahar and Dufour, 2014).

A series of regression models were built, using the sensor-associated total viable
counts (TVC) as the dependent variable.
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For the batch-based performance assessment, the optimisation of machine
learning models was made through the use of repeated k-fold cross validation, in
which the generalised performance of the selected machine learning model was
assessed through 3 repetitions of dividing the dataset into 10 partitions; each fold
is iteratively held out for evaluation, with remaining data used for model training.
This methodology often provides more stable and robust performance estimates
than Leave-One-Out Cross-Validation (LOOCYV), which can yield higher variance
due to the high correlation between its nearly identical training sets (James et al.,
2021).

Optimisation of the PLS models took place in a grid search, wherein models built
using varying numbers of latent variables (LVs) between 2 and 20 were
assessed. Selection of optimal numbers of PLS LVs was based on minimisation

of root mean square of error in cross-validation (RMSEcv).

The exploration of the grid search space used for optimisation of
hyperparameters was performed through either randomized (Bergstra and
Bengio, 2012) or exhaustive search depending on the complexity of the model

and search space; information on hyperparameters is given in Table 2-2.

Individual PLS regression models were trained on each data type and storage
condition, for a total of 6 single-storage-condition models for both the chicken and
beef spoilage datasets. Additionally, single-sensor-modality models were trained
on the data from both storage conditions, by combining the training partitions for
each sensor type, resulting in 6 further models. Assessment of the complete
models was achieved through use of the test set: root mean square of error in
prediction (RMSEp) (log CFU/g) was recorded as the main performance metric
for the test results, along with the coefficient of determination (R?) value. This
metric signifies the proportion of variance in the dependent (target) variable
explained by the model's independent (predictor) variables (Draper and Smith,
1998). A domain-specific metric was also recorded as an effort to categorise
performance in otherwise regression-based analyses: “accuracy” is defined as
the proportion of TVC predictions that fall within £1 log CFU/g of observed values.
This threshold of acceptability is based on prior microbiological growth research
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(Fengou et al., 2019b; Spyrelli et al., 2020, 2021). To explore the robustness of
built models when encountering data from unseen conditions, the test sets from
both storage conditions were used to assess model performance independently.
Improvement of cross-condition performance was seen as a potential benefit for

models incorporating data from both storage conditions.

Table 2-2: Grid Search Space for the Repeated Nested Cross Validation Approach.
In the case of Random Search for MSI-FTIR Mid Fusion and MSI-MSIF-FTIR
Mid/Late Fusion, 1500 (~37% coverage), 2500 (~12% coverage) and 400 (~30%
coverage) iterations were performed per inner grid search respectively, with each
parameter sampled from a uniform distribution. All other model types used

exhaustive grid search.

Model Range
Single Sensor Models and Mid/Late Fusion Base Models
MSI - pls__n_components 2-17
FTIR - pls__n_components 2-20
MSIF - pls__n_components 2-7
Early Fusion Models
pls__n_components 2-20
Mid Fusion Models
pls__n_components 2-17
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2.3.2 Multi-Sensor Fusion Strategies

Pipelines characterising the three main archetypes of data fusion (early,
mid/feature and late/decision) were developed to compare their microbial count
predictive performance for both meat types and their respective storage
conditions, in addition to the combination of conditions as previously described.

A naive early fusion approach for all conditions was examined, using the same
procedure as described by Fengou et al. (Fengou et al, 2019b). The
heterogeneity of the data emerging from the project's MSI, MSIF, and FTIR
sensors necessitated preprocessing steps before combining their respective
information. From each modality, the data were standardised (z-score
normalised) before being concatenated into a single predictor matrix, then used
as input for a single PLS regression model. To implement the mid-level approach,
the previously developed single-sensor PLS models were used to transform the
raw sensor data into the feature space of the respective models. These
transformed features were horizontally concatenated into new matrices and used
for the construction of a single new PLS model. As before, the repeated k-fold
cross-validation scheme was used to determine the optimum number of latent
variables. As described earlier, differences in dimensionality or scaling in early
and mid-level fusion can lead to concatenated data matrices being dominated by
the contributions of one modality (Smolinska et al., 2019). A late (decision) fusion
approach was developed alongside the former, which is by nature less prone to

domination with information from a single modality.

The TVC prediction output from the single-sensor models for all experimental
conditions (aerobic storage, vacuum storage and combined) were concatenated
into respective results matrices and served as predictor variables in a further
regression layer used as a meta-learning step, with the observed TVC results
serving as target variables, forming the final regression result. All three fusion

methodologies are described in Figure 2-2.

The final approach employed the stacked generalisation methodology of training
the meta-learner on the out-of-fold (OOF) predictions made by the first-layer
models, described by Wolpert (Wolpert, 1992) and later by Laan et al. in their
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published strategy (Laan, Polley and Hubbard, 2007). The training of the meta-
learning layer on the OOF predictions of the first layer models gives a
representation of how the model may perform on unseen data. The meta-learner
is thus trained on the predictions made by the first layer of the model, for all
observations in the original training data, with the intention of reducing the risk of

overfitting.

For this process, 20-fold cross validation was used in the construction of the
meta-learner training set, Linear regression was used as the meta learning

algorithm., which was also used in Laan et al.’s simulation.
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Figure 2-2: Graphical representation of early, feature (mid-) and decision (late)
fusion approaches implemented using multispectral imaging (MSI), multispectral
imaging fluorescent (MSIF), and Fourier transform infrared spectroscopy (FTIR)
for total viable count (TVC) prediction. The upper examples represent decision
fusion, wherein trained first-layer model predictions (3.) are passed to a linear
model for combination of their predictions. The feature fusion approach uses first-
layer partial least squares (PLS) models to generate projections for passing into a
second-layer PLS model (2.), the number of latent variables u is tuned on these
outputs. The lower approach represents early fusion, wherein the unprocessed
data matrices are concatenated into a single matrix and standardised (1.) prior to
passing to a subsequent PLS model. The number of latent variables retained was

tuned in a manner similar to the feature fusion approach.

137



2.4 Results

2.4.1 Microbial assessment of chicken thigh spoilage

The microbial (TVC) populations for chicken spoilage are recorded in Figure 2-3.
The initial TVC load in the sampled chicken thigh was shown to fall within the
range of 4.5-6 log CFU/g. Storage temperature had an apparent large impact on
the kinetics throughout storage. Initial disparity between batches for both
atmospheric conditions appeared minimal, barring the mean initial
measurements for batch 1 of the vacuum-packaged meat samples (5.72 versus
5.22 log CFU/g). Across all conditions, initial load appeared high — previous
research conducted in similar conditions showed lower values of between 2 and
3.5 log CFU/g (Sahar and Dufour, 2014; Spyrelli et al., 2021).

Storage in the safe conditions (0°C and 5°C) shows slowing of bacterial growth
in vacuum packaged meat when compared to aerobic storage — beyond 48h at
5°C and 72h at 0°C, batches of the former condition exhibit a widening TVC
difference against the aerobically stored meat until the end of sampling.

Mean TVC loads at 0°C and 216h were 7.39 and 7.29 log CFU/g for the vacuum
condition and 8.04 and 9.11 log CFU/g for the aerobic condition. At 5°C and 216h,
TVC was recorded at 8.75 and 8.63 log CFU/g for the vacuum condition. For the
aerobic condition 5°C and 168h, TVC was recorded at 9.01 and 9.38 log CFU/g.

The marginally abusive condition (10°C) exhibited the most severe microbial
growth: aerobic counts at the end of sampling were 9.50 and 9.27 log CFU/g at
96h, whereas the vacuum-packaged meat peaked at 8.25 and 8.53 log CFU/g at
96h and 216h for batch 1 and 2 respectively.

Monitoring for all conditions was terminated at points past the 7-8 log CFU/g
range previously reported as representative of spoilage in chicken (Rouger,
Tresse and Zagorec, 2017).
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Figure 2-3: Mean and Standard Deviation of Total Viable Count (TVC) recorded in
chicken thigh for aerobic (batch 1: blue, batch 2: dark blue) and vacuum (batch 1:
blue, batch 2: dark blue) packaging conditions at 0°C, 5°C and 10°C.
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2.4.2 Microbial Assessment of Beef Spoilage

The microbial (TVC) populations for beef mince spoilage are recorded in Figure
2-4. Initial TVC load for both packaging conditions show separation by batch, of
between 0.5 to 1 log CFU/g. Batch 1 of the aerobic and modified atmosphere
samples showed mean initial counts of 4.95, 4.72 and 5.04 log CFU/g at 0°C, 5°C
and 10°C respectively, whereas batch 2 showed counts of 4.07, 3.91 and 4.02
log CFU/q.

This ~ 0.5 - 1 log CFU/g difference in initial TVC values seen in both aerobic and
modified atmosphere packaging batches likely reflects the common origin of the
batches and their simultaneous preparatory steps. During the preparation of
patties for storage, the mincing process is likely to distribute any surface
contamination present in certain areas throughout the substrate and inoculate
areas that were previously functionally sterile (US Institute of Medicine, 2002), in
addition to decreasing the consistent baseline morphology of the underlying meat
tissue, which may affect microbial growth in unpredictable ways.

Despite the variability apparent in both the aerobic and modified atmospheric
packaging (MAP) initial conditions, the aerobic batches tend towards a closer

final count in both the 0°C and 5°C conditions.

The MAP batches stored at 0°C show a reversal of highest counts at 216h,
possibly indicating a change in growth conditions, as batch 2 shows a declination
of counts at 288h, followed by a more severe, apparently exponential growth
pattern onwards, mean counts in batch 2 of the MAP condition jump significantly
from 7.21 log CFU/g at 408h to 9.77 log CFU/g at 456h.

140



—$— MAP—0°C Batch 1 —$— MAP—5°C Batch 1

10 { —§— MAP—0°C Batch 2 10 —4— MAP—5°C Batch 2
=~ Aerobic—0°C Batch 1 —~ Aerobic—5°C Batch 1
—&— Aerobic—0°C Batch 2 —&— Aerobic—5°C Batch 2

Total Viable Count (log CFU/g)
Total Viable Count (log CFU/g)

0 100 200 300 400 500 0 100 200 300 400 500
Storage Time (h) Storage Time (h)

—&— MAP—10°C Batch 1
10 — MAP—10°C Batch 2
—#— Aerobic—10°C Batch 1
=&~ Aerobic—10°C Batch 2

Total Viable Count (log CFU/g)

0 100 200 300 400 500
Storage Time (h)

Figure 2-4: Mean and Standard Deviation of Total Viable Count (TVC) recorded in
beef mince for aerobic (batch 1: red, batch 2: dark red) and MAP (batch 1: blue,
batch 2: dark blue) packaging conditions at 0°C, 5°C and 10°C.
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2.4.3 Fourier-Transform Infrared and Multispectral Imaging
Measurements of Chicken Thigh and Beef Mince

FTIR Spectral plots corresponding to the mean and standard deviation recorded
within the processed calibration sets of the chicken thigh and beef mince datasets
are found in Figure 2-5 and Figure 2-6. Previous domain specific research has
highlighted the contribution of the 1800-1400cm™ band in spoilage analysis
(Spyrelli et al., 2021); the spectra gathered through this research corroborate
these contributions: large degrees of variance exist in the 1750-1400cm-* region
indicated by the wide standard deviation margin in both aerobic and vacuum-

stored samples, although this is partially obscured by the gradient of the peaks.

The spectral regions peaking at ~1550cm™" and 1640cm™" have been associated
with amide |l vibrations (Ellis et al., 2002), suggesting the presence of proteins
and potential free amino acids, and is concordant with microbial spoilage-related

proteolytic changes (Alexandrakis, Downey and Scannell, 2012).

Figure 2-7 shows a large degree of variation in the aerobic packaged chicken
thigh MSI 450-700nm region for the 0 to 216h window, and more limited variation
in the 459-570nm region for the vacuum packaged chicken. Similar observations
have been made for published chicken-based food products (Spyrelli et al.,
2020), with reflectance in this region attributed to pigments including myoglobin,
oxymyoglobin and metmyoglobin (570/590/630nm) (Pu, Kamruzzaman and Sun,
2015). The more limited variation in the longer-wavelength region may be
indicative of the vacuum storage condition’s inhibitory effect on the metabolic

processes of spoilage-causing microbiota and meat oxidation.

Across the aerobic and modified atmosphere beef measurements in Figure 2-8,
the difference in reflectance between the Oh and 336h samples is more uniform
across the wavelengths, except for a region in the aerobic data between 590-
700nm, in which the overall trend is inverted, with the 336h samples showing a
lesser degree of reflectance. This regional reduction in reflectance has been
attributed to an effect similar to that observed with the chicken samples, namely
colour changes (browning) due to breakdown of meat pigment proteins (Liu et al.,
2003; Panagou et al., 2014).
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Figure 2-5: Plot showing mean spectral values of Fourier transform infrared spectroscopy (FTIR) data across the aerobically and vacuum-
stored chicken thigh samples (solid black line). The standard deviation across the dataset is indicated by grey shading. Mean values are

indicated for 0 °C/0 h (dotted blue line aerobic n = 10, vacuum n = 8) and 0 °C/216 h (dashed orange line aerobic n = 21, vacuum n = 8).
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Figure 2-6: Plot showing mean spectral values of Fourier transform infrared spectroscopy (FTIR) data across the aerobically and modified
atmosphere packaged (MAP) beef mince samples (solid black line). The standard deviation across the dataset is indicated by grey shading.
Mean values are indicated for 0 °C/0 h (dotted blue line aerobic n = 4, MAP n = 4) and 0 °C/336 h (dashed orange line aerobic n =4, MAP n =

4).
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Figure 2-7: Plot showing mean and standard deviation of spectral values of MSI data across the aerobically and vacuum-stored chicken thigh

samples (solid black line). Mean and standard deviation values are also indicated for 0°C/0h (blue line aerobic n=10, vacuum n=8) and

0°C/216h (orange line aerobic n=21, vacuum n=8).
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Figure 2-8: Plot showing mean and standard deviation of spectral values of MSI data across the aerobically and modified atmosphere-stored

minced beef samples (solid black line). Mean and standard deviation values are also indicated for 0°C/0Oh (blue line aerobic n=4, MAP n=4)

and 0°C/336h (orange line aerobic n=4, MAP n=4).
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2.4.4 Estimation of microbial activity in chicken thigh using machine
learning analysis
Performance metrics for the two data partitioning methodologies for chicken thigh

samples are shown in Table 2-3 and Figure 2-9/Table 2-4.

Table 2-3 describes the performance of the complete model against the test set
for the relevant modality and the “opposing” condition, for example, the recording
of performance of a PLS model trained on MSI data from the aerobic packaging
condition when tested with the test set from the vacuum-packaged meat. For the
models trained with the concatenated training sets from both aerobic and vacuum
conditions, performance was assessed with the respective test sets, giving
performance metrics for each condition individually. Performance of the complete
models on the test partition that fell within the cross-validation standard deviation
envelope was considered to be indicative of a better-generalised model.

Of the single sensor, single packaging condition models developed and validated
in the batch-on-batch fashion, only the MSI models were found to perform within
this envelope and achieve sub-1 log CFU/g performance; RMSEp values of 0.615
log CFU/g for the aerobic condition and 0.793 log CFU/g for the vacuum condition
were recorded. These results can be seen in Figure 2-11. For the MSI model
built with the combined aerobic and vacuum training data, performance was
found to be a compromise between the predictive accuracies of the single-

condition models when tested with the appropriate test set as seen in Figure 2-13.

Models built with either the MSIF or FTIR data underperformed, with all single-
condition models failing to achieve R2 = 0.5. The two-condition FTIR and MSIF
models narrowly reached this threshold, with FTIR achieving RMSEp
performance of 1.131 log CFU/g for the aerobic condition and 1.030 log CFU/g
for the vacuum condition. The two-modality (FTIR and MSI) decision (late) and
feature (mid-level) approaches for all three conditions appeared to offer a greater
degree of overall predictive utility than the single-modality models and those
additionally incorporating the MSIF data. Improved test results were observed
when comparing with the best-performing MSI models, with the late-fusion MSI-
FTIR aerobic model test set validation RMSE decreasing from 0.615 to 0.547 log

147



CFU/g, and the corresponding vacuum model RMSE decreasing from 0.793 to
0.697 log CFU/g. These results are shown in Figure 2-12.

The two-condition MSI-FTIR feature fusion models offered improvements in
performance over the respective MSI model, with RMSE values improving from
0.731/0.809 log CFU/g for aerobic and vacuum data, respectively, to 0.678/0.752
log CFU/g and accuracy improving from 81.8%/72.2% to 89.4%/87.5%. Overall,
addition of the MSIF data did not offer sizeable performance benefits for the early
and mid-/feature fusion models. Potential explanations could derive from the
similarity in observational space captured by both the MSI and MSIF modalities,

as both emerge from different configurations of the same sensor device.

Low-level fusion batch-on-batch validation results were unremarkable and were
not suggestive of an alternative to the former approaches. As described in the
prior literature (Fengou et al., 2019b; Smolinska et al., 2019), attempts to utilise
sensor modalities with greatly differing dimensionalities may result in the larger
“‘dominating” the useful effects of the smaller in resultant predictions. The naive
approach described here of simply concatenating the scaled dataset matrices

does not offer any counter to the occurrence of these effects.

Previous food spoilage research has highlighted the importance of informative
datasets that describe the plurality of food states in experimental scenarios when
constructing robust models that generalise well to new data (Fengou et al.,
2019a; Spyrelli et al., 2021). In addition to adopting a batch-derived partitioning
approach as described here for the quantification of farmed sea bream microbial
activity, Fengou et al. devised a random sampling approach for partitioning data
into training and testing sets (Fengou et al., 2019a). A more robust
implementation of this approach is used here to generalise performance of the
algorithms for out-of-sample data. Through the use of repeated cross-validation
for fifty 80%/20% splits, average performance of the single-modality and fusion
architectures is explored, in essence automating the training and testing process
examined in the referenced work. This gives an indication of the relative
differences in performance between models in mean RMSE, Accuracy, and R?,
but also an indication of the generalisation and stability of performance across
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folds through the recording of standard deviation of these metrics. With limited
training and testing data, evidence of model stability moving across folds is
considered an important characteristic in food monitoring applications. Results
for this process are shown graphically in Figure 2-9 and tabularly in Table 2-4.

Across all conditions, it was found that on average, MSI outperformed the other
single-modality models, however the larger standard deviation in RMSE
performance in the single-condition scenarios when compared to the equivalent
sensor fusion models may be indicative of more unstable performance. The high
mean and small standard deviation in the accuracy score for the MSI aerobic
condition model suggests consistent placement of predictions in the +1 log CFU/g
window, regardless of RMSE performance, which the other two modalities are
not able to achieve. The appropriate feature (mid-) and decision (late) fusion
approaches were able to marginally exceed mean performance for aerobic MSI.
For the vacuum condition models, only late fusion was able to significantly
outperform the single-sensor modalities through increased performance across
all three recorded metrics, while reducing the standard deviation recorded in
each. The most significant results were obtained with the combined aerobic and
vacuum data due to the larger sample: MSI/FTIR/MSIF feature (mid-) fusion was
shown to offer the greatest degree of performance improvement over the single-
sensor approaches in all metrics, showing an RMSEcv decrease of ~0.15 log
CFU/g and a >7% increase in prediction accuracy over the best-performing
single-sensor model (MSI), while substantially reducing standard deviation in
both metrics, a result suggestive of a model with more predictive stability when

encountering mixed condition data.

Whilst not entirely representative of the experimental conditions encountered in
this research, Spyrelli et al.’s examination of the performance of PLS regression
models using both FTIR and MSI for the prediction of spoilage in chicken
achieved similar levels of performance — their conclusions were that the efficacy
of their models were impacted by the inter-batch variability observed due to
separation of meat sampling by four months (Spyrelli et al., 2021). Regardless,

in their case FTIR proved the most appropriate sensor type for informative model
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development. The poorer efficacy of FTIR models built in this research may be
attributable to minimal preprocessing of the spectra, beyond restriction of the
datasets to the 2000-900cm™" region as described, leading to models fitting on
noisy data with a potential degree of confounding information.
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Table 2-3: Performance metrics for PLS-R models built for the purpose of
estimation of bacterial Total Viable Count (log CFU/g TVC) in chicken thigh
samples using batch-on-batch validation (Aerobic n=70, Vacuum n=65, Combined
n=135)

Model CV Performance Aerobic Performance Vacuum Performance

RMSEcv (SD) LVs (Meta LVS)RMSEpAcc % R2 RMSEpAcc % R2

Aerobic 0.6779 (0.1664)
MSI  Vacuum 0.5199 (0.1702)
A+V 0.6928 (0.1311)
Aerobic 0.8329 (0.2677)
MSIF  Vacuum 0.7304 (0.3058)
A+V 0.8333 (0.1779)
Aerobic  0.8936 (0.2631)
FTIR  Vacuum 0.6321 (0.1211)
A+V 0.8764 (0.1789)
Late (Decision) Fusion

0.6147 86.3636 0.8604 1.4145 56.9444 -0.1725
0.8956 75.7576 0.7037 0.7933 75.0000 0.6312
0.7311 81.8182 0.8025 0.8090 72.2222 0.6165
2.2473 30.3030 -0.8655 1.7561 41.6667 -0.8073
1.6805 42.4242 -0.0432 1.0976 63.8889 0.2941
1.5469 42.4242 0.1161 0.9222 70.8333 0.5016
1.6040 53.0303 0.0496 1.7679 50.0000 -0.8315
1.4657 56.0606 0.2064 1.2924 62.5000 0.0212
1.1310 63.6364 0.5275 1.0304 68.0556 0.3779

N OO OO0 O Wwoe MO

Aerobic 0.6421 (0.2086) 9,6 0.5466 93.9394 0.8896 1.3863 52.7778 -0.1263
Vacuum 0.4829 (0.1616) 4,6 0.9821 63.6364 0.6437 0.6971 81.9444 0.7152
A+V 0.6314 (0.1126) 6,7 0.6779 84.8485 0.8302 0.6959 84.7222 0.7162
Mid (Feature) Fusion
MSI  Aerobic 0.6483 (0.1857) 9,6 (6) 0.5607 93.9394 0.8838 1.3778 56.9444 -0.1124
+FTIR Vacuum 0.4753 (0.1293) 4,7 (5) 0.9415 66.6667 0.6725 0.6638 84.7222 0.7418
A+V 0.6049 (0.1400) 6,7 (6) 0.6782 89.3939 0.8301 0.7520 87.5000 0.6686
Early Fusion
Aerobic 0.8334 (0.2347) 6 1.2906 72.7273 0.3847 1.7791 44.4444 -0.8548
Vacuum 0.5429 (0.1905) 7 1.3672 53.0303 0.3094 1.2745 69.4444 0.0481
A+V 0.7672 (0.1736) 6 1.1962 66.6667 0.4713 1.2714 58.3333 0.0527
Late (Decision) Fusion
Aerobic 0.6399 (0.1930) 9,6,3 0.6533 87.8788 0.8424 0.9940 69.4444 0.4210
Vacuum 0.4997 (0.1603) 4,6,5 0.9978 63.6364 0.6323 0.6918 83.3333 0.7195
A+V 0.5943 (0.1210) 6,7,6 0.7611 80.3030 0.7860 0.6520 84.7222 0.7509
MSI Mid (Feature) Fusion
+FTIR Aerobic 0.6269 (0.1938) 9,6,3 (6) 0.5907 90.9091 0.8711 1.0228 65.2778 0.3870
+MSIE Vacuum 0.5026 (0.1956) 4,6,5 (5) 1.0467 62.1212 0.5952 0.7010 83.3333 0.7120
A+V 0.5748 (0.1300) 6,7,6 (5) 0.7818 75.7576 0.7742 0.7544 80.5556 0.6665
Early Fusion
Aerobic 0.7731 (0.2164) 6 1.0802 72.7273 0.5690 1.6575 44.4444 -0.6099
Vacuum 0.5472 (0.2002) 7 1.3565 45.4545 0.3203 1.2171 70.8333 0.1320
A+V 0.6884 (0.1774) 6 1.1749 63.6364 0.4901 1.0544 63.8889 0.3486
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Table 2-4: Generalised Performance metrics for PLS-R models built for the

purpose of estimation of bacterial Total Viable Count (log CFU/g TVC) in chicken

thigh samples using repeated nested cross validation (10 x 5 folds)

Model RMSE RMSE Acc % Acc % R2 R2
ode Mean SD Mean SD Mean SD
Aerobic Models
PLS-Regression-MSI 0.6270 0.0766  89.4921 5.5495 0.8313 0.0426
PLS-Regression-FTIR 0.8853 0.1355  75.4497 8.1551 0.6548 0.1428
PLS-Regression-MSIF 1.0940 0.1226  61.1323 8.1930 0.4876 0.1170
PLS-MSI-FTIR-EarlyFusion 0.6731 0.1165  86.3942 6.6007 0.8013 0.0757
PLS-MSI-FTIR-MSIF-EarlyFusion 0.6328 0.1007  88.5344 6.4148 0.8251 0.0590
PLS-MSI-FTIR-MidFusion 0.6010 0.0956  90.4233 6.0550 0.8432 0.0538
PLS-MSI-FTIR-MSIF-MidFusion 0.5899 0.0930  90.0026 5.7044 0.8494 0.0504
PLS-MSI-FTIR-LateFusion 0.5923 0.0875 91.6270 5.3435 0.8485 0.0479
PLS-MSI-FTIR-MSIF-LateFusion 0.5785 0.0851 91.7619 4.7053 0.8554 0.0471
Vacuum Models
PLS-Regression-MSI 0.6276 0.1076  89.1217 6.4258 0.7432 0.1014
PLS-Regression-FTIR 0.7385 0.1087  84.9841 5.0404 0.6475 0.1137
PLS-Regression-MSIF 0.8266 0.1254  78.0291 6.6680 0.5587 0.1415
PLS-MSI-FTIR-EarlyFusion 0.5988 0.0829  90.3651 5.3492 0.7688 0.0691
PLS-MSI-FTIR-MSIF-EarlyFusion 0.6176 0.0813  89.3439 5.0660 0.7537 0.0755
PLS-MSI-FTIR-MidFusion 0.5928 0.0893 91.1164 5.4086 0.7717 0.0801
PLS-MSI-FTIR-MSIF-MidFusion 0.5912 0.0927  90.1746 6.0481 0.7727 0.0804
PLS-MSI-FTIR-LateFusion 0.5586 0.0782  91.3201 5.5276 0.7977 0.0698
PLS-MSI-FTIR-MSIF-LateFusion 0.5691 0.0941 91.0291 5.5210 0.7891 0.0802
Aerobic+Vacuum Models
PLS-Regression-MSI 0.7358 0.1018  84.2222 4.4987 0.7344 0.1007
PLS-Regression-FTIR 0.7641 0.0727  82.1293 4.5691 0.7218 0.0599
PLS-Regression-MSIF 0.9682 0.0771 68.9360 6.2140 0.5536 0.0817
PLS-MSI-FTIR-EarlyFusion 0.6203 0.0650  89.7461 4.2534 0.8159 0.0431
PLS-MSI-FTIR-MSIF-EarlyFusion 0.6116 0.0524  90.0094 3.5852 0.8221 0.0324
PLS-MSI-FTIR-MidFusion 0.6141 0.0534  90.4431 3.2687 0.8198 0.0393
PLS-MSI-FTIR-MSIF-MidFusion 0.5892 0.0494  91.5091 3.2946 0.8346 0.0323
PLS-MSI-FTIR-LateFusion 0.6392 0.0693  88.9044 3.3687 0.8029 0.0561
PLS-MSI-FTIR-MSIF-LateFusion 0.6163 0.0603  89.8949 3.7594 0.8180 0.0440
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Figure 2-9: The root mean squared error of prediction of the repeated nested cross validation process for chicken thigh data.
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Figure 2-10: Performance plots of testing for single-sensor, single-packaging-condition chicken thigh spoilage prediction models built using
MSI, FTIR and MSIF datasets.
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Figure 2-11: Performance plots of testing for two/three-sensor, single-packaging-condition chicken thigh spoilage prediction models built

using MSI, FTIR and MSIF datasets, built using the late (decision) fusion approach.

155



14Observed vs Predicted Plot (n=135)

MSI Aerobic+Vacuum

14Observed vs Predicted Plot (n=135)

FTIR Aerobic+Vacuum

== Accuracy Upper Bound ’ == Accuracy Upper Bound p == Accuracy Upper Bound ,
m— | ine of Equality ,/ / = Line of Equality // A = Line of Equality ,’ b
12 1 == Accuracy Lower Bound rd ‘s 12 1=- Accuracy Lower Bound rd 4 12 1=- Accuracy Lower Bound rd s
— X  Aerobic Condition il — X Aerobic Condition i — X Aerobic Condition i
o »  Vacuum Condition » + o » Vacuum Condition » 7 o % Vacuum Condition ,,' 4
=) % e =) x e =) . e
b 101 X b 101 x - i b 10+ 7 -
o % s o X , L o %
o % s} A ) R4 7
= 2 = % = ¢ /X
8 1 8 1 ; 8 X >
2 X E E Hor
7’
2 i 2 >°< 2 Ol
O 61 p ‘ O 61 , " O 61 , AR
o ’ o ’ x ° ” ¥ om
[0} 4 Q 4 / @ 4
o] ,/ ~ ’/ // har] // ”
Y o4 / - 2 o4 7 - Y4 , 7
© Vi e © Vi it o e e
[ ' p @ s P (] ’ s
s ’ P B s 7 = 4 ’
o ; ’ o ; , o , ,
24~ v 24 v 2145 -
’ ’ ’
3 /,/ 4 /’/ b //
’ ’/ ’/
0 T T T T 0 T T T T 0 T T T T

0 2 4 6 8

10 12
Observed Count (log CFU/g)

14

0 2 4 6 8

10 12
Observed Count (log CFU/g)

14

MSIF Aerobic+Vacuum

14Observed vs Predicted Plot (n=135)

0 2 4 6 8

10 12
Observed Count {(log CFU/g)

14

Figure 2-12: Performance plots of testing for single-sensor, two-packaging-condition chicken thigh spoilage prediction models built using
MSI, FTIR and MSIF datasets.
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Figure 2-13: Performance plots of testing for two/three-sensor, two-packaging-condition chicken thigh spoilage prediction models built using

MSI, FTIR and MSIF datasets, built using the late (decision) fusion approach.
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2.4.5 Estimation of microbial activity in beef mince using machine
learning analysis
Performance metrics for beef mince data are shown in Table 2-5 for the batch-

on-batch approach, and Figure 2-15/Table 2-6 for the alternative approach.

Results for the batch-on-batch validation scheme appeared affected by the inter-
batch variation visible in Figure 2-4. This is suggested by the strong intra-batch

cross validation performance exhibited by most single sensor models.

Batch-on-batch cross-validation RMSE performance across the late fusion
approaches is varied: in both the aerobic and combined aerobic and MAP
conditions, the associated two- and three-sensor decision fusion models

exceeded the cross-validation performance of all single-sensor models.

Predictions for the aerobic condition were improved with the late fusion MSI/FTIR
model, with RMSE values decreasing from 1.306 to 1.167 log CFU/g and an
accuracy improving from 45.7% to 56.5%. This aerobic performance was
mirrored in the feature (mid-) fusion approach. The poor test set validation of the
models is likely attributable to a combination of small training sets, along with the
variation between the batches. None of the explored approaches were able to
achieve RMSEp results lower than 1 log CFU/g. Only the combined aerobic and
MAP MSIF model shows performance approaching this threshold, with an
RMSEp of 1.08 log CFU/g, however, the configuration appears unsuitable for
prediction of the aerobic test TVC.

The results of this data partitioning approach highlight the high degree of
variability between the batches used for training and testing the respective model
types, stressing the importance of supplementation of the training data with
further batches to construct more representative models that are applicable to

“production” use cases.

Figure 2-17 highlights the bias present in the batch-on-batch single-sensor
models. The models developed for the aerobic sensor modalities suggest a

tendency of overestimation of bacterial counts, whereas the MSI and FTIR
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models developed for the modified atmosphere packaging condition show poor

generalisation to the test batch.

In a similar manner to the chicken spoilage scenario, repeated nested cross-
validation was used to assess the generalised performance of the three tiers of
fusion approach when compared to the corresponding single-sensor models,
albeit with a lesser degree of confidence due to the wider standard deviation
envelope. A general downward trend was visible in Figure 2-14 in mean and
standard deviation of RMSE performance when moving from single sensors
towards decision (late-) fusion methods. The performance metrics for the
combined aerobic and MAP condition (Table 2-6) suggest the most convincing
improvements to predictive performance by adopting a sensor fusion approach:
MSI/FTIR/MSIF mid-/late fusion show an increase in mean accuracy of between
6 and 8% over FTIR alone.
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Table 2-5: Performance metrics for PLS-R models built for the purpose of
estimation of bacterial Total Viable Count (log CFU/g TVC) in beef mince samples

using batch-on-batch validation (Aerobic n=46, Vacuum n=57, Combined n=103)

Model CV Performance Aerobic Performance MAP Performance
RMSEcv (SD) LVs (Meta LVs) RMSEpAcc % R2 RMSEpAcc % R2

Aerobic 0.7170 (0.2614) 4 1.3048 45.6522 0.4326 1.8746 37.5000 -0.1164

MSI  MAP  0.5578 (0.1258) 5 1.3074 56.5217 0.4303 1.4027 58.9286 0.3749
A+M  0.7583 (0.1668) 5 1.4338 47.8261 0.3148 1.3526 55.3571 0.4188
Aerobic 0.9630 (0.2673) 5 1.7839 30.4348 -0.0614 1.2002 51.7857 0.5422

MSIF MAP  0.8023 (0.2010) 3 2.5896 19.5652 -1.2368 1.3251 42.8571 0.4419
A+M  0.8441 (0.2095) 7 1.8263 30.4348 -0.1124 1.0808 62.5000 0.6288
Aerobic 0.7764 (0.2573) 9 1.3851 52.1739 0.3606 2.4253 39.2857 -0.8688

FTIR MAP  0.8309 (0.3005) 15 1.4396 47.8261 0.3093 1.6286 37.5000 0.1574
A+M  0.7666 (0.1561) 16 1.5534 50.0000 0.1958 1.7130 44.6429 0.0678
Late (Decision) Fusion
Aerobic 0.5854 (0.2300) 4,9 1.1663 56.5217 0.5467 2.0272 44.6429 -0.3056
MAP  0.5502 (0.1436) 5,15 1.2636 63.0435 0.4678 1.2846 62.5000 0.4757
A+M  0.6220 (0.1271) 5,16 1.2273 56.5217 0.4980 1.4416 53.5714 0.3398
Mid (Feature) Fusion

Ms|  Aerobic 0.5893 (0.2259) 4,9 (3) 1.1896 58.6957 0.5284 2.0653 41.0714 -0.3551

+FTIR MAP  0.5074 (0.1135) 5,15 (5) 1.2361 67.3913 0.4907 1.2968 66.0714 0.4657
A+M  0.5145(0.0929) 5,16 (10) 1.4185 54.3478 0.3290 1.6726 44.6420 0.1110
Early Fusion
Aerobic 0.6197 (0.2245) 5 1.8869 41.3043 -0.1866 1.7650 25.0000 0.0103
MAP  0.5767 (0.1555) 7 2.4270 17.3913 -0.9631 1.9378 30.3571 -0.1930
A+M  0.6814 (0.1456) 6 1.4526 45.6522 0.2968 1.3907 39.2857 0.3856
Late (Decision) Fusion
Aerobic 0.5907 (0.2308) 4,9,5 1.1186 58.6957 0.5827 1.8653 51.7857 -0.1058
MAP  0.5535 (0.1447) 5,15,3 1.2515 56.5217 0.4776 1.2531 62.5000 0.5010
A+M  0.6282 (0.1277) 5,16,7 1.1865 58.6957 0.5304 1.4244 53.5714 0.3551
Mid (Feature) Fusion

MSI Aerobic 0.5793 (0.1983) 4,9,5(3) 1.1031 60.8696 0.5945 1.7455 51.7857 0.0321

*FTIR MAP 05457 (0.1266) 5,153 (5) 1.3075 60.8696 0.4302 1.3970 66.0714 0.3800

+MSIF A+M  0.6650 (0.1410) 5,16,7 (4) 1.2013 56.5217 0.5186 1.4952 55.3571 0.2894
Early Fusion
Aerobic 0.6411 (0.2394) 5 1.7345 43.4783 -0.0034 1.6092 26.7857 0.1770
MAP  0.6035 (0.1595) 7 2.1515 21.7391 -0.5440 1.6677 35.7143 0.1161
A+M  0.6963 (0.1450) 6 1.3967 52.1739 0.3494 1.3136 44.6429 0.4516
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Table 2-6: Generalised Performance metrics for PLS-R models built for the
purpose of estimation of bacterial Total Viable Count (log CFU/g TVC) in beef

mince samples using repeated nested cross validation (50 folds).

Model RMSE RMSE Acc % Acc % R2 R2
ode Mean SD Mean SD Mean SD
Aerobic Models
PLS-Regression-MSI 1.0622 0.2255 69.4444 10.2883 0.5332 0.1809
PLS-Regression-FTIR 0.9530 0.1668 73.0526 10.3674 0.6258 0.1233
PLS-Regression-MSIF 0.9709 0.1719  70.2515 8.6537 0.6106 0.1326
PLS-MSI-FTIR-EarlyFusion 0.9149 0.1584 76.0117 9.7809 0.6539 0.1158
PLS-MSI-FTIR-MSIF-EarlyFusion 0.8739 0.1351 78.7368 6.6358 0.6859 0.1021
PLS-MSI-FTIR-MidFusion 0.9170 0.1752  75.6842 9.5596 0.6491 0.1290
PLS-MSI-FTIR-MSIF-MidFusion 0.9432 0.1610 74.3333 7.7958 0.6309 0.1333
PLS-MSI-FTIR-LateFusion 0.8444 0.1567 78.9181 9.7589 0.7057 0.1024
PLS-MSI-FTIR-MSIF-LateFusion 0.8284 0.1499  76.9649 9.4674 0.7181 0.0908
MAP Models
PLS-Regression-MSI 0.9635 0.1831 74.7352 9.1533 0.6241 0.1577
PLS-Regression-FTIR 0.9419 0.1690 73.2846 9.3656 0.6419 0.1374
PLS-Regression-MSIF 0.9674 0.1402 70.5336 10.7800 0.6275 0.1141
PLS-MSI-FTIR-EarlyFusion 1.0374 0.2133 73.1383 9.5623 0.5593 0.1954
PLS-MSI-FTIR-MSIF-EarlyFusion 0.9287 0.1611  76.6680 9.0988 0.6476 0.1481
PLS-MSI-FTIR-MidFusion 0.8764 0.1532  76.9091 8.2672 0.6938 0.1011
PLS-MSI-FTIR-MSIF-MidFusion 0.7999 0.1389 79.9684 8.1167 0.7413 0.0943
PLS-MSI-FTIR-LateFusion 0.8151 0.1646  82.7747 7.7723 0.7315 0.1094
PLS-MSI-FTIR-MSIF-LateFusion 0.7924 0.1471  81.9130 8.9743 0.7491 0.0838
Aerobic+MAP Models
PLS-Regression-MSI 0.9904 0.1162  73.0244 7.0759 0.6210 0.0883
PLS-Regression-FTIR 0.8992 0.1111  75.7561 5.9825 0.6898 0.0650
PLS-Regression-MSIF 1.0356 0.1283 69.8537 7.1320 0.5817 0.1172
PLS-MSI-FTIR-EarlyFusion 0.8972 0.1010  77.5122 5.6106 0.6906 0.0643
PLS-MSI-FTIR-MSIF-EarlyFusion 0.8635 0.0865 77.6098 6.0670 0.7125 0.0600
PLS-MSI-FTIR-MidFusion 0.8467 0.1067  79.2683 5.8384 0.7234 0.0677
PLS-MSI-FTIR-MSIF-MidFusion 0.8247 0.1257 81.4634 6.6528 0.7369 0.0726
PLS-MSI-FTIR-LateFusion 0.8138 0.1123  81.9024 5.5638 0.7457 0.0597
PLS-MSI-FTIR-MSIF-LateFusion 0.7867 0.1227  83.8049 6.2233 0.7599 0.0704

161



1.3 T

Aerobic

1.2

139

1.0 A1 T
gog
o
0.8--- - - - . N
0.7 1
0.6 1
0.5 T
2 & << N
RN 06)\0 I &
O & &K K
o O .0 &) \* \b \6 \.
& & P (B 'z§ N ﬁ\
$ % E s
<
gq' ggqﬁg' & 8 <§

MAP

1.3

1.2

1:14 = T —

1.0 :

209

0.8-__ — -

0.7 1 -

0.6

0.5 T T

) 0)\<< o«\ oo o & o&\

.00’\“ N <<°°’ °¢’\ 4 <<°(°\ S &
o ° \0 & ‘\ O O ’@’ '@'
TSP SR RN

& ?/(9 Q‘Q, & c)\' & \f(l
Qg% o é\ 2 ‘oé %\5 \g\ S £
\f) §\co \x\ é\ @fo \<2~ QY
R & \é\ o AP

QY Q\o, Q\ ) o)x{o

N 7

RMSE

13

1.2 1

1.3

1.0 1

0.8 4

0.7 1

0.6 1

Aerobic+MAP

Figure 2-14: The root mean squared error of prediction of the repeated nested cross validation process for beef mince data.
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Figure 2-15: Performance plots of testing for single-sensor, single-packaging-condition beef mince spoilage prediction models built using
MSI, FTIR and MSIF datasets.
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Figure 2-16: Performance plots of testing for two/three-sensor, single-packaging-condition beef mince spoilage prediction models built using

MSI, FTIR and MSIF datasets, built using the late (decision) fusion approach.
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Figure 2-17: Performance plots of testing for single-sensor, two-packaging-condition beef mince spoilage prediction models built using MSI,
FTIR and MSIF datasets.
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Figure 2-18: Performance plots of testing for two/three-sensor, two-packaging-condition beef mince spoilage prediction models built using

MSI, FTIR and MSIF datasets, built using the late (decision) fusion approach.
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2.4.6 Discussion and Conclusions

The results of this comparative performance assessment of different data fusion
approaches in two meat spoilage scenarios suggest in a majority of cases
enhanced predictive capability and generalisation to new data when compared to
models built with individual constituent sensor device data. At the time of writing,
fusion of multi-spectral imaging and Fourier-transform infrared in the context of

meat spoilage assessment has not seen significant publication.

Results from the batch-validation feature fusion and decision fusion pipelines
showed that the latter’s results are in most cases on-par with feature fusion, and
in the case of chicken spoilage, superior performance is observed. The
performance of the fusion approaches was corroborated in the repeated nested
cross validation results: a general trend is an improvement in mean RMSE
performance when compared to the single sensor approaches, alongside a
reduction in standard deviation, indicating more stable performance in the
recorded fold results. For the individual sensor approaches explored for chicken
spoilage analysis, MSI performance was in most cases superior to FTIR and MSI
with fluorescence (MSIF), and in some cases performed similarly to the
equivalent fusion approaches assessed. For the beef spoilage scenario, the
individual sensor results were more unstable, with FTIR narrowly achieving better
RMSE performance, with decision fusion methods indicated as offering the most
significant performance improvement. It is anticipated that refinement of these
feature and late-fusion methods, through more consideration of the fusion
strategy, or in the case of the latter, additions to the first layer (expert) model
library or reconfiguration of the meta-learning layer will result in improved
performance, bringing the strategy more in line with stacked generalisation
approaches. Modification of the hyperparameter tuning regime with alternative
approaches such as Bayesian methods may accelerate convergence on optimal

configurations.

Whilst widely explored in a variety of contexts outside of food analysis,
sensor/data fusion has seen limited utilisation in the area of meat spoilage

quantification. Previous attempts have been made in the analysis of minced meat
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spoilage in Fengou et al. (Fengou et al., 2019b), which used naive early fusion
as previously described, the results of which suggested further research and
optimisation was a potential avenue to explore for improvement of spoilage
prediction. Additional data fusion efforts have been made in prediction of other
meat quality metrics, such as moisture content in freeze-thawed pork (Cheng et
al., 2022), in which adoption of decision fusion approaches similar to that
implemented here achieved a notable enhancement of predictive utility over the
models using single sensor modalities in isolation. The exploration of fusion
methodologies in the context of food spoilage is timely, as increasing affordability
of many high-throughput, minimally invasive sensor types is likely to prompt
increased adoption throughout production and distribution pipelines. While
unlikely to offer an accuracy matching established lab testing protocol in isolation,
they offer clear benefits in terms of responsiveness, portability, and economic
optimisation through minimisation of food wastage. Fusion of these sensor
outputs is one possible avenue with which to improve upon predictive accuracy
and reliability; interpretation of this growing wealth of multi-modal food monitoring
data will likely lead to more informative, robust models for a variety of food control

tasks.

The machine learning models generated in this work have corroborated existing
research in the utilisation of sensor technologies for microbial count prediction,
whilst also highlighting the potential performance improvements achievable by
implementing a data fusion approach for combining their predictive power. The
performance of these approaches serves as a suggestion of directions for
optimisation of high-throughput sensor performance in meat analysis, as model
training has been constrained with small sample sizes. Even so, the comparison
of multiple architectures on an “even footing” suggest performance advantages
obtainable by adopting fusion approaches in this domain. Regarding the efficacy
of individual sensors applied in this research, it is likely that further work in the
data preparatory stage may positively impact the predictive power of resultant
models. Comparison with existing research shows similar data processing
procedures were used for MSI and FTIR spectral preparation (Sahar and Dufour,
2014; Spyrelli et al., 2020, 2021), namely the application of SNV and filtering
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techniques for preprocessing spectral datasets. However, some sources
demonstrate optimisation and feature selection techniques for highly dimensional
data, such as that from FTIR, that may improve results even for machine learning
algorithms that are capable of handling some degree of collinearity, such as
partial least squares techniques (PLS). Use of these methods must account for
the data fusion context; some, such as recursive feature elimination and genetic
algorithm (GA) derived techniques have shown promise in optimising the number
of features available to subsequent algorithms (Leardi and Lupiafiez Gonzalez,
1998), however, these methods result in removal of information that isn’t
informative in a solitary context, but may become informative with the addition of
additional information provided by other sensor modalities (Smolinska et al.,
2019).

In the interest of improving confidence in decisions increasingly informed by the
use of high-throughput sensor technologies in the food analysis sector, more well-
informed machine learning predictions may be made by incorporating the
predictive power from multiple sensor modalities, reducing uncertainty by forming
a more complete view of biological state though the union of each sensor’s
observational spaces. In practice, these sensor observations could be made
throughout the food production and distribution pipeline, with a combination of
devices installed in a permanent fashion with specialist oversight, and those
deployed portably at the food business operator level (Nychas et al., 2021). The
successful summation and fusion of this food state information in a real-world
situation is dependent on the success of analysts in accounting for information
collected across differences in sampling times, storage and distribution
conditions. As such, appropriate decision support pipelines may be necessary to
handle the influx of information and facilitate predictive model construction and

inference in a semi-automated fashion.

Further work is required to refine fusion techniques suitable for the food analysis
domain, through the exploration of different combinations of machine learning
algorithms and methodologies, with larger quantities of experimental data with

which to build more dependable models. In conclusion, the approaches
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demonstrated here may serve as an indicator of potential utility of all three

general types of sensor fusion in real world food analysis scenarios.
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3 SorfML2: A New Web Platform for Analysis of High
Throughput Sensor Data in Food Spoilage and
Authentication Tasks

3.1 Introduction

Growing populations have made clear the stresses and limitations of existing agri-
food infrastructure. By 2050, the world population is set to near 10 billion (UN
DESA, 2017) and with that, governmental regulatory bodies are likely to face
challenges in the scaling of existing food management practices: conventional
food safety and authentication analysis typically involving the utilisation of
temporally and monetarily expensive chemical or microbiological destructive

batch testing of foodstuff samples.

The utility of high-throughput, minimally-invasive and/or non-destructive sensor
technologies is increasingly being explored within the agri-food industry as a
consequence. Whilst many of these technologies have shown candidate status
as supplements for some of the more well-established laboratory-based or
qualitative approaches employed in various food standards practices worldwide,
their usage forms part of a bipartite pipeline, relying on a subsequent analytical
stage driven by twenty-first century information-technological advancements.

Abreast of these developments within the agri-food sector, emphasis is being
placed on the ability of producers and suppliers to maintain a trail of accountability
for the safety, quality, and verifiability of produce and its constituent elements, at

a biological and chemical level.

Additionally, a desire to improve the dissemination of food nutrition and
provenance information to consumers is emerging as a primary issue in the agri-
food network as increasingly well-informed and connected consumer bases
pursue health and nutrition concerns more pro-actively, partly due to the wide
availability of health and nutritional education to populations encouraging the
adoption of healthier lifestyles, but also due to the erosion of public trust in the
food industry, due to propagated knowledge of stakeholder transgression against
food authenticity and quality standards. Corollary aspects to the points made
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about food safety, waste and security are economic in nature i.e., the desire to
reduce expenditure for both food producers and regulatory bodies through the

optimisation of standards compliance (Nychas et al., 2021).

These issues in concert form the landscape of objectives in development of
domain-specific analytical platforms and decision-support systems. Effective
developments that fit this profile may boost the utility and support the deployment
of high-throughput sensor devices in the food production and distribution network,
allowing the user base to pool domain expertise, whilst providing the means to
analyse data in a close-to-real-time fashion, supporting the ingestion of data
emerging from parametrised monitoring and feeding it into predictive
modelling/machine learning steps, as the second half of the aforementioned
bipartite pipeline. The high dimensionality, collinearity and quantity of data
typically expected from such sensors necessitates the usage of statistical and
computational processing and modelling to extract any useful inferences for
influencing safety and authentication decisions, with specialised models being

necessary to account for the high variability in associated experimental metadata.

A challenge is posed by the possibility and specifics of implementation of a means
to summate data collected from a wide range of associated disciplines within food
hazard detection and safety, such as metagenomics, metabolomic and other
microbiological assays pertaining to a particular foodstuff, process or production
chain, in order to further validate any rapid predictive models. An accessory issue
to these two challenges is the current limitations or lack of standardisation of both
ontological frameworks within the food safety sector and standards and protocols
that limit the interchangeability of data sources and output formats in field-related
pipelines and workflows. Consensus between wet-lab research, data science and
development operations may optimise data flow within a large-scale food safety
and validation framework, and provide a common interface for collaboration with
other bioinformatics communities in the health and lifestyle sectors, as their

demarcation continues to blur and their interactivity is further explored.
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3.1.1 Existing Platforms

Domain specific projects have been developed to undertake some of the tasks
involved in processing the types of data emerging from high throughput sensor
devices, however not all were developed for the specific tasks of facilitating
foodstuff monitoring.

Combase is a well-established food research platform, intended for the collation,
and presentation of microbial growth and survival information and support for
subsequent modelling and prediction tasks. At the time of writing, over 60,000
records have been deposited into the repository, reflecting academic research
into the effects of environment on the viability of food products. These include
temperature, pH, moisture content and other introduced factors, such as
preservative agents and deliberate modifications to storage conditions, such as
vacuum- or modified-atmosphere packaging. The inbuilt modelling functionalities
allow the user to forecast microbial growth under various conditions explored in
the corpus of academic research available to the platform (Baranyi and Tamplin,
2004). Users are able to “donate” their data to the project through a data
annotation process: experimental procedural information is entered through a
series of web forms and is used to index the data and facilitate data recall in
subsequent platform usage. As a whole, the Combase platform is targeted at
mathematical modelling and prediction tasks in food microbiology, and does not

offer facilities for processing real-time food monitoring data.

Other such projects that encompass some of the features expected from a sensor
data-driven platform include BreedBase/SolGenomics (Fernandez-Pozo et al.,
2015), providing analytical tools for the Solanaceae family and relatives; over
time, it has come to support the analysis of data deriving from a growing number
of family members including tomato, potato, and aubergine (eggplant). The
platform hosts genomic and phenotypic data regarding these species, and
provides a web portal for users to upload their own phenotyping and loci
information. Over time (and of specific relevance to this project), the platform and
its derivatives have been extended with support for data matching the visible and

near-infrared spectroscopy (Vis-NIRS) profile, for the purposes of phenotyping of
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plants in breeding programs, effected through the implementation of the Waves
package (Hershberger et al., 2021). The configuration of this package allows the
user of the platform to process each spectroscopic upload, using various filtering
and smoothing techniques, and input into a variety of machine learning
algorithms, to associate the data with reference measurements and assess the
performance of the sensors in prediction/classification of phenotypic traits. The
authors of the package acknowledge the complexity of existing packages within
the R and Python ecosystem and thus the barrier to entry for employing them in
the analysis of Vis-NIR spectral data. To further lower the programming
background necessary for employment of Waves in phenotypic prediction, they
integrated the software into the Breedbase component of the Solgenomic
Platform. In addition, the authors acknowledged that these developments
represented one, if not the only domain specific tool available at the time
incorporating these features that was free and open source (FOSS). This
determination indicates the universality of the software, including for those that

commercial software may not be financially viable.

An interesting feature of the Breedbase data platform is that instances are linked
closely to controlled ontologies, based on the Crop Ontology system (Shrestha
et al., 2012). This sets the combined platform apart from other, more generic
solutions to spectral data processing, as the adherence to a controlled ontology
simultaneously increases the flexibility of the platform in analysis of data
emerging from various sensor device types and configurations, through
annotation of registered data with common terminologies and definitions, whilst
also helping to guarantee the consistency of output of the platform, without having
to “engineer in” specific pipelines designed for individual sensor device

specifications.

The SorfML platform was developed as the constituent machine learning element
of the Symbiosis Online Research Framework project (Estelles-Lopez et al.,
2017). This platform emerged as a benchmarking tool for ranking machine

learning models trained on data emerging from a variety of high-throughput
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sensor technologies, originally for data emerging from the monitoring of food

sample state.

This platform made use of the MeatReg R library (and later the MeatClass library)
to preprocess, train and assess the performance of a variety of machine learning
algorithms in regression tasks including microbial growth prediction, comparing
performance against conventionally established laboratory metrics such as Total
Viable Count (TVC), Lactic Acid Bacteria (LAB) and Plate Count Agar (PCA)
methods, whilst also supporting classification tasks such as authenticity analysis
and two-class objectives such as the determination of “spoiled” or “non-spoiled”
food status.

The platform is built around the concept of a key-value store, implemented in the
non-relational MongoDB system. Uploaded datasets are saved as “documents”
within the database, the data being retrieved as such when machine learning
methods are applied from within the web interface. The results from any applied
methods are then formatted and provided to the user as a “report” detailing the
performance of each method, in a comparative assessment, detailing the per-fold
metrics during each algorithm’s cross-validation and/or grid-search
hyperparameter tuning, and the metrics of prediction against the input data’s

hold-out test set.

This database schema (or lack thereof) is both a strength and weakness of the
platform’s design when compared to schema- or ontology-backed platforms such
as the Combase or the Breedbase/Solgenomics platform; the key-value
architecture offers the platform far greater flexibility in the ingestion of data
emerging from a variety of different sensor modalities than platforms using a more
rigid data schema backed by a conventional relational database. Stored
documents in a key-value store are essentially “opaque” to the platform with
regard to their contents and as such can support a variety of different field names,
types and sizes, even within the same collection of documents. In the case of
SorfML, this eases the accommodation of data from a variety of sensor types
including spectroscopic devices, multispectral imaging (MSI) platforms and
chemometric devices such as Electronic Nose/Electronic Tongue
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(eNose/eTongue). The only requirements for data uploaded to the platform are
that the tabular data associated with an upload have the correct headers, i.e. the
“Sample ID” column. Subsequent input (independent) variables in the dataset can
be named arbitrarily (as indicated in Table 3-1).
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Table 3-1: This table represents an acceptable format for tabular data input into
SorfML. The Sample ID column is correctly indicated as the first column. The input
(independent) variable columns can be given any name, except those that indicate
the Sample ID.

Sample ID X1 X2 X3 Xn
Sample_1

While the platform maintains a semi-structured database schema, where users
(authors) are associated to “experiments” and “datasets” in a one-to-many
fashion, limited enforcement of content requirements or reinforcement of
ontological concepts in these entities complicates any attempt to provide
consistency in the output of any analyses run using the platform. There is no
inbuilt way to see differences in configurations of sensor data uploaded to the
platform, nor any facility to store these configurations on the platform. As a
consequence, any analytical pipeline built with SorfML is extremely sensitive to
the configuration of data expected as input. Any deviation from the variables seen
at the time of model training will likely cause unforeseen errors during subsequent
use of the pipeline. The “opaque” nature of the associated database entities also
limits the extensibility of the platform beyond its originally intended use, as without
a solid schema, any exchange of heterogeneous documents may propagate

unforeseen issues caused by misconfigured data.

The lack of annotative functionalities further limits the transferability and
interchangeability of any information managed by the platform, as without the
ability to link experimental/procedural metadata to platform-generated entities
(e.g. predictive models) using a common terminological framework, users cannot
reliably store, recall and compare the results of analytical pipelines. While not
necessarily an issue for users applying the software in an “in-house” fashion,
where experimental procedure has been established and is known by all
members of a research team, it may become such when experimental and model
configuration procedure has not been established by consensus between all

members of a larger research community.
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As an example, if a predictive model built with spectroscopic data that has
received a certain pretreatment or sensor calibration operation is used for
inference with data that has not received the same operations, or indeed is not
reflective of the same training data e.g., specific foodstuff, predictions are highly
likely to be impacted in some way, either through reduced predictive accuracy,
increased prediction errors, or diminished reliability of the outcomes due to the
model being forced to extrapolate beyond its original scope of training. While this
appears an intuitive conclusion in reasoned isolation and thus avoidable, the
potential consequences for “silent” unreliable performance could be highly
damaging in the context of a semi-automated, near real-time decision-support
system if the inference request data matches the same structural “fingerprint”,
(i.e. dimensionality) as the model is expecting, but not the same “meaning”.

At the other end of the range of platforms available for bioinformatic and
chemometric analytical work are some that exist in a more generic space, not
concerned with a specific decision support role, instead operating as platforms
supporting reproducible workflow execution. These systems are modular in
nature, allowing the user to configure an analytical pipeline from start to finish,
with appropriate intermediate steps, such as data processing and machine
learning steps, with some supporting further conditional logic to modulate the flow

of a pipeline based on the encountered input data.

A well-known example that fits this profile is the Galaxy Platform (Afgan et al.,
2018). Galaxy has emerged over many years as a collaborative effort to build a
platform that supports accessible, reproducible and collaborative research,
through a web application that supports a variety of tools and processes. Whilst
originally developed as a genomics platform, its success has led users to extend
the functionality of the project with plugins that support a variety of other domains,
including cheminformatics, bioimaging informatics, and machine learning. The
system is intended to allow users an accessible avenue into computational
biological analyses, by providing wrappers around tools and functionalities

typically accessed via command line interfaces (CLIs). Constructed workflows
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can then be saved and exchanged with other users of the platform and executed

elsewhere.

As a generic data and workflow management system, the platform is not
inherently designed to handle specific configurations of data, nor does it provide
any controls or checking of inputs outside of checks defined in pipelines.
Furthermore, it does not possess any inbuilt support for annotation of
semantic/ontological information. As such, the repurposing of the platform for use
in food analysis tasks may represent needless over-engineering and while
intended to simplify construction of data pipelines for the wider scientific
community, it does not lend itself well to being consistently employed as a
component in a wider domain-specific framework, and its multifaceted nature may
actually add complexity when attempting to configure analytical pipelines with
input checking, result storage and a user-friendly, streamlined/expedient
interface as one might expect for decision support objectives.

However, an important strength of the Galaxy platform that those previously
mentioned lack is its modularity and extensibility. By following instructional
material for the project, users can modify example configuration files to build
“‘wrappers” for new tools and functionalities to be used in the web application.
These wrappers can be uploaded to the Galaxy Tool Shed (The Galaxy
Community, 2024), an online repository of over 10000 different tool
configurations that can be employed in instances of Galaxy. This represents a
huge extension of functionality outside of reliance on the features built-in to the
platform, or those added through distinct developments to the web-app itself i.e.

updates to the main project.

Another noteworthy development in the bioinformatics space is the Arvados
Platform (Amstutz et al., 2024). Similar to Galaxy in that it offers the user a
graphical interface to work with a variety of complex bioinformatics data, it is
designed with a strong data management foundation, incorporating a wide array
of features such as version control for uploaded data, data provenance features,
and a workflow execution system that can employ a variety of different execution
backends. However, Arvados’s large emphasis on reproducibility may add a layer
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of complexity to the system, and contribute towards a steeper learning curve, due
to the large degree of configurability in the development of workflows that heavily

integrate across cloud architectures.

The only platforms specifically designed for the handling of high throughput
sensor data described here are Breedbase with the appropriate plugins, and
SorfML; while Arvados and Galaxy can theoretically handle these sensor devices’
output, there are no domain-specific features that make them attractive for work
within a food monitoring setting, nor support for inbuilt inference endpoint design,

a useful feature in a decision support context.
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3.1.2 Determination of Desired Features for a Candidate Food
Analysis Platform

A platform that fulfils the type of objectives described in the Introduction of this
section needs to reproduce some of the strengths of existing software solutions
described in Chapter 3.1.1: Existing Platforms, whilst also adding domain-specific

features that none of them currently embody.

The description of a complete integrated Food Safety Management System
(IFSMS) is extensive and encompasses many individual constituent elements
that reflect the complexity of the interrelationship between food production,
distribution and the various control procedures that occur throughout. Nychas et
al. suggested that stakeholders and authorities in the agri-food industry should
integrate their data into secure web/cloud enabled services with an open
architecture for reasons of oversight, thus improving trust between producers,
suppliers and consumers, whilst also tackling some of the issues of inefficiency
and waste, by supporting the recording of sample state data throughout the
production and distribution process with a high degree of resolution (Nychas et
al., 2021). This would in theory minimise reliance on destructive and slow batch-
based testing of food, through the summation of high-throughput, non-destructive
sensor device information, coupled with other information technologies such as
geospatial information gathered from satellite imaging, media intelligence
gathered through outbreak analysis and social media feeds, and Digital Twin (DT)
modelling of virtual representations of food samples in various storage conditions.
The ultimate goal of such a system would be to provide a surveillance and
intelligence system for users of all types, to alert them to issues that directly affect
them e.g., notifying purchasers of contaminated meat, or alerting farmers to

animal feed batches contaminated with pesticides.

A determining factor in the success of a system as described would be in the
simultaneous need for jurisdictional oversight of all food operator’s operations in
a given region, whilst also respecting their business interests and properties.
Additionally, it would be required to address the privacy concerns of individual

end-users of the platform i.e., the consumers, allowing them to make decisions
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about their food purchasing and consumption, without fear of their personal

information being disclosed to third parties, or otherwise being deanonymised.

3.1.2.1 Data Management and Reproducibility

A common stumbling block seen increasingly in modern data-driven endeavours
is in the reproducibility of research, an important feature of high-quality science.
Over 70 percent of biologists and chemists that responded to a 2016 Nature
survey of over 1500 people reported that they had failed to reproduce published
science (Baker, 2016). The feedback from the survey suggested that these
failures can be attributable to multiple factors, including poor analysis/statistical

power and the unavailability of methods, code and raw data.

Comparative meta-assessment of bioinformatics pipelines has shown in multiple
use cases that variations in analytical tools used (including the specific release
versioning of said tool and its configuration) and data-theoretical processing
steps taken can significantly alter the outcomes of the study, due to differences
in output from identical inputs influencing the critical reasoning of researchers.
One example of this is a recent study of the application of various variant calling
algorithms (VCAs) and short-read-alignment algorithm pipelines on human
Whole Genome Sequencing (WGS) data (Hwang et al., 2019). The researchers
demonstrated that differences in performance and concordance could be
achieved through different combinations of tools, particularly achieving
statistically discordant performance when calling rare/novel genomic variants.
They also acknowledge the complexity of validating bioinformatics pipelines, and
stress the importance of benchmarking them as a continuous necessity in the

clinical context as genomic technologies evolve (Kong et al., 2018).

Whilst differences in performance are to be expected between pipelines due to
differences in modes of operation, specialisation and configuration, the
accommodation of packaged procedural/configuration information alongside raw
experimental data in an effort to support the reproducibility of computationally-
enabled research would be of benefit in a repository for food analytical data, but
also in connected interests such as health sciences, as it would allow for a view

of generalised performance across experimentation and in minimal-human-
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oversight analysis expected from high-throughput decision support pipelines

utilising minimally-invasive sensor data.

Any system developed for the purposes of analysis of food data should be built
to store experimental data in line with the FAIR principles. FAIR an acronym for
Findability, Accessibility, Interoperability and Reproducibility, a common set of
data governance guidelines that describe various aspects to data handling at the
point of ingestion into a platform and data at rest within a repository (Wilkinson et
al., 2016).

These principles are intended to improve the machine-readability of data
uploaded to a platform and to reduce the amount of human intervention required
to find, access and reuse knowledge stored in such repositories. They were
devised in apprehension of the increasing reliance on computational support for
the processing of data in analytical fields due to the increase in volume,
complexity and rate of generation. Findability emphasises that data and
associated metadata must be readily discoverable. This requires assigning a
globally unique and persistent identifier, ensuring that data can be distinctly
located and referenced. Metadata must be explicitly linked to their corresponding
data through this unique identifier, facilitating efficient retrieval. To fully actualise
the findable repository, all data should be registered in searchable manner,
enabling users to efficiently discover relevant datasets.

Accessibility does not necessarily imply “free access” - instead it concerns the
effective retrieval of data once it has been located, using standardised protocols.
These protocols must be open, universally implementable, and free to use. There
must also be support for clear authentication and authorisation processes to
balance data accessibility with appropriate security. Critically, metadata must
remain accessible independently of the availability of the actual data, preserving
context even when datasets themselves become unavailable.

Interoperability pertains to the ease with which data can be integrated with other
datasets or systems. Achieving interoperability necessitates that data and
metadata employ a formal, universally understood, and broadly applicable

language or representation framework. This representation must rely on
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vocabularies that themselves adhere to FAIR principles, ensuring integration
across varied utilising systems. Effective interoperability demands that data and
metadata fully qualify their relationships with other data or resources, enabling
comprehensive contextualization and linkage across multiple resources for ease
of navigation.

Reusability focuses on the idea that data should retain their value beyond their
initial purpose. To support reusability, data and metadata must be extensively
and accurately described using multiple relevant attributes. This detailed
characterization includes clear, accessible licensing information governing data
usage rights, alongside thorough provenance documentation detailing the data’s
origin and history. Moreover, datasets must align with established domain-
specific community standards, ensuring that they remain useful and trustworthy

for future researchers and applications.

Issues related to the poor resilience of platforms such as SorfML when
encountering new data as described in Chapter 3.1.1: Existing Platforms may be
ascribable to the limited adherence to the FAIR principles, in particular the
Interoperability and Reusability conditions. While the data is indexed uniquely,
appropriate access protocols are used, and authentication and authorisation
schemes are employed, the opaque nature of uploaded data functionally
eliminates the possibility of any analytical processes being conducted in an

automated fashion without the direct intervention of a human operator.

Minimum data standards have emerged as another measure in the biology and
chemistry spheres as a result of consensus from interested parties on necessary
inclusions in packaged data for unambiguous interpretation and reproduction of
experimentation. Some domain-adjacent examples include MIABE (Minimum
Information about a Bioactive Entity), a widely scoped standard focusing on
bioactive molecular interactions e.g., in the non-context of drugs, herbicides and
pesticides (Orchard et al., 2011), STRENDA (Standards for Reporting
ENzymology DAta), a set of guidelines and database for upload of manuscripts
and standard-compliant supporting data (Malzacher et al., 2024; Swainston et al.,
2018).
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Subsequent meta-assessment of these standards has resulted in the
fairsharing.org portal (originally MIBBI: Minimum Information about Biological and
Biomedical Investigations), a consortium-led project allowing for a curated
reference for domain specific bioinformatics data repositories, and for recording
standards updates/versioning, thereby allowing for a degree of visibility and
unification of data standards across user and research communities (Emmerich
and Harris, 2020). To the author’s knowledge, no “standalone” food safety and
quality domain-specific standards currently exist for the data expected from the
summative output of high-throughput sensors coupled with conventional in-vitro
methods; instead, researchers are required to pick and choose applicable

standards situationally.

Ontologies, as mentioned, allow for the formalisation of the relationships between
concepts found in data, by way of mapping them to concepts found in the
ontology’s controlled vocabulary. This has the effect of decomposing data into its
constituent elements that can be modelled as individual instances of objects,
classes or concepts that can be linked using axioms or properties that indicate

some type of interrelationship.

OWL (Web Ontology Language) is one of the most prolific languages for ontology
construction, and provides a high degree of Web interoperability, due to the World
Wide Web Consortium (W3C) granting it “recommended” status for use as a Web
standard (World Wide Web Consortium, 2004). There is no apparent overarching
ontology that sufficiently covers the representation of sensor-driven food safety
and quality assessment analyses, however others exist in more dedicated areas
encompassed in this overarching context, including agricultural, food and
information science. Examples include AGROVOC (Soergel et al., 2004),
covering areas of interest of the Food and Agriculture Organization of the United
Nations, FTTO (Food Track&Trace Ontology) (Pizzuti and Mirabelli, 2013), an
ontology for modelling food supply scenarios across geographical and
jurisdictional boundaries, and a variety of sensor-descriptive ontologies, each
corresponding to a specific subset of sensors or use cases; a noteworthy

example of an ontology that covers the application of sensors and their

189



observations is SSN (Semantic Sensor Network), having seen case study

exploration in agricultural scenarios (Taylor et al., 2013).

3.1.2.2 Reproducibility of Scientific Pipelines

Whilst employment of the aforementioned data governance methodologies would
go a long way toward ensuring adherence to the FAIR principles for data during
the upload and static storage phases of data handling in a candidate sensor data
analysis platform, further steps could be taken to maintain the integrity of any

information output in the form of predictions or trained machine learning models.

As mentioned, an important consideration in the construction of any
bioinformatics pipeline is its reproducibility, and by extension, its portability. In the
wider IT community, significant progress has been made in solving similar issues
in problem spaces outside biology. Many of these issues can be distilled to the
scenario of “this application works on your computer, but not on mine” — i.e.

problems arising from software failing to run in heterogeneous environments.

Whilst employment of virtual machine technologies (the virtualisation of guest
environments functioning on a host machine, in order to run specific software)
solves issues with functional reproducibility of scientific pipeline execution, there
are associated drawbacks with regard to portability, as virtual machines used in
scientific research (VMs) often have large computational and storage footprints

due to the high-performance nature of many domain-specific tools and libraries.

The logical progression from the use of VMs in science is the use of
containerisation technology, which allows operating system (OS)-level
virtualisation, as opposed to typically hardware-level VM technologies. This
means that individual containers can make use of many common OS-level
essential libraries and functionalities, thus minimising the footprint of such
packaged tools, and affording bioinformatics solutions a greater degree of
portability. A prominent application of this technology within the Bioinformatics
space can be found with the BioContainers Project (da Veiga Leprevost et al.,
2017), wherein a community standard has emerged for creation of containerised

bioinformatics tools for use within multiple “-omics” disciplines, to enable
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deployment of said tools into pipelines of varying complexity, and across a variety
of architectures for local, cloud, and high-performance computing (HPC)

environments.

Containerisation of workflows in bioinformatics applications and a wider data
science context enables increased complexity of construction, due to
compartmentalisation allowing modularity - the ability to “swap out” components
to suit specific tasks, whilst not affecting preceding or subsequent operations.
However, this increased complexity can complicate the running and monitoring
of individual operations running in this manner, and when considered alongside
the high degree of variability in the running times of bioinformatics workflows,
automation of these processes may be desirable to allow them to run in an
unattended fashion, potentially incorporating elements of conditional
programming allowing for on-the-fly modification of workflows based on
intermediate outputs, in a similar manner to the pipelining functionalities of the
Galaxy platform described earlier. So-called “off-the-shelf” solutions in the data
science/management industries exist for generic scenarios, including open-
source, self-hosted solutions like Apache Airflow, whilst other, more
bioinformatics-oriented solutions have emerged, such as Toil, a pipeline/workflow
engine written in Python (Vivian et al., 2017), and Nextflow (Di Tommaso et al.,
2017).

Additional efforts have been made in a parallel fashion to standardise the
“‘workflow languages” employed — domain-specific languages that are parsed
within each project’s implementation to provide their respective orchestration and
conditional functionalities. Two examples of these efforts are Common Workflow
Language (CWL) (Crusoe et al., 2022) and Workflow Description Language
(WDL) (Voss, Auwera and Gentry, 2017). However, the scope of employment of
these solutions is difficult to gauge within the Bioinformatics/Agri-food problem
space, and ensuring compliance with these standards may represent additional
complexity facing bioinformatics practitioners when developing new pipelines,
versus adherence to a single enabling technology. Existing software, such as the

previously noted Nextflow, make use of their own scripting languages, which suit
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their own operating characteristics. Nextflow’s idiosyncratic language has
emerged as a result of heavy extension to the Groovy programming language,
which is itself based on the Java programming language and runs on its platform,
the Java Virtual Machine (JVM). This affords it a great deal of familiarity within
the bioinformatics and data science space, as many data science practitioners
have had exposure to Java programming, representing less of a learning curve

than a completely new pipelining paradigm.
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3.1.3 Platform Architecture Design Considerations
3.1.3.1 Support for FAIR data management

The most commonly considered and oftentimes the simplest architectural choice
for many web applications is that of the “monolith”; in this design, all elements
that serve the various functionalities of the platform are contained in one
programming “block”. This includes the end-user interfaces and the parts of the
application that underlie and support this functionality, such as the unique
“business logic”, (the parts providing the platform’s utility) and the non-unique

necessities, such as maintenance of database connectivity.

This leads to a tight integration of all functionalities in a single cohesive unit. This
design choice has distinct positives and negatives in the ease of web service and
future development directions of the projects. Some of the advantages of
pursuing a monolithic architecture include the comparative simplicity in
maintenance of a single codebase, a unified development and deployment
process in a single programming language, accelerating development. The
performance of such a system is likely less impacted by communication between
individual aspects of the platform, as this can be achieved in a manner overseen
by the web framework or runtime environment, thus not relying on inter-service
communication through a messaging service. Overall, the monolithic archetype
is likely to be easier to manage in terms of testing, debugging, and version

control, due to the bundling of all functionality into the same package.

A commonly stated disadvantage of a monolithic platform is related to scalability;
as the system grows in scope or in utilisation, the architecture can become harder
to scale, as adding new features may necessitate scaling the entire application,

even if only one part of it needs more resources.

This disadvantage in the context of a domain-specific web application such as a
food decision support and analytical platform may appear less problematic,
simply because issues related to scalability are unlikely to be a noticeable issue

when measured purely by the size of the user base.
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This may not be the case when the intention to facilitate data processing and
machine learning objectives within the platform is factored in, however. This is
due to the potentially high computational power required on-demand by such a
system to process large quantities of data in such tasks as ML/Deep Learning

model training.

The aforementioned tight coupling of components within the application is likely
another issue, as isolation and updating of a particular functionality is not
necessarily possible without introducing breaking changes to the remaining
components of the platform. Such a design also requires careful decisions on the
web framework and languages used throughout the project, as some may lend
themselves better towards certain tasks, such as high-performance web service,
but may fall short when considering other requirements such as processing of

tabular data or initialisation of machine learning tasks.

This was a noteworthy issue of the SorfML platform, as it was designed with
NodedJS server architecture, which had limited inbuilt support for execution of the
types of long-running tasks expected of a data analysis platform.

An alternative architectural design finding increasing utilisation in the high
availability, high throughput web service domain is the concept of
“Microservices”. In high level terms, this design decision breaks down the overall
system into smaller, independent services that communicate with each other over
a network, either locally or mediated via a virtual private network (VPN). Each
service is responsible for a specific functionality within the overall functioning of
the system, meaning that they can be developed, deployed and scaled

independently.

This in theory gives a representative system a greater degree of scalability and
flexibility, as each “microservice” can be independently scaled based on demand
for the functionality. For example, if more availability is required in the data
extract, transform and load (ETL) parts of a project, they can be replicated, either
on the same machine or on separate machines in an orchestrated architecture,

in a concept known as “horizontal scaling”.
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A further benefit to such a system is the additional isolation and resilience brought
about by splitting the functionalities into distinct components. Even if the
development process results in breaking changes to a specific functionality, or an
unforeseen data processing bug causes errors in a service, it wouldn’t
necessarily affect the functionality of the overall system. This could be considered

a maijor benefit for a critical platform like a food safety decision support system.

A pertinent benefit of such an architecture is in the comparative ease of
implementation of new features in the project, as whereas in a monolithic design,
features are heavily limited by the initial design decisions of the project, a
(micro)service-oriented architecture is less limited, on the condition that new
services are designed to communicate correctly with the other components. This
means that new frameworks or tools can be hosted in environments that natively

support them.

The main disadvantages to such a design choice relate to the additional
complexity of development, coordination, and operation. A challenging aspect is
the management of inter-service communication, ensuring resiliency in the
eventuality that issues occur with a specific component, and data consistency in

the event of a system failure.

In a domain-specific application of the service-based architecture, the Berlin
Institute of Health (BIH) developed a framework for the creation and deployment
of cloud-based platforms for support of biomedical research projects (Jentsch et
al., 2024). The developers state that the development of such a framework
represents a shift in thinking from Software-as-a-Service (SaaS) offerings such
as Galaxy or Anvil, which provision the entire application stack, towards Platform-
as-a-Service (PaaS) or Infrastructure-as-a-Service (laaS). This shift allows for the
tailoring of a platform solution for a specific research objective using a selection
of pre-engineered service “building blocks” implementing different aspects of data
storage or platform logic, minimising development time and optimising
deployment size and complexity. The developers also suggest that such a

platform design may be in keeping with the FAIR philosophy, as through
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commonality of data storage components and API design, interoperability of

similarly-built platforms may be more easily achievable.

3.1.3.2 API Design Strategies

Failure to achieve data interoperability, in spite of claims of support to the
contrary, has led to claims of user “lock-in" in the Bioinformatics cloud platform
space. This phenomenon has been attributed to the desire for platform providers
to prioritise feature development, with limited focus on support for established
data management community standards. The “lock-in” effect potentially results in
challenges for data exchange between researchers, or migration to new platform
designs. However, the move towards service-oriented architectures has been
suggested to naturally lead to greater interoperability through the necessity to
clearly define the interface with which the individual services are accessible
(Sheffield et al., 2022).

A well-designed application programming interface (API) is a crucial part of any
software development project: without such, communication between
components of the platform or the end user becomes challenging to coordinate.
An important aspect of this design process is clear forethought into the
responsibilities of the represented platform and how they are represented
logically in the interface.

A common methodology to describe web service APIs is through the use of
OpenAPI Descriptions (OADs), declarative descriptions of methods, parameters,
and data models that can be used at various stages in design and development.
These can enable “contract first” development, where the functionality of the API
is built to an initial specification, rather than relying on documentation of the
behaviour of an API in retrospect. These specifications can be shared ahead of
time in a collaborative project, granting every member a common blueprint with

which to coordinate efforts.

The specifics of a web API are context dependent, however an oft-desired
implementation standard is that of REpresentational State Transfer (REST).

REST endpoints are stateless by design, instead relying on “Hypertext as the
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engine of application state” or HATEOAS, as described by Roy Fielding in his
originating work (Fielding, 2000). This stateless design allows the user to
navigate the APl with no foreknowledge of its structure, instead relying on
context-dependent hypermedia information relayed in the responses from the API

itself to guide subsequent requests.

3.1.3.3 Data Processing

Beyond the comparatively simple management of data via an API, data analysis
platforms are often equipped with the ability to perform Extract-Transform-Load
(ETL) and “FAlRification” tasks automatically, in a similar fashion to the
SolGenomics/Breedbase platform, wherein data outputs are annotated with

terms from the associated ontologies.

In doing so, annotated data is granted a greater degree of machine readability,
and allows the user to more effectively query the associated repository for data
matching certain criteria, even across previous limitations such as differing
sample naming schemes, or incomparable experimental protocol descriptions.
Such annotated data may be stored for use by the end user or directly by the
platform, through semantic data stores (Knowledge Graphs). These typically
store data in the form of semantic triples, consisting of a subject, a predicate, and
an object, an example of such being (Sensor_A isDeployedAt Institute_B). This
method of representation facilitates the structuring of data relationships as nodes

and edges in the graph.

Knowledge graphs are typically queryable through an endpoint supporting the
SPARQL language. A recursive acronym for “SPARQL Protocol and RDF Query
Language’, it allows for complex queries to be constructed of concepts that are
congruous with the semantic triple nature of the graph.
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With the combination of a knowledge graph and an appropriate query language
such as SPARQL, inferential reasoning becomes a possibility, and queries that
would otherwise be complex to construct with conventional databases become
comparatively trivial and can be conducted ad hoc: a domain-specific example
“Find all machine learning models trained with data collected using Sensor_A at
temperatures between 0°C and 25°C” might take the equivalent SPARQL form
shown in Figure 3-1.

SELECT DISTINCT ?mIModel WHERE {
?mIModel :trainedWith ?dataset .
?dataset :collectedBy :Sensor_A .
?dataset :hasTemperature ?temp .
FILTER(?temp >= 0 && ?temp <= 25).

Figure 3-1: An example of a SPARQL query representing the request: “Find all
machine learning models trained with data collected using Sensor_A at
temperatures between 0°C and 25°C”
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3.2 Specific Aims and Objectives of this Development Project

The specific objectives for this development work, influenced by the original PhD
objectives and informed by the previous developments highlighted in Section

3.1.1: Existing Platforms were to:

e Develop a robust repository database schema, capable of handling the
data types handled in the DITECT project pilot studies, including Fourier-
Transform Infrared (FTIR) spectroscopy, Multispectral Imaging,
FreshDetect (Dietrich, 2018) and Videometer (Videometer, Denmark,

2021) spectra, in addition to electronic-nose output

e Implement a “FAlRification” system to automatically process data
uploaded to the platform, annotate it correctly with ontological concepts,
and store it in the aforementioned repository, in keeping with the FAIR data

principles

e Develop a server architecture capable of handling the type of basic CRUD
(Create, Read, Update and Destroy) requests expected of a data-handling
network application, in addition to advanced functionality related to the

particulars of high-throughput sensor data storage and analysis

e Devise a platform to handle the construction, execution and storage of

data-processing and machine learning workflows/pipelines

Successful implementation of the standalone platform was to be demonstrated
by its capability to reproduce the type of data-ingestion, preprocessing, data
fusion and machine learning pipelines implemented as an outcome of the
machine learning objectives in an interactive, high-level fashion supported by the
graphical user interface, without requiring access to low level programming

environments.

199



3.3 Technical Specifications

The necessity for the developed platform to be modular, as stated in the initial
aims of the PhD project, influenced the final architectural design decision to
pursue a limited microservice pattern. As stated earlier, issues regarding web
traffic were determined to be unlikely to affect developments, but the flexibility to
scale the more computationally intensive parts of the platform, such as those
serving data processing pipelines, even on systems outside of the original

machine serving the application, was attractive for development objectives.

Whilst a monolithic design would have likely represented a reduced workload as
a single-developer project, it was unclear if such a design would support future
extension with anticipated iIFSMS platform features, such as media intelligence,

food consignment tracking, blockchain functionalities etc.

Components determined to be necessary at the outset of the project included
those related to the data processing APl and the user experience (UX) as
indicated in the initial objectives, the FAIRification functionalities of the project,
and the data processing handler services of the platform, the latter two running
asynchronously from the former, allowing for long-running tasks to be executed
without impacting the overall functioning of the user facing services, something
not possible in SorfML, where data-intensive processes left running on the

backend impacted the responsiveness of the web application.

The decision to follow this architectural design influenced the choice of
programming language and web server framework to employ in the development
tasks. Java was chosen for its strengths in the field, namely its long-standing
popularity in web development tasks, various large and well-managed
repositories of libraries and frameworks, and the consequent perceived stability

of the Java platform.

The Java Spring Framework (spring.io) was chosen for its eminence in the

professional web development domain, in addition to its perceived stability.

MongoDB was chosen as the persistence solution for the project. Its non-

relational design was determined to be simpler to work with when designing
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database schemas to serve the project, rather than the tabular structure of SQL-

type database designs.

MongoDB stores content in collections of “documents” in the BSON format, a type
of “binarised JSON” object. Such documents can represent complex structures
within, in a variety of different data types, with no enforcement of types even
between documents in the same collection. As previously stated, this was both a
positive and a negative point with regard to ensuring data consistency and
reliable behaviour in a networked application. Special care was to be paid in
enforcing data types at the application level, as Java had strong typing support,
and a well-developed interface with MongoDB, deriving functionality from the

Spring Data Commons project to enable complex querying of stored objects.

3.3.1.1 Semantic Functionalities

Semantic information was to be applied to uploaded data from ontologies
developed as part of the DITECT project, consisting of mappings of existing
sensor and scientific ontologies, contextualised in the agri-food domain with the

addition of previously unrepresented concepts (Yilmaz, 2023).

This feature was determined to require additional configuration from the user
upon initial upload of data matching a specific profile; subsequent uploads of
similar data would be handled automatically in a specific upload pipeline. This
functionality was to be implemented in a standalone extract, transform and load
(“ETL”) service, built to run asynchronously, receiving instructions on tasks to
perform via a message queue structure. This frees up the main data API
application to continue servicing other requests, without waiting for the resolution

of FAIRIification operations.
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3.3.1.2 Machine Learning Functionalities

Machine learning support, alongside the “FAIRification” functionality built into the
platform was considered to be the most novel aspect of the development. Having
the ability to train, validate and ultimately employ machine learning models from
within the web environment was determined to be a highly pertinent feature to

include.

This was to work in synergy with the semantic functionalities built into the
platform. This was to be achieved through development of a means to assign
ontological concepts to the features within the datasets uploaded to the platform
by associating them with “Sensor” entities that represented the specific
configurations of sensor devices found within an experiment. During the model
training process, this information would be persisted in the database, for recall
during a time at which the model was to be used for inference purposes. The
intention behind this design decision was to allow users of the analytical platform
to rapidly identify stored models that fit their querying criteria, for example, when
making inference requests with data collected using similar configurations of
sensors as in the training process, thus ensuring that any predictions made would

be statistically valid.

The implementation of such a system was anticipated to require some sort of
orchestration, due to the potential complexity of conducting a machine learning
model training procedure. A variety of options for such a system were explored,
but the previously described “Nextflow” workflow execution system was decided
upon, due to its large degree of popularity in the bioinformatics sphere, and its
large body of documentation allowing for easier understanding of the underlying
nature of implementation, in addition to its open-source licence permitting its use

in other open-source projects.

In order to provide an environment for the Nextflow element to run, a second
microservice structure was to be devised, in a similar nature to the Semantic ETL
service, to allow for asynchronous processing of long-running requests, and to

allow scalability of this element if more “workers” were to be required.

202



3.3.2 System Requirements

A pertinent question asked throughout the development process was related to
the expected system requirements of the platform when running complex tasks,
such as the amount of working memory expected to be necessary when serving
a fully populated knowledge graph (fulfilling the semantic data store requirement

of the project).

Over time, it became clear that such concerns were beyond the scope of the
project being developed, as a consequence, development continued using a local

hosting infrastructure.

A benefit of using the Nextflow system for the execution of data processing was
the flexibility of environment upon which the execution of workflows could take
place. Nextflow has built-in support for execution locally, on on-demand system-
as-a-service architectures, such as AWS’s EC2 and Elastic, in addition to high
performance computational architectures via grid scheduling; thus, the decision
to continue development locally did not affect the overall possibility of extending

the platform to more capable hardware, as the support was available if necessary.

The individual components of the platform architecture were intended to be
served within the Docker ecosystem, in containers. This containerisation would
theoretically allow for flexibility in the choice of the hosting system, future
integration with the components of the externally developed DITECT platform, in
addition to potential migration to more mature web service orchestration
platforms, such as Kubernetes. Table 3-2 provides a general summary of the

major frameworks and libraries used in the project.
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Table 3-2: Tabular summary of the major technological frameworks and libraries

that enable the functionalities of the SorfML2 platform.

Technology Category Role Description
Spring (Java) Backend Application Provides File API logic, (handling REST APls,
Framework security, and database interactions).
Angular Frontend Web Delivers the user interface/single-page
(Typescript) Framework application (SPA) by managing client-side
components and routing
MongoDB Database Document Non-relational database; uses JSON-like
Database documents for storage of related data together
in a denormalised fashion.
Virtuoso Database/ RDF Stores, manages, and queries semantic web
Semantic Triplestore data (RDF/semantic triples), supporting linked
Store data operations and querying with SPARQL.
MinlO Storage Object Storage Handles S3 storage for large (raw) data for the
platform. Flexible, due to S3 compliance, so
hosted/cloud S3 compliant alternatives could
be employed in the future instead.
RabbitMQ Messaging Message Enables asynchronous communication and
Broker message delivery between components

ETL/Workflow Backend/Data

Services (Go) Processing

Nextflow Workflow

Management
FastAPI Backend
(Python)

ETL Services

Pipeline

Execution

Inference

Server

through queues.

Performs Extract, Transform, Load (ETL) tasks
and “FAIRIification” of data before ingestion into
Semantic Store, in addition to executing and
handling workflows in conjunction with
Nextflow.

Orchestrates reproducible, scalable scientific

workflows and computational pipelines,

managing task dependencies and execution.

Context-dependent server that conducts
inference tasks with serialised Python machine

learning models.
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3.3.3 Data Handling and Storage

The platform was to make use of two main data repositories, the first provided by
MongoDB (primary storage of dataset, sensor and experiment entities), and the
second provided by the Knowledge Graph/Triple Store. Although multiple well-
known triple store services exist, such as Ontotext's GraphDB, few exist in the
free and open-source software (FOSS) community. Consequently, the open-
source version of Openlink Virtuoso was selected as the knowledge graph server

to use for the project.

In order to facilitate asynchronous communication across the various
components of the project, RabbitMQ was chosen as a message queue. This
would allow the platform’s main data API, data processing workers, and the ETL
service to communicate in a non-blocking fashion, as services would not be

obliged to wait for responses to requests sent as described earlier.

ETL requests would be sent by the Data API to the ETL service, to initiate
FAIRIfication of the concepts found within uploaded data files, allowing the API
to continue normal operation. Similarly, requests sent by the user to initiate data
processing or machine learning tasks would be relayed by the API to the

appropriate worker via the message queue.
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RabbitMQ possesses a certain degree of resiliency during periods of service
disruption, and logs can be persisted for later retrieval if the platform is shut down,
allowing services to continue processing data at a later time. A generalised view

of this messaging arrangement is shown in Figure 3-2:
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Figure 3-2: A generalised view of sensor data inputs into the new platform. The
primary upload process happens in a similar fashion to SorfML, however a

secondary FAIRification step is initiated by the API service asynchronously.
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Figure 3-3 describes the abstracted topology of the SorfML successor platform,
highlighting the relationship between each of the major functionalities of the
platform. The ETL services were to receive information about the various entities
deposited on the primary MongoDB server, including sensor, experiment and

dataset information.
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Object storage for e
raw data) e LN
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‘\> . Service '

File API
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Access
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Figure 3-3: The initial intended topology of the “SorfML2 Platform” application.
This highlights the interrelationship of the services expected to be necessary for
the complete functionality of the platform. The dashed lines output from the
“Command Queue” service are to indicate the asynchronous nature of their

communication.

3.3.4 User Interfaces

Another important feature of an analytical platform/decision support system is an
effective, informative user interface (Ul) experience. SorfML made use of
Angular, a single-page-application (SPA) framework developed by Google. This
gave the platform an overall consistent and intuitive design. The decision was
made to also develop the replacement platform’s user interface in Angular, due

to the perceived maturity of the Angular project.
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A key requirement of the new system was to be the ability to configure data
processing and machine learning workflows using this interface in a graphical,
intuitive manner, whilst maintaining an appropriate degree of reconfigurability of

the represented Nextflow-backed processes that formed the overall workflow.

This was to be achieved with a system to render configurable processes on the
platform dynamically. In other words, processes, either representing machine
learning algorithms, data processing, or other steps would be defined using
configuration files stored on the platform’s database. These would be used to
render appropriate entities on the web Ul. Further process types could then be
added to the platform at a later date, without having to update the platform itself,
granting a great degree of extensibility not seen in the SorfML platform, instead
seen, albeit in a complex form, on the Galaxy Platform with the “tool shed”

concept (The Galaxy Community, 2024).

3.4 Implementation Details

This section of the manuscript will detail the characterisation and development of
the components of the platform beyond the initial planning stages from the
preceding sections, and provide a detailed description of the major modules and
components within the system, their functions and how they contribute to the

overall functionality of the platform.

3.4.1 Platform-wide Authentication and Authorisation

The new platform makes use of a JWT (JSON web token) — backed approach to
authentication and authorisation. In an abstract sense, authentication refers to
the condition that the user is who they claim to be, and authorisation refers to the
condition that the user has the correct credentials to access the requested

resource.

Having such a scheme in place is one of the stipulations of the FAIR Accessibility
data principles, i.e. ensuring that a data repository has a clearly defined
procedure to access data.
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The functionality is provided by the Spring Security Module of the Spring Platform,
offering an extremely mature and well documented manner with which to enforce

such access control.

JWT are a compact means of representing claims to be transferred between the
user and the platform. The token is issued after a successful login and includes
encoded information (the user’s ID and the email address and role information).
The token is then sent by the user with each subsequent request, allowing for

stateless authentication.

Authorisation is implemented in both a role-based manner, using the verified role
accompanying a users request to make available certain administration
functionalities, and in an attribute-based manner, using matched fields stored in

database artefacts to allow access, such as “authorld”, “userPermission” (arrays

of user IDs) and the “isPublic” flag.

3.4.2 Modules and Components
3.4.2.1 Main Data API

Design of the API progressed as expected with the use of Spring to construct the
application, with the SorfML API used as a comparison tool, with the intention of
replicating and then superseding the functionality offered by the previous
platform. Much of this task rested on the update of the schema supporting the
data concepts to be handled by the project. The SorfML platform made use of
concepts, representing “Experiments”’, “Models”, “Datasets” and “Users”,

modelled as documents in their associated MongoDB collections.

In this old schema, “Experiments” represent a discrete body of research, i.e. a
collection of uploaded “Datasets” and associated findings. “Models” were used to
represent a discretely configured machine learning model object, saved on the
platform, with the intention of being available for inference tasks at a later time.

The old entity relationships can be viewed in Figure 3-4.
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Figure 3-4: Entity Relationships in the SorfML platform. Simplistic data concepts
limited the extensibility of the platform beyond the representation of singular

models.

The new system utilises the same basic concept of “Experiments” and “Datasets”,
but the advanced functionalities provided by the new platform needed several
additional data concepts to function. The entity relationships of the new platform

can be seen in Figure 3-5.

Firstly, instances of sensor devices were represented as “Sensor” documents in
the primary data repository. This was to allow users to store specific instances of
sensor devices of a known configuration, and metadata about that configuration

(to be used in the FAIRIfication process), at a known point in time.

The web application includes a GUI to allow users to manually annotate “header
concepts” within a dataset that is representative output of that sensor
configuration, thereby concreting knowledge about the types of data expected in
specific columns (or ranges of columns) in the data matrix for subsequent dataset
uploads of that sensor type, such as Sample IDs, features (x) and response (y)
variables. This dramatically simplifies referrals to these types of concepts within

any pipelines built within the platform, and greatly reduces the chance of edge
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case situations in dynamically generated Nextflow scripts where specific variable

names differ.

By doing so, users are then able to upload datasets as child instances of that
sensor configuration, adding a level of safeguarding against data erroneously
being available in the wrong context, e.g. used as inputs in incompatible data
processing pipelines stored on the system. Also, if the functionality is opted into
upon upload, datasets can be automatically annotated with the sensor
inheritance patterns in the knowledge graph system. This allows for subsequent
querying of the knowledge graph with known parameters of interest across
multiple datasets, for example, “request all observations made at a certain
sample temperature, using data from a specific packaging condition, from a
specific region”. The universally unique identifier (UUID) given to new
“‘individuals”, representing sensors and datasets in the knowledge graph, are
stored as keys in the MongoDB Dataset and Sensor representations’ “resourceld”
field, to act as a “pointer” to the information in the knowledge graph, and also to
act as an anonymisation feature, adding a degree of separation between the
metadata modelled in the knowledge graph and the experimental data,
referenced in MongoDB.

Dataset metadata are represented within the knowledge graph down to the
sample (row) level of tabular data uploaded to the platform, however the

corresponding measurement is not stored.

The raw data files are stored upon upload and inserted into the storage platform
of choice when running the platform. Administrators can configure either local
storage of dataset files, where data is stored in a directory structure on the host
platform, or in a configured object storage (S3) compatible store. For the
purposes of development, object storage was found to be the most suitable, due
to the simplicity of managing file upload references: files are stored in a flat
structure with no need to manage complex file hierarchies. MinioS3 was chosen
as the storage platform, due to its permissive open-source licence and its API
compatibility with other S3 providers, such as Amazon Web Services, the
originators of the S3 protocol. References to uploaded files are stored in the
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‘rowFileLink” field of the dataset entity. These uploads are dynamically requested
by the various service components of the platform when required to complete a

processing task.

The “headersHash” field of the Sensor entity allows for a rapid sanity check when
uploading datasets via the graphical Ul. The header of a representative dataset
file is hashed with SHA256 when configuring a sensor entity. When subsequent
data is uploaded, the headers from the dataset are similarly hashed, and the
platform is able to automatically query the system database to find exactly
matching sensor configurations. The header string is normalised by removing
parts that do not affect its logical meaning, such as quotation marks, capital letters
and whitespace, in addition to the various invisible line terminator characters used
by different operating systems (combinations of carriage return and line feed).
This makes the comparison process less stringent, avoiding multiple avenues for

comparison errors to occur.
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createdAt: Instant createdAt: Instant
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Figure 3-5: Entity relationship diagram of the new platform. This design makes
use of new concepts, particularly “Sensor”, “Pipeline”, “Nextflow Process” and
“Nextflow Log” to model many more data processing scenarios than were
available in SorfML.

In addition to the modelling of sensor devices on the platform, the database
concepts of “Pipeline”, “Nextflow Process” and “Nextflow Log” are used to enable
the far greater degree of configuration available on the new platform. Rather than
relying on hardcoded data processing pipelines to output “Model” entities in the
database as was the case in the SorfML system, the Sensor, Dataset and
Nextflow Process entities are used in concert by the new platform to dynamically
generate Pipelines, which are then saved, to be run by the Nextflow worker

services.

The platform’s API is fully capable of parsing these entities, and generating a

Nextflow pipeline package that is fully executable outside of the web platform, i.e.
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in a standalone fashion, on architectures that support Nextflow. This adds a great
deal of convenience to the platform, as users have the flexibility to configure an
analysis pipeline using the graphical interface, and then either run it in-place
utilising the hardware serving the analysis platform instance, or download it to run
elsewhere, e.g. non-interactively, using High Performance Computing (HPC)

schedulers.

The specifics of this functionality, including graphical representations of these

features will be discussed in greater detail in the following sections.

3.4.2.2 FAIRIfication/ETL Service

The FAIRIification/Extract-Transform-Load service was developed in the Go
programming language, due to its lightweight nature and high performance

lending itself to microservice-oriented design.

The service itself was designed to listen to a RabbitMQ channel, and then upon
receiving a request for annotation of an upload of tabular data, cache the file
locally, and then proceed to iterate through the dataset row-by-row,
“destructuring” the naming scheme found in the data, using the “concepts” and
“conceptsSeparator” properties specified during the upload process. This
functionality was enabled by the rdf2go library (github.com/deiu/rdf2go), and
allowed for the construction of the additions to the knowledge graph hosted in the

Virtuoso server.

The web Ul can intelligently determine upon upload when a naming scheme
appears in tabular data, and request for the user to intervene to assign concepts.
One can view various datatype and object properties from the ontologies
available to the system, and assign them to concepts found in the naming scheme
of the data being uploaded, i.e. the coding given to observations in the typically
named “Sample ID” column of a dataset. An example of a configured concepts
string is shown in Table 3-3. These “concepts” strings can then be used to de-

construct the sample IDs as stated above.
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Table 3-3: Example of a coded Sample ID, and the concepts string describing the

ontological concepts represented within it.

Sample ID |0C 120h_map b b3
Concepts |hasTemperature_time_hasPackageType_hasAdditionallD_hasBatchNumber

3.4.2.3 Pipeline Execution Environment

The decision to use Nextflow as the pipeline orchestrator for the project
necessitated the development of a new service structure to support its execution.
Using a similar design philosophy as the FAIRification platform, Go was selected
as the programming language to build the Nextflow worker service. The service
was designed in such a way to allow execution of pipelines in a variety of
environments, either natively in the worker environment, or in container (Docker)
environments. This facility was useful, as it allowed workflows/pipelines to be
constructed in any appropriate language including Python and R, and to use
specific versions of libraries and frameworks in the construction of models. As
described in Chapter 3.1.2.2: Reproducibility of Scientific Pipelines, the ability to
containerise scientific workflows greatly reinforces their portability and scientific
utility, when implementations can be disseminated amongst peers and used to
reproduce results (Hwang et al., 2019; Kong et al., 2018).

Pipelines scheduled to run in specific containers will as a consequence use only
the library versions available in the specific image used to construct the pipeline,
thereby aiding with the consistent processing of outputs, provided that the inputs
remain the same. This resolves a sizeable issue found with SorfML, which had
no support for containerisation — when configuring a machine learning
benchmarking run, any change to the server environment could drastically affect

the outcome, due to unintended modifications of libraries and configurations.

Data processing pipelines are executed with Nextflow, and the outputs are stored
in a directory hierarchy determined by the type of analysis, detailed in Figure 3-6;
pipeline runs that are related to specific experiment instances are separated from

runs that refer to specific instances of datasets, including those for exploratory

215



data analysis tasks. The Data APl is able to navigate this directory structure and
present most types of common text and tabular files to the user (.CSV, JSON,
.TXT, .MD), by parsing files and sending them via a query/transfer system of the
author’s design to the web browser. This allows for interactive viewing of pipeline

outputs in real time, without having to necessarily resort to download of output

files.
Current
— Symbolic link
PCA Run ID1
—> File ID HCA Run ID2
etc.
Current
EEEEE— Symbolic link
' _ Pipeline ID1 Run ID1 |
[ Output Root ]7—1‘ Experiment ID Run ID2
' ' Pipeline ID2

Figure 3-6: The output hierarchy, determined by the type of analysis run. This
allows the platform to display information interactively in the browser about the
pipeline run outputs, using a Data APl-mediated approach that doesn’t expose the

complete directory structure of the host.
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3.4.3 Final User Interface Design

The final design of the user interface of the new platform was informed by the key
entities modelled by the server-sided application. As such, key concepts such as
experiments, sensors, datasets, and pipelines are all configurable in the browser,

through the use of interactive forms.

M5I

Device Installation Date Visibility

02/05/2018 [m}] Public w

File

1. Selection of representative sensor data.
Choose files  representative_sensor_output_file.csv

A B C D E F G H 1 J K L M N O i Q R 5
1 Samp [Cme Comp Comp Comp Comp Comp Comp Comp Comp Comp Comp Comp Comp Comp Comp Comp Compl TVC

Name? Row Type - TBD Start Cell End Cell 2. Header Concepts
component Mean B R are annotated and
| recorded as metadata

Property Name Type Start Column End Columpi .

| using these menus
<N/A> SampleName 0 0 ~ s 4 ~
component Mean 1 17
bacterial_count TVE 18 18

| 3. ...and appear here

Figure 3-7: The Sensor Configuration Page in the new platform. Users select a
representative Dataset tabular file (1), and use it as a reference to annotate the
header concepts found within it. Any subsequent uploads of datasets matching
this Sensor configuration will be automatically processed with the ontological

concepts annotated in this menu (2 and 3).
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Dataset Name Type

MSI Chicken Aerobic_and_Vacuum Training Data x MSI

—

Description ExtraMetadata | 1 Selection of type tags for storage
MSI Training Batch for Platform Evaluation, 0 within the primary database

SensoriD &

3. Sensor data and database sensor objects show

D an nsor Hashes Equal 0 A 8 .
e matching header (i.e. first row of file) hashes.

Videometer Mean/Std.Dev.

ID: 67b40293cd2f132f5¢fc3d52 %

Local Header Hash: ae788c93a37152a862e22dfa36310634e60810dcd37de50362671dc2fcfb0249

Sensor Header Hash: ae788c93a37152a862e22dfa36310634e60810dcd37de50362671dc2fcfb0249

2. Selection of sensor that the uploaded dataset

Search for a Sensor SPeC'f'cam:/ represents, using advanced querying rules.
O AND OR |7+ Ru‘e| — =

[x]

name like Videometer Mea Videometer Mean/Std.D... MSI

T Submit

Figure 3-8: The Dataset upload Page in the new platform. The user selects a
dataset to upload (1), and matches it to a stored Sensor Configuration (2). The
Dataset input is sanity checked with the stored Sensor Configuration, by matching

the stored Sensor’s header hash with the hash of the Dataset.

For the interactive design of data processing and machine learning pipelines, the
design of the Ul elements that would enable interactive configuration were
informed by the nature of the machine learning concepts explored in both the
introduction of this thesis, and the design of the machine learning pipelines

implemented manually in the previous chapters.

Particular emphasis was paid to the concept of data- and sensor- fusion and to
how this could be represented in the browser, and more importantly, how this
could be used for the construction of reusable pipelines and models that make

use of fusion concepts, and as a result expect multiple sensor inputs to function.

The final design of this was influenced by the concept of “channels”. During
configuration of a machine learning pipeline (the model training phase), these
channels are used to load sensor configurations (see Figure 3-9). Representative
datasets can be assigned to these sensor channels, using advanced querying
based on the ontological concepts assigned to the data upon upload. Data can
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then be preprocessed using multiple filtering and preprocessing algorithms, such
as Standard Normal Variate (SNV) and Savinsky-Golay. Additionally, exploratory
data analysis (EDA) tasks can be performed on assigned data, to be used for
outlier annotation and user-directed feature selection (see Figure 3-10 and Figure
3-11).

After these configurations are set, the user can select any model type or analysis
pipeline currently available on the platform (stored in the MongoDB database as
“Nextflow Processes”), and similarly configure these. The forms for setting up the
analysis pipelines are rendered dynamically from configuration files stored in the
appropriate Nextflow Process document, in a similar manner to how Galaxy

(Afgan et al., 2018) is able to dynamically render forms for its tool shed plugins.

At this stage, the user is able to click the “Export” button on the GUI menu, giving
access to a JSON configuration file that upon “Import” into a new instance will
repopulate the GUI with the configuration options selected at export time,

accelerating productivity when instantiating repetitive tasks.
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Figure 3-9: The pipeline configuration page within the web application. The user
configures “channels” of sensors and associated datasets, and subsequent data
analysis or machine learning pipelines. Valid configurations are also given visual
feedback, in this case indicated by a solid green border around the process form

- invalid configurations will result in a dashed red border.

Dataset Information:
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O Undo Changes]

I sc X
Duc
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Selected Colours:

Highlight Outliers
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X
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Figure 3-10: Once datasets are assigned to a sensor channel, the user can conduct
a variety of exploratory data analysis steps, to view the structure of the data and

annotate outliers for exclusion from subsequent data processing.
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Figure 3-11: For complex spectral data, the user is able to manually direct the
process of feature selection, through selection of included regions on a
representative data trace (1) - informed by prior research or publications, the
feature ranges (2) will be used exclusively in any following pipeline steps or
inferencing tasks. Alternatively, comma separated value (CSV) files of spectral

ranges from prior work can be supplied to automate the process of range selection

(3).

Machine learning algorithms can be added to processing pipelines using the
graphical interface similar to the preprocessing steps (Figure 3-12). These are
modular components that can be added to the platform and reused, with a
standard method of defining inputs/parameters and dynamically rendering

appropriate forms in the web application.

Fourteen different regression model algorithms are currently available from within
the pipeline builder GUI: Linear, Ridge, Lasso, ElasticNet, Support Vector
Machine, Principal Component, Partial Least Square, Bayesian Ridge, Decision
Tree, Random Forest, Gradient Boosting, Extra Trees and Adaptive Boosting
(AdaBoost). A further two model evaluation/hyperparameter processes are also
implemented: the firstimplements nested-cross validation for all of the mentioned
regression algorithms for a relatively unbiased assessment of model suitability

for a specific machine learning task, and the second performs hyperparameter
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tuning operations in using random grid search with repeated k-fold cross
validation for optimisation of model performance and comparison between tuned
models. The platform makes the support of further algorithms possible by defining
an appropriate Nextflow process snippet and associated configuration form that
defines the GUI form fields in the model builder. Processes can also be
configured to run in isolation e.g., in Docker containers or Conda environments,
to ensure that the employed algorithm has access to the appropriate libraries and

frameworks to allow successful execution.

o~

(@7 simple Model Nested cv vIX| {@\ Linear Regression v X |®| Lasso Regression v X ‘@ Elastic Net

Nested Cross 1 y Linear Regressior‘\\ 1 ,-“asso Regressionl“-\ 1 ;Llastic Net L 1 J

Validation o Input parameters for the Linear nl nput parameters for the Lasso I InputparametetsfortheElgs_{

Regression algorithm. Regression algorithm algorithm.
nput parameters for the Nested

Cross Validation of Simple Madels (Alpha * |Alpha *

K-fold splits * & 0.76 1

5 [Regularization strength Regularization strength.

INumber of outer folds - N Selection /7 l1 Ratio *

[Random State * | 2 / cyclic | 2 los

N~ random L
—~|The mixing parameter between

1

penalties.

* .
[Number of Jobs selection
Method used to choose features when

4 fitting the model

cyclic
random

Preprocessing *

autoScale
meanCenter Method used to choose features \
none fittifig the model

Figure 3-12: A demonstration of the configuration of an analysis pipeline. In this
example, the user has selected four modular processes (1), and is contextually

able to modify each of their parameters, if supported (2).

A pipeline configuration request is sent to the accompanying APl component, and
automatically a Nextflow pipeline directory is configured, by parsing the request
from the web application. The directory is populated with the datasets that were
requested in the user interface, then the entire configured pipeline is compressed
into an archive format, and stored in the server file system or object store service.
These configured pipeline archives can then be downloaded directly by the user

and utilised in a standalone fashion, away from the platform’s architecture.

Once a pipeline is configured, it can be run as a complete pipeline, and the user
is kept informed of its current status via the pipeline run status page. If a pipeline

fails, the user is able to view the error log emitted from the Nextflow execution,
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thus facilitating debugging of unexpected errors. This separates the effects of an
error from the overall functioning of the platform: other users or other pipeline

executions are unaffected by these types of occurrences.

Upon successful completion of a pipeline run, the user can view the outputs in
their native output directory structure interactively, using the built-in viewer,
capable of representing most plain-text types, as stated in Chapter 3.4.2.3:
Pipeline Execution Environment. The user also has the option to compress the

entire output directory into an archive for download.

The system will detect when selected output file types are representative of
supported serialised model formats — “pickle” or “cloudpickle” is supported. These
models must be accompanied by a configuration file with the naming format
“{name}.{serialisation_extension}config”; for example, “plsmodel.pkiconfig”.

These files are autogenerated in the Nextflow Process code body.

This configuration file contains all of the relevant information used to generate the
model, and includes the references to the sensor “channels” used in its
construction, alongside any information about its particular configuration, i.e., the
parameters used in model training. Currently, Scikit-Learn (Pedregosa et al.,
2011) models and pipelines (nb. the pipeline concepts from the Scikit-Learn
library, consisting of chained transformers and predictor models), are well-
supported with this functionality, due to the relative ease of serialisation of custom

model and pipeline designs, especially in conjunction with Cloudpickle.

A request can be sent to the Data API for the model to be saved on the platform
as a model “endpoint”, along with access specification (private or public). The
serialised models themselves are saved either on the local filesystem, or stored
in a configured object store. The database entity model used can be found in
Figure 3-13.
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Model V1 ModelV1InferenceRequest ModelV1DirectQuery |

id: String models: Array<ModelV1> data: Array<String>
name: String sensors: Array<Sensor>
description: String data: Array<String>

authorld: Objectld

sensorlds: Array<Objectld>
storagelLocation: StoragelLocationEnum
modelLink: String

isPublic: Boolean

userPermission: Array<Objectld>
extraMetadata: Object

deleted: Boolean

shared: Boolean
embeddedDatasets: Array<Dataset>
sensorChannels: Array<Object>

Figure 3-13: Entity diagram for a Model Endpoint. This supplies pertinent
information to the platform about the specification of models saved by a user.
ModelV1InferenceRequest is used in the GUI to request inference from multiple
model configurations as specified in the “models” field, and data is supplied as
an array of strings, with each entry in the array representing a single sensor’s
input (if the model expects more than one channel), in the order specified in the
“sensors” field. ModelV1DirectQuery is used to make requests directly via the
REST API. Only singular models can be specified in this approach, and data order

must exactly match that expected by the requested model.

The web application includes an inference API, that allows the user in a prediction
context to cue predictor variables representing the sensor channels used in the
model, and query the model endpoint. Users can select multiple models to be
queried in parallel, and receive results in real (or close to real) time. Users can
also query the API directly, either using publicly available models, or privately
available ones, provided that the user is authorised to use them. This is

represented graphically in Figure 3-14.
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Figure 3-14: The ways in which the new platform's model inference functionality
can be actuated. All requests made through the GUI must be authenticated
regardless of the requested model's public visibility, whereas requests made via

the API can either be public or authenticated, depending on the requested model.

An archive containing the built pipeline, processes, and input files can be
downloaded separately, as stated above, to allow the user to reproduce the
workflow on any platform with the correct software, allowing for greater

reproducibility and adaptability to new data.

3.4.3.1 Model Inference Service

Once the model has been saved and an authorised inference request has been
sent to the main data API, it is forwarded to the appropriate model server via
HTTP (synchronous) requests — the server then retrieves the model from storage
using the resource identifier, and pushes them into an LRU (Least Recently Used)
cache, which temporarily stores them for the eventuality of repeated inference

requests with the same models.

The model is then used for the prediction task, and the prediction array is sent
back to the API. If multiple model predictions have been requested, the API then
aggregates all predictions made and sends them back to the user, in a JSON
object with the Model V1 IDs as keys.
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3.4.4 Semantic Data Querying

The incorporation of FAIRIfication functionalities into the project address
approximately one half of the requirements of a FAIR data repository, in general
terms, the assignation of unique identifiers to instances of (meta)data, clear
definition of authentication and authorisation of the implemented access
protocol(s) and annotation of data with ontological concepts to enhance its

interoperability and reusability.

Beyond this, the platform required a mechanism to actually make use of this
enhanced data repository, by supporting advanced querying mechanics, and
linking back to the experimental/sensor data stored within the primary (MongoDB)

repository.

A methodology was devised to implement this functionality beyond what was
offered by the SPARQL endpoint inherently available from the knowledge graph
service itself (Virtuoso). It was felt that the use of this service was beyond the
technical knowledge of the typical food scientist/operative, and required an extra
level of abstraction to streamline the process of data access, through a semi-
graphical addition to the web application that would allow users to construct
SPARQL SELECT queries through interaction with context-driven query “building
blocks”, thus recursively constructing the complete query. This was achieved
through the addition of new Data APl messaging concepts: at every addition of a
context-dependent block representing a property about the preceding one (or the
top level resource identifier), auto-complete options (applicable object and
datatype properties) were queried from the SPARQL endpoint via the Data API
using prepared statements, and presented to the user for subsequent selection.
Once a statement is fully formed by the user, the nested JSON output is sent to
the Data API, where it is checked for forbidden operations and parsed into a
SPARQL query, and sent to the hosted endpoint. The Data API interacts with the
endpoint’s result, and sends it back to the web application for display to the user.
The graphical interface is shown in Figure 3-15, and the corresponding request
object sent to the Data API, and the resultant generated SPARQL query are
shown in SPARQL Functionalities.
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Figure 3-15: The process for making a graphical SPARQL query using the Web
Application. In this example the user is requesting all Datasets, matching the
temperature regular expression “10” and the packageType regular expression

E‘map”

3.4.5 Final Service Architecture

Figure 3-16 represents the completed topology of the new platform. The graphic
highlights the separation of functionalities into three categories of operation:
primary data handling, responsible for serving uploading, downloading and other
interactions with analytical sensor data, the semantic functionalities, responsible
for transformation of the ontological concepts within the sensor data into formats
compatible with knowledge graph storage, and task handling, responsible for

execution of machine learning and data transformational tasks.

Each subdivision is equipped with its own MongoDB database collection for
persistence and as previously described, the system as a whole makes use of
asynchronous message queues to decouple the performance of the user-facing
API service from the back-end functionalities of the platform. This allows for future
scalability of these components, as the queue allows for tasks to be distributed

amongst replicated stateless services if the platform is saturated with tasks, such
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as those for Nextflow task handling, and reduces load on the API service which
is no longer responsible for long-running job execution, as was an issue for the
SorfML platform. Dataset entity uploads are pushed to either the hosting file
system or an external S3-compatible object storage service, to avoid exceeding
the ~20MB size limitations imposed on individual MongoDB documents.
MongoDB'’s inbuilt GridFS solution proved unsuitable for data storage due to its

relatively undocumented support between programming languages, complicating

data transfer between components.

Retrieval of data for analysis pipelines

Retrieval of data for annotation Model
Storage
Primary Data Semantic 4 Task
Handling References N Functionalities Handling
/ T S—— !
%nw\edge Graﬁ} : Storage of
\ 4 : Pipeline Run

o Logs

K

Datasets

stored in Primary Retrieval of
Object Store, | Database Pipeline
with reference’ (MongoDB) Configuration
IDin Objects
database
e
- Asynchronous Task

$3 Object Storage of Allhecessa
Storage Experiment, : ry Task
Sensor and Primary DB entities Database
Dataset | retrieved {MongoDB)
Entities £/ 7
Task queue for N “ Storage and
different entity retrieval of

Direct Loading of Sensor Entity Information - (Apache)

ﬂij’ types | Pipeline, Pipeline
| Run Log Dataset
‘ O @, Entities
1

API Service (Experiment Provision, Sensor
Definition, Dataset Upload and Task API)

¢

Web Ul Application

Figure 3-16: The final architecture of the platform, divided with dashed lines into
services for primary data handling of uploaded and processed data, semantic
functionalities related to annotation of data (FAIRification) and task handling,

which manages the Nextflow execution environment.
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3.5 Platform Evaluation

The first aim of this platform evaluation was to demonstrate the utility of the new
platform in iterating on the original SorfML/MeatReg platform’s machine learning
model benchmarking capabilities, through the assessment of multiple
configurations of model algorithm and data pretreatment. The second, equally
important aim was to use the platform to explore alternative algorithm choices for

the prediction of bacterial load in chicken samples,

To demonstrate the new platform’s ability to perform machine learning model
benchmarking and ranking functionalities, chicken spoilage regression MSI
(VideometerLab) and FTIR datasets were used in the first case study to conduct
a nested cross validation assessment of fourteen different regression model
algorithms: Linear, Ridge, Lasso, ElasticNet, Support Vector Machine, Principal
Component, Partial Least Square, Bayesian Ridge, Decision Tree, Random

Forest, Gradient Boosting, Extra Trees and Adaptive Boosting (AdaBoost).

Upon completion of this task, a conventional hyperparameter grid search and
cross validation procedure was conducted to further fine-tune the best performing

models selected from the initial nested cross validation.

The second case study demonstrated the other aspect of the new platform’s
intended purpose: complete models were built and served using the web interface
and queried for inferencing tasks using test data from separate experimental
batches. Following this, test batch performance was evaluated using the model

auditing and comparison facilities built into the web application.

3.5.1 Materials and Methods
3.5.1.1 Meat Sample Preparation

Fresh chicken thigh samples were sourced from Greek meat distributors rapidly
after preparation. Chicken thigh fillets were provided by the food company
KOTINO (Athens, Greece). Sample storage and preparation is fully described
elsewhere (Fengou et al., 2024). Chicken samples were prepared and stored in

either vacuum-packaged or an aerobic state.
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The samples were stored at one of three isothermic temperatures for both
packaging conditions, 0°C, 5°C (safe) or 10°C (marginally abusive), and
monitored at 24-48h intervals, until visual deterioration of the samples became
apparent. Data for each storage condition was recorded in two batches,
corresponding to meat sourcing on separate days, with a variable number of
replicates (2-11) for each sampling condition in each batch. Maximum storage
time varied depending on the storage temperature and packaging condition: for
the vacuum-packaged samples, those stored at 0°C and 5°C were monitored with
all sensor configurations for a maximum of 240h after collection, while those
stored at 10°C were monitored for a maximum of 120h. For the aerobically
packaged samples, those stored at 0°C were monitored for a maximum of
216 h, those stored at 5°C were monitored for a maximum of 192h, and those at

10°C for a maximum of 96h.

3.5.1.2 Spectral Acquisition

MSI spectra were captured using the VideometerLab platform (Videometer,
Denmark, 2021), which captures information in a spread of 18 monochromatic
wavelengths ranging from 405nm to 970nm, at intervals between 15 and 150 nm.
The imaging data produced from the sensor is representative of two spatial
dimensions and one wavelength dimension in a layered widthxheightx18 data
cube, with each layer representing the reflected response from illumination with

each wavelength.

To convert the data into a tabular form that can facilitate analysis with
conventional data processing methods, a segmentation and averaging process
is undertaken, wherein Canonical Discriminant Analysis (CDA) is performed,
using the accompanying VideoMeter software version 2.12.39. In an averaging
process described in previous work, the mean and standard deviation intensity of
reflectance across the target area was recorded (Fengou et al., 2019).

FTIR spectra were recorded between 4000 and 400cm- using a zinc selenide
(ZnSe) HATR (Horizontal Attenuated Total Reflectance) crystal and an FTIR-
6200 spectrometer (JASCO, Tokyo, Japan) equipped with a standard sample
chamber, a triglycine sulphate (TGS) detector and a Ge/KBr beamsplitter. The
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HATR crystal had a refractive index of 2.4 and a penetration depth of 2 ym at
1000cm™.

Using the Spectra Manager™ Code of Federal Regulations (CFR) software
version 2, spectra were collected by accumulating 100 scans with a resolution of

4 cm™ and a total integration time of 2 min.
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3.5.1.3 Data Partitioning

As the experimental data consisted two sets of two aerobic and two vacuum
stored batches, corresponding to observations made with each sensor, the MSI
and FTIR data was collated into three separated train-test scenarios: aerobic,
vacuum storage and combined aerobic and vacuum storage conditions. In the
first two scenarios, one batch formed the train partition and the other formed the
test partition. In the combined scenario, the aerobic and vacuum train batches
were combined, the test batches combined in a similar fashion separately. The
sizes of the training and testing partitions for each scenario are detailed in Table
3-4.

Table 3-4: Table of the training and testing partition sizes for the three scenarios

explored in this study.

Partition Aerobic condition Vacuum condition Combined conditions
Train 70 65 135
Test 66 72 138
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3.5.1.4 Platform Data Upload and Processing

The Videometer (Multi-spectral Imaging - MSI) and Fourier-transform infrared
(FTIR) sensors were configured on the platform, using the training data to map
ontological concepts to the headers found in the training batch data. Once the
sensor entities were configured, the training datasets were uploaded with a
reference to the appropriate sensor. This process required annotation of the
observation names found within the dataset. This process was intended to
facilitate downstream analysis on the platform by granting the associated ETL
(“FAIRIification”) service additional information to link to concepts found within the
observation naming scheme used by the researcher, and make the information
available for ingestion into the knowledge graph. The Sensor/Dataset upload
workflow is shown in Figure 3-17 and Figure 3-18 respectively, using the MSI
aerobic training data as the example, however the process is no different for the
other training data inputs including that from FTIR. Figure 3-19 shows the optional
annotation of the MSI entity with geographical information detailing the location
of origin of the dataset. This functionality was intended to record the location of
the experimental/monitoring facility, and not for recording of the distribution chain

or provenance of the original foodstuff.
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Add Sensor Specification

Sensor/Device Instance Name

Videometer Mean/Std.Dev.

Description

Videometer Chicken Thigh Data subject to Canonical Discriminant Analysis in VideoMeter software version 2.12.39.
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Figure 3-17: Configuration of the MSI Sensor Entity used for the MSI data in this
study. The representative file is supplied only as a reference for the interactive
header annotation wizard, and is not stored. Header ranges are selected either
graphically via the tabular view or via the form underneath. Previously selected
ranges are highlighted in the tabular view, and are listed and removable in the
bottom section of the wizard. The “Type” field is populated with one of a variety
of concepts pre-loaded onto the platform, in this case the significance of the
numerical values in columns 1-18 (mean values) and 19-36 (standard deviations
from the segmentation process used in conversion of Videometer data from a

graphical to tabular data representation).
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msi_air_train.csv

Dataset Name Type
MSI Chicken Aerobic Training Data x Msl
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Figure 3-18: Upload procedure for Videometer (MSI) aerobic training data.
Individual tabular files are selected and annotated with basic metadata. Following
this, the appropriate sensor configuration is selected, and sample/observation
labelling takes place, using ontological concepts from the associated ontology.

Following upload to the file API, the ETL service will split and store the observation

identifier concepts using this schema.
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Figure 3-19: As an optional step, users can further annotate the uploaded dataset
with geographical information detailing the location of origin of the dataset. Users
can select this location directly from the map view, or via the location search or
latitude/longitude inputs. In this instance and as an example, the MSI data was
annotated with the details of the Agricultural University of Athens, the originating

institution of the experimental data used in this work.

3.5.2 Case Study 1 — Chicken Spoilage Model Benchmarking and
Ranking

3.5.2.1 Case Study Introduction

To provide a generalised assessment of algorithm performance across the
training dataset(s), nested cross-validation was conducted. Nested cross
validation is an adaptation of conventional cross validation and is typically used
in a different fashion. Non-nested cross-validation is commonly used in the tuning
phase of machine learning model construction, often alongside an exploration of
the hyperparameter space of the model, in a grid search. The specific
implementation of the grid search process can take many forms, such as

exhaustive searching, random searching or more elaborate
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probabilistic/Bayesian methods, however the cross-validation process in general
involves an assessment of generalised performance of the model using some
type of repeated splitting of the training set. K-fold is commonly employed, in
which the training set is subdivided into k folds and candidate models are
repeatedly trained on different combinations of k-7 folds and tested with the held
out fold. The per-fold performance is averaged and is used as a metric for
worthiness of hyperparameter selection. This process has utility when the training
set is small, as it maximises the degree of exploration of unseen data used for

train/validation splits.

The general non-nested strategy is sometimes also used in a benchmarking
capacity for the direct comparison of generalised model performance, however
this practice is considered by some to be unsound: Cawley and Talbot describe
how this practice is susceptible to optimistic bias through overfitting of models to
training data when hyperparameter tuning is conducted in the same step as
performance estimation, with inadequate separation between training and
validation data. They argued for the necessity of nested cross-validation (NCV)
in obtaining an unbiased estimate of model performance, wherein the inner loop
is used for hyperparameter tuning and the outer loop is used to obtain validation
results from the inner loop’s best-fitted models (Cawley and Talbot, 2010)

3.5.2.2 Methods

The following work utilised a two-step workflow: first, a nested cross validation
procedure was conducted using the platform, to assess the general suitability of
a wide range of regression algorithms (Linear, Ridge, Lasso, ElasticNet, Support
Vector Machine, Principal Component (PCR), Partial Least Square (PLS),
Bayesian Ridge, Decision Tree, Automatic Relevance Determination (ARD),
Random Forest, Gradient Boosting, Extra Trees and Adaptive Boosting
(AdaBoost)). This process used a five-fold outer loop, with an inner five-fold
hyperparameter optimisation procedure making use of the outer four training
folds of each outer combination. Within the inner loop, the size of the default
hyperparameter search grid, coupled with the computational complexity of
exhaustive or Bayesian grid search methods prompted the use of random search,
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which was used to balance likelihood of selection of well-performing parameters
with performance, an important consideration in the context of a web application

potentially serving multiple users simultaneously.

The inner grid search process utilised one hundred random iterations, which
covered at least 20% of the total search space for the tree-based models and at

most more than 100% for others i.e. equivalence to exhaustive search.

This process was repeated for each preprocessing/pretreatment strategy
selected, in this case, standard scaling, mean centring, and raw data/ no scaling.

The hyperparameter space is detailed in Table 3-5.
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Table 3-5: Table of hyperparameter spaces explored in the nested cross-validation
process for all MSI and FTIR training data. This process was conducted for the
three preprocessing methods selected (standard scaling (Z-score normalisation),

mean centring and raw/no preprocessing).

Model hyperparameter Values
PCRRegression n_components: [1-10]
PLSRegression n_components: [1-10]

alpha: [0.1, 1-9], solver: [auto, svd, cholesky, Isqr, sparse_cg, sag,

Ridge saga]

Lasso alpha: [0.1, 1-9], selection: [cyclic, random]

Lars n_nonzero_coefs: [5, 10, 15], eps: [1e-6, 1e-7, 1e-8]
Elastic Net alpha: [0.1, 1-5], I1_ratio: [0.0-0.9 (step 0.1)]

C:[0.1, 1, 5, 10], gamma: [scale, auto], kernel: [linear, poly, rbf,
SVR sigmoid]

alpha_1:[1e-6, 1e-7, 1e-8], alpha_2: [1e-6, 1e-7, 1e-8], lambda_1:
BayesianRidge [1e-6, 1e-7, 1e-8], lambda_2: [1e-6, 1e-7, 1e-8]

alpha_1: [1e-6, 1e-7, 1e-8], alpha_2: [1e-6, 1e-7, 1e-8], lambda_1:
ARDRegression [1e-6, 1e-7, 1e-8], lambda_2: [1e-6, 1e-7, 1e-8]

max_depth: [1-10], min_samples_split: [2, 5, 10], min_samples_leaf:

DecisionTreeRegressor [1, 2, 4]

n_estimators: [10, 50, 100], max_depth: [None, 10, 20],
min_samples_split: [2, 5, 10],

RandomForestRegressor min_samples_leaf: [1, 2, 4]

GradientBoostingRegres n_estimators: [100, 200, 300], learning_rate: [0.01, 0.05, 0.1],
sor subsample: [0.5, 0.7, 1.0], max_depth: [3, 4, 5]

AdaBoostRegressor n_estimators: [50, 100, 150], learning_rate: [0.01, 0.1, 0.5, 1.0]

n_estimators: [100, 200, 300], max_depth: [None, 10, 20, 30],

ExtraTreesRegressor min_samples_split: [2, 5, 10], min_samples_leaf: [1, 2, 4]
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Following the nested cross-validation process, the resultant “leaderboard” was
used to inform the selection of algorithm strategies for a cross-
validation/hyperparameter tuning operation. This process used repeated k-fold
cross validation as a more robust and less computationally intensive alternative
to leave-one-out (LOOCV) cross validation, (a special case of k-fold where k is
equal to sample size), which has been indicated as commonly resulting in a high
degree of variance in validation performance and for larger training set sizes, the
effect of holding one validation observation out at each iteration is minimal on the
model, leading to correlated results. K-fold derived methods may result in higher
bias than LOOCV, however the impact of this trade-off is negligible for the
purposes of hyperparameter tuning, as the bias will likely affect all candidate
configurations in a similar fashion (Wainer and Cawley, 2017). For this process,
three repetitions of five-fold nested cross validation were used. In addition,
limiting model evaluation to a subset of all algorithms allowed for a greater default
exploration of the hyperparameter space for a roughly equivalent computational
budget on the platform, as such one thousand iterations of random search were

configured for every cross validation run by default.

3.5.2.3 Platform Model Configuration
3.5.2.3.1 Nested Cross Validation

Figure 3-20 shows the configuration of a nested cross validation process in the
graphical interface. The user first selects the sensor channel, in this case, the
VideometerLab platform corresponding to the sensor used in the collection of the
experimental data. The MSI aerobic training partition, shown in the upload
process in the preceding sections and the MSI vacuum training partition (not
shown), were selected as the data to use for the run to represent combined
aerobic/vacuum conditions. Then, the “SKLEARN_Regression_Nested CV”
process in the method panel underneath was selected. Standard Normal Variate
was then configured in the “Preprocessing” section of the Sensor GUI
component. This process was replicated for the FTIR combined condition
scenario, with additional Savinsky-Golay filtering, using a first-degree polynomial

and an eleven point window.
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The SKLEARN_Regression_Nested CV process conducts nested cross
validation of the model types listed above, tuning the model hyperparameters in
the inner k-fold loop and assessing the best performing configuration against the
outer held-out set. The process outputs an interactive report detailing the per-
outer-fold RMSE and R? performance of each algorithm, alongside the overall

mean and standard deviation of these metrics in tabular and graph form.

Additionally, the process produces a JSON file that can be parsed by the web
application and viewed in an interactive graph format, which in addition to the
former information includes a record of the per-fold best performing
hyperparameter combinations, which may help inform hyperparameter ranges in

follow-up tuning operations.
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Figure 3-20: Configuration of a Nested Cross Validation Benchmarking Run. The
user first selects the Sensor Channels, assigns data, and then selects the
SKLEARN_Regression_Model_CV process, configuring the number of K-Fold

splits and the preprocessing steps to compare.

242



Upon configuration and submission of the pipeline, the user is transferred to the
Pipeline Run Log overview page (Figure 3-21), this allows users to download the
completely configured pipeline (top-left icon in left pane) and cue new runs of the
pipeline (“Start New Run” button on top row of second pane). Completed runs
can be seen in the Logs section of the second pane and downloaded with the log
download button. By clicking the inspection button (magnifying class icon on log
entity menu), users are transferred to the run log output viewer as shown in Figure
3-22. From this view, users can inspect the output files from a pipeline. By
selecting the output files, users can present the data in context-dependent
modes, such as rendered markdown, HTML reports or parsed JSON data in the

form of interactive plots (Figure 3-23).

SorfML2 Platform  Data Inf @
~ Experiments . .
e Pipeline: 67c512eea8ccfb6308bce930 < Pipelines
ID:
67b3d00a746e0b2cb98 ‘ ) ¥} Start New Run ©
Name:
MSI AEROBIC A  67c512eea8ccfb6308bce930  Logs
Chicken Spoilage Asses
Select Experiment Creation Date: 67c512f1a8ccfb6308bce931 8 [ Q@
Mar 3, 2025 —
Daissiovey Name: Status:
Compare D Datasets: compassionate_jones COMPLETED
Upload DB ID: Container:
Vid ter Mean/Std.Dev.
Build Pipeline ieometer Mean ev & 67¢512f1a8ccfb6308bced31 dockerio/snheffer/sorfml-
> Monitaring From MSI Chicken Aerobic_and_Vacuum Training Updated At: conda-image:250101
Data/67b4b21fcd2f132f5cfc3d6f: Videometer Chicken Thigh 3/3/25, 2:51 AM
v Pipelines - V1 Data subject to Canonical Discriminant Analysis in VideoMeter

software version 2.12.39.

Built Pipelines

> Models

Figure 3-21: Pipeline Run Log page showing the completed run log, with the auto-
generated name "compassionate_jones", which contains the benchmarking

performance reports for the selected data.
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Figure 3-22: Interacting with the report generated by the analysis pipeline: in the first panel, the work flow output directory is explorable from
the browser, the view panel showing the interactive HTML report from the SKLEARN_Regression_Nested_CV process. Other representative

plots are included in the report, including an RMSE performance heat map, which is shown below.
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Figure 3-23: Cross Validation RMSE performance Heat Map for the combined MSI Aerobic and Vacuum condition data. In this example, the
best mean performing model trends across preprocessing strategies are clearly visible as ARD Regression, Bayesian Ridge and PLS
Regression.
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3.5.2.3.2 Cross Validation/hyperparameter Tuning

Once the nested cross-validation process was completed for the MSI and FTIR
combined aerobic and vacuum scenarios, the Dbest performing
model/preprocessing combinations were considered for hyperparameter tuning

in anticipation of model construction in the web interface.

Given their strong performance with MSI data and comparable performance with
FTIR data (shown in Table 3-7 and Table 3-8 respectively, below), Automatic
Relevance Determination, Bayesian Ridge and Support Vector Machine were
considered for further evaluation, alongside PLS Regression, which had been
used by the author in previous related research (Section 2). Two preprocessing
methods were carried forward for this stage: Standard Scaling (Z-score
normalisation) was selected as a common preprocessing strategy for the models
in the hyperparameter tuning stage, alongside the default baseline performance
of internal mean centring in Scikit-Learn’s Bayesian Ridge and ARD
implementations, which followed the initial row-wise transformations applied in
the data preparatory stage (Standard Normal Variate (SNV) and Savinsky-Golay
filtering for FTIR, with a first-degree polynomial and a window size of eleven).

The focused nature of the cross-validation procedure allowed for more in-depth
exploration of the hyperparameter space, as noted previously. The adapted
search grid is given in Table 3-6. As described in the Methods section, the
hyperparameter search process consisted of one thousand iterations of random
search, with three repeats of five-fold cross validation per hyperparameter
selection. Figure 3-24 highlights  the configuration of  the
SKLEARN_Regression_Random_Grid_Search_CV process.

As Bayesian Ridge and Automatic Relevance Determination are probabilistic with
similarity to L2-regularised linear regression, i.e. Ridge regression, the effect of
optimising the hyper-priors Alpha 1, Alpha 2, Lambda 1 and Lambda 2 was
expected to have little impact on the final convergence of the models, because of
the large number of training iterations (one thousand) supplied as default for both
in the process configuration, coupled with the relatively small amount of training

data. Furthermore, the number of random search iterations was able to
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adequately cover the SVM search space, effectively resulting in exhaustive grid

search.
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Table 3-6: Table of hyperparameter spaces explored in the hyperparameter grid
search operation for all MSI and FTIR training data. This process was conducted
for the three preprocessing methods selected (standard scaling (Z-score

normalisation), mean centring and raw/no preprocessing).

Model Hyperparameter Values

C:[0.1, 1,5, 10, 50, 100], gamma: [scale, auto, 0.01, 0.1, 1],
SVR kernel: [linear, poly, rbf, sigmoid]

alpha 1:[le-6, le-7, 1e-8, 1e-9], alpha 2: [le-6, le-7, 1e-8,
le-9], lambda_1: [le-6, le-7, le-8, 1e-9], lambda 2: [1e-6, le-
BayesianRidge 7, le-8, 1e-9]

alpha 1:[le-6, le-7, le-8, 1e-9], alpha 2: [le-6, le-7, 1e-8,
le-9], lambda_1: [le-6, le-7, le-8, 1e-9], lambda 2: [1e-6, le-
ARDRegression 7, 1e-8, 1e-9]
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Cross Validation Configuration

Configuration parameters for cross-validation and hyperparameter tuning
of regression models.

@ Has Index

Whether the dataset has an index column
Cross Validation Repeats *
3
Number of times to repeat k-fold cross-validation.
K-Fold Splits *
5

Number of folds for cross-validation.

Regression Methods *
ClasuuiveL
BayesianRidge
ARDRegression
SVR

PCRRegression -

List of regression methods to evaluate.
Number of Iterations *

1000

Number of parameter '_\L'Lllngb sampiled in h')"lJL'r|)c.”(ll|]L'[(_'f search.
Number of Jobs *

4
Number of parallel jobs to run during model training
Preprocessing Strategies *

standardScaler
meanCenter
none

List of preprocessing strategies to apply to the data.

Random State *

1

Random state seed for reproducibility.

Figure 3-24: Configuration of a hyperparameter search in the GUI. The user first
selects the Sensor Channels, assigns data similarly to the nested cross-validation
procedure, and selects the SKLEARN_Regression_Random_Grid_Search_CV
process, configuring the number of k-fold splits, repetitions and the

preprocessing steps to compare.
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3.5.2.4 Results and Discussion

The best-performing results from the nested cross validation for the
VideometerLab (MSI) and FTIR combined aerobic and vacuum conditions are
shown in Table 3-7 and Table 3-8 respectively. The ranking of the models shows
that Automatic Relevance Determination (ARD), Bayesian Ridge, Partial Least
Squares and Support Vector Machine regression demonstrated consistent high
performance when applied to MSI data.

For the MSI results, ARD, Bayesian Ridge, SVR and PLS algorithms occupy the
first four positions in the leaderboard. However, variation between top-performing
configurations is not stark: the difference in mean cross-validation RMSE
performance between the highest performing configurations of each algorithm is
roughly 0.02 log CFU/g TVC. With regard to model stability across folds, the top
performing ARD, Bayesian Ridge and PLS methods produced standard deviation
of cross validation RMSE performance below 0.10 log CFU/g TVC.

For the FTIR data, the results show poorer cross-validation performance for all
algorithms, with the best-performing model, Bayesian Ridge, producing a mean
cross validation RMSE value of 0.793 log CFU/g TVC with a standard deviation
of 0.165 log CFU/q, a larger degree than that seen with the equivalent MSI data.
The difference in mean cross validation RMSE between the best performing MSI
model types when applied to the FTIR data was even less, with at most 0.012 log

CFU/g separation.

Results for the hyperparameter tuning stage are shown in Table 3-9 and Table
3-10 for the MSI and FTIR training partitions, and are largely in agreement with
those seen in the nested cross validation for the combined aerobic and vacuum
conditions. As suggested earlier, the Bayesian Ridge and ARD methods were
able to converge regardless of the shape and weight parameters for a and A
provided in the search grid, as the top candidate models for each scenario
showed the same RMSE metric results. Interestingly, the default configuration of
SVM performed consistently well with standard scaling (linear kernel and C=1 or

C=0.1) and was able to produce similar results to the other methods.
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Table 3-7: The twenty best performing algorithms from Nested Cross Validation
using the VideometerLab (MSI) combined aerobic and vacuum training partition,
when sorted by RMSE performance in Total Viable Count prediction (log CFU/g),
with 5 outer and 5 inner folds. Results were generated with the
SKLEARN_Regression_Nested_CV process. Note that the inclusion of a mean
centring step in the Scikit-Learn implementations of Bayesian Ridge regression
and PLS regression leads to consistent results regardless of user-specified

transformation.

Model RMSE Mean RMSE Std Dev R2 Mean R2 Std Dev
standardScaler. TVC.ARDRegression 0.6252 0.0921 0.8018 0.0324
meanCenter.TVC.BayesianRidge 0.6426 0.0817  0.7901 0.0324
none.TVC.BayesianRidge 0.6426 0.0817  0.7901 0.0324
standardScaler.TVC.BayesianRidge 0.6437 0.0959 0.7894 0.0393
standardScaler. TVC.SVR 0.6461 0.1227  0.7872 0.0541
meanCenter.TVC.PLSRegression 0.6483 0.0983  0.7837 0.0526
none.TVC.PLSRegression 0.6483 0.0983  0.7837 0.0526
standardScaler.TVC.Ridge 0.6536 0.1158  0.7821 0.0526
standardScaler. TVC.PLSRegression 0.6575 0.1070  0.7767 0.0645
meanCenter. TVC.ARDRegression 0.6847 0.1212 0.7562 0.0887
none. TVC.ARDRegression 0.6847 0.1212  0.7562 0.0887
standardScaler.TVC.ElasticNet 0.7209 0.0869 0.7363 0.0352
none.TVC.Lars 0.7594 0.0731 0.7039 0.0587
meanCenter.TVC.Lars 0.7594 0.0731 0.7039 0.0587
meanCenter.TVC.SVR 0.7725 0.1053  0.6951 0.0653
meanCenter. TVC.PCRRegression 0.7774 0.0825 0.6921 0.0475
none. TVC.PCRRegression 0.7774 0.0825  0.6921 0.0475
meanCenter.TVC.LinearRegression 0.7855 0.2014  0.6787 0.1494
standardScaler.TVC.LinearRegression 0.7859 0.2033 0.6781 0.1515
none.TVC.LinearRegression 0.7861 0.2031 0.6779 0.1512
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Table 3-8: The twenty best performing algorithms from the Nested Cross
Validation using the FTIR combined aerobic and vacuum training partition, when
sorted by RMSE performance in Total Viable Count prediction (log CFU/g), with 5
outerr and 5 inner folds. Results were ¢generated with the
SKLEARN_Regression_Nested_CV process. Note that the inclusion of a mean
centring step in the Scikit-Learn implementations of Bayesian Ridge regression
and PLS regression leads to consistent results regardless of user-specified

transformation.

Model RMSE Mean RMSE Std Dev R2 Mean R2 Std Dev
standardScaler.TVC.BayesianRidge 0.7933 0.1653 0.6681 0.1446
standardScaler.TVC.Ridge 0.7948 0.1931 0.6614 0.1752
none.TVC.BayesianRidge 0.8035 0.1712 0.6594 0.1519
meanCenter.TVC.BayesianRidge 0.8035 0.1712 0.6594 0.1519
standardScaler.TVC.ElasticNet 0.8038 0.1671 0.6579 0.1542
standardScaler. TVC.ARDRegression 0.8053 0.1763 0.6554 0.1574
standardScaler. TVC.SVR 0.8075 0.2095 0.6444 0.2029
meanCenter. TVC.PLSRegression 0.8136 0.1680 0.6472 0.1640
none.TVC.PLSRegression 0.8136 0.1680 0.6472 0.1640
none.TVC.ARDRegression 0.8154 0.1839 0.6461 0.1662
meanCenter. TVC.ARDRegression 0.8154 0.1839 0.6461 0.1662
standardScaler.TVC.PLSRegression 0.8240 0.1426 0.6394 0.1501
none.TVC.Ridge 0.8729 0.1279 0.6100 0.0979
meanCenter.TVC.Ridge 0.8729 0.1279 0.6100 0.0979
meanCenter.TVC.SVR 0.8760 0.1350 0.6078 0.0991
none. TVC.SVR 0.8761 0.1348 0.6076 0.0990
standardScaler. TVC.PCRRegression 0.9651 0.1524 0.5245 0.1206
standardScaler.TVC.LinearRegression 0.9931 0.2025 0.4840 0.1994
meanCenter.TVC.PCRRegression 1.0123 0.1315 0.4779 0.1044
none. TVC.PCRRegression 1.0123 0.1315 0.4779 0.1044
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Table 3-9: Best performing configurations of ARD, Bayesian Ridge and SVM
Regression following hyperparameter tuning using the VideometerLab (MSI)
aerobic, vacuum and combined condition training partitions, when sorted by
RMSE performance in Total Viable Count prediction (log CFU/g), with 3 repeats of

5 fold cross-validation.

Model Mean RMSE Std.Dev. RMSE Selected Parameters
Combined
(StandardScaler) SVR 0.6316 0.1053 kernel: linear, C: 1
(StandardScaler) max_iter: 1000, lambda 2: 1e-06, lambda 1: 1e-06,
ARDRegression 0.6322 0.1067 alpha 2: 1e-06, alpha_1: 1e-06
(StandardScaler) max_iter: 1000, lambda 2: 1e-06, lambda 1: 1e-06,
BayesianRidge 0.6456 0.1172 alpha_2: 1e-06, alpha_1: 1e-06
(MeanCentring) SVR 0.6316 0.1053 kernel: rbf, gamma: 1, C: 50
(MeanCentring) max_iter: 1000, lambda 2: 1e-06, lambda 1: 1e-06,
BayesianRidge 0.6384 0.1080 alpha_2: 1e-06, alpha_1: 1e-06
(MeanCentring) max_iter: 1000, lambda 2: 1e-06, lambda 1: 1e-06,
ARDRegression 0.6755 0.1079 alpha_2: 1e-06, alpha_1: 1e-06
Aerobic
(StandardScaler) max_iter: 1000, lambda 2: 1e-06, lambda 1: 1e-06,
BayesianRidge 0.7604 0.1319 alpha 2: 1e-06, alpha 1: 1e-06
(StandardScaler) SVR 0.7667 0.1175 kernel: linear, C: 1
(StandardScaler) max_iter: 1000, lambda 2: 1e-06, lambda 1: 1e-06,
ARDRegression 0.7702 0.1174 alpha 2: 1e-06, alpha_1: 1e-06
(MeanCentring) max_iter: 1000, lambda 2: 1e-06, lambda 1: 1e-06,
BayesianRidge 0.7176 0.1206 alpha_2: 1e-06, alpha_1: 1e-06
(MeanCentring) SVR 0.7238 0.1130 kernel: rbf, gamma: 1, C: 50
(MeanCentring) max_iter: 1000, lambda_2: 1e-06, lambda_1: 1e-06,
ARDRegression 0.7899 0.1113 alpha 2: le-06, alpha 1: 1e-06
Vacuum
(StandardScaler) max_iter: 1000, lambda 2: 1e-06, lambda 1: 1e-06,
BayesianRidge 0.5288 0.1092 alpha 2: 1e-06, alpha_1: 1e-06
(StandardScaler) SVR 0.5525 0.1084 kernel: linear, C: 1
(StandardScaler) max_iter: 1000, lambda 2: 1e-06, lambda 1: 1e-06,
ARDRegression 0.5740 0.1300 alpha 2: 1e-06, alpha 1: 1e-06
(MeanCentring) max_iter: 1000, lambda_2: 1e-06, lambda_1: 1e-06,
BayesianRidge 0.5244 0.0990 alpha_2: 1e-06, alpha_1: 1e-06
(MeanCentring) SVR 0.5284 0.0776 kernel: rbf, gamma: 1, C: 50
(MeanCentring) max_iter: 1000, lambda 2: 1e-06, lambda 1: 1e-06,
ARDRegression 0.5799 0.1200 alpha 2: le-06, alpha_1: 1e-06
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Table 3-10: Best performing configurations of ARD, Bayesian Ridge and SVM

Regression following hyperparameter tuning using the FTIR aerobic, vacuum and

combined condition training partitions, when sorted by RMSE performance in

Total Viable Count prediction (log CFU/g), with 3 repeats of 5 fold cross-validation.

Model

Mean RMSE Std.Dev. RMSE

Selected Parameters

(StandardScaler) SVR
(StandardScaler)
BayesianRidge
(StandardScaler)
ARDRegression
(MeanCentring)
BayesianRidge
(MeanCentring)
ARDRegression

(MeanCentring) SVR

(StandardScaler) SVR
(StandardScaler)
BayesianRidge
(StandardScaler)
ARDRegression
(MeanCentring)
BayesianRidge
(MeanCentring)
ARDRegression

(MeanCentring) SVR

(StandardScaler)
ARDRegression
(StandardScaler)
BayesianRidge
(StandardScaler) SVR
(MeanCentring)
ARDRegression
(MeanCentring)
BayesianRidge
(MeanCentring) SVR

0.7759

0.8010

0.8040

0.8055

0.8193
0.9409

0.8910

0.8924

0.9837

0.8851

0.9483
1.1103

0.6259

0.6310
0.6740

0.6206

0.6616
0.7819

Combined

0.1274

0.1063 alpha_2: 1e-06, alpha_1: 1e-06

max_iter: 1000, lambda_2: 1e-06, lambda_1:
0.1310 alpha_2: 1e-06, alpha_1: 1e-06

max_iter: 1000, lambda 2: 1e-06, lambda_1:
0.1094 alpha_2: 1e-06, alpha_1: 1e-06

max_iter: 1000, lambda_2: 1e-06, lambda_1:
0.1228 alpha 2: 1e-06, alpha_1: 1e-06
0.1036 kernel: linear, C: 5

Aerobic

0.1522 kernel: linear, C: 1

max_iter: 1000, lambda_2: 1e-06, lambda_1:
0.1523 alpha_2: 1e-06, alpha_1: 1e-06

max_iter: 1000, lambda_2: 1e-06, lambda_1:
0.1558 alpha_2: 1e-06, alpha_1: 1e-06

max_iter: 1000, lambda_2: 1e-06, lambda_1:
0.1450 alpha_2: 1e-06, alpha_1: 1e-06

max_iter: 1000, lambda_2: 1e-06, lambda_1:
0.1731 alpha 2: 1e-06, alpha_1: 1e-06
0.1573 kernel: linear, C: 5

Vacuum

max_iter: 1000, lambda_2: 1e-06, lambda_1:
0.0947 alpha 2: 1e-06, alpha_1: 1e-06

max_iter: 1000, lambda 2: 1e-06, lambda_1:
0.0800 alpha_2: 1e-06, alpha_1: 1e-06
0.1533 kernel: linear, C: 0.1

max_iter: 1000, lambda 2: 1e-06, lambda_1:
0.0919 alpha_2: 1e-06, alpha_1: 1e-06

max_iter: 1000, lambda_2: 1e-06, lambda_1:
0.0736 alpha_2: 1e-06, alpha_1: 1e-06
0.0827 kernel: linear, C: 5
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3.5.3 Case Study 2 — Chicken Spoilage Model Development and
Prediction

In order to demonstrate the new machine learning model construction
functionalities implemented in the platform, it was used to replicate a Partial Least
Square (PLS) machine learning pipeline implemented in prior research, with the
data from the preceding case study. The aerobic and vacuum packaged meat
training data from the batch-validation strategy was used to train the PLS
decision-fusion model shown here. This model type was shown to demonstrate

the intuitive nature of configuration of pipelines supporting sensor fusion.

Figure 3-25 shows the pipeline configuration page, after addition of two sensor
entities to the platform, specifying the configurations of the VideometerLab and
JASCO FTIR-6200 sensor devices used in the preceding DITECT pilot study
research. The peak selection functionality has been used to select the 2000-
900cm "' range from the FTIR data, as before. The user has already configured
each sensor with the RESPONSE variable set to correspond to the “TVC (Total
Viable Count)” column in the tabular data. The “Chicken Aerobic_and_Vacuum
Training Data” datasets have been confirmed by the platform as matching the

VideometerLab and FTIR_6200 sensor entities’ specifications respectively.
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Figure 3-25: The pipeline configuration page, showing the MSI and FTIR sensor
configurations. Visual feedback notifies the user to misconfigured aspects of the
pipeline, in this case the lack of specified polynomial order in the Savinsky-Golay

Preprocessing step.

Upon configuration and submission of the pipeline, the user is transferred to the
Pipeline Run Log overview page (the same page shown in Figure 3-21), this
allows users to download the completely configured pipeline (top-left icon in left
pane) and cue new runs of the pipeline (“Start New Run” button on top row of
second pane). A completed run can be seen in the Logs section of the second
pane. By clicking the inspection button (magnifying class icon on log entity menu),
users are transferred to the run log output viewer as shown in Figure 3-26. From
this view, users can inspect the output files from a pipeline. By selecting the
serialised model produced as output from the machine learning model process,
the user can configure a machine learning endpoint and “host” this model for

predictions.
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SorfML2 Platform

v Experiments

Experiment:

ID:
67b3d00a746e0b2cb98
Name:

Chicken And Beef Expel

Select Experiment

> Monitoring

> Pipelines - V1
> Models
> Sensors

Test

Data Info

Run Log:

Qutput Nextflow Output

fabulous_williams

O
67b4d98acd2f132f5cfc3d
A"
pls_decision_fusion_regs
LN
decision_fusion_plsr.pki
»O

decision_fusion_plsr.pki

Artifact Metadata

Sensors Used:

Videometer With Std. Dev.

1D:
67b40293cd2f132f5cfc3d52

Description:

Videometer Chicken Thigh Data subject to
Canonical Discriminant Analysis in VideoMeter
software version 2.12.39.

FTIR_6200_Restricted

ID:

« Pipeline

Serve Model

Model Name:

Aerobic and Vacuum PLSR Late Stacking
The name for the model object
Model Description:

Aerobic and Vacuum PLSR Late Stacking Model bt

The description of the model object
Model Path:

/NO_EXPERIMENT/67b4d987cd2f132f5cfc3d96/./€

The relative path to the model object. (non-modifiable)

Public Endpoint?

Figure 3-26: Selection of a serialised model object in the File Explorer Ul. This

allows for easy configuration of a machine learning endpoint on the platform.

Figure 3-27 shows the inference GUI. From this menu, the user can select data
with which to request predictions, by dragging it into the left pane, or by using the
file browser button. As the user “matches” the inference data to the intended
sensor concepts, the middle pane will update with models registered on the
platform that fit the current sensor criteria. The final pane shows information about
the currently selected model in the middle pane. Clicking the “Predict” button will
open the results page for all currently selected models and allow users to save
specific predictions using the button in the top-right corner of every prediction

summary.

Once a prediction is requested by the user, the platform’s API forwards the
request to the appropriate inference service, receives a response, and returns it
to the user, who is presented with the inference results for every compatible
model selected: in this example two models are selected — the combined aerobic
and vacuum condition late fusion model, and equivalent MSI model, however only

one prediction result is visible in the captured results view (Figure 3-28).

Observed values can be supplied in the interface, to allow metrics regarding
individual model performance to be displayed interactively in the browser to allow
expedient comparison of test performance. These metrics are eligible for saving
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on the platform, for the purposes of tracking of model performance across a

deployment.

Figure 3-29 shows the model “auditing” functionalities built into the web
application — regression-applicable metrics are calculated from the reported
results and the supplied observed data displayed to the user. By selecting the
“plot metrics” tab in Figure 3-30, users can then interactively compare this model

performance in a graphical fashion.
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SorfML2 Platform

Model Inference for Scenario ID: 67b4b35ccd2f132f5cfc3d73
) C ] i i 67b4d9a8cd2f132f5cfc3d98
Drag and drop file here Qo] Aerobic and Vacuum PLSR

Late Stacking
or Name

Browse for file Description:
. : Aerobic PLSR Late Stacking Aerobic and Vacuum PLSR Late Stacking Model built with

~
- VideometerLab and JASCO FTIR 6200 data.
Vacuum PLSR Late Stacking

msi_air_vac_test_data.csv ‘ Match Aerobic and Vacuum PLSR Late Stacking

Sensor Channels:

VideometerLab Mean/Std.Dev.  67b40293cd2f132f5cfc3d52

0

0 X JASCO_FTIR_6200 66cbab88a324c37dd3aba2a8
. | Videometer Mean/Std.Dev. - -
Model Information:
:
"random_state": 42,
ftir_air_vac_test_data.csv Match | “folds": 20,
“first_layer_config": [
{
1 "n_components": 6,
. D I JASCO_FTIR_6200 X "scale": false
}s
{
"n_components": 7,
"scale": false
} -

Figure 3-27: The inference GUI. The left pane allows users to input tabular inference data, and match it with sensor configurations found on
the platform. The middle pane is updated in real time with model endpoints on the platform that support those sensor "channels”. The final
pane shows metadata details about the model selected in the middle pane.
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SorfML2 Platform ta I a»

Model Inference for Scenario ID: EARRR Y | /o True values | =
67b4b35ccd2f132f5cfc3d73

Metrics Plot Metrics

Aerobic and Vacuum PLSR Late Stacking Show Metrics? O
Results Information
5.802512367487149 ID: 67b4d9a8cd2f132f5cfc3d98
6.725630740206994 Description:

Aerobic and Vacuum PLSR Late Stacking Model built with
VideometerLab and JASCO FTIR 6200 data.

6.377163487867076

6.437507222091693
8.31921199393015 Metadata:
{
7.952806337116484 "random_state": 1,
"folds": 20,
8.597265575755909 "first_layer_config": [
{
8.25735312348727 "n_components": 6,
"scale": false
8.036565512091173 }.
{
8.70252976970622 "n_components": 7, .

Figure 3-28: The results page, after clicking the “Predict” button in the inference

GUI, containing a per-model result for every row supplied in the inference data.

SorfML2 Platform

Model Inference for Scenario ID: [ Add True Volues
67b4b35ccd2f132f5cfc3d73

Metrics Plot Metrics

Aerobic and Vacuum PLSR Late Stacking Show Metrics?
Results Metrics:
5.802512367487149 adjustedRSquared 28.92824999065209
6.725630740206994 explainedVarianceScore 1.5639589694621803
6.377163487867076 meanAbsoluteError 0.55041803965955
6.437507222091693 meanAbsolutePercentageError 8.10276547958016
8.31921199393015 meansSquaredError 0.47036964912017604
7.952806337116484 medianAbsoluteError 0.4660787887769562
8.597265575755909 rSquared 0.7915802239503575
8.25735312348727 residualSumOfSquares 63.49990263122376
8.036565512091173 rootMeanSquaredError 0.685835001381656

8.70252976970622

Figure 3-29: With observed values supplied in the interface (top right) the platform
acts in a model “auditing” capacity, allowing users to compare the performance

of many models simultaneously.
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SorfML2 Platform
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PLSR Model Aerobic_and_Vacuum Aerobic and Vacuum PLSR Lale Stacking

Figure 3-30: With observed values supplied in the interface (top right), selecting
the “plot metrics” tab allows for interactive graphical comparison of model

performance, including bar plots and observed/predicted plots

The models were tested with their corresponding test batch in an identical manner
to that described in the original research using the inference interface in Figure
3-27. As expected, the test results from models configured using the new platform
were identical to those configured manually. These results can be found in Table

3-11 and Table 3-12.
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Table 3-11: Results from the employment of four different PLS regression derived

machine learning approaches in the new platform, for prediction of Total Viable

Count values using aerobic or vacuum packaged chicken spoilage data from
either MSI (VideoMeter) and/or FTIR sensors. (Aerobic Test Batch Size: 66,

Vacuum test batch size: 72)

Sensor RMSEp R2
MSI Aerobic 0.6147 0.8604
FTIR Aerobic 1.6038 0.0498
MSI-FTIR Aerobic Late Fusion 0.5465 0.8897
MSI Vacuum 0.7933 0.6312
FTIR Vacuum 1.2924 0.0212
MSI-FTIR Vacuum Late Fusion 0.6973 0.7151

Table 3-12: Results from the employment of four different PLS regression derived

machine learning approaches in the new platform, for prediction of Total Viable

Count values using the combined aerobic and vacuum packaged chicken spoilage

training data from either MSI (VideoMeter) and/or FTIR sensors. (Combined

aerobic and vacuum test batch size: 138)

Sensor RMSE R2
MSI Aerobic and Vacuum 0.7727 0.7355
FTIR Aerobic and Vacuum 1.0796 0.4837
MSI-FTIR Aerobic and Vacuum Late Fusion 0.6873 0.7907
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3.5.4 Case Study 3 — Evaluation of Bayesian Framework and Support
Vector Machine Models for Chicken Spoilage Prediction

The PLS-derived chicken spoilage prediction models were reproduced using the
machine learning provisioning and inference functionalities displayed in Section
3.5.3: Case Study 2 — Chicken Spoilage Model Development and Prediction,
trained on the appropriate batch of aerobically- or vacuum-packaged chicken
thigh samples, or a combination of both. These were either single-sensor PLS
regression models or stacking late-fusion models, trained on data from both
sensor types. The data received the same preparatory treatment as detailed in
Section 3.5.1:Materials and Methods.

The nested cross-validation results from Section 3.5.2: Case Study 1 — Chicken
Spoilage Model Benchmarking and Ranking showed that Bayesian Ridge,
Automatic Relevance Determination (ARD) and Support Vector Machine (SVM)
models produced marginally superior or comparable performance to PLS
regression when applied to the combined aerobic and vacuum scenario. Follow-
up hyperparameter tuning with the platform was conducted in order to confirm
applicability to all investigated scenarios. With the tuned configurations
determined in this process, out-of-batch testing was considered the final step in
their evaluation, due to the strong degree of statistical validity offered through

testing with a separate experimental batch.

To achieve this objective, models were constructed using the model builder
interface shown previously; Figure 3-31 shows the model builder user interface

when selecting all three algorithm types used in this study.

The test results for the Bayesian Ridge, ARD and SVM regression single- and
dual-packaging condition models with standard scaling and mean centring are
given in Table 3-13/Table 3-15 and Table 3-14/Table 3-16 respectively.
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3.5.4.1 Results

The Videometer-derived Bayesian Ridge models achieved results similar in
performance to the equivalent optimised PLS regression models described in
Table 3-11 and Table 3-12, however this performance did not carry over to the
FTIR derived models, with the mean-centred Bayesian Ridge models marginally

missing the performance set by the associated PLS models.

Although both ARD and SVM performed well in the initial nested cross validation
and hyperparameter optimisation procedure, the test batch results were not
satisfactory: although the ARD models with standard scaling proved roughly on-
par with the PLS and Bayesian Ridge equivalents for the MSI scenarios, the FTIR
performance was inferior to PLS and more unstable than Bayesian Ridge when
standard scaling was omitted, resulting in extreme results in the case of the
vacuum condition, where an RMSEp of 2.82 log CFU/g was observed, more than

twice that of the mean-centred vacuum-condition Bayesian Ridge model.

This unstable behaviour was also exhibited by the FTIR vacuum-condition SVM
model, with a RMSEp of 2.32 log CFU/g. Performance across the other FTIR and
the MSI test batches was also inferior to PLS to a lesser extent, with the exception
of the MSI vacuum-condition model, which was able to marginally improve upon
the PLS results, with an RMSEp of 0.75 log CFU/g.
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Simple Automatic Relevance
Determination Regression

Input parameters for construction of Automatic Relevance
Determination Regression Models

Alpha 1 *
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Shape parameter for the Gamma distribution prior over the weights
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@ Fit Intercept *

Whether to calculate the intercept for this madel. If set to false, no intercept
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Type of scaler to apply to the features, Advisable to leave as default.
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Simple Bayesian Ridge Regression

Input parameters for construction of Bayesian Ridge Regression
Models

Alpha 1%

0.000001

Shape parameter for the Gamma distribution prior over the weights
Alpha 2%
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Rate parameter for the Gamma distribution prior over the weights.
Lambda 1 *
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Shape parameter for the Gamma distributian prior over the noise
Lambda 2 *
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Rate parameter for the Gamma distribution prior over the neize.
Tolerance *

0.0001

The tolerance for the stopping criterior
Training Iterations *

1000

The maximum number of iterations during the training pracess.

Fit Intercept *

Whether to c e the intercept for this model. If set to false, no intercept

will be use calculations.

Scaler *

Type of scaler 16 apply Lo the features. Advisable to leave as default.

Simple Support Vector Regression

Input parameters for construction of Support Vector Regression
Models

Kernel Type *
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Specifies the kernel type ta be used in the algarithm
Regularization Parameter *

1

Regulzrization parameter. The strength of the regularization is inversely

Epsilon *

0.1
Defines a margin of tolerance where na penalty is given to errors.
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0.001
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Kernel Coefficient *
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14n

Kovar(]), aut s.

Fit Intercept *

Whether to calculate the intercept for this model
Scaler *

standard

Type of scaler to apply to the features before fitting the mode!

standard ~

Figure 3-31: The model configuration page, after selecting the three model types used in this work: Automatic Relevance Detection, Bayesian
Ridge and Support Vector Regression. These models are added to the pipeline, and the training process is executed sequentially by the

workflow execution service.
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Table 3-13: Results from the employment of Bayesian Ridge, ARD and SVM
Regression with Z-score normalisation, for prediction of Total Viable Count (log
CFU/g) values, using aerobic or vacuum packaged chicken thigh datasets from
MSI (VideoMeter) or FTIR sensors. (Aerobic Test Batch Size: 66, Vacuum test batch
size: 72)

Model Algorithm Sensor RMSE R2

(StandardScaler) Bayesian Ridge MSI Aerobic 0.5851 0.8735
FTIR Aerobic 1.6802 -0.0429

MSI Vacuum 0.7585 0.6628

FTIR Vacuum 1.7443 -0.7829

(StandardScaler) Automatic MSI Aerobic 0.6226 0.8568
Relevance Determination (ARD) ET|R Aerobic 1.7861 -0.1786
MSI Vacuum 0.7892 0.6350

FTIR Vacuum 1.5239 -0.3608

(StandardScaler) Support Vector MSI Aerobic 0.7129 0.8123
Machine Regression (SVR)  FT|R Aerobic 1.8119  -0.2129
MSI Vacuum 0.7608 0.6609

FTIR Vacuum 2.3156 -2.1422
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Table 3-14: Results from the employment of Bayesian Ridge, ARD and SVM
Regression with mean centring, for prediction of Total Viable Count (log CFU/g)
values, using aerobic or vacuum packaged chicken thigh datasets from MSI
(VideoMeter) or FTIR sensors. (Aerobic Test Batch Size: 66, Vacuum test batch
size: 72)

Model Algorithm Sensor RMSE R2

(Mean Centring) Bayesian Ridge MSI Aerobic 0.5669 0.8813
FTIR Aerobic 1.6460 -0.0001

MSI Vacuum 0.7568 0.6644

FTIR Vacuum 1.3255 -0.0295

(Mean Centring) Automatic MSI Aerobic 0.7790 0.7758
Relevance Determination (ARD) FTIR Aerobic 1.6587 -0.0165
MSI Vacuum 0.8759 0.5505

FTIR Vacuum 2.8158 -3.6461

(Mean Centring) Support Vector MSI Aerobic 0.5756 0.8776
Machine Regression (SVR)  FTIR Aerobic 1.3910  0.2852
MSI Vacuum 0.8017 0.6233

FTIR Vacuum 1.2597 0.0701
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Table 3-15: Results from the employment of Bayesian Ridge, ARD and SVM
Regression with Z-score normalisation, for prediction of Total Viable Count (log
CFU/g) values, using combined aerobic and vacuum packaged chicken thigh
datasets from either MSI (VideoMeter) or FTIR sensors. (Combined aerobic and

vacuum test batch size: 138)

Model Algorithm Sensor RMSE R2
(StandardScaler) Bayesian Ridge MSI Aerobic and Vacuum 0.7827 0.7286
FTIR Aerobic and Vacuum 1.2109 0.3504
(StandardScaler) Automatic MSI Aerobic and Vacuum 0.7537 0.7483
Relevance Determination (ARD)
FTIR Aerobic and Vacuum 1.3043 0.2464
(StandardScaler) Support Vector MSI Aerobic and Vacuum 0.8169 0.7044
Machine Regression (SVR)
FTIR Aerobic and Vacuum 1.1436 0.4207

Table 3-16: Results from the employment of Bayesian Ridge, ARD and SVM
Regression with mean centring, for prediction of Total Viable Count (log CFU/g)
values, using combined aerobic and vacuum packaged chicken thigh datasets
from either MSI (VideoMeter) or FTIR sensors. (Combined aerobic and vacuum test
batch size: 138)

Model Algorithm Sensor RMSE R2
(Mean Centring) Bayesian Ridge MSI Aerobic and Vacuum 0.7589 0.7449
FTIR Aerobic and Vacuum 1.2091 0.3524
(Mean Centring) Automatic MSI Aerobic and Vacuum 0.7541 0.7481
Relevance Determination (ARD)
FTIR Aerobic and Vacuum 1.3581 0.1829
(Mean Centring) Support Vector MSI Aerobic and Vacuum 0.7470 0.7528
Machine Regression (SVR)
FTIR Aerobic and Vacuum 1.0568 0.5053
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3.5.4.2 Discussing Model Selection and Performance

The consistent performance of Bayesian Ridge in the cross-validation
assessment conducted on the new platform in Section 3.5.2 suggested that its
extended examination may have offered an alternative algorithm to partial least
squares regression for the analysis of chicken spoilage sensor data, at least for
the purposes of MSI (Videometer) data analysis. PLS methods are widely utilised
in the cheminformatics field due to their aptitude for handling highly collinear data,

as one might expect to emerge from spectroscopic and imaging analyses.

Bayesian Ridge is an extension of conventional L2-regularised linear (Ridge)
regression, which uses a probabilistic framework for the estimation of uncertainty
in the model’s parameters. It uses a shrinkage term to perform regularisation of
the model, to reduce the likelihood of the model overfitting and to reduce the
impact of highly collinear features in the data. The hyperparameters in the model
are treated as random variables, with the model performing internal optimisation
of these in an iterative process when passed initialising values. These values are
used to inform the model of prior belief about the shape and scale (rate) of the
prior distribution of precision of the coefficients (a - the regularisation term used
in the model) and the noise (A — the uncertainty in the data assumed by the
model). Adequate fitting of both is required to produce a model that does not

exhibit traits of over- or under-fitting the training data.

The result is of interest, as Ridge and Bayesian Ridge regression models have
not seen heavy utilisation for the analysis of spectral and sensor data in the
cheminformatics/food analysis space; other methods are regularly shown to offer
sufficient performance when dealing with highly collinear or dimensional data.
Michel et al. claim that through the identical regularisation of all features of the
dataset, Bayesian Ridge regression isn’t suitable for analyses where only a few
features are relevant (as might be seen with highly collinear data), and highlights
the strengths of other methods, such as Automatic Relevance Determination
(ARD) Regression, a similarly derived method that instead assumes priors for a

and A from an elliptical Gaussian rather than a spherical Gaussian distribution,
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which can impose sparsity in the coefficients (weights) that are calculated (Michel
et al., 2011).

However, the evaluation of ARD performance using the SorfML2 platform in this
study has shown it to produce mixed results across the combinations of sensors
and conditions/scenarios explored here. In the case of performance comparison
between ARD and Bayesian Ridge, this is likely due to the probabilistic
assumptions made: Bayesian Ridge assumes a global prior over all regression
coefficients, leading to an equal regularisation weighting, whereas ARD applies
independent priors to each of the regression coefficients. This drives the feature
selection effect, allowing some feature contributions to be driven towards zero,
effectively removing them from the final model. However, it has been shown that
ARD can be prone to under-fitting when the model contains too many features
(Michel et al., 2011; Qi et al., 2004). In the case of the FTIR scenarios explored
in this work, the high dimensionality, coupled with the relatively low number of
observations may be responsible for ARD’s poor generalisation performance with
the test data.

Furthermore, the choice of data preprocessing has been shown to have
considerable impact on the final predictive accuracy of the resultant models. The
more complex regularisation strategy employed in ARD when applied to
unstandardised data likely resulted in more aggressive pruning of feature
contributions and instability in the final model when compared with the global
strategy in Bayesian Ridge, which is more likely to distribute the impact of the
regularisation process across all features. Application of standardisation (Z-score
normalisation) did appear to remove the occurrence of unstable performance in
ARD, but in the case of Bayesian Ridge did appear to marginally increase RMSEp
values. This may arise from the nature of the spectral datasets being explored:
the necessity of column-wise standardisation procedures is debatable for such
data, as the spectral values are not independent, and are considered to be in the
same scale. As such row wise normalisation is typically performed (as is in this
work with the Standard Normal Variate procedure). By performing a further

column-wise standardisation, low-contribution variables are given greater
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importance, and the high-contribution (e.g. peak/trough) variable importance is
reduced accordingly. This may have led to increased noise in the resultant data,

and a more complex optimisation task for the Bayesian methods.

The best results out of the three model architectures were mostly observed with
Support Vector Machines: mean centring appeared sufficient to allow SVM
regression to perform well in the scenarios explored, its results in some cases
were superior to both the equivalent Bayesian Ridge and single-sensor PLS
models, although missing the performance of the PLS decision fusion
approaches. Similar to Bayesian Ridge, the absence of column-wise
standardisation appeared to affect the kernel choice and regularisation process
during grid search. Further optimisation of the performance of both Bayesian
Ridge and SVM may be obtainable by including a preliminary feature
transformation step in the feature reduction pipeline; previous research has
shown that incorporating dimensionality reduction methodologies such as
Principal Component Analysis (PCA) or PLS is effective when paired with SVM

for the estimation of microbial quality of pork (Fengou et al., 2020).

Other algorithms, such as LASSO (Least Absolute Shrinkage and Selection
Operator) may display satisfactory performance for this type of data, due to their
ability to shrink some features’ contributions to zero, by employing strong L1
regularisation. This acts as an inbuilt feature selection strategy, and can simplify
resultant models. This is in contrast to other regularised methods such as Ridge,
that uniformly modify the coefficients (weights) for the features, thereby not
performing a feature elimination step. Higashi et al. highlighted potential
applications for the algorithm as a feature selection step in a pipeline when
compared with other regression methods; for their study, the efficacy of LASSO
(group LASSO and sparse group LASSO) derived methods were evaluated on
fish and pork datasets and compared with PLS and Ridge methods, with the
outcome showing improvements in both sparsity and in prediction accuracy for
the fish dataset, and marginally inferior predictive accuracy for the pork dataset,
but simplification of the overall model for negligible performance cost, decreasing

prediction times (Higashi, EIMasry and Nakauchi, 2016). Alshejari et al. also
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incorporated LASSO into their ensemble-based feature selection and neuro-
fuzzy regression framework, alongside six other feature selection algorithms, for
the prediction of TVC in beef fillet samples, using a similar procedure with
multispectral imaging data (using the same type of VideometerLab sensor as in
this research). In their testing, their new framework outperformed established
models such as PLS regression, support vector machine (SVM) and multi-layer
perceptron (MLP) methodologies (Alshejari, Kodogiannis and Leonidis, 2023).
With that said, the testing of their models could be argued to have relatively weak
biological and statistical validity, due to the small testing partitions employed, and

the apparent lack of cross-batch testing.

Another algorithm that attempts to bridge the gap between the L1-regularised
LASSO and the L2-regularised Ridge regression is Elastic Net. This utilises both
types of regularisation, modifying its behaviour when selecting features. An issue
that can arise with LASSO derives from the fact that it can shrink features’
contributions to zero in isolation, without having impact on surrounding variables.
The incorporation of both types of regularisation in Elastic Net can lead to
shrinkage of contributions from groups of correlated variables (Zou and Hastie,
2005), which is an obvious advantage for analysis of low rank data, and where
the number of predictors greatly exceeds the number of observations, otherwise
known as a small n, large p problem, such as that arising from FTIR analysis, as
seen in this study. In their methodology to detect adulteration of wheat flour with
talcum powder using near-infrared (NIR) spectroscopy, Du et al. employed a
method of feature selection in which either Elastic Net, or a combination of Elastic
Net and Genetic Algorithm (GA) were employed prior to passing the selected
features into a Gradient Boosting Decision Tree (GBDT). For the Elastic Net
feature selection, the results showed a negligible effect on the prediction
accuracy (R? of 0.9770 versus 0.9724 and 0.9778 respectively), however the
feature selection simplified the resultant models, lowering the number of
predictors used from 1050 without selection, to 155 with EN selection, or 55 with
EN and GA selection (Du et al., 2022).
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The performance of SVM regression and the apparent deviation of Bayesian
Ridge regression performance from published observations on its use in
cheminformatic analysis is evidenced by the extensive cross validation
assessments conducted in Section 3.5.2. The hyperparameter grid used for the
nested cross-validation can be found in Table 3-5 . The cross-batch test results
further corroborate these findings in a biologically independent test set, adding

further statistical validity.

3.5.4.3 Case Study Conclusion

In the single-storage condition scenario for MSI and FTIR, the Bayesian Ridge
and Support Vector Machine regression algorithms were able to produce
predictions on par with the optimised PLS regression models built in Section
3.5.3. The comparative simplicity of the Bayesian Ridge model, versus the
comparative complexity of SVM and the combined dimensionality reduction and
predictive steps taken in PLS regression may offset the marginal performance
difference seen in the single-storage-condition models and the dual-storage-
condition MSI model. The extensive cross-validation and full model testing
facilitated with the new platform offered insight into the performance of the
algorithm for multiple storage conditions and sensor technologies, against other
algorithms that are more well characterised in the cheminformatics and food

spoilage prediction domains, such as LASSO and Elastic Net.
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3.6 Discussion

3.6.1 Comparison With Existing Platforms

The platform developed as part of this project is considered a domain-specific
machine learning tool for rapid inspection of high-throughput sensor data,
construction of data processing and machine learning pipelines, and service of
machine learning models for inference queries, either through the associated

graphical user interface, or through the API.

Few other platforms fit this domain specific space: SorfML, also developed at
Cranfield University, is an entry into the sensor analysis space, allowing for rapid
prototyping of machine learning methods in order to rank the most successfully
performing examples. However, the SorfML platform is superseded with the
additional developments made in this project, particularly with regard to the key

aims set out as part of the originating DITECT project.

The first of these is in the design of the new platform’s data repository, designed
to address the shortcomings of the original SorfML system, particularly in the data
upload process. The old system’s data repository consisted of a simple key-value
store, implemented in the MongoDB system, which stored data objects, either
representing experimental or sensor data, as functionally opaque entities in their
respective collections. As a consequence of this, very little machine
interoperability was exercised with the uploaded data, as little information was
stored about data structure alongside primary data. This design impacted the
extensibility of the original SorfML platform, thus making it, and any derivatives,
unsuitable candidates for inclusion in the envisioned DITECT integrated food

safety management system (iFSMS) architecture.

The new platform enforces the integrity of any data uploaded to the platform on
multiple levels. The first of these is through the implementation of data concepts
not represented in the SorfML system. Via the concept of inheritance, sensor data
uploaded to the new platform is required to be a “descendant” of a sensor device.
These sensor entities are configured on the platform to represent specific

instances of sensor devices utilised in the collection of the data. This information
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is crucial to allow the platform to deduce which sensor datasets are directly
comparable, and which are representative of completely different concepts, even
if the dimensional properties of the data matrices appear similar. This “type
checking” during upload of data and inference tasks solves an issue found in
SorfML when employing it in the inference mode after model construction, where
minute changes in the structure of data, or meanings behind certain concepts,
could impart unforeseen consequences on any predictions made, and drastically
decrease their validity. Further to this, experiment entities are now used in a more
concrete fashion, to represent distinct, self-contained bodies of research. These
experiment entities can be used to store further information about the specific
experimental conditions, or production and distribution conditions encountered in
a real-world scenario, and allow users to partition datasets based on these
metadata. Knowledge of experimental conditions and their effects on collected
sensor data in the model training phase is key to assessment of the re-
applicability/transferability of machine learning models in new experimental

situations.

The second key development in the new data repository structure is the addition
of a secondary “FAIRIification” facility to the platform. FAIR data concepts were
not enforced in the SorfML platform, instead, the onus was placed on the user to
exercise good data handling procedure — any deviation from the intended mode
of operation often introduced unforeseen issues that had to be resolved with
administrator access to the platform. The issue with extensibility of SorfML
caused by the functionally opaque database entity representation structure was
compounded by the lack of ontological reinforcement of the concepts found within
the database. This lack of commonality between data and metadata uploaded by
different users of the platform severely limited the prospect of interoperability and
data-sharing between users. Whilst not necessarily an issue when considering
the original purpose of the SorfML platform — a small-scale web application to
allow for on-demand sensor data analysis, the overall state of the agri-food data
sharing ecosystem may suggest that further developments in the domain must
provide provisioning for FAIR data, or its FAIRIification. Kumar et. al. conducted

an extensive review of the FAIRness state of data in projects funded by
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Horizon2020, and found that at the time of review (2024), less than 10% of multi-
actor-projects were employing FAIR practices in the conduct of their research
(Kumar et al., 2024). Of particular interest is the state of data generation,
software, and tool development; between each of the explored “findable”,

“accessible”, “interoperable” and “reusable” categories, each of the three showed

differing combinations of exemplary and average implementation statuses.

The new platform is equipped with a data FAIRIfication facility, through the use
of services that examine uploaded sensor specifications and datasets and
annotate them with concepts found within the FSO ontology developed as part of
the DITECT project (Yilmaz, 2023). This extension to the interoperability and re-
usability of the data hosted on the platform allows for additional functionality to
be added that exploits the data in a more domain-agnostic fashion and lays the
groundwork for future data integration, unification, analytics and sharing facilities
to be supported by the platform. Boyles et. al. give insight into the utility of
ontologies in research (in the author’s case, in the field of toxicology where data
is often siloed and requires significant curation), particularly in the integration of
knowledge across research groups and the wider scientific community. By
providing a structured and shared framework for knowledge exchange, data
previously considered heterogeneous by consideration of vocabularies and other
metadata are more likely integrable across domains (Boyles et al., 2019). The
paper’s authors also argue that wider adoption of ontologies within the scientific
community will make the rapidly growing body of data-driven scientific research
more navigable and analysable to individuals and research groups with differing
research objectives and expertise, thus driving novel insights, envisioning a
future holistic knowledge graph that will encompass concepts from across the

entire biomedical domain.

The new analysis platform enables SPARQL (SPARQL Protocol and RDF Query
Language) querying functionalities that can be used to conduct advanced
querying upon the data within the knowledge graph, and map it to outside
knowledge in other ontologies and knowledge graphs. Galgonek and Vondrasek

demonstrate the utility of ontological querying within the context of a
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bioinformatics/cheminformatics project (Galgonek and Vondrasek, 2021). They
were able to demonstrate within their research that by implementing a SPARQL
endpoint, they could aggregate queries across PubChem, ChEMBL and ChEBI
small-molecule datasets into the so-called Integrated Database of Small
Molecules (IDSM) that could be used for querying compound substructure and
conducting similarity searches in concert with the other components of their
project; they note that the functionality, while publicly available via an endpoint,
is intended for programmatic access by other services, mentioning federated
querying, wherein clients making use of a single SPARQL endpoint can query
other SPARQL/RDF endpoints.

Interactive querying features developed as part of this project further to the
described SPARQL functionalities are currently at a nascent stage. These
features further streamline the process of making ontological queries by greatly
simplifying the process when compared to SPARQL, by offering autocompletion
of datatype and nesting object properties for a top level resource identifier type,
and allow for direct integration within the web application, without having to
expose endpoints for general public use. This solves one of the limitations of
semantic, context-dependent querying: the user being required to have at least a
working understanding of the querying language in use i.e., SPARQL in this
example. In this new approach, the user can employ contextual querying to
request information about datasets, sensors and other entities on the platform, in
an intuitive way that requires no foreknowledge of how to construct SPARQL

queries.

The third major feature of the new platform is the manner in which machine
learning and data processing objectives are met. In contrast to SorfML, the new
platform has incorporated a number of features that facilitate reproducible,
reliable and portable pipelining of data science. A large part of the data handling
orchestration is passed over to handler services running in the platform network,
that provide a working environment for Nextflow, a Domain Specific Language
(DSL) that enables construction and execution of workflows. Nextflow’s inherent

flexibility allows the user the choice of execution environment for their respective

277



data science tasks, by breaking workflows down into modular “processes”,
containing the actual data processing tool or element code snippet, which are
assignable to differing execution environments, including Docker containers,
Python/Conda environments, or on-demand infrastructure. The majority of the
processes and pipelines constructed in the course of developing this new
platform were set to run in Docker containers, configured with all of the relevant
tools and programming languages for their relevant tasks; as an example,
execution of Scikit-Learn backed pipelines on the platform were conducted with
a Docker image configured with Python 3.11.7 and Scikit-Learn 1.3.0, (available
at https://docker.io/snheffer/sorfml-conda-image:250101 for the case studies
shown). Nextflow was chosen because of its good degree of community support,
in addition to its large body of documentation. Recent literature suggests that
Nextflow is one of the more popular DSLs in the bioinformatics sphere, alongside
Snakemake, Common Workflow Language and Workflow Description Language
(Wratten, Wilm and Goke, 2021).

In the support of modular and reproducible workflows, the new platform has more
in common with domain-agnostic tools available to the bioinformatician and data
scientist, such as the aforementioned Galaxy and Arvados platforms. However,
the new system bridges the gap between these more generic pipeline
management systems, and domain specific data handling functionalities offered
by SorfML. The modularity afforded by the new platform allows for the
construction of pipelines that implement SorfML’'s hard-coded model
benchmarking and ranking functionalities, and supersedes it with its greater

support for deployment of models for inference tasks.

3.6.2 Limitations of Current Implementation

In the design of the new platform, it was determined that a balance had to be
struck between platform complexity (and thus configurability), and usability, in the
same way that SorfML abstracts many of the particulars of the machine learning
design process away from the user to facilitate an intuitive experience. As a
consequence, the modular pipeline design process currently only supports the
service of Python-derived model architectures in the inference platform. This is
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mainly due to time constraints limiting implementation of a server system capable
of serving alternative model configurations in other languages, such as R — it is

not a limitation imposed by design decisions.

Additionally, the platform’s file handling could face hardware and web browser
limitations when dealing with raw data files exceeding sizes supported by the
main API (in the multi-gigabyte range), upon upload. While not an issue for the
encountered tabular data, this could become a problem when dealing with the
types of files emerging from such technologies as Hyper-Spectral Imaging (HSI),

where raw captured data files can exceed several gigabytes in size.

There is currently no support for proprietary sensor formats upon upload of data,
and requires intermediary conversion of these types into generic or well-
supported tabular formats for input into the platform, such as comma-separated
values (CSV) or Microsoft XLS(X) spreadsheet files. This is often achievable
through the use of software that accompanies an installation of such a sensor

device.

3.6.3 Future Work

There are several avenues that may be explored to further improve the platform’s

utility, beyond what has been described and demonstrated in this document.

These would first be to address the shortcomings described in the previous
section. By supporting more programming languages such as R in the model
hosting and inference system, a greater pool of algorithms and methodologies
could theoretically be accessed by the user of the platform. This would require
the programming of a new inference service to handle these types of serialised
models, or extension of the existing one to function in a more “universal” fashion.
This may be achieved by devising a new containerisation strategy for deployed
models — for example, by allowing the user to generate model inference Docker
images, with an inbuilt inference API, they could be downloaded and employed
in locations outside of the platform’s environment, greatly increasing the

portability and utility of predictive models in production settings.
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Improving the platforms handling of large files, and including support for
proprietary formats would reduce the amount of “context switching” required from
the operator of the platform, by removing the need to convert data into more open
formats. This may not be supportable in the browser, due to the limitations placed
on conventional HTTP operations and may require the development of alternative
channels to facilitate data upload. This may be achieved through the development
of a command-line interface (CLI) application to facilitate uploads through
technologies such as FTP, in a similar fashion to that supported by Galaxy and

Arvados.
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3.7 Conclusion

The new platform in its current state supports multiple use-cases that meet the
original objectives of the PhD project, in summary, the provisioning of a modular,
resilient data repository for the storage of high-throughput sensor data and an
accompanying well-defined API supporting it, in addition to the machine learning
and data processing functionalities offered by the new web application, the
functionality of which is demonstrated in this document through the case studies,
showing both machine learning model construction/inference and machine
learning model ranking/benchmarking in a similar fashion to SorfML. The
functionality of SorfML has been superseded in most, if not all regards by the new
platform, through the development of modular pipelines that can replicate the
hard-coded functionalities of the prior system. The modular design of the platform
itself offers a solid foundation for extension with new services and integration with
extended or collaborative developments with other partners towards a new, more

well integrated data landscape in the agri-food community.

The new platform offers novelty in the form of support for complex machine
learning workflows, including concepts such as sensor/data fusion, interactive
inspection of pipeline outputs, and the provisioning of machine learning models
on the platform for later deployment, bridging the gap between domain-specific
decision support tools and more complex, but generic bioinformatics workflow

management systems.
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4 Discussion and Conclusions

The overall motivation for this work was the desire to facilitate transparent,
reliable monitoring practices in the food supply chain, through the implementation
and utilisation of state-of-the-art sensor technologies, coupled with an equivalent
degree of informatics support through the development of a platform capable of
ingesting and processing raw data and producing output suitable for supporting
decisions regarding the authenticity, quality and safety of food products moving
throughout the production and distribution pipeline. The preceding chapters
covered the two major themes covered in this project, the work in both largely

progressing simultaneously owing to their synergistic nature.

The first component of this work was the development of predictive mathematical
models to detect and quantify food characteristics. High throughput and minimally
invasive sensor devices were utilised to produce input data for Machine Learning
pipelines for the prediction of microbial load, a common indicator of food spoilage.
Sensor monitoring of food samples was conducted with two main optical
methodologies: Fourier-Transform Infra-red Spectroscopy (FTIR) and
Multispectral Imaging (MSI). The pipelines were validated using two separate raw
food types, representing two commonly consumed meat products in respective
modes of preparation: raw chicken thigh and raw beef mince. The results from
these Machine Learning pipelines were compared to results gathered in a
conventional, lab-based manner, i.e. bacterial colony counting. These pipelines
simultaneously evaluated the performance of each sensor modality in an
individual context, while also exploring the potential of data/sensor fusion to
enhance the predictive power of predictive models built with access to their
combined observational space. Increased accuracy, sensor redundancy and
reliability of predictions are often considered as potential benefits of utilising a
fusion workflow (Hall and Llinas, 1997). Therefore, investigation of these
practices in food monitoring was warranted given the significant potential
consequences that inaccurate food metric predictions could have for consumers,

food business operators, and food and agricultural authorities.
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The second major component of this work was formed by the development of a
bioinformatics/cheminformatics platform suitable for ingestion, manipulation and
presentation of data gathered from sensor devices representative of a
modernised food monitoring framework, including those devices encountered in
the preceding component (FTIR and MSI). The platform was designed to enable
development of analytical workflows that support the FAIR principles in science
(Findability, Accessibility, Interoperability, and Reproducibility (Goble et al.,
2020)) through the enforcement of data consistency and typing with ontological
backing from previous semantic research in the agrifood domain (Yilmaz, 2023),
and support for modular, extensible tools with containerisation allowing for easily-
disseminated, reproducible workflows that can be executed on a variety of
supported hardware.

Validation of the platform was considered to be achievable through evaluation of
its functionalities that enabled sensor data analysis. Multiple case studies were
used to demonstrate the various aspects of a typical food analysis workflow, from
upload and annotation of concepts within sensor data files, to exploratory data
analysis, model benchmarking and evaluation, and construction of complete
machine learning models for inference tasks. The manually-conducted food
spoilage research described previously was successfully reproduced in the
platform, including the development and deployment of fusion models

representative of the published results.

4.1 Meat Spoilage Detection with Minimally Invasive Sensors

4.1.1 Interpretation of Results

Section 2 of this thesis explored the application of high throughput sensor
technologies to the task of meat spoilage quantification: Fourier-transform
Infrared (FTIR) spectroscopy and Multispectral Imaging were employed for the
quantification of the surface deterioration of chicken thigh and beef mince
samples, which has been shown to be indicative of the action of endogenous
enzymes and spoilage-causing and potentially pathogenic microbes
(Alexandrakis, Downey and Scannell, 2012; Liu et al., 2003; Panagou et al.,
2014).
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The sensor fusion methodologies applied in this work were shown in most cases
to improve predictive performance when compared to equivalent single-sensor
approaches, however the improvement was particularly apparent when fusion
techniques were applied to the chicken spoilage scenario. The strong
performance of single-sensor MSI models, and consequently of feature-level and
decision-level fusion methods, may partly be due to the nature of the meat
samples. While the beef mince was produced in a macerating fashion that
disrupted the previously homogeneous morphology of the muscle and fatty
tissue, the chicken thigh samples were formed of contiguous tissue, and may
have given the MSI and FTIR sensors an even optical basis for their respective

modes of operation.

The improvement in performance seen in the chicken spoilage scenario through
fusion indicates that MSI and FTIR were performing in adequately
complementary observational spaces, where the two sensors were capturing a
greater variety of chemical/physical spoilage indicators, and thus generating a
richer training dataset. The addition of the fluorescence monitoring data (MSIF)
did not appear to offer a significant benefit to the performance of the fusion
pipelines - the common VideometerLab sensor device (Videometer, Denmark,
2021) operating in different modes (MSI and MSIF) may not have offered a
significant degree of complementarity, potentially due to their close spectral
ranges (270-405nm for MSIF, 405-970 for MSI) and potential collinearity of

observations.

Diversity is a concept often discussed in the interrelated context of machine
learning fusion approaches and stacked generalisation ensemble methods,
which employ some method of combining and ideally surpassing the predictive
utility of multiple individual predictive “expert models”. Diversity is crucial because
combining predictions or features from expert models that consistently agree is
unlikely to substantially improve overall performance. The strength of such a
pipeline typically arises from the ability for the “meta-layer” of the model to gauge
the level of agreement or disagreement between experts; in the case of a stacked

generalisation ensemble, this agreement/disagreement bias information is the
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relevant information passed through the model to make final predictions (Wolpert,
1992). In stacked generalisation, the diversity is typically supplied by employing
a heterogeneous library of expert model algorithms — even poorly performing
algorithms are useful in this process, and are potentially ideal when expert
predictions are independent or negatively correlated with each other (Zhang and
Ma, 2012).

It follows that sensor devices demonstrated to perform poorly in isolation may
perform better in concert with other sensor devices, due to the complementarity
of their respective observational spaces, errors and resultant predictive models.
This may have contributed to the superior performance of the feature and
decision fusion pipelines explored in the work of Chapter 2, where individual
sensor performance was imbalanced, as seen with the chicken scenario and the
consistent superior performance of MSI. This is especially relevant to the decision
fusion approach employed, as it may be considered a special case of stacked
generalisation, where the homogeneity of the individual sensor model’s algorithm
choice of Partial Least Squares was offset with the heterogeneity of the input
features. This concept of generation of diversity through training expert models
on individual subsets of training data has been discussed in the context of
ensemble models in (Zhou, 2012).

A consistent trend in the work of Chapter 2 was the consistent under-performance
of the early fusion methodologies. This is likely due in part to the nature of the
data combined in this type of pipeline: the large disparity in dimensionality
between MSI and FTIR (36 variables vs ~1200 variables) has been considered
likely to impact the overall efficacy of the resultant machine learning model, as
FTIR’s larger data matrix effectively “swamps” the contributions made by MSI.
This phenomenon has been discussed in a generalised sense by Smolinska et
al. in their review of the application of the three main archetypes of sensor/data
fusion (early-, mid- and late fusion) to tasks within the life sciences (Smolinska et
al., 2019). Fengou et al. employed a type of early fusion which was replicated as
the early fusion approach in the work of Chapter 2, wherein the FTIR and MSI

variables were z-score normalised before being concatenated into a single
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dataset (Fengou et al.,, 2019). This fusion method generally produced minor
improvements in performance in the nested cross-validation approach for the
chicken data, and generally on-par performance to the single-sensor approaches
in beef, whereas no benefit was found in either meat type’s batch validation
approach. The normalisation method was employed at the variable level, rather
than the MSI/FTIR data block level, which likely provided no counter to the
dominating effect of FTIR, as the meaningful ratio of the variance between any
two variables inside each MSI or FTIR block was not preserved (Smolinska et al.,
2019).

While the strong variation in the beef mince batches negatively impacted the
respective batch validation results, the results gained from the alternative
repeated cross-validation sampling approach did indicate that employment of the
feature- and decision-level fusion of MSI, FTIR and MSIF data did offer an

improvement over the single sensor approaches.

In the chicken scenario’s repeated nested cross-validation testing, the benefits of
employing a fusion methodology are most apparent in the merged aerobic and
vacuum-storage condition, where all three fusion types were able to produce
improved generalised (mean) performance over the single-sensor equivalent
models. This was combined with a visibly smaller envelope of standard deviation
in RMSEcv performance from the repeated nested cross validation procedure
relative to the single-sensor models. This smaller envelope, particularly visible
with the mid-level fusion approaches, was another indicator of improved
generalisation relative to the single sensor models — while MSI had shown good
performance in the aerobic condition, when applied to a scenario containing both
aerobic and vacuum data, the resultant PLS model appeared less able to
adequately characterise the compounded optical properties emerging from

different storage conditions in addition to the effects of meat spoilage.

The validation of late- and mid-level approaches for meat spoilage regression
tasks via microbial count quantification is significant, as little published research
has explored fusion methodologies in this context; Cheng et al. explored the
equivalent of early, mid and late fusion approaches for the purposes of quality
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estimation via the determination of pork moisture content, determining that a
Partial Least Squares Regression (PLSR) - based decision fusion approach
offered improved accuracy over individual sensor models built with hyperspectral
imaging (HSI) and electronic nose (E-nose) data (Cheng et al., 2022). Robert et
al. presented a similar three-tier comparison of fusion approaches for Raman and
FTIR data in the estimation of beef, lamb and venison quality using pH and
percentage of intra-muscular fat (%IMF) as metrics, determining that despite
previous under-exploration of late fusion in food analysis, it provided superior
results to single-sensor, early- and mid-level fusion approaches for pH estimation
(Robert et al., 2021). Interestingly, their early fusion approach delivered the best
performance for estimation of %IMF, despite commonalities to the early fusion
approaches employed in this work. This was likely due to the similarity in
dimensionality between the Raman and FTIR matrices used (314 and 399

variables respectively).

4.1.2 Practical Considerations for Sensor Fusion Deployment
4.1.2.1 Real-time computation

While the sensor fusion methodologies applied in the course of Chapter 2 were
shown to offer improved predictive power over equivalent single-sensor
alternatives in a majority of cases, a clear enabling factor in the utilisation of such
techniques in real-world, “production” scenarios is the ability to adequately host
and deploy fusion pipelines for on-demand inference tasks. Such pipelines must
incorporate appropriate data pre-processing, matrix concatenation and feature
extraction steps prior to feeding the inference data into the respective fusion
models. Modern data analysis and machine learning programming libraries have
moved towards supporting this type of behaviour, such as with Python’s Sci-kit
Learn, which supports construction of machine learning model pipelines
incorporating transformers, elements that transform data inputs, feeding into
classifiers and regressors which are used to make predictions. Similarly for neural
network development, libraries such as PyTorch, Tensorflow and the interface
library Keras support development and serialisation of model types for

transferability and storage, leading to deployment in the case of Tensorflow’s
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serving module. However, these solutions are not immediately useful for the
fusion architectures explored in this work or the typical food scientist, as they
typically require bespoke arrangements combining multiple trained sensor-
specific models or separate feature extraction steps prior to their integration into
the final fusion layer. The complexity of mid- and late fusion methodologies may
require proven deployment pipelines implementing established methodologies,
intermediate data aggregation, and logic to handle outputs from calibrated
sensors. This necessitates domain-specific software solutions or frameworks,
perhaps employing containerisation technologies such as Docker to ensure
consistency, reproducibility, and modular deployment of fusion pipeline

configurations across varied computational environments.

High computational overhead may be expected from some sensor technologies
that may complicate real-time inference tasks - in this case FTIR presented the
most complex data to process due to its dimensionality, however some imaging
sensors employed in food research can produce data outputs exceeding
Gigabytes (GB) in size, for example Hyperspectral Imaging, which records
spectral and spatial data over a wide band of wavelengths. Practical deployment
of such sensor fusion systems may need optimisation strategies including
dimensionality reduction and efficient data handling, such as by offloading tasks
to on-demand computing with high-performance computers (HPCs), or edge-
computing solutions capable of localised data processing. Localised approaches
could also include federated or “distributed” learning, which allows for machine
learning model training across decentralised resources. Each sensor-equipped
location can locally train models using their data, and then collaboratively
aggregate model parameters without transmitting raw data. This approach has
been explored in the health sector in concepts such as the European “Personal
Health Train”, for promotion of decentralised analysis of health data (Bonino da
Silva Santos et al., 2023). In this case, the transmission of patient diagnostic
information, such as medical imaging data, to a central location for processing
would have severe privacy and security implications, aside from the network
overhead imposed by offloading all data processing to a centralised location. If

the same practices were applied to the processing of food monitoring data, many
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of the same benefits would apply: much of the data processing overhead would
be removed from a centralised inference endpoint, while enhancing privacy and
security across international food chains, as raw food monitoring data would not
necessarily have to leave the jurisdiction of food business operators (FBOs) and
national food authorities, while the benefits of well-generalised predictive models
would be shared amongst all partners in the federated project (Durrant et al.,
2022).

4.1.2.2 Sensor Calibration and Standardisation

As described in the preceding research chapters, the efficacy of fusion pipelines
is heavily dependent on the quantity, quality and processing of training data: while
some issues in this regard have been shown to affect single-sensor pipelines,
such as models not generalising well across differences in comparatively small
batches of biological data (Spyrelli et al., 2021), issues facing long-term
deployment of machine learning models are likely to be compounded in the
context of sensor fusion, due to the additional complexity of supporting multiple
sensor modalities. If not correctly accounted for, variations in sensor calibration
(i.e. sensor drift) may propagate through predictive models, potentially causing
deterioration in fusion pipeline performance. Maintaining sensor-specific
calibration procedures is essential for preserving the utility of fusion models. This
is likely dependent on the types of sensors used and the context-dependent
specific recalibration routines that must be employed.

Further to this, implementation of machine learning pipelines built with
experimental data will invariably encode information about the scientific
techniques employed and the operational environments in which the data was
collected, and this will impact the specific behaviour of the resultant model. The
additional metadata must be also be accounted for and stored alongside the
model, and may include information on sample preparation procedure, sensor
configuration information, or environmental factors such as temperature and
humidity. Standardised metadata capture regarding environmental and
operational conditions, coupled with appropriate quality control and model

auditing functionality may improve model robustness under conditions of sensor
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drift or environmental variability, and simplify knowledge exchange in the

scientific community.

Additionally, providing an interface to allow end-users of a supported decision
support framework to query stored models using standardised search parameters
will enhance the applicability of data fusion in food control. Users could select
models specifically calibrated to their operational contexts or experimental
conditions, such as matching sample types and sensor calibration settings,

enhancing predictive reliability.

4.2 Development of the SorfML2 Platform

In Chapter 3, an online data-analysis platform (SorfML2) was developed,
specifically designed to address practical challenges identified in the sensor
fusion research outlined in Chapter 2. This platform enables streamlined,
reproducible analysis and real-time inference with high-throughput sensor data,
with particular focus on support for complex analytical pipelines. By adopting
containerisation (Docker), workflow management tools (Nextflow), and applying
FAIR (Findable, Accessible, Interoperable, Reusable) data principles, the
platform ensures robust and standardised analytical processes, addressing
previously identified concerns in Section 4.1.2: Practical Considerations for
Sensor Fusion Deployment around data consistency, dimensionality disparity,

and operational complexity.

This was a multi-stage process that was initiated with the evaluation of existing
bioinformatics platforms, and the identification of a technological gap in which
subsequent development efforts would be aimed to fill: in the context of sensor-
enabled food monitoring and data management, it was determined that no
sufficient representation of a free software agri-food-specific platform existed that
supported typical informatics-enabled workflows, from data ingestion and
exploratory data analysis to machine learning model evaluation and model
deployment/inferencing tasks. Previous developments, such as Cranfield
University’s Symbiosis Online Research Framework (SorfML) platform had been
shown to be of great utility for rapid evaluation of machine learning approaches
for working with high-throughput, minimally invasive sensor data in the context of
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food research (Estelles-Lopez et al., 2017; Spyrelli et al., 2021), however its
underlying data handling approach and architecture did not lend itself to
extension with additional functionalities, such as support for exploration of the

aforementioned sensor fusion methodologies.

The developed web platform provides users the capability to dynamically
construct and execute custom analysis pipelines, thereby supporting practical
deployment of complex fusion methodologies. It facilitates sensor-specific
preprocessing, model training, and inference pipelines, acting to address many
of the sensor calibration variability and standardisation needs raised earlier.
Moreover, the adoption of proven software architectures, such as the Spring
framework and support for documented API-based inference querying enhances
reliability and accessibility, and may in future support the automated operation of
sensors deployed in-, at- or on-line in a Process Analytical Technology (PAT)
enabled food monitoring strategy.

Practical validation through benchmarking case studies demonstrates the
platform’s effectiveness in accurately handling diverse datasets and sensor
modalities, confirming its potential as a decision-support tool within food safety
monitoring contexts. While limitations were acknowledged in Chapter 3, most
were related to limitations in development time: future work could further improve
usability, scalability, and integration with domain specific libraries and
frameworks for supporting increasingly complex analysis tasks, the modular

nature of the platform’s “business logic” facilitating this process.

Ultimately, the development and implementation of SorfML2 significantly
advances the practical applicability of sensor-driven approaches in food analysis,
supporting platform users between initial research and real-world deployment of
predictive models. Compared to existing analytical platforms within food analysis
and sensor fusion contexts, SorfML2 combines dynamic pipeline construction,
real-time inference capabilities, and reproducibility through containerisation and
workflow management, significantly streamlining the process of deploying

complex predictive models.
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4.3 Recommendations for Future Work

As the work in the preceding chapters and recently published research has
shown, the application of high throughput, non- or minimally-destructive sensor
devices to food monitoring tasks is a viable addition to the arsenal of testing
methodologies available to agri-food operatives for the purposes of quality,
authenticity and safety analyses. Such techniques offer a rapid means to quickly
assess the state of food samples at an individual level in production and
distribution, rather than simply relying on batch-to-batch testing. The work in this
thesis has simultaneously contributed to the exploration of methodologies to
enhance the predictive power of such sensors, through the comparative use of
sensor fusion techniques, and also to facilitate the use of such techniques in real-
world scenarios, through the development of a web platform that supports high-
throughput sensor data ingestion, transformation, and utilisation in predictive
modelling applications. To build upon the findings of this work, areas identified
for further study or validation are discussed below.

The first and most intuitive suggestion, as with any data-driven analytical project,
is further validation of the methodologies explored in this work with additional
foodstuffs and preparations. Such data may be representative of food moving
through different stages of a production line. To use the example of meat
products, this could include data from different stages of processing raw cuts of
meat into mince or other preparations, before being packaged, or indeed further
processed into (cooked) ready-to-eat products. A pertinent suggestion in this
context is the exploration of additional sensor device types for possible integration
into decision-support / sensor fusion pipelines. This would have the potential
benefit of enhancing the observational space recorded about a food sample. This
could include moving towards the addition of non-optical sensors such as
electronic noses (E-nose), which are relatively low-cost devices that record the
volatile aromas from samples in a manner emulating human sensory experience.
For meat-based analyses, their predictive accuracy has been recorded variably
from mixed to well-performing when compared to other sensor types in an
isolated sense, (Estelles-Lopez et al., 2017; Han et al., 2020; Roy and Yadav,

2022), however in a suitably configured fusion pipeline, such sensors may serve
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to increase the recorded coverage of sample state, adding redundancy and thus

reliability to predictions.

Another avenue to improve the combined predictive power of non-invasive food
sensors with a greater quantity of training data may be to explore and implement
different algorithms. The previously discussed similarity of the employed late
fusion method to stacked generalisation may suggest that addition of
heterogeneity to the base-learner “expert” library may improve the predictive
power of the approach. Such methods may include different combinations of
dimensionality reduction and regression algorithms, such as Principal
Component Analysis (PCA), Support Vector Machine (SVM) or Random Forest
(RF). Further to this, greater focus on performing feature reduction or engineering
with high-dimensional datasets may help to improve predictive utility in an
independent and sensor-fusion context. Non-parametric deep learning methods
like Convolutional Neural Networks (CNNs), may be able to capture non-linear
interactions between modalities and perform a degree of automatic selection of
relevant data features. Recurrent Neural Networks (RNNs) have also shown
utility for forecasting purposes, when they have access to temporal patterns
related to sample monitoring progression, and in compensating for sensor drift,
which can affect sensors like the aforementioned E-nose (Zou and Lv, 2020).

Greater numbers of sensors included in multi-modal analyses will likely increase
operational complexity, both in pipeline construction and utilisation. In the context
of SorfML2, more robust methods for model deployment and maintenance may
be required to enhance the long-term utility of inference endpoints. This may
include greater support for model versioning, where older models are brought off-
line to be replaced by newer iterations with updated parameters. An alternative
strategy for model updates is through the concept of “online learning”, where
models learn incrementally from new data, rather than in the conventional batch-
based manner. This type of training method may be more applicable where model
complexity makes repetitive batch learning unfeasible, but may have implications
for model reliability and explainability if performance is not regularly audited

(Riksrevisjonen, 2023). The platform may benefit from a way to better support
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such efforts, and detect deviations in performance over time by keeping a record
of benchmarks, aiding in detection of machine learning phenomena such as drift,
where changes in statistical distributions in the population are not correctly
reflected in the sample upon which models are trained (Sahiner et al., 2023).

5 Conclusion

Collectively, the meat spoilage research presented in Chapter 2, combined with
the development of a web-based platform described in Chapter 3, simultaneously
provides validation for employment of high-throughput monitoring technologies in
food analysis, in both singular and multi-sensor approaches, and provides a
framework for advancing sensor-driven analysis of food through the
implementation of pipelines for data preprocessing, exploratory data analysis,
and integration of inputs into machine learning pipelines, before deployment for
inferencing tasks. The techniques shown in this work suggest promising results
when applied to real-world food monitoring scenarios, however further work is
required to validate the results of the techniques described here with data
reflective of the real-world journey of food products through the supply chain.
Additionally, access to new sensor modalities in integrative predictive pipelines
will likely enhance the accuracy and reliability of predictions.
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Appendix A:
SPARQL Functionalities

[
{

"value": [

1

" _meta"™ {
"valueRange": false,
"valueRegex": false

"’_nested": [

“value": [
"Q"
]

" _meta": {
"valueRange": false,
"valueRegex": true

h

" _nested™: null,

“property": {
"property": "https://purl.archive.org/purl/fsmon/Ontology#hasTemperature”,
"_type": "datatypeProperty”,
"range": "http://www.w3.0rg/2000/01/rdf-schema#Literal”,
"label": "hasTemperature"
}
h

“value": [
“map"

1

" _meta": {
"valueRange": false,
"valueRegex™: true

" _nested": null,
“property”: {
"property": "https://purl.archive.org/purl/fsmon/Ontology#hasPackageType",
"_type": "datatypeProperty",
"range": "http://www.w3.0rg/2000/01/rdf-schema#Literal”,
"label": "hasPackageType"
}
}
{

"value": [

1
"_meta"™: {
"valueRange": false,
"valueRegex": false
h
"_nested": null,
"property": {
"property": ",
"_type": "datatypeProperty"”,
"range": ",
"label"; ™
}
}
1
"property": {
"property": "http://www.w3.org/ns/sosa/hasSample",
"_type": "objectProperty”,
"range": "http://www.w3.org/ns/sosa/Sample”,
"label": "hasSample"
}
}
I

A query generated with the Graphical Query Tool in the developed Web
Application. In this example, the user has requested all datasets that match a
temperature value of "10" and a packageType of "map" (Modified Atmosphere
Packaging).
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