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Abstract— Explaining what does a data-driven control algo-
rithm learns play a crucial role for safety critical control of
autonomous platforms in transportation. This is more acute in
reinforcement learning control algorithms, where the learned
control policy depends on various factors that are hidden within
the data. Explainable artificial intelligence methods have been
used to explain the outcomes of machine learning methods by
analysing input-output relations. However, data-driven control
does not pose a simple input-output mapping and hence, the
resulting explanations lack depth. To deal with this issue, this
paper proposes a explainable data-driven control method that
allows to understand what the data-driven method is learning
from the data. The model is composed by a Q-learning algo-
rithm enhanced by a dynamic mode decomposition with control
(DMDc) algorithm for state-transition function estimation. Both
the Q-learning and DMDc provides the elements that are
learned from the data and allow the construction of counterfac-
tual explanations. The proposed approach is robust and does
not require hyperparameter tuning. Simulation experiments are
conducted to observe the benefits and challenges of the method.

I. INTRODUCTION

The proliferation of autonomous platforms requires the

design of trustworthy data-driven algorithmic tools that guar-

antee safety to people and national infrastructure. This is

more acute in the transportation sector where the potential

applications are highly diverse, e.g., fire detection, package

delivery, and aids and supplies [1]–[4]. These applications

require that the data-driven algorithm fulfils safety require-

ments, e.g., stability and robustness. Here, on-line data-

driven control algorithms are the most challenging methods

since the control learning and data collection are applied si-

multaneously, such as in reinforcement learning (RL) control.

Explainable artificial intelligence (XAI) tools have been

adopted to explain the outcomes obtained by data-driven

control algorithms given a combination of input features.

XAI also aims to establish the mechanisms to obtain a

desired behaviour [5] by modifying one or more input

features. Most of the progress in XAI has been focused on

supervised machine learning models [6]. These techniques

can be classified in either gradient-based methods [7], [8]

or perturbation methods [9], [10]. These methods aim to

identify the importance weight [11], [12] of each input

feature locally by perturbing the input features or observing
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how the output of the model changes with respect to an

input feature [13]. In terms of data-driven control methods

such as reinforcement learning, the output policy is not a

simple mapping from inputs to outputs as in the supervised

learning case. In contrast, the learning process is dynamic

and the inner learning factors are still hidden for traditional

XAI methods. This in consequence makes the explanations

lack of meaningful interpretations.

Other kind of explanations that has been adopted by

responsible AI groups are known as counterfactual explana-

tions [14]. These kind of explanations aim to establish clear

common sense cause-effect relations in idealistic worlds [15].

In contrast to classic XAI methods, counterfatuals provide a

larger picture of the factors involved in the learning process

of data-driven and AI methods, and the mechanisms to obtain

the desired outcome. To best of our knowledge, the design of

counterfactual explanations applied in reinforcement learning

agents is still an open problem and we are interested to

contribute in filling this gap.

Inverse Reinforcement Learning (IRL) and imitation learn-

ing (IL) [16]–[18] have been adopted to explain RL models.

Here, the optimisation of the cumulative reward determines

the control policy that the autonomous system needs to

perform. Hence, it is natural to use IRL/IL to explain RL

models. However, there are some specific challenges of using

IRL/IL: 1) since it is an inverse problem, then multiple

reward functions can achieve the same behaviour which can

lead to biased explanations, and 2) the goal of XAI is lost,

that is, the reward function cannot explain what does the RL

agent learns in order to design improvement mechanisms.

RL algorithms have several inner elements in the learning

process which include: i) the policy that maps from states

to control inputs [19], ii) the value function that determines

how good is the followed policy [20], iii) a reward function

that defines a cost signal that is optimised in an infinite

horizon [21], iv) the state-transition function that determines

how the behaviour of the drone is modified by applying

a control policy in a certain state [22], [23], and v) an

exploration signal which is used to ensure that the optimal

control policy is obtained [24], [25]. Here, most of the RL

algorithms focused on obtaining both the value function and

subsequently the control policy in value or policy iteration

algorithms. However, the learning of the state-transition

function has been put aside despite of being the main factor

that determines the optimal value function and thus, the

optimal control policy. Here, the exploration signal plays a

major role in the identification of the state-transition model

which needs to be considered as an explanatory factor of the
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overall decision-making process.

We hypothesize that to provide the complete picture of

what does a RL agent is learning, we need to determine

what state-transition model is inferred from the data. There-

fore, this paper proposes a counterfactual-based approach to

explain data-driven control outputs based on the quality of

the data collected from the system’s trajectories. This is done

by incorporating an additional module in the reinforcement

learning model which is in charge of estimating the state-

transition model. This module consists in a dynamic mode

decomposition with control (DMDc) algorithm that estimates

the state-transition model in each episode of the RL algo-

rithm. Parameter estimates convergence is achieved under

the fulfilment of a persistent of excitation condition. Coun-

terfactual explanations are then designed from the outputs of

the RL agent and the DMDc module. Simulation experiments

are conducted to verify the feasibility of the approach.

II. METHODOLOGY

The proposed methodology is depicted in Fig. 1. The

diagram is a basic optimal/near optimal data-driven control

using reinforcement learning composed by a discrete-time

linear system controlled by a Q-learning algorithm. The Q-

learning algorithm is enhanced by the incorporation of a dy-

namic mode decomposition with control (DMDc) algorithm

that allows the inference of the state-transition matrices in

each episode of the Q-learning algorithm. These additional

elements are required to obtain the complete picture of what

the data-driven control method is learning in order to design

counterfactual explanations.

Linear System 

Q-Learning

Dynamic Mode
Decomposition with

Control (DMDc)

Enhanced Q-learning

Fig. 1. Proposed methodology

Fig. 2 shows the elements of any reinforcement learning

algorithm. In the top of the pyramid is the control policy,

which is the final goal/outcome of any RL architecture.

The second level is the Q-function which provides the

information of how good is a policy and is used to update and

derive the optimal control policy. The third level is associated

to the inference of the state-transition matrices, which define

all the dynamic properties of the system and are responsible

of the construction of the Q-function. Th fourth level is

the reward design which injects a desired behaviour to the

system. All of these levels define the design elements of the

RL that enables the design of counterfactual explanations

proposed in this paper.

Reward function 

State transition matrices

Q-function 

Control policy 
Reinforcement

Learning
Elements

Fig. 2. Elements of any reinforcement learning architecture for counter-
factual explanations design

III. OPTIMAL CONTROL PRELIMINARIES

Consider an autonomous platform model whose dynamics

fulfil the following time invariant linear system,

xk+1 = Axk +Buk, x(t0) = x0, (1)

where xk ∈ R
n defines the state vector of the system, uk ∈

R
m is the driven control input, A ∈ R

n×n and B ∈ R
n×m

define the state-transition matrices which are assumed to be

unknown, and x0 ∈ R
n is the initial condition. Here, the

pair (A,B) is assumed to be controllable.

In an optimal control context, the following cost index

[26] is typically used

J =

∞∑

i=k

ri =

∞∑

i=k

(x⊤
i
Qxi + u⊤

i
Rui), (2)

where Q = Q⊤ � 0 ∈ R
n×n and R = R⊤ ≻ 0 ∈

R
m×m are weight matrices that shape the behaviour of the

autonomous platform into a desired one. rk = x⊤
k
Qxk +

u⊤
k
Ruk is the reward function that the RL agent aims to

optimize. The following Q-function is defined in order to

solve the optimal control problem,

Q(xk,uk) := z⊤
k
Szk =

[
xk

uk

]⊤ [
Sxx Sxu

S⊤
xu

Suu

] [
xk

uk

]
, (3)

where zk = [x⊤
k
,u⊤

k
]⊤ ∈ R

n+m and S = S⊤ ≻ 0 ∈
R

(n+m)×(n+m) with Sxx = A⊤PA+Q, Sxu = A⊤PB

and Suu = B⊤PB + R. Here, P = P⊤ ≻ 0 ∈ R
n×n is

a kernel matrix that solves the following discrete algebraic

Ricatti equation (DARE) [27], [28]

A⊤PA+Q−A⊤PB(R+B⊤PB)−1B⊤PA = P . (4)

The optimal Q-function satisfies

Q∗(xk,uk) = min
uk∈Rm

Q(xk,uk), (5)

and hence the optimal control policy u∗
k

can be obtained by

u∗
k
= arg min

uk∈Rm

Q(x,uk)

= −S−1
uu

S⊤
xu
xk := −Kxk. (6)

The control policy (6) is a model-based policy that can be

computed using the well-known linear quadratic regulator

(LQR) [29] under known state-transition matrices A and B.



IV. ENHANCED Q-LEARNING

Since the state-transition model is unknown, then a Q-

learning algorithm [30] is developed to find a model-free

controller from the data. To this end, the elements of matrix

S are estimated using the following Q-function approxima-

tion,

Q̂(xk,uk) = z⊤
k
Ŝzk,

Q̂(xk,uk) = (z⊤
k
⊗ z⊤

k
)vech(Ŝ) := φ⊤

k
θ̂i,

(7)

where Ŝ = Ŝ⊤ ≻ 0 ∈ R
(n+m)×(n+m) is a matrix estimate of

S, φk = (zk⊗zk) defines a complete set of basis functions,

and θ̂i ∈ R
1

2
(n+m)(n+m+1) is a vector of parameters whose

elements correspond to the upper triangular terms of the

matrix estimate Ŝ. The Q-learning algorithm rewrites the

cost index (2) in its recursive form to reformulate the optimal

control problem in terms of the Q-function

Q̂(xk,uk) = rk + Q̂(xk+1,uk+1)

(φk − φk+1)
⊤θ̂i = rk. (8)

A batch least-squares rule is used to estimate the vector of

parameters θ̂i in each episode of the Q-learning algorithm.

Here, κ ≥ w = 1
2 (n+m)(n+m+1) samples of (φk−φk+1)

and rk are collected to construct a system of equations and

compute the vector of parameters θ̂i as follows

θ̂i = (ΦΦ
⊤)−1

Φr, (9)

where

Φ =




|
φi − φi+1

|


 ∈ R

w×κ, r =



|
ri
|


 ∈ R

κ.

The terms of Ŝ are recovered by applying the symmetric

matrization as follows Ŝ = mat(θ̂i). Then, the optimal

control policy can be easily computed as

û∗
k
= −Ŝ−1

uu
Ŝxuxk = −K̂xk. (10)

A. Dynamic Mode Decomposition with Control (DMDc)

The proposed enhanced Q-learning algorithm incorporates

an additional module to estimate from the data the state-

transition matrices. To this end, the number of data samples

are slightly increased to ι = n(n+m) > κ and construct the

following matrices X =
[
x0 · · · xι−1

]
∈ R

n×ι, X ′ =[
x1 · · · xι

]
∈ R

n×ι, and Υ =
[
u1 · · · uι−1

]
∈

R
m×ι.

In this case, the number of parameters are increased by at

most n + m parameters. Then, we can build the following

system of equations

X ′ = ÂX + B̂Υ,

X ′ = Θ̂Ω,
(11)

where Â ∈ R
n×n and B̂ ∈ R

n×m are estimates of the

transition function matrices, Θ̂ = [Â, B̂] ∈ R
n×(n+m), and

Ω = [X⊤,Υ⊤]⊤ ∈ R
(n+m)×ι is a matrix constructed from

the collected data. So, the optimisation problem is equivalent

to find the state-transition matrices in Θ̂ that minimizes the

following error function

E = ‖X ′ − Θ̂Ω‖F ,

where ‖·‖F denotes the Frobenius norm. The solution of this

optimization problem is given by a least-squares solution of

the form

Θ̂ = X ′
Ω

†, (12)

where † refers to the Moore-Penrose pseudoinverse. DMD

applies low-rank decomposition to facilitate the computation

of the pseudoinverse by writing Ω as follows

Ω = UΣV ∗, (13)

where U ∈ C
(n+m)×(n+m) denotes the left singular vectors,

Σ ∈ R
(n+m)×ι are the singular values, and V ∗ ∈ C

ι×ι are

the complex conjugate of the right singular vectors. Then,

the state transition matrices are computed as,

Θ̂ = X′V Σ
−1U∗. (14)

The state-transition matrices estimates can be used to com-

pute a model-based version of the optimal control problem.

However, we are more interested in understanding what

the data-driven models are learning from the data and the

mechanisms to modify it into a desired control policy that

drives to a desired behaviour.

Remark 1: Parameter estimates convergence of both the

Q-learning algorithm and the DMDc is ensured if the col-

lected data in Φ and Ω fulfil a persistent of excitation (PE)

condition [20].

B. Counterfactual Explanations

After we uncover all the elements learned from the data

using data-driven control models, then we are able to design

counterfactual explanations. The key idea of counterfactuals

is to provide simple causal explanations of what should hap-

pen if something would have been different. In other words,

counterfactual gives explanations of idealistic scenarios that

allows to understand what should we need to do in order to

obtain the desired outcome.

In the context of data-driven control models, we can

formulate counterfactuals with the following structure

X “If the matrices Φ and Ω had been full rank in each

episode i, then the Q-learning and DMDc methods

would remain stable”.

X “If the number of steps k had been αι, then the Q-

learning and DMDc estimates would be close to their

real values”. Here α ∈ N is a scaling factor.

X “If the matrix estimate Ŝ had been S, then the Q-

learning algorithm would accurately estimate the ma-

trices Â and B̂”.

These simple if-then explanations provide the information

of what we need to modify to obtain a desired outcome.

For example, the first counterfactual indicates that we need

to ensure that the matrices constructed from the data to be

full rank and hence, we need to incorporate a probing noise

in the control input to ensure that the samples are linearly

independent.



V. RESULTS

In this section, we test the proposed model using a

continuous-time quadcopter model. The states are defined

by the Cartesian positions and velocities, whilst the control

inputs are given by the total thrust, and roll and pitch angles.

The plant is discretized using a sample time of ts = 0.02
seconds. A Gaussian distributed probing noise η ∼ N (0, 4)
with mean zero and variance 4 is used to ensure parameter

estimates convergence of the proposed enhanced Q-learning

algorithm. The following discrete-time linear drone model is

obtained after discretizing the plant,

A =





1 0 0 ts 0 0

0 1 0 0 ts 0

0 0 1 0 0 ts
0 0 0 1 0 0

0 0 0 0 1 0

0 0 0 0 0 1




, B =





0 −

ts

10
0

ts

10
0 0

0 0 0.0004
0 −gts 0

gts 0 0

0 0 0.0411




.

The quadratic reward function is designed with the follow-

ing weight matrices Q = diag{1, 1, 1, 2, 2, 2} and R = 2I3.

The control gain K and the Q-function matrix S of the

model-based optimal control problem are given by

K ≈




0 0.637 0 0 0.970
−0.637 0 0 −0.97 0 0

0 0 0.688 0 0 1.272




S ≈




77.16 0 0 8.77 0 0 0 −1.57 0
0 77.16 0 0 8.77 0 1.57 0 0
0 0 93.39 0 0 36.29 0 0 1.45

8.77 0 0 14.28 0 0 0 −2.39 0
0 8.77 0 0 14.28 0 2.39 0 0
0 0 36.29 0 0 67.72 0 0 2.68
0 1.57 0 0 2.39 0 2.47 0 0

−1.57 0 0 −2.39 0 0 0 2.47 0
0 0 1.45 0 0 2.68 0 0 2.11




.

An episode is completed after n(n + m) samples are

collected to ensure that the DMD algorithms contains enough

data samples to compute the state-transition matrices. The

sample trajectories are shown in Fig. 3, where the RL policy

is capable to stabilize the drone dynamics at the origin.

0 0.5 1 1.5 2

10
4

0

5

10

Fig. 3. Evolution of the drone states

The enhanced Q-learning algorithm converges to the fol-

lowing control gain and Q-function matrix values after

100,000 iterations (approximately 1850 episodes)

K̂ ≈




0 0.637 0 0 0.97 0
−0.637 0 0 −0.97 0 0

0 0 0.688 0 0 1.272




Ŝ ≈




77.16 0 0 8.77 0 0 0 −1.57 0
0 77.16 0 0 8.77 0 1.57 0 0
0 0 93.39 0 0 36.29 0 0 1.45

8.77 0 0 14.28 0 0 0 −2.39 0
0 8.77 0 0 14.28 0 2.39 0 0
0 0 36.29 0 0 67.72 0 0 2.68
0 1.57 0 0 2.39 0 2.47 0 0

−1.57 0 0 −2.39 0 0 0 2.47 0
0 0 1.45 0 0 2.68 0 0 2.11




.

From the above results we can numerically conclude that

the Q-learning part of the proposed approach effectively es-

timates the control gain and Q-function matrix. To evidence

this more precisely, the spectral norm error is used to show

the evolution of the control gain and Q-function estimates

as the number of iteration increases. The spectral error norm

results are shown in Fig. 4.

0 100 200 300 400 500

0

50

100

150

Fig. 4. Convergence of the control gain and Q-function matrix S

We can observe from the above results that the Q-learning

algorithm converges in approximately 180 episodes. Here,

we compute more episodes to obtain accurate estimates.

For the DMD part of the proposed enhanced Q-learning,

the following estimates of the state-transition matrices are

obtained

Â ≈




1 0 0 0.02 0 0
0 1 0 0 0.02 0
0 0 1 0 0 0.02
0 0 0 1 0 0
0 0 0 0 1 0
0 0 0 0 0 1



, B̂ ≈




0 −0.002 0
0.002 0 0
0 0 0.0004
0 −0.1962 0

0.1962 0 0
0 0 0.0411



,

which are equivalent to the real state-transition matrix.

In contrast to Q-learning, the DMD part finds the state-

transition function almost in the first iteration due to the

richness of the collected data. This fact is observed in the

spectral error norm results in Fig. 5. Notice that the scale

of the spectral error norm is quite small and the observed

results are associated to numerical issues.

0 20 40 60 80 100

0

5
10

-14

Fig. 5. Convergence of the state-transition matrices Â and B̂

In this particular scenario we obtain satisfactory results

such that the counterfactuals explanations can be formulated

in the sense of what we do not want to observe, e.g.,



X “If the probing noise had not been added in the control

uk, then the Q-learning and DMDc algorithms would

diverge fast”.

X “If a flawed reward function had been designed, then

the control policy would lack of robustness”.

To verify the above counterfactuals, consider a 1-DOF

crane system with the following state-transition function

matrices

A =

[
0.9961 0.02
−0.3919 0.9961

]
, B =

[
0.0016
0.1641

]
.

Consider flawed reward weights Q = diag{0.1, 0} and

R = 1000 that produces the following optimal control gain

K and S matrix are

K =
[
−0.0004 0.0023

]
, S ≈



256.9 0.13 −0.4
0.13 13.18 2.16
−0.4 2.16 1000


 .

Notice that the control gain K is too small, such that

the contribution to the states update is minimal such that it

will require many steps to stabilize the system. Furthermore,

small perturbations can destabilize the closed-loop trajecto-

ries since the controller is not capable to compensate them.

The enhanced Q-learning obtains the following results

after approximately 1,600 episodes

K̂ ≈
[
−0.0004 0.0006

]
, Ŝ ≈



80.5 −1.8 −0.4
−1.8 4 0.7
−0.4 0.7 1000




Â ≈

[
0.9961 0.02
−0.3919 0.9961

]
, B̂ ≈

[
0.0016
0.1641

]
.

Here, the results indicate that the Q-learning is highly

affected by the reward design, whilst the DMDc achieves

accurate results. This means that the data quality is good

but, due to the flawed design of the reward function requires

more episodes to converge or modify the reward function

as stated in the previous counterfactual explanations. This is

observed in Figs. 6-8.

0 2000 4000 6000 8000 10000

-50

0

50

Fig. 6. States evolution of the crane system

The results verify our hypothesis. Fig.6 shows that the

low contribution of the control in the states-transition causes

a slow convergence time, such that the spectral error norm in

Fig. 7 requires more episodes to converge. The main factors

that can be used to explain this behaviour are: i) the number

of episodes is too short or ii) the reward design is inappropri-

ate. The first factor is the highest level of explanations that

we can provide due to the observed behaviour. However, the

0 500 1000 1500

0

500

1000

Fig. 7. Spectral norm error of the control gain and Q-function matrix Ŝ
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-14

Fig. 8. Convergence of the state-transition matrices Â and B̂

second factor provides more information of why we observe

this behaviour and how we can modify it. We change the

reward weights to Q = diag{10, 1} and R = 1 whose

optimal control gain and S matrix are

K =
[
1.2099 1.0817

]
, S ≈



240.04 11.25 1.47
11.25 9.11 1.31
1.47 1.31 1.21


 .

The enhanced Q-learning results are given in Fig. 9-11.

The estimates of the control gain K̂ and Ŝ converge to the

following values,

K̂ =
[
1.2099 1.0817

]
, Ŝ ≈



240.04 11.25 1.47
11.25 9.11 1.31
1.47 1.31 1.21


 .

The results indicate that the main issue of the previous

implementation was the reward design. By modifying the

reward function, the control contribution is improved and

subsequently the quality of the data. Therefore, the proposed

counterfactuals can provide a good notion of what is learning

the data-driven model and what we need to modify to achieve

the desired behaviour.

0 200 400 600

-5

0
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Fig. 9. States evolution of the crane system
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Fig. 10. Spectral norm error of the control gain and Q-function matrix Ŝ
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Fig. 11. Convergence of the state-transition matrices Â and B̂

VI. CONCLUSIONS

This paper reports a methodology to explain data-driven

control models of autonomous systems. We focus on rein-

forcement learning algorithms and establish the main learn-

ing elements that allows the construction of counterfactual

explanations. A enhanced Q-learning algorithm, composed

of a traditional Q-learning algorithm and dynamic mode de-

composition with control (DMDc) model, is used to uncover

each leaning element. Simulation experiments are conducted

to show how the proposed model can explain data-driven

control outcomes and the mechanisms to modify them into

desired ones.
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