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Successful design is not the
achievement of perfection but the
minimization and accommodation of
imperfection.

Henry Petroski

We’re not that much smarter than we
used to be, even though we have much
more information - and that means the
real skill now is learning how to pick
out the useful information from all this
noise. [...] We must become more
comfortable with probability and
uncertainty.

Nate Silver
The Signal and The Noise
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Abstract

Engineering design is characterised by uncertainty caused by a lack of experience and
information. The traditional approach focuses on iterating and refining an initial concep-
tual design, which often is similar to the final one. Although this method serves well in
the case of evolutionary design, it is unsuitable for innovation. In fact, without a suitable
initial starting point, many rework iterations may be required to correct early inadequate
design decisions. In addition, it may be challenging to map the requirements directly onto
the design space.

This dissertation aims at developing a methodology to address this problem. The
developed framework starts from the hypothesis, and the knowledge to carry out the map-
ping of requirements onto the input parameters is embedded in the simulation model, and
hence no additional rules are required. Instead, a probabilistic surrogate model based on
Gaussian processes is used in conjunction with Bayesian statistics to find and eliminate
unfeasible areas of the design space. This selection criterion is used in a set-based design
approach to explore pockets of the entire continuous design space. Finally, sets with a
sufficient likelihood of satisfying the requirements are searched with a local multidisci-
plinary optimisation algorithm to recover the individual design points.

This process reduced the computational cost of the design space exploration by 80%
without sacrificing the number of alternative solutions. Thanks to the large amount of
data obtained, it was possible to produce new knowledge on hybrid-electric aircraft de-
sign. Specifically, it was found that linear segments are sufficient for defining energy
management strategies, and the reduction of NOx emissions and fuel consumption are as-
sociated with climb and cruise, respectively. Furthermore, when studying regional aircraft
operating missions, it was found that partial recharge is necessary to maintain the design
performance. However, this could reduce the duration of the battery. The battery ageing
rate correlates with the EMS’s demand for electrical energy. Finally, it was found that
the battery’s energy density is a determinant of the pack’s durability and the feasibility of
HE aircraft. The rate of improvement in emissions and fuel consumption is non-linear,
suggesting that investing in considerable technological improvements has better returns.
Indeed, the required technological level will not be available until the 2040s without an
exponential increment of the cell energy density.

Keywords:
Set-based design; Design space exploration; Bayesian probability; Probabilistic surro-
gate modelling; Hybrid-electric aircraft; Energy Management Strategies; Technological
uncertainty;
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Chapter 1

Introduction

1.1 Problem Definition

The aeroplane, a technological innovation with a history spanning 120 years, has un-
dergone significant evolution in its design process. During its early days, the design of
aeroplanes was primarily based on intuition, previous experience, and experimentation.
Designers often relied on experimental data and basic analytical tools to evaluate the fea-
sibility of their conceptual designs before testing them in wind tunnels or on airfields.

However, with the advent of computers after the Second World War, detailed nu-
merical models became available, allowing designers to refine their designs with greater
precision. Additionally, the Cold War and the boom of airline transport introduced in-
creasingly demanding top-level requirements (TLAR) for military and civil aeroplanes,
increasing the complexity of their design. Civil aviation authorities, such as the FAA and
JAA/EASA, played a crucial role in improving air transport safety, but at the cost of more
stringent requirements.

Nowadays, developing a commercial aircraft from a clean sheet design is a monu-
mental task, requiring substantial funds and human resources investments. Improving
previous designs regarding operating costs, fuel consumption, and emission reduction re-
quires an increasingly high level of refinement and optimisation in the design process.
Furthermore, the introduction of new technologies is a long process, slowed by the ne-
cessity to prove their safety to the aviation authorities. To manage the complexity of
these systems and avoid endless development cycles, manufacturers rely on evolving the
previous generation design and outsourcing subsystem and component development to
specialised companies.

In addition to these challenges, climate change urges the aeronautical industry to de-
velop new aircraft with significantly less environmental impact, often with a target of zero
emissions by 2050. Disruptive designs incorporating new technologies, such as electrifi-
cation and hydrogen propulsion, are being proposed and tested. However, the traditional
evolutionary approach used in the industry is inadequate for these innovative technolo-
gies. The lack of previous design knowledge and ”learnt lessons” as a starting point would
likely produce conceptual designs that are not feasible or desirable and require substan-
tial rework. This problem is caused by many interactions between the components that,
without experience, often cannot be fully accounted for in their entirety. Additionally,
knowledge uncertainty when searching for the design point that would meet the require-
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ments should be accounted for and managed, especially if such requirements are subject
to change.

In summary, a methodology capable of thoroughly exploring the design space for suit-
able candidate solutions of a set of requirements without explicit configuration selection
rules originating from expert knowledge is needed. In fact, in the case of innovative con-
figurations, performing configuration selection based on intuition might incur redesign
iterations at later stages of development. Hence, the methodology must not use external
knowledge other than what is implicitly encoded in the design model when exploring the
design space. Finally, the process should be performed in a computationally acceptable
time without sacrificing the use of a detailed design model.

1.2 Purpose of Study
The research presented in this dissertation attempts to develop a methodology capable of
performing space design exploration where limited knowledge or experience is available.
The difficulty lies in extracting information from the design model to explore the design
space.

The implemented methodology is applied to understand the behaviour of hybrid-
electric propulsion systems. In particular, this study focuses on optimal energy man-
agement strategies and their interaction with aircraft and batteries.

1.3 Research Questions
In light of the overall research scope, the following research questions have been identi-
fied:

RQ1 How to manage the uncertainty that arises from the decision boundary in the design
space?

RQ2 How to extract the knowledge embedded in the design model to evaluate the design
space?

RQ3 How to evaluate all possible alternatives in reasonable computational time?

RQ4 How can the information obtained from exploring the design space aid in under-
standing the system under design?

In addition to these research questions, the test cases seek to explore the problem of
the optimal energy management strategy for hybrid-electric propulsion. This is related
to Research Question 4, as the information gathered was included in the deliverables of
Project FUTPRINT50 (3), the sponsor of this PhD.

1.4 Aims and Objectives
The content of this dissertation attempts to answer the outlined research questions by
investigating the field of design space exploration and optimisation, focusing on the prin-
ciples of Set-Based Design (SBD). This methodology is proposed as an alternative to
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the traditional iterative approach, which commits to refining a single design solution. In
contrast, SBD evaluates multiple alternatives and focuses on eliminating the unfeasible
solutions. This approach avoids committing to a single design point early, reducing the
risk of redesign iterations in the late stages of the development cycle. Therefore, SBD
seems ideal in design problems where prior knowledge is limited.

However, the critical component of SBD is the selection criteria, which determine the
decision boundary for every requirement. Often these are handcrafted based on the prod-
uct under design or rely on the designer’s expertise to select the correct mapping between
input parameters and quantities of interest. This limitation is prominent in developing
systems where no previous experience is available. This issue is reflected in RQ1, the
uncertainty due to the lack of knowledge of the decision boundary. This dissertation at-
tempts to answer this question by exploiting the Bayesian interpretation of probability
and modelling this as an epistemic uncertainty.

It is also argued that, unlike the previous development of SBD methodologies (4, 5),
it is unnecessary to introduce additional rules for set selection when the design model al-
ready captures the knowledge of the system’s behaviour. Indeed, assuming the modelling
is reasonably accurate, the relationship between input parameters and quantities of inter-
est is already present. Extracting this information and using it in the elimination process
would make SBD capable of managing problems without the need for assumptions or
biases from the designer. RQ2 address this issue. Furthermore, SBD is significantly more
computationally expensive than the traditional approach of developing a single design.
RQ3 seeks to address this issue.

The proposed methodology attempts to answer all these questions by employing a
probabilistic surrogate model trained with data extracted from the design model. Quan-
titative engineering requirements are expressed as inequalities over a quantity of interest
in the model under design. These are converted into probabilistic statements, e.g. ”How
likely is the requirement to be satisfied?”. The advantage of this approach is the ability
to combine the different requirements using probabilistic logic. Using a surrogate model
also reduces the computational cost of evaluating all the alternatives in the design space.
The only overhead is generating the data to train the model, which could be significant if
the number of configurations is low and the evaluation cost of the design model is high.

Configurations in the context of SBD are not a single design point but a range of input
parameters. Within this range, engineers usually look for the design with the best perfor-
mance or the lowest cost. Hence, to understand the behaviour of the system under design
(RQ4) and recover the individual points, an optimisation problem must be introduced.
However, optimisation is used for extracting as much information from each pocket of
the design space rather than identifying a restricted set of optimal solutions. Local Pareto
fronts are obtained from each set and aggregated into a global database of feasible and
desirable solutions.

This final output contains the global Pareto front and suboptimal designs: both en-
able the designers to understand the system’s response under design to the provided re-
quirements. Additionally, the suboptimal points allow us to analyse scenarios with more
restrictive requirements without recalculation.

The demonstration of the methodology involves multiple test cases from the field of
hybrid-electric aircraft design. The goal is to test the limits of the proposed framework
by gradually increasing the complexity and computational cost of the design model. This
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family of problems was chosen as hybrid-electric propulsion is still a developing field
within aeronautical engineering research; therefore, it features a design space lacking
prior experience. These case studies focused on understanding the repercussions of the
energy management strategies over the performance, emissions, and battery life of a par-
allel hybrid-electric regional aircraft. The framework is implemented in Python and em-
ploys robust scientific computing libraries for easy portability and maintenance. While
this dissertation focuses on hybrid-electric aircraft, the code is designed as a problem-
agnostic library that can be adapted to any industrial design problem.

1.5 Structure of the Dissertation
This dissertation is structured in four parts: Introduction and Literature Review, The
PDOPT Framework, Case Studies and Conclusions. The following paragraphs summarise
the contents of each of them.

Part I - Introduction and Literature Review. The first two chapters introduce the
topic and context surrounding the research project presented in this dissertation. Research
questions are described along with the objectives and objectives to answer them. Chapter
2 reviews the areas that this dissertation investigates: engineering design methods, the
use of probability in engineering, multi-disciplinary optimisation and hybrid-electric air-
craft design. The goal is to familiarise the reader with the fundamentals and identify the
research gaps.

The first sections focus on Set-Based Design and its quantitative implementations.
The review attempts to identify uses of SBD to manage epistemic uncertainty, specifically
from requirements. A survey of the use of probability theory in engineering design is also
provided, contrasting how the most common application is in propagating aleatoric uncer-
tainty originating from component tolerances and operational variability. The following
section presents a short review of engineering optimisation, presenting the taxonomy of
the different algorithms, and discussing the use of surrogate modelling for speeding up
optimisation analysis. The remaining sections of this chapter cover the state-of-the-art
in hybrid-electric aircraft. The design challenges present in this research field provide
excellent test cases for the methodology developed in this dissertation.

Part II - The PDOPT Framework. This part concerns the description of the method-
ology developed. Chapter 3 discusses the ideas which make up the backbone of the
methodology. These address research questions and literature gaps from a theoretical
standpoint. Focus is given to explain the use of Bayesian statistics and surrogate machine
learning for extracting knowledge from the design model and using it to map requirements
to the design space.

Chapter 4 presents the implementation of the methodology as a Python library, de-
scribing the libraries and computational process. Details for setting up an analysis are
also presented, with an example setup included in the Appendix.

Part III - Case Studies. This part discusses the test cases developed to test and
demonstrate the methodology. These concern the design of hybrid-electric propulsion
systems, focusing on the interaction between the energy management strategy, the system
performance, and the behaviour of the components. Each chapter is a fully-contained
application of PDOPT featuring a description of the problem, the design model adopted,
and a discussion of the results.

6



Chapter 1. Introduction 1.5. Structure of the Dissertation

Chapter 5 tests on a simple parametric model the ability of the methodology to elimi-
nate the unfeasible sets. The problem is finding the degree of hybridisation (DOH), battery
energy density and motor power density that minimise the fuel consumption of a parallel
hybrid-electric turboprop. This form of analysis is extended in Chapter 6 by introducing
a parametric definition of energy management strategies (EMS) and NOx emission mod-
elling into the system. PDOPT is used in 12 computational experiments for exploring
different EMS parametrisations and mission arrangements. Results provide recommen-
dations on EMS definition and the relationship between different mission segments and
the objectives (fuel consumption, NOx emissions).

Chapter 7 investigates the off-design performance of the propulsion system sized with
the design mission of Chapter 6. The battery pack model is enhanced with an equivalent
circuit model of the cells, capturing the discharge dynamics. Results indicated a trade-off
between extending operations and battery life. Similarly, Chapter 8 sought to analyse the
impact of battery ageing on the system’s performance. Ageing modelling was introduced
on the parameters of the equivalent circuit model along with a new optimisation objective
to minimise the increment of fuel consumption caused by the reduced capacity of the
cells. In addition, a discussion of technological uncertainty is presented by analysing
different energy density values and estimating the probability of availability in the next
20 years.

Part IV: Conclusions. The final part summarises the results of the scientific work
presented in this dissertation. The research questions are reviewed alongside the discov-
eries and results obtained. The advantages and drawbacks of the developed methodology
are presented. The final section discusses potential enhancements of the PDOPT frame-
work. In particular, integration of a visual analytics tool to explore the produced data and
introduce methods such as causal discovery to explain the behaviour of the system.
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Chapter 2

Review of Literature and Related
Research

2.1 Introduction
This chapter will introduce the reader to the fundamentals and state of the art of the
three main topics touched on by this dissertation: engineering design, multi-disciplinary
optimisation and hybrid-electric propulsion.

Section 2.2 discusses the challenges in designing complex systems, reviewing the
problem of rework and design iterations. Set-Based Design is introduced as a method-
ology capable of handling unexpected rework and uncertainty in the design phase. A
discussion of the role of uncertainty in design is also presented, along with its interaction
with rework and engineering changes.

Section 2.3 surveys the fundamentals of Multi-objective and Multi-Disciplinary op-
timisation. These methods are increasingly adopted to make effective design decisions
that satisfy the proposed requirements. By capturing the behaviour of the components
and their interaction, it is possible to generate an optimal design in earlier design stages.
Surrogate modelling is used for this purpose, as it can capture higher fidelity behaviour at
a lower computational cost. Finally, a brief discussion of visualisation tools for complex
data is provided.

Section 2.4 covers the current state of the art in hybrid-electric propulsion. These
include the current technological gap and the need for new integrated methodologies to
explore the design space of these new concepts.

2.2 Engineering Design

2.2.1 Challenges in Systems Engineering Design
Engineering design is a problem-solving discipline that maps a set of requirements or
needs to a set of functions that are transformed into a set of decisions leading to the
description of a solution (6).

The typical process most commonly taught in engineering schools follows a sequential
model consisting of identifying and refining a design point through iterations. Theoretical
descriptions of this philosophy are the Design Spiral by Evans (7), the Waterfall Model
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by Royce (8) and the V-Model of Forsberg and Mooz (9). Generally, the design process
is broken down into three different levels of detail: conceptual design, preliminary de-
sign, and detail design (10). In each of them, the requirements and specifications of the
previous step are analysed and applied through design synthesis to its level of detail. For
instance, conceptual design defines the system functionality and prescribes general be-
haviour, while detail design produces drawings and tooling for the actual components to
be built and assembled. As development progresses, the degrees of freedom of the prob-
lem reduce, increasing the difficulty of introducing changes into the design if problems
are discovered. Indeed, most of the cost and resources for a project are committed in the
conceptual design process, about 65% in the case of aerospace programs (11). This phase
introduces a considerable risk, where critical configuration decisions must be made with
little or inaccurate design information. Expertise and heuristics are essential in selecting
an initial configuration close to a satisficing solution, usually due to the evolution of a
previous design. In fact, aerospace manufacturers often rely on design evolution rather
than total innovation (12).

Iterations in the design process are therefore needed to reduce the uncertainty of
knowledge. However, not all types of iteration procedures are beneficial. Costa (13)
identifies three categories of iterative procedures: design iteration, behavioural iteration,
and rework iteration.

The first is repeating the design activity but at a different level of detail: developing a
product from a conceptual stage down to the preliminary and detailed stages. The second
is the process of repeating the design activity at the same level of abstraction but in a
different scope. In other words, the team moves their attention to a different subproblem.
For instance, one typically progresses from analysing weight to analysing stability and
control when designing an aircraft. Both types of iterations are physiological to the design
process and are expected to increase the knowledge level as the project progresses.

However, the third type is defined as reiterating the design activity at the same level of
abstraction and on the same scope to correct an identified mistake. This form of iteration
should be avoided as it wastes resources (time, funding, personnel) and halts product
development.

Wynn and Eckert (14), in their extensive taxonomy of design iterations, categorise
rework as a form of corrective iteration. Their survey concludes that corrective iterations
should be avoided at the source. It is also argued that a highly iterative project entails
more uncertainty and is less efficient. More ad hoc procedures and supervision are re-
quired, increasing the risk of producing mistakes or overlooking important issues – often
requiring more iterations to fix the mistakes. Hence, iterations have a self-reinforcing
effect that can exacerbate costs and delays (15).

Indeed, engineering rework is still a significant contributor to the cost and schedule of
aerospace industries (16). Furthermore, Reichelt (17) and Chucholowski (18) estimated
that between 30 to 70% of the design hours have been spent on rework, with Kennedy et
al. (19) reporting up to 80%.

Minimising undesired design iterations is paramount for engineering projects, espe-
cially in designing complex systems. Several approaches have been proposed to man-
age iterations in the product design process. One family involves identifying the chain
of dependency with methods such as Eppinger’s (20) Design Structure Matrix, Linde-
mann’s (21) Multi-Domain Matrix and Rotzer et al.’s (22) Attribute Dependency Graphs.
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Awareness of the causal dependency between the system properties and behaviours should
guide the designer to avoid circular dependencies during the design phase. Nevertheless,
these approaches still require a good starting candidate design to converge towards a sat-
isfactory solution.

The alternative is to avoid picking a candidate solution from the start to optimise
but instead to evaluate a family of design points in parallel and converging towards
the desired solution. Methods based on this principle are named ”convergent” or ”set-
based”, in contrast with the classical ”point-based” methods, which focus on refining a de-
sign point (23). Examples include Pugh’s (24) Controlled Convergence Method (PuCC),
Wheelwright and Clark’s (25) Design-Build-Test cycle (DBT), Augustine’s (26) Fuzzy
Concept Convergence process (FCC), Zimmermann’s (27) Solution Space Engineering
(SSE) and Ward’s (28) Set-Based Design (SBD). While all these approaches share the
similarity of parallel exploration of the design space, SBD focuses on eliminating the
unfeasible and undesirable solutions rather than selecting the most promising solution
from the parallel evaluations. As will be argued in the next section, this feature is key in
the ability of SBD to manage design uncertainty and cope with mistakes found mid-way
during the product development process.

2.2.2 Principles of Set-Based Design
The first reference to a Set-Based Design approach can be traced to Allen Ward’s disserta-
tion titled ”A Theory of Quantitative Inference for Artifact Sets, Applied to a Mechanical
Design Compiler” (29). Ward demonstrated a computer program solving a configura-
tion problem by reasoning about quantitative intervals of components and operating con-
ditions, eliminating those sets that do not meet the performance requirement under the
given constraints (28). He referred to the approach as ”set-based”, as the process output is
a set of satisfactory solutions rather than an optimal point within the design space. Ward
later coined the term ”Set-Based Design” to describe this methodology (30). SBD is also
known, especially in the project management field, as ”Set-Based Concurrent Engineer-
ing” (SBCE). This name is mainly associated with the Toyota Production System, as this
manufacturer was recognised to have developed SBD principles independently (31). De-
spite similar names and origins, SBD is more focused on quantitative inference methods
for design selection, while SBCE is a managerial practice concerned with communication
between teams that develop subsystems for a project (32). Both, however, are charac-
terised by three core principles:

1. Reasoning on sets or families of designs rather than design points;

2. Focusing on eliminating the unfeasible or undesirable solutions rather than finding
the optimal design;

3. Delay the commitment to a design solution as much as possible.

The general SBD process that implements these principles is as follows. The first step
is to map the design space by finding the feasible regions that satisfy each requirement.
These sets are integrated by intersecting the feasible sets and identifying the solution
space for all requirements. Several point concepts from this candidate solution space
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are developed and evaluated in parallel, focusing on eliminating undesirable and unfea-
sible solutions. Convergence is achieved when the solution space has been sufficiently
narrowed so that little uncertainty remains in the design. Feasibility is, therefore, estab-
lished before the design team can commit to a set of solutions. Figure 2.1 exemplifies this
procedure.

Intersection

Requirement A
Solution Space

Requirement B
Solution Space

Requirement C
Solution Space

Narrowing by
Eliminating

Unfeasible &
Undesirable

solutions

Solution Space

Figure 2.1: Set-Based Design process, after Bernstein (1).

These principles attempt to solve the issue of converging early on a single design
point. By reasoning with large families of design points, SBD increases the likelihood of
identifying a set of feasible and Pareto-optimal designs (33). Terwiesch (34) underlined
how parallel development of concepts prevents the need to commit to every design deci-
sion when all information is unavailable. Alternatives are kept open until the last moment.
The advantage, as pointed out by Bogus (35), is to reduce the sensitivity of downstream
tasks (e.g. detail design) from upstream decisions (e.g. conceptual design).

Shallcross et al. (33) ascribe the ability to resolve epistemic uncertainty through a
structured, sequential decision-making process to SBD. As shown in Fig. 2.2, critical
learning points affect the success of the final design. Delaying commitment avoids pre-
mature design decisions, which may result in a selection of inappropriate designs requir-
ing extensive and costly rework. SBD can reduce the risk of failure thanks to deferring
commitment and allowing time to analyse and resolve the identified knowledge gaps in
the design phase.

Costa and Sobek (13) argue that SBD is robust in preventing rework also because of
its focus on eliminating unfeasibility and undesirability early on. Furthermore, McKen-
ney (36) demonstrated how SBD is robust to change in requirements. The author iden-
tified this capability in sets, which were flexible enough to accommodate the changing
requirement halfway through the design process. Similarly, Parsons (37) attributes the
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Figure 2.2: Comparison between Set-Based Design with traditional Point-Based Design.

robustness against design errors to using sets. In general, by delaying critical design de-
cisions and maintaining a range of alternatives, more time is provided for the designer to
understand the requirements and specifications fully.

From the project management perspective, Morgan (38) and Ward (39) claim that
SBD, integrated with Lean production practises, increases productivity by up to four
times. Khan (40, 41) argues that SBD promotes innovative thinking, creativity, and organ-
isational knowledge. The concurrent development of systems and components is enabled
by the ”ambiguity” that a set of designs has, which is communicated through ranges of
input values and design models and concepts (42, 43). This benefits modern-day product
development cycles, where team members are geographically dispersed (44). Specking et
al. (45) demonstrated near real-time design evaluation by integrating Model-Based Sys-
tems Engineering (MBSE) data-sharing practices with SBD.

The publication of the principles of the Toyota Production System (38), a refinement
of SBCE, spurred universities, institutions, and industries to investigate SBD method-
ologies. Examples of the adoption of SBD include the US Navy (46, 47, 43), Rolls-
Royce (48, 49) and the Swedish industry (50). In addition, the EU sponsored a SBCE
research programme named ”LeanPPD”, involving several academic and industrial part-
ners from the United Kingdom, Spain, Germany, Italy and Poland (40). Research in SBD
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is active in academia with several universities contributing, such as MIT, Cranfield Uni-
versity, University of Michigan, Chalmers University of Technology, and the University
of Texas at Austin (51).

Despite the active interest in SBD, the main focus is on management principles rather
than quantitative inference and selection methods. This is expected as contemporary engi-
neering involves with multiple companies, whose coordination is often difficult in projects
with long lead times (52). Qualitative approaches are preferred as can establish a starting
point in design iterations before quantitative models have been defined.

Nonetheless, both Shallcross et al. (33) and Dullen et al. (51) highlight this quantita-
tive gap in the literature. The following section will discuss this aspect in detail, surveying
the state-of-the-art on quantitative approaches in design inference in SBD.

2.2.3 Quantitative Methods in Set-Based Design
When implemented, three aspects of SBD require proper quantitative methods: the proce-
dure for mapping requirements in the design space, the integration by intersection method,
and the decision-making criteria for narrowing the sets towards the desired solution.

In most cases, the same methodology is used for all three procedures, but some ex-
ceptions are present in the literature. The following approaches have been identified:

• Constraint Satisfaction Problem (CSP)

• Fuzzy Logic

• Classification Methods

• Multi-Objective Optimisation

• Utility Theory

• Markov-Decision Processes

Constraint Satisfaction Problems (CSPs) were the original methodology used for SBD.
CSPs consist of a set of variables X = X1, ..,Xn, each associated with a domain D =
D1, ...,Dn of possible values that can be assigned to them. Constraints C, defined as pairs
of variables and statements such as < (X1,X2),X1 ̸= X2 >, specify the allowed combina-
tion of values. A solution is found when every variable is assigned, and all constraints are
satisfied (53). Efficient and robust solvers for this type of problem have been developed
in artificial intelligence (53) and operations research (54). Ward’s original SBD disser-
tation (29, 28) used a CSP solver to perform set reduction and identify the bounds for
design variables. The original implementation converted a catalogue selection problem
into a CSP by ”compiling” the specification language (i.e. ”Motor RPM must be in the
range of 1600–1800”) into a set of predicates which then interacted with the mathematical
modelling equations. The goal was to identify the smallest set by process of elimination,
which could satisfy the model equation and the specification. Finch (55, 30) formalised
the set calculus of Ward and provided a concise mathematical algorithm for identifying
the set boundaries for continuous ranges of variables when subjected to algebraic equa-
tions of the type g(xxx) = 0. With the addition of a causality table, the designer can separate
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the dependent variables from the independent ones, which can be specified with a range
of possible values. With this analysis, the designer can account for uncertainty in the de-
sign and identify a satisfactory solution space. Seshan (56) extended the work of Finch by
allowing systems of equations to be converted into predicate constraints. Qureshi (57, 58)
expanded the approach by separating uncertain parameters from controllable design ones.
Solutions satisfying the quantitative relations in the controllable parameters had to be
valid for any interval of the uncertain parameters. Hence, the process could eliminate the
non-robust solutions of the design requirements.

Fuzzy Logic (FL) is a system of rules and procedures developed by Zadeh (59, 60) to
capture the approximate reasoning in the human language. It uses ”fuzzy sets”, an exten-
sion of classical set theory, which models ambiguity. Although objects in classical ”crisp”
sets can have a membership of 0 or 1, fuzzy sets utilise membership functions h(x), which
map the input quantity to a value between 0 and 1. Once the fuzzy sets have been defined,
logical operations can be performed. Inferences are carried out the IF-ELSE rules on lin-
guistic operators. Finally, a defuzzifier operator converts the output membership function
into a crisp output quantity. Fuzzy logic systems have found extensive application in con-
trol systems (61) and are used as an alternative to probability to model belief uncertainty.
Nathm and Ishikawa (62, 63) integrated FL into SBD by constructing membership func-
tions to represent the preference for a design decision made by an expert. The interval
calculus of Finch and Ward (30) is used to propagate the preferences of the input values
on the design constraints and thus restrict them to a range of feasible fuzzy solutions.
The authors integrated this tool into a 3D CAD programme for mechanical design (63).
Furthermore, they argued that the preference number allowed homogeneous concurrent
communication between teams while accounting for design uncertainty (62). Wang and
Terpenny (64) used FL to represent imprecise performance constraints in a multi-agent
set-based optimisation programme. The method consisted of individual agents generating
subsystem designs from the set-based pool of solutions (obtained after applying the FL re-
lationships) and a system-level agent combining the individual solutions through a genetic
algorithm procedure and evaluating them. The best-performing solution sets would be re-
tained. Then the preference fuzzy sets would be adapted through the interactivity of the
designer, and the cycle repeats until convergence. Other authors such as Singer (65) and
McKenney (66) implemented similar multi-agent SBD tools to elicit design preference in
the context of ship design and manage uncertainty from late-stage changes.

Classification Methods (CM) are Machine Learning (ML) algorithms that map vec-
tors to a category point after training on a dataset of vector-label associations. In the
context of SBD, CM are used to classify the design space for the requirements or pref-
erences to identify the areas to eliminate. Commonly used algorithms include Bayesian
network classifiers (BNCs) (67), Support Vector Machines (SVMs) (68), Random Forest
Classifiers (69) and Neural Networks (70). BNCs are the most frequently used in SBD
applications, as they inherently allow to map the design uncertainty. Sashan and Seep-
ersad (71) used BNCs for SBD to design a spring and a UAV wing. The classification
focused on separating the feasible from the unfeasible design space, with the ability to
draw arbitrarily shaped boundaries. Matthews et al. (72) developed a SBD approach us-
ing BNCs for multilevel design problems, such as the propagation of material properties
from the micro to the macro level. Morris et al. (73) extended the work of Seepersad
by incorporating a classification based on robustness alongside the previous feasibility
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classification.

Multi-Objective Optimisation (MOO) problems are composed of more than one ob-
jective function f (x) to maximise/minimise and several constraint functions g(x), often
expressed as inequalities. Input variables x are often bounded, restricting the domain of
decision variables to be searched. Objectives often compete; hence, no solution point
can dominate every objective’s other points. Instead, the goal is to identify the trade-off
between the objectives. The Pareto front is the set of design points which identify the
best available trade-off, as these points are not dominated by any other in the solution
objective space. Common approaches to solve MOO problems include the weighted-sum
method, epsilon-constraint method, normal-boundary intersection method, and evolution-
ary algorithms (74). More detailed details on algorithms for solving MOOs are presented
in Sec. 2.3. Most optimisation methods are point-based; hence current research is ac-
tive in extending it to set-based optimisation. Hannapel et al. (75) implemented an MDO
approach to SBD, using a two-step method: a system-wide optimisation problem tasked
with reducing the intervals describing the sets and local discipline-specific optimisation
problems which returned to the global optimiser the optimal parameter in each interval.
Moshaiov et al. (76) developed a set-based concept optimisation method to explore the
design space and identify several local Pareto fronts associated with design sets. A global
s-Pareto front (77) of the concepts is found through a relaxation zone around the globally
non-dominated points and evolving them. Farhi (78) improved this method by replacing
the relaxation zone with a Window of Interest (WoI), an area of the objective space of
interest for the designer. The algorithm was modified to promote and evolve the Pareto
concepts towards the WoI. Gong et al. (79) extended the NSGA-II Genetic Algorithm for
evolving Set-Based concepts defined as parameter intervals. Integration of MOO meth-
ods with machine learning was carried out by Han et al. (80). The authors modified a
population-based optimisation algorithm by first evaluating the feasibility of each design
point and then, by using k-means clustering, evolving the solutions towards the identified
target point. Georgiades et al. (5) developed a framework which uses MOO to refine the
elimination process of SBD further and produce a robust set of design alternatives.

Utility Theory is a decision-making process model commonly used in economics (81).
It measures the preference of an outcome xi given a decision yi with a function V (x),
called Value Function or Preference Function. If the outcome is affected by randomness,
the Expected Utility of a decision is the weighted sum of the value of all the outcomes by
their probability. The suggested decision is the one that maximises the expected utility.
Multi-Attribute Utility Theory (MAUT) (82) extends utility theory with multiple prefer-
ence criteria, including competing ones. The global value function V (x) is defined as a
weighted sum of the individual preference criteria functions vi(x). In the context of SBD,
MAUT has been used as a mechanism to model the designer’s preference in a component
selection process and eliminate sets with low utility. Malak et al. (83) first implemented
MAUT to represent a designer’s preference in a configuration selection process, driving
the narrowing of the sets based on interval calculus (30). Specking et al. (45) presented a
SBD framework with integrated Model-Based Systems Engineering (MBSE) principles,
where the decision-making process is driven by a framework which captures the influence
of design decisions over the affordability and performance of an unmanned aerial vehi-
cle. Details of this demonstration were presented by Small in his thesis (42, 84), focusing
on the analysis of alternatives (AoA) using SBD. Fitzgerald and Ross (85) demonstrated
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using artificial intelligence to identify set drivers, using a clustering algorithm to group
designs based on similar features. The results allowed the identification of design sets
based on value differentiation and the parameters most affected value.

Markov-Decision Processes (MDPs) are a mathematical model of decision processes
where outcomes are partially random and partially under the control of the decision
maker (86). MDPs are composed of states S, actions the decision maker takes to transition
from one state to another As and a state transition matrix P, quantifying the probability
of transition from one state to another. Each action yields a reward Rs,a to the agent, a
positive or negative number, with a discount factor γ ∈ [0,1] to reduce the reward of ac-
tions far into the future. The solution of a MDP is a sequence of actions known as policy
π . The optimal policy is the one that maximises the return, that is, the sum of rewards.
If P and R of the MDP are known, Dynamic Programming (DP) (87) is used to find the
optimal π . Otherwise, Reinforcement Learning (RL) (88) algorithms are used. The use
of MDPs for SBD in literature is limited, and most of the work focuses on modelling the
transition between different concepts or fidelity levels. Miller et al. (89) developed a MDP
model of the engineering design process as a Sequential Decision Process (SDP), describ-
ing costs as the computational time required from a certain level of analysis and actions
as the increment of fidelity. Boundary models, representing the upper and lower limits
of the real output, are used in conjunction with SBD for set elimination. The authors
present an optimal path of set reduction and increment of fidelity after solving the MDP
with dynamic programming. Rapp et al. (90) also used an MDP to model the SBD pro-
cess, focusing on the cost of changing design mid-development and adding or removing
options from the design space. The authors compared SBD with traditional point-based
design, with a reward based on contribution to design (CTD). Chhabra and Warn (91)
extended the work of Miller by solving the SDP problem with Reinforcement Learning.
This approach avoided defining a mathematical model of the computational cost and set-
elimination ability associated with a simulation fidelity level. This study reflects a more
realistic approach of the design process, where agents usually do not have a full picture
of what level of fidelity of the models is required.

Currently, there is no prevalent quantitative approach for SBD. While embracing the
qualitative principles of SBD, most methods often focus on one specific aspect in their
quantitative implementation. For instance, MAUT and MDPs emphasise the delay in
decision-making, FL on concurrent engineering, while CSPs and CMs focus on mapping
the requirements on the sets. The most common representation of design sets is input
parameter intervals, originating from the interval calculus of Ward and Finch (30), mainly
used in CSPs and MAUT approaches. Some methods use intervals of the quantities of
interest, such as the boundary models of Miller et al. (89) or the set-based Pareto fronts
of Gong et al. (79). Finally, CM and MOO methods rely on sets represented as groups
of design points (such as the concept Paretos of Moshaiov et al. (76)). Some methods
eliminate sets by directly eliciting the designer’s preference using fuzzy logic or value
functions. While intuitive and easy to implement, it is arbitrary. The alternative is using
constraints on the quantities of interest of the design model, requiring, however, indicator
variables in the case of vaguely defined requirements (such as affordability, availability
or environmental impact). Some approaches (57, 73, 45) also introduce robustness as a
set elimination criterion. Most authors cite design uncertainty as the main motivation to
develop their framework (28, 57, 64, 79, 45, 73), using different quantification methods.
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Intervals are the most commonly used approach, followed by fuzzy logic and Bayesian
probability. The following section will discuss in detail the role of uncertainty in design,
its representation, and its repercussions in the design process.

2.2.4 Uncertainty and Change in Engineering Design

Uncertainty is defined as the condition where not all information about a process or object
is available. Agents must make decisions with the best available evidence and maximise
their success rate. Indeed, most real-world situations involve taking action without cer-
tainty of the outcome. The causes are twofold and associated with two general forms of
uncertainty: aleatory and epistemic (92, 93).

Aleatory uncertainty is caused by events that are unpredictable and random. Engi-
neers are typically well-versed in this form of uncertainty as it affects measurements and
reliability. In this context, frequentist probability theory is employed. In the context of
product design, aleatoric uncertainty is present when designing against component failure
or extreme events, such as strong wind and heavy snow. As this uncertainty cannot be
reduced, engineers overdesign products or trade-off performance with reliability.

However, epistemic uncertainty originates from the lack of information on the state
of affairs. This form of uncertainty is usually labelled as ”unknowns”, and engineers are
not often aware of it. However, the design process, especially at the conceptual stage,
is characterised primarily by it. Examples include imprecise requirements, technologi-
cal level, operating conditions, and modelling assumptions. Epistemic uncertainty can
be reduced by acquiring more information. In practice, it can be unfeasible due to time
constraints, difficulty in team communication, and the bounded rationality of human be-
ings. Han et al. (94) further divide the epistemic uncertainty into data and description
uncertainty. The former refers to the inability to know some essential information due to
insufficient data. An example is the level of fidelity of the model used in the design pro-
cess. The latter, instead, is related to the vagueness of the information and the subjectivity
of the description. Vagueness typically affects requirements, especially if they relate to
qualitative needs such as flexibility in operating conditions or environmental impact. Un-
like its aleatory counterpart, epistemic uncertainty is managed differently according to its
specific source. The main difficulty is identifying the source of uncertainty, as designers
might be unaware of the lack of knowledge (usually defined as unknown unknowns (95)).
Wynn et al. (93) identify five forms of epistemic uncertainty typical in the design process:
imprecision, inaccuracy, inconsistency, indecision, and instability.

Inaccuracy and imprecision are uncertainties caused by a lack of information of true
value. Specifically, inaccuracy is caused by the discrepancy due to the analysis methods’
fidelity level. This is often managed through experimentally validated methods, which
quantify the expected error in the early stages of design. Multifidelity approaches (96)
has also been proposed to reduce the gap between the low computational cost of low-
fidelity methods and the high accuracy of high-fidelity analysis. However, imprecision
comes from the lack of detail required to choose a precise quantity. For example, in
wing design, designers leave the geometry open until loads are fully specified. Often
there is an interdependency between quantities, which requires the propagation of ranges
between the different disciplines. Eckert et al. (97) propose using margins in collaborative
design as a mechanism for managing changes between iterations. Similarly, Antonsson
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and Otto (98) presented the Method of Imprecision, which leverages fuzzy sets to reason
and propagate uncertainty through the design process. Wang et al. (64) and McKennedy
et al. (66) adopted fuzzy sets into an SBD framework to manage design imprecision and
communicate it between engineers.

The other three forms of epistemic uncertainty, inconsistency, indecision, and instabil-
ity arise from the design methodology. Inconsistency arises when duplicate descriptions
of the same parameters are present, creating conflicts. Indecision is caused when the de-
signer lacks information to select a satisfactory design point. Instability is the likelihood
that the current configuration requires changes and rework. All three are associated with
iterative rework (14) and changes propagating through the design (99).

Specifically, rework, engineering changes, and design instability are interconnected
and may reinforce each other (14). Engineering changes are internal, such as the dis-
covery of design mistakes, or external, like updates in the specifications or technological
level (97). These have a knock-on effect on the amount of rework to be carried out,
especially for complex systems (100). Maier and Langer (101) report that changes can in-
crease costs and time up to 30-50% of the original design resources allocated. Managing
them is, therefore, as important as managing iterations in the product design process.

Several approaches have been developed to predict engineering changes and mitigate
its effects. Clarkson et al. (102) developed the Change Prediction Method (CPM), which
assesses the risk of changes by evaluating the dependency between the components of a
system with Design Structure Matrix (DSM). Each connection is quantified by a likeli-
hood of change and the impact of the changes. A probabilistic algorithm is provided to
calculate the risk of propagation taking into account also the multiple paths by which two
components might influence each other. Many variants of CPM have been developed,
such as Koh’s et al. (103) integration with House of Quality to manage requirements
change, or Hamraz et al. (104) method which assesses the probability of propagating
changes between two subsystems.

Another approach is to focus on the robustness of the design, which has been advo-
cated by Taguchi and Clausing (105). Margins are commonly used to achieve robustness
of designs in the face of uncertainty (95). According to Eckert (106), margins are defined
as ”the extent to which a parameter value exceeds what it needs to meet its functional
requirements regardless of the motivation for which the margin was included”. In other
words, margins occur when a property of the design has not been optimised, and therefore
has a surplus of some kind. This allows us to accommodate unexpected changes without
rework (97) by consuming the margins. However, margins entail performance loss and
increased costs due to overspecification (107). Guenov et al. (108) proposed an interactive
framework for the visualisation and management of margins, allowing qualitative evalu-
ation of the design space of a commercial aircraft. Brahma and Wynn (107) developed a
method to identify excessive margins that contribute little to the robustness of the design
relative to its performance degradation.

Margins share with Set-Based Design the characteristic of reasoning with interval val-
ues. This ability allows both methods to accommodate changes with limited repercussions
through the design process. However, margins are the overspecification of an individual
design point, that is, designers consider variability after the design point has been se-
lected. In contrast, SBD considers variability before selecting a design point. The mar-
gins act as a form of local insurance, accommodating changes that are within the vicinity
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of the design point. Large mistakes, such as not recognising the boundaries of the desired
solution space, cannot be accommodated with margins alone. Instead, SBD intrinsically
explores the alternatives, providing a much better coverage of the design space. Insta-
bility is mitigated by avoiding early commitment to a design space without eliminating
unfeasible solutions (32). McKenney et al. (36) demonstrated that the delay in SBD com-
mitment is capable of handling engineering changes better than traditional point-based
methods. This dissertation will focus on applying the SBD methodology to requirements
with a probabilistic approach in order to accommodate changes and consider alternatives
that might not 100% satisfy the requirements a priori.

2.3 Multi-Disciplinary Optimisation

2.3.1 MDO in Engineering Design

Optimisation is the act of identifying the input value(s) x of an objective function f (x)
such that it is maximised or minimised globally (74). The input values are often bounded
by constraints, i.e. x ∈ [a,b], and subject to one or more constraint functions such as
g(x) ≥ 0. Furthermore, multiple objective functions could be present, often competing.
Engineering design problems usually feature two or three competing objective functions,
many constraints and a vector of input parameters called the design vector. The generic
mathematical formulation of a multi-objective optimisation (MOO) problem is shown in
(2.1). MOO problems are of engineering interest because designs are often the result of
a compromise between different requirements. For instance a commercial aeroplane is
designed to achieve the lowest fuel consumption and operating costs but subject to con-
straints of reliability and safety, or the aerodynamics of a race car need to produce enough
downforce to sustain high speed bends without excessive drag. Hence, engineering opti-
misation is used to make product design decisions and identify the best available design
options.

given xxx = {x1,x2, ...,xn}
minimize

xxx
[ f1(xxx), f2(xxx), ...]

subject to gk(xxx)≥ 0 k = 1,2, ...,K
subject to xiL < xi < xiU xi = 1,2, ...,n

(2.1)

Compared to single objective optimisation problems, the meaning of optimality is less
intuitive when multiple objectives are considered. Pareto optimality is used for identifying
the optimal points in MOO problems. Figure 2.3a shows three design points measured
against two objectives, objective f1 and f2. Point A is said to dominate point B because
it is better in both objectives. This is not the case for point C, which is better than point
A in objective f2, but not in f1. In this case, A does not dominate C. A point is said to be
nondominated if none of the other evaluated points dominate it. If that is the case, then
the point is said to be Pareto optimal. The group of nondominated points is referred to as
the Pareto set, while their evaluation in the solution space is known as the Pareto front.
Figure 2.3b highlights the nondominated points and their approximation of the Pareto
front.

20



Chapter 2. Literature Review 2.3. Multi-Disciplinary Optimisation

f1

f2
A

B

C

(a) The shaded region highlights the area
of the design space dominated by design A
(After Martins and Ning (74)).
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(b) Orange points are non-dominated de-
signs approximating the Pareto set (After
Martins and Ning (74)).

Figure 2.3

Engineers use the Pareto front to analyse the trade-off between different objectives,
such as cost and performance, and select the most suitable design point for their scopes.
Different search methods have been developed for MOO problems. The simplest is the
weighted sum method (109), where each objective is assigned a scalar weight representing
the relative importance to other objectives, as shown in (2.2). This effectively converts
the MOO problem into a single objective optimisation problem.

f̄ (x) =
n f

∑
i=0

wi fi(x) where
n f

∑
i=0

wi = 1 (2.2)

However, the weights wi prescribe a trade-off between the objectives, that is, fix the
Pareto front’s local slope, leaving the optimiser to just find the point closest to it. In-
deed the weighted-sum objective equation specifies a line with the objectives as ordinates.
Hence, for identifying the full Pareto set of solutions, the user should prescribe different
distributions of wi. Specifying the weights is one of the drawbacks of the method, as it is
not as straightforward and uniform spacing of weights often leads to non-uniform Pareto
sets (109). Furthermore, the weighted-sum method can only capture convex Pareto fronts.

An improvement over the weighted-sum method is the epsilon-constraint method, first
described by Haimes et al. (110). The original MOO problem is converted to a single-
objective problem by converting the other objectives to constraints, as shown in (2.3).
The procedure is repeated by changing the value ε of the constrained objectives until
each Pareto set point is found.

minimize
xxx

fk(xxx)

subject to fm(xxx)≤ εm m = 1,2, ...,M and m ̸= k
g j(xxx)≤ 0 j = 1,2, ...,K
xiL < xi < xiU xi = 1,2, ...,n

(2.3)
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Unlike the weighted-sum method, the ε constraints can be set more intuitively and can
help explore the Pareto front interactively. In addition, non-convex portions of the Pareto
front can be identified. Nonetheless, the epsilon-constraint method too does not yield a
uniform spacing of the Pareto front.

In order to guarantee a uniform Pareto front, the normal boundary intersection (NBI)
method was developed by Das and Dennis (111). It constructs a support plane passing
through each objective function’s single-objective (SO) optima. Then, points are equally
spaced along the plane, defined by a weighting vector b. The MOO is then reformulated
as a maximisation problem to find the point furthest from the support plane and per-
pendicular to the node, with the constraint that the point is consistent with the objective
functions:

maximise
xxx,α

α

subject to Pb+ f ⋆+α n̂ = f (x)
g j(xxx)≤ 0 j = 1,2, ...,K
xiL < xi < xiU xi = 1,2, ...,n

(2.4)

where Pb+ f star is the support plane equation, defined by the vector of SO optima
f ⋆ = [ f1(x⋆1), f2(x⋆2), ...] and the coefficients matrix Pi, j = f j(x⋆i )− f ⋆j , and n̂ is the pseudo-
normal in the direction of the Pareto front. This process yields a more uniform front at
the cost of a more complicated methodology.

The method presented so far effectively reduces a MOO problem into a SO one so that
it is possible to use gradient-based and gradient-free algorithms. In contrast, evolution-
ary algorithms such as Genetic Algorithms (GA) do not require this reduction because
they keep track of a large population of designs at each iteration. Evolutionary methods
originated in Artificial Intelligence research, with the earliest example by Barricelli in
1954 (112), and focusing on simulating the behaviour of artificial organisms (113). Even-
tually, these methods were applied to solving engineering optimisation problems (John
Holland proposing them in 1975 (114)), as GA does not require the estimation of deriva-
tives, allowing the use of complex evaluation functions. In addition, GAs are well suited
to handle MOO problems since they track a large population of points independently of
the number of objectives. The non-dominated set evolves with the population, converging
towards the actual Pareto front. The most popular MOO version of GA is the Nondomi-
nated Sorting Genetic Algorithm II (NSGA-II) developed by Deb et al. (115).

NSGA-II begins with a random population Pt of nd designs, each represented by a
chromosome, a vector containing the design variables. Each solution is then evaluated and
ranked based on its nondomination level. This is done through a nondominated sorting
algorithm such as Kung’s method (116). The lower the rank, the higher the number of
points that are dominated by the set, where rank 1 is the set of the nondominated designs
in the entire population.

The three steps of GA are carried out next: selection, crossover and mutation. The
selection process pairs the solutions for mating: tournament selection is used in NSGA-
II to increase the chances of improving the gene pool. Each population point is paired
randomly, with the best point being added to the gene pool. Crossover is carried out by
randomly generating two offsprings from two ”parent” points by splicing the chromosome
vectors and recombining the parts. A mutation is finally added by randomly modifying
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the values in the chromosome vector of a few design points.
The new offspring population Qt is then added to the parent population Pt , generating

a population of 2nd designs to be reduced. Reduction is carried out based on the elitist
strategy; that is, the fittest designs are retained and passed to the next generation. First,
the nondominated sorting algorithm is applied to rank the population. Then the new
population is filled with the points of the best nondominated set, repeating iteratively
until no more sets can be accommodated. If the last selected set has more points than
available spaces in the population, a crowding-distance sorting is carried out to select the
points most spaced out from those already present in the new population. By doing this,
there is better coverage of the objective space, allowing for the convergence to a uniformly
spaced Pareto front. For this reason, crowding distance is used as an additional criterion
in the tournament selection process of NSGA-II.

Deb and Jain (117) later introduced a many-objective extension of NSGA-II. This new
algorithm, NSGA-III, replaces the crowding distance sorting with reference directions.
The objective space is divided into several non-dimensional vectors, each representing a
non-dimensional trade-off. The population filling process follows the same nondominated
sorting ranking but prioritises the reference lines that contain the least number of designs.
The design point closest to the reference direction is selected to ensure better coverage of
the objective space. This is particularly important when there are more than two objec-
tives, despite random selection. A further improvement came from the Unified-NSGA-
III (U-NSGA-III) algorithm developed by Seada and Deb (118). It is a modification of
NSGA-III with additional tournament pressure, which allows it to perform effectively on
single-objective and bi-objective problems and in many-objective ones.

Optimisation algorithms became widely used in engineering as the availability of com-
puters increased from the 1960s onwards. The aerospace sector has been at the forefront
of the application of optimisation methods (119), specifically regarding the optimisation
of structures (120) in weight and stiffness, and the aerodynamic optimisation of bod-
ies (121) and wings (122). At the same time, aeronautical engineers started investigating
optimising a system by coupling more than one discipline. This approach would capture
the interactions between the components as the system is optimised. This field of engi-
neering optimisation is named Multi-Disciplinary Optimisation (MDO). Coupled models
better reflect the state of the system under design and its performance once deployed in
the real world, in contrast with optimising individual components with assumed boundary
conditions. Furthermore, engineers can introduce in the model other relevant considera-
tions, such as cost, human factors and environmental impact.

Another advantage is the ability to handle shared design variables, parameters that
simultaneously affect more than one system or discipline. The traditional sequential ap-
proach, where each discipline optimises the design variables independently, would likely
yield contradicting results. On the other hand, if only one discipline is optimised, it would
likely produce a design that violates the other disciplines’ constraints. These pitfalls are
avoided in MDO, as optimising components simultaneously leads to designs with better
performance and no constraint violations (74).

MDO originated from the efforts of Schmit (123, 120) and Haftka (124, 125) in cou-
pling wing structural design with aerodynamic forces. The aeroservoelastic problem, in
which wing design would simultaneously consider aerodynamics, structure and controls,
was a significant driver of the development of MDO methods, as discussed by Holt (119)
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and Livne (126). Since then, MDO has been extended to whole aircraft design as com-
putational power increased (Kroo et al. (127), Antoine and Kroo (128), Henderson et
al. (129)).

Different methodologies have been developed to handle the optimisation of complex
systems. Martins and Lambe (130) extensively classify the current approaches. The first
main classification, already identified by Balling and Sobieszczanski-Sobieski (131), is
in the number of concurrent optimisation problems. The approaches are named ”mono-
lithic” or ”single-level” and ”distributed” or ”multilevel”. A monolithic approach fea-
tures a single system-level optimiser that simultaneously identifies the system and dis-
cipline parameters. In contrast, a distributed method features discipline-level optimisers
identifying the design variables for each discipline and interacting with a system-level
optimiser which searches only for the system design variables. Consistency between the
disciplines is maintained by communicating constraints between the local optimisation
problems. Decomposition was developed originally as an attempt to exploit the structure
of the problem to reduce computational time. Unlike in a monolithic architecture, where
every discipline is run at every function evaluation, the decomposed sub-problems can be
run asynchronously, depending on the need to update the system-level optimiser at each
iteration (132). Distributed computing centres can use this to speed up the computations
significantly by employing reconfigurable workflow scheduling systems. Furthermore, a
distributed approach can benefit large teams divided into disciplines (133). Another ad-
vantage is the ability to propagate design objectives and constraints to the subsystems or
components, reducing the number of functional evaluations when optimising a design.
An example of such an approach is the Analytical Target Cascading (ATC) method devel-
oped by Kim et al. (134). In contrast, monolithic approaches guarantee a tighter coupling
between the disciplines and are easier to manage conceptually, as the whole design is cast
as a single optimisation problem. Since this dissertation will adopt a monolithic MDO
architecture, it will receive more attention.

Monolithic approaches are categorised according to the structure of the model MDA
(Multi-Disciplinary Analysis) and the number of residuals the optimiser has to manage.
The layout of the MDA affects the computational cost and the coupled model’s conver-
gence rate. Indeed, it is possible to rearrange the coupled variables such that the individual
solvers can be executed in parallel (Jacobi method) or in sequence (Gauss-Seidel method),
minimising the number of iterations for the evaluation function (135).

The Extended Design Structure Matrix (XDSM) introduced by Lambe and Martins (135)
displays the interdependency between the coupled variables and can be used for structur-
ing the MDA model for maximising performance. An example of an XDSM of a wing
design problem is shown in Fig. 2.4. The system state vector y is composed of output from
the aerodynamics solver y1 and the structural solver y2. The MDA solver, in this case, a
Gauss-Seidel type, is tasked with converging the solution for each solver iteration. The
MDA can benefit from a hierarchical structure for complex systems where nested solvers
calculate the state variables for local components and update them up to the system level.
Gray et al. (136) developed the OpenMDAO framework to facilitate integrating different
analyses within an efficient MDA structure for MDO problems.

If a MDA model is used and the optimiser does not handle any residuals, then the
monolithic MDO architecture is named Multi-Disciplinary Feasible (MDF) (137). MDF
is the intuitive form of MDO, where the optimisation algorithm is only exposed to design
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Figure 2.4: Example of a XDSM Diagram of an aerostructural MDO problem (From Jasa
et al. (2)). The architecture used is of MDF type, where the optimiser is not tasked to
manage the coupling between the disciplines.

variables and quantities to be optimised or constrained. The evaluation function, a MDA
model, guarantees the consistency of the variables shared by the components. While being
flexible, its disadvantage is in formulating and implementing the MDA. Moreover, each
optimisation iteration requires a fully converged multi-disciplinary analysis. An example
of MDF is the aero-structural problem shown in Fig. 2.4. The MDA block converges the
analysis by fixed-point iteration, providing each solver with the updated system state.

An alternative is introducing a consistency constraint for the shared variables at the
optimiser level and executing the component solvers in parallel: this architecture is called
Individual Discipline Feasible (IDF) (137). It avoids the formulation of an MDA but in-
creases the burden of the optimisation algorithm. Furthermore, the discipline coupling is
not guaranteed until full convergence as the consistency constraints are in the optimisation
problem. Early stopping of the solver would return solutions with their coupling uncon-
verged. Figure 2.5 shows the IDF version of the aerostructural problem discussed above.
The added constraint gy = 0, where gy = y−yt , is introduced to obtain the coupling of the
solvers.

Finally, the Simultaneous Analysis and Design (SAND) architecture extends the idea
of IDF by moving every component state to the optimisation problem. The optimiser is
now tasked to design the system to satisfy the constraints and objectives and identify the
set of state variables that solve the analysis models, all expressed in a residual form. Con-
verging the residuals towards zero would guarantee the coupling between the disciplines.
This approach is also known as ”full space”, as the optimiser controls every variable.
Adopting a SAND architecture requires an optimisation algorithm capable of handling
many variables in a feasible computational time. In addition, the discipline solvers must
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Figure 2.5: IDF version of the MDO problem presented in Fig. 2.4.

be provided in residual form, which cannot be possible for black box models. However,
the advantage of SAND, and IDF, is the decoupling of the disciplines, which is beneficial
for gradient-based solvers. It is easier to calculate the gradient of each discipline individ-
ually than to produce the full Jacobian matrix for the fully coupled MDA, as in the case
of the MDF architecture. Figure 2.6 presents the SAND version of the example aerostruc-
tural problem. The solvers must return their values in the residual form r(y), calculated
as the difference between the updated state variable and the previous state vector ŷ.

Overall, the development of MDO has brought the capability to optimise a design in
earlier stages of the design phase, thanks to the integration of components and the cou-
pling between their behaviours. Engineers can simultaneously design and analyse their
system and select the best design variables according to the constraints and objectives. In-
deed as long as a requirement can be formulated as a quantified expression, be it an objec-
tive function or a constraint function, it is possible to identify the desirable Pareto set for
that design. The optimisation problem’s mathematical flexibility allows for optimisation
for other parameters that are not directly related to performance or costs. For instance, a
system could be designed to tolerate variability in its design parameters, which can be af-
fected by unpredicted technological changes or production errors. Di Bianchi et al. (138)
presented a framework which utilises an MDO problem with an uncertainty-propagating
model. This framework enabled decision-making while considering the impact of design
variability over performance.

One difficulty in large scale integration is the computational cost of the MDA. The
components often require high-fidelity models unsuitable for large amounts of function
evaluations. A solution is developing a surrogate model that can capture the original
model’s dynamic behaviour with a reduced computational cost. The following section will
discuss this point. MDO generally produces a large amount of data which can be challeng-
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Figure 2.6: SAND version of the MDO problem presented in Fig. 2.4.

ing to interpret. Hence, suitable visualisation tools are necessary for the decision-making
process. Section 2.3.3 will introduce the reader to multi-axis visualisation methods for
this purpose.

2.3.2 Surrogate Modelling Principles
Surrogate models (SM), also known as response surfaces, reduced order models (ROM)
or metamodels, is an approximate model of a functional output that represents an inter-
polation of some underlying data (74). The objective of the surrogate model is to be less
computationally expensive to use than the full model but retain enough accuracy away
from known data points.

Surrogate-based Optimisation (SBO) performs optimisation using a surrogate model.
The SM can be used in place of the entire model or as a part of it. For instance, a SM
could be trained for modelling the thermodynamic behaviour of a gas turbine and used in
a mission analysis solver.

SMs are beneficial when the overhead cost of generating data and training a SM for
optimisation is lower than the cost of using the full model in the optimisation problem. In
addition, SMs have the advantage of smoothing noisy models and combining information
from multiple sources, such as models with different fidelities or experimental data.

One potential difficulty is the curse of dimensionality, the poor scalability of SMs with
the number of inputs. If the number of design variables is large, the cost of producing the
training data points might outweigh the benefits of using the SM in the first place.

The SBO process consists of 3 steps: sampling the design space, constructing the
surrogate and performing the optimisation. Full-fidelity data can be recovered at the end
by evaluating the optimal results with the original model. Some SBO systems adopt a
convergence check for evaluating the accuracy of the SM after optimisation: an infill
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procedure is used if the SM is not accurate enough in some areas of the design space.
Pagliuca et al. (139) published a SBO study with an active infilling method automatically
switching between the surrogate and full models to maximise speed and accuracy.

Sampling produces data points from the full model for training the SM. Covering the
design space uniformly is fundamental for extracting as much information as possible.
The first sampling techniques were derived from Design of Experiments (DOE) and con-
sisted of factorial sampling. These cannot be scaled for high inputs samples, as they eval-
uate every possible combination of input levels. Random sampling methods are instead
commonly used. However, simple random sampling is not robust in covering the design
space with sufficient uniformity. For this reason, the most prevalent sampling method is
Latin Hypercube Sampling (LHS) (140). LHS divides the design space in Ns hypercubes,
one for each sample point. Samples are then positioned such that only one point exists
per dimension, forming a multidimensional Latin square. The algorithm for producing
an LHS is straightforward. Each axis is partitioned in Ns evenly spaced regions, and a
random number ranging from 0 to 1 is generated for each interval. Then the per cent-
point function (the inverse of the cumulative distribution function) of the corresponding
probability distribution is used to calculate the actual points. The uniform distribution is
the most commonly used, but in principle, any is supported. Finally, the points are ran-
domly permuted. While this approach does not guarantee optimal spacing, it works well
and is simple to implement. Alternatives to LHS are the pseudo-random low discrepancy
sequences. Examples are the Halton sequence (141) and Sobol sampling (142).

The training dataset is produced by evaluating the samples with the original model.
The next step is constructing and training the surrogate model. SMs are classified into two
categories: physics-driven and data-driven. The former has the advantage of using lower
fidelity physical laws with an interpolated correction model, requiring fewer data points
for the same level of accuracy (143). Nevertheless, it is not as flexible as the latter since
they are limited to the specific application of the model, such as fluid mechanics or stress
analysis. On the other hand, a data-driven approach can reproduce any function without
any mathematical assumptions but requires more data.

Popular data-driven SMs include least squares regression, Gaussian processes (GPs)
and deep neural networks (DNN). Least square regression is based on a linear regression
model expressed as:

f̂ = ∑wiψi(x) (2.5)

where wi are weights and ψi(x) the basis functions. These can be any function, not
necessarily linear, as linearity is in the combination of the basis functions. The weights
wi are found by minimising the sum of squared errors between the surrogate function and
the actual function values through quadratic programming:

w = (ΨT
Ψ+µI)−1

Ψ
T f (2.6)

where Ψ is a matrix of size (ns ×nw), where each row contains the evaluation of each
sample point in the ψi basis function, and f is the vector of the actual function values. µ

is a regularisation weight used for smoothing the weights in case of noisy data or strong
outliers. Polynomials and Radial Basis Functions (RBF) are the most commonly used
basis functions. Polynomials are useful if the underlying data or physical phenomenon
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suggest a trend, such as quadratic or linear. High-order polynomials are rarely used be-
cause they seldom generalise well, usually suffering from high oscillations away from the
data points (overfitting). Radial basis functions are functions whose value depends on
the distance from a centre point (144). For linear regression, the sampling data is used
for centre points as it captures the concept that accuracy is higher the closest to the data
points. A commonly used RBF is the Gaussian basis:

ψi(x) = exp
(
−θ |x− xi|2

)
(2.7)

where θ is the model parameter. RBFs and low-order polynomials can be combined
to capture local and global trends.

Gaussian processes (GP), also known as Kriging, is an interpolation model capable
of approximating highly nonlinear functions (145). It is based on approximating the
true function by predicting the behaviour probabilistically rather than tuning a simplified
model to the data points. The statistical model is constructed as f (x) = µ(x)+Y (x) where
Y is a Gaussian random variable Y (x) ∼ N(0,σ2). Usually, the deterministic value µ is
constant as the random variable is effective enough in capturing the function’s behaviour.
The core of the statistical model is in predicting the correlation between the random vari-
ables, which is assumed to be a function of its distance. For this purpose, a multivariate
Gaussian distribution is assumed to be the correlation function, as shown in (2.8), with
parameters similar to the RBF. This produces a correlation matrix used in the prediction
of unknown data points. Training is performed by maximising the log-likelihood function
through numerical optimisation for tuning the θk and pk hyperparameters. Jones (145)
presents the full mathematical derivation of the GP equations for training and predicting.

K(xi,x j) = corr[Y (xi),Y (x j)] = exp

(
− ∑

k=0
θk|xi

k − x j
k|pk

)
(2.8)

The expected value of the GP is the response used in the SM. In addition, GPs have
the advantage of returning the mean square error of the prediction, which can quantify
the model’s accuracy. This capability is useful for infilling techniques, as it is possible
to calculate the expected improvement to the optimisation from adding a new data point
over the current dataset, as initially demonstrated by Jones (146). Furthermore, GPs are
interpolatory and match the data points perfectly. With noisy data, it is possible to use GPs
for regression by adding an identity matrix with a weight factor to the correlation matrix
to be tuned with the other hyperparameters (147). The early interpolation application
of GPs has been the identification of deposits of natural resources by the geostatistician
Danie Krige (148), from whom the name ”Kriging” is derived. Since then, GPs have been
successfully used in surrogate modelling for engineering computer experiments (149).

Deep Neural Networks are graph models which can be used as universal function ap-
proximators (150). These are loosely based on biological neural networks where each
artificial neuron fires, i.e. output a quantity if the weighted sum of its inputs goes above
an activation level. Non-linearity of DNNs is achieved through activation functions and
stacking multiple layers of neurons. Connecting neurons is equivalent to chaining mul-
tiple functions to obtain a complex one. The layout of a simple feedforward DNN is
shown in Fig. 2.7. Input neurons receive the values for computation, while output neu-
rons return the function output. Hidden layers perform the transformations on the values
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and propagate them forward. A DNN is ”deep” when more than two hidden layers are
present.

Input Layer Hidden Layers Output Layer

Figure 2.7: Layout of a Deep Neural Network.

Training involves identifying the combination of weights and biases that minimises
the training error. The backpropagation algorithm (151) is used to find the gradient of the
whole network to optimise it with a steepest descent algorithm efficiently. Goodfellow et
al. (152) recently published an extensive mathematical treatment of DNNs. The advantage
of DNNs over the other approximation models is their generality; no parametric model is
required. However, compared to linear regression methods, much more data is required
to achieve the same level of accuracy.

When the model is trained, validation must be performed to quantify the accuracy and
the potential need for more data. Simple validation involves using a different dataset and
calculating the error between predicted and true values. However, a more robust proce-
dure is the k-fold cross validation (153). It shuffled the training dataset and sequentially
reserved a portion for validating the model trained with a specific combination of hyper-
parameters. This method enables comparing different models and ensures convergence
without overfitting (154).

2.3.3 Visualisation Tools for Complex Data

Visualisation is the process of converting data into pictures for easier interpretation by
human beings. This facilitates the cognitive process of acquiring information and knowl-
edge from the dataset (155). Colours, spatial relationships, dimensions and patterns are
mapped to the different features of the dataset for extracting and communicating the un-
derlying meaning. Hence, information can be extracted from the data and synthesised
into knowledge that the engineer uses to move the product design forward.

In an optimisation problem, the information that needs to be visualised is the Pareto
set in the parameter space and the Pareto front in the functional space. These provide

30



Chapter 2. Literature Review 2.3. Multi-Disciplinary Optimisation

the range of available solutions which can be selected for further analysis and develop-
ment. For bi-objective problems, a scatter plot is sufficient for showing the Pareto front,
with each axis representing an objective (Fig. 2.3b). One additional dimension can be
represented through a hue scale or a gradient of colours on the markers.
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Figure 2.8: A pairwise scatter plot of the iris dataset.

Challenges arise when the number of data dimensions is greater than three. Scatter
plots can ideally support up to 5 dimensions by introducing hue, saturation, marker size
and marker shape scales on top of the two axes. In practice, the result would be a very
cluttered and hard to read diagram.

One possible approach is combining multiple simple scatter plots in a matrix layout
such that it is possible to visualise every possible pair of data axis. This diagram, named
pairwise scatter, shows immediately the trends between each pair of data and, in the case
of functional outputs, which input parameters have the most significant impact on the
objectives or constraints. An example of this diagram is shown in Fig. 2.8.

Nonetheless, this diagram cannot show in a bird’s eye view the effects of one dimen-
sion over all the other dimensions. This can be achieved with a Parallel Coordinates (PC)
diagram. PCs are composed of parallel axes for each dimension of the dataset. Each data
entry is portrayed with a polyline intersecting the axes at the value of each dimension. PCs
can effectively display data up to 10-15 dimensions (156). Figure 2.9 shows an example
of a PC plot for the same iris dataset of Fig. 2.8.

31



Chapter 2. Literature Review 2.3. Multi-Disciplinary Optimisation

*sepal length (cm)* sepal width (cm) petal length (cm) petal width (cm)

4.300

5.200

6.100

7.000

7.900

150/150 datapoints
2.000

2.600

3.200

3.800

4.400

1.000

2.475

3.950

5.425

6.900

0.100

0.700

1.300

1.900

2.500

Figure 2.9: Parallel coordinates plot of the iris dataset.

sepal length (cm) sepal width (cm) petal length (cm) petal width (cm)

4.300

5.200

6.100

7.000

7.900

100/150 datapoints setosa versicolor
2.000

2.600

3.200

3.800

4.400

1.000

2.475

3.950

5.425

6.900

0.100

0.700

1.300

1.900

2.500

Figure 2.10: Selections in a PC plot.

Parallel Coordinate diagrams are particularly suited for pattern discovery and ex-
ploratory data analysis. Inselberg (157) famously published an article where he describes
the process as a ”multidimensional detective”. In essence, PCs shine in their ability to
propagate selections from one axis onto all the dimensions, enabling them to analyse data
more quickly and identify patterns. For instance, in Fig. 2.10, the setosa and versicolor
datapoints have been selected and highlighted. The setosa class specifically has a clear
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separation in petal width and petal length. After selecting these data points by limiting
the range of petal length between 1 and 2 cm, it is discovered that the sepal length for this
class of flowers ranges between 4.3 and 5.8 cm. The same effect can be achieved glob-
ally by applying a colour scale reflecting the values on one axis on the lines. Figure 2.9
shows how the sepal length is correlated with the other dimensions. Besides colour and
selections, PCs portray the correlation between each adjacent axis through the disposi-
tion of the lines. Figure 2.11 shows direct and inverse correlation examples as displayed
in a cartesian plot and its equivalent PC plot. Inselberg’s book on the topic (158) is the
definitive resource for implementing and utilising PCs.
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Figure 2.11: Comparison between Cartesian and PC representation of correlations.

PC plots are best suited for interactive visualisation tools. Specifically, the ability to
change the order of the axis and select ranges within the axis themselves provide the user
with exploratory capabilities that cannot be obtained with scatter plots alone. Kipouros
et al. (159) demonstrated an interactive visualisation tool combining PC and scatter plots.
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The engineer would use the PC plot as a guiding tool to isolate interesting data points and
the scatter plots as a magnifying scope for understanding the correlations between two
specific dimensions or visualising the Pareto front.

Interactivity has the advantage of combining the strengths of different plots (e.g.
Fig. 2.8 and Fig. 2.9) and providing dynamic connectivity as the user searches within
the data. Selections from the PC plot would propagate to the scatter plots and vice-versa,
enabling one to extract information from the data rapidly. A further enhancement of
interactive visualisation is the addition of regression and machine learning methods for
extracting new information on the fly. The combination of these has been named Visual
Analytics. Piotrowski et al. (160) presented an enhanced tool where Kriging was used to
produce new data points.

As the complexity of MDO studies and the amount of produced data increases, in-
teractive visualisation tools and visual analytics become necessary to understand the be-
haviour of systems under design and identify the best parameters that satisfy the require-
ments.

2.4 Technological Challenges of Hybrid-Electric Aircraft

Aviation contributes to 2.5% of the global anthropogenic emissions of CO2 (161), which
is expected to grow due to the expansion of airline operations and fleets. Indeed, the lead-
ing manufacturers, Airbus and Boeing, predict an annual growth rate of traffic between
3.6 and 3.8% (162, 163). Consequently, several regulatory bodies have put forth emis-
sion reduction targets to reduce the impact of the current climate change emergency. The
European Commission, through the FlightPath 2050 plan, targets a reduction of CO2 and
NOx emissions by 75% and 90% respectively compared to the levels in 2000 (164). ICAO
has put forward similar provisions for the year 2050 (165).

The electrification of aircraft propulsion is seen as a potential solution for making
aviation more sustainable and meeting these tight goals. Three different concepts have
been proposed: full-electric, turboelectric and hybrid-electric. Their difference is in the
extent to which the electrical energy source is used in flight and the arrangement of the
electrical powertrain.

On one end of the spectrum, full electric propulsion envisions using batteries or fuel
cells to power propellers or ducted fans. Often it is paired with exotic airframe configu-
rations for exploiting synergies between aerodynamics, structures and propulsion (166).
However, the forecasted improvement of battery pack technology cannot meet the re-
quired energy and power density in the near and mid-time frames (167).

Turboelectric propulsion falls on the opposite side, where the electrical powertrain is
used for decoupling the gas turbine from the propulsive devices. While the gas turbine
would operate in its ideal range in any flight condition, the overall system would be less
efficient due to the losses in the electrical drive system. However, proponents of the
turboelectric configuration claim these losses can be compensated by the adoption of
distributed (168) or boundary-layer ingestion propulsion (169).

Hybrid-electric (HE) sits in between, as fuel and electric energy are used to power
the aeroplane. The two sources of energy are complementary, one low density and high
efficiency and the other high density but low efficiency. The combination of the two
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can yield a less polluting propulsion system that is more efficient than a fuel-powered
aeroplane alone.

The HE concept is further divided into parallel hybrid and serial hybrid. The par-
allel hybrid configuration features the gas turbine and the electric motors mechanically
connected to the same shaft, providing power to the propulsive device in synergy. This ar-
rangement requires fewer components; hence it is simpler and potentially less heavy than
the other concepts. Furthermore, the electric motor can act as a booster to the gas turbine,
which can be downsized to less power-demanding mission phases (e.g. cruise) (170). On
the negative side, the mechanical coupling disrupts the operating conditions of the gas
turbine, particularly if it is not downsized. Hybridisation requires less power from the
engine under the same trust requirements. This causes the high-pressure shaft to operate
at lower rotating speeds for the same airflow, which produces a reduced surge margin in
the low-pressure compressor (171).

Nonetheless, the parallel hybrid concept has been widely explored with examples such
as the NASA SUGAR Volt (171), the UTC Geared Turbofan (172), the EVE design by
Rolls-Royce North America (173), and the PEGASUS design by NASA Langely (174),
to name a few.

The series hybrid configuration instead completely decouples the gas turbine from the
propulsors. Instead, these are electrically powered by a gas turbine-driven generator or
a battery pack. Much like the turboelectric concept, the gas turbine can operate in its
optimal condition independent of the fan or propeller speed. Likewise, this arrangement
can accommodate distributed propulsion concepts, improving the overall aerodynamic
efficiency if adequately integrated with the airframe. Despite these advantages, the lower
efficiency of the electrical power chain causes a significant increment in weight, which
may offset the efficiency improvements (175). For these reasons, fewer examples of series
hybrid concepts can be found in the literature. Some examples are the Airbus E-Fan
X (176), the Zunum Aero ZA10 (177), and the Pipistrel Panthera (178).

Despite the investigation in the last decade, HE propulsion is still far from reality.
The limitations are in technology and understanding the multi-disciplinary aspects of the
novel propulsion system.

In their extensive survey, Sahoo et al. (179) highlights the need for technological
breakthroughs in energy storage technology, namely a significant improvement in energy
density and power density and reliability under high cycle life. In addition, improvements
in conducting materials and high-specific power electrical components are required. Fur-
ther technological challenges are in managing high voltage, which aligns with the higher
specific power requirement and weight-efficient thermal management systems for han-
dling the waste heat from the electrical equipment (180).

HE propulsion introduces additional complexity in its system design requiring inno-
vative design methodologies. Indeed, the sizing of the electrical components and the fuel
consumption is determined by the degree of hybridisation (DOH) and the adopted en-
ergy management strategy (EMS). The added complexity in sizing arises from combining
the variable-weight fuel source and the fixed-weight electrical energy source. Currently,
sizing methods have been published by Pornet et al. (181), Riboldi et al. (182), Cinar et
al. (183) and De Vries et al. (184). However, many of these methods do not consider the
effect of the EMS on the design of the HE propulsion system.

Few studies have been published where the two are coupled (185, 186, 187, 188). Two
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distinct approaches are adopted in these studies. The first consists of considering a fixed
energy management strategy, usually a uniform degree of hybridisation over cruise and
climb, and size the aircraft according to the energy requirements. This approach is usually
selected to study and compare different HE architectures and can be found in Pornet (185)
and Zamboni (186). Voskuij et al.(189) also investigate an EMS where the gas turbine
operates at a constant power setting and compare it to the constant DOH strategy.

The other approach is to couple the energy management optimisation with the system
sizing iteratively. Trawick (187, 190) implemented a global optimisation methodology
where dynamic programming is used to construct the optimal EMS and sequentially size
the system. This approach is more flexible since it does not assume any analytical form
of the power schedule but calculates the optimal schedule by starting from the end state
of the aircraft and searching backwards for the optimal power setting that minimises the
objective function. The drawback is the high memory and computational cost, as the
algorithm has to evaluate N×M2 states when searching for the optimal path, assuming
a single-setting discretised M times over N time steps. Perullo and Mavris (191) pro-
posed to couple the EMS and design with a distributed MDO approach. A system-level
optimiser would search the optimal system design while a local model predictive con-
trol algorithm would set the energy management strategy to maximise range. Jinning et
al. (188) also presented a MDO problem where the energy sources (fuel and batteries)
were sized according to an optimal EMS.

Overall, both Sahoo et al. (179) and Brelje and Martins (192) recognise the need for
more tightly integrated MDO frameworks for HE aircraft design. The challenging tech-
nological limitations caused by the electrical components require optimised designs with
small margins. The traditional approach of sequentially optimising the components after
fixing the system design would produce designs that require unachievable technological
levels in the medium timeframe. Hence, both Set-based Design and Multi-Disciplinary
Optimisation seem ideal approaches to be applied in the design of HE aircraft.

2.5 Summary of Review

This chapter provided the background of the central tenets that this dissertation covers.
The complexity of the design of modern systems has increased exponentially, requir-

ing new methods to manage them effectively. Failure to do so causes rework and iterative
procedures which correct mistakes found during the design process. These impact the
cost and time of the development.

Set-Based Design is a methodology proposed to avoid rework and explore the design
space effectively. It suggests delaying freezing design configurations and restricting the
search by eliminating unfeasible options. While it has been demonstrated effective, there
is still no definite quantitative approach to SBD design. The most common approach is
reasoning with intervals and selecting the designs based on multi-attribute value theory.

Design uncertainty, caused by a general lack of information, is responsible for rework
and changes mid-course. In complex systems, changes can propagate in a self-reinforcing
cycle, causing more rework and more changes. As a mitigation mechanism, margins
absorb the shocks caused by changes without propagating rework. SBD acts similarly
to margins in accommodating changes without propagation but with the advantage that
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variability is accounted for before the design is selected. In other words, alternatives are
intrinsically explored.

Complexity entails many interacting components and subsystems, each with its design
parameters. Engineering optimisation is a mathematical approach to finding the design
parameters that satisfy the design requirements. Multi-Objective optimisation (MOO)
problems are helpful in identifying the design alternatives that satisfy the same constraints
and objectives while prioritising one over the others.

Multi-disciplinary optimisation (MDO) aims to apply the MOO methods to systems
composed of multiple interacting components, intending to produce a design that per-
forms better than one with components optimised sequentially. Coupled models have
a significantly higher computational cost than single-discipline optimisation problems.
Surrogate modelling methods are employed to alleviate this and enable higher fidelity
analysis. MDO also produces high dimensional data, which can be effectively visualised
with parallel coordinates and scatter plots.

Hybrid-electric aircraft is a proposed concept for enabling sustainable aviation and
achieving the target emissions reduction. Many conceptual designs have been produced
in the last ten years, but technological limitations hinder their practical development.
Alongside the need for improved energy storage solutions, better electrical equipment
and advanced thermal management, advanced design and optimisation tools are needed
for successfully managing the design complexity. For example, the interaction between
energy management and the system design is still not fully understood.

With these in mind, Set-Based Design and Multi-Disciplinary Optimisation are pro-
posed as a solution to the design exploration of hybrid-electric aircraft. They are com-
plementary: SBD can manage epistemic uncertainty and produce thorough design space
exploration, while MDO generates designs that satisfy the requirements considering the
interactions between the components.
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Chapter 3

Conceptual Ideas of the PDOPT
Framework

3.1 Introduction

The literature review of Chapter 2 highlighted engineering design challenges. Rework
iterations and lack of knowledge are difficulties engineers face when making design de-
cisions, especially during the conceptual stages. These are exacerbated by the pressing
need to test and implement new technologies such as electrification, hydrogen storage,
and urban air mobility. While labelled the ”third revolution” in aviation (193), there is
still limited knowledge on the practical design of aeroplanes with these systems.

New design methodologies are required to cope with this scenario. The necessary
characteristics to solve these problems are rapidity, comprehensiveness, and the ability to
cope with uncertainty. Furthermore, unfruitful areas of the design space should be iden-
tified as soon as possible in the project and eliminated, reducing the pool of solutions
that would lead to a ”rework trap”. Set-Based Design does provide a partial solution,
but it is limited by its computational cost and the expert-driven set elimination process.
This last aspect could increase uncertainty when working with new, untested technolo-
gies. Therefore, minimising the need for external assumptions is fundamental to reducing
uncertainty.

This chapter will present and explain the key ideas of the thesis. These concepts
cover the aims and research questions proposed in Chapter 1 and provide the theoretical
backbone of the framework developed in this thesis.

3.2 Design Space exploration through elimination

Classical engineering design focuses on producing one or a few candidate solutions which
are refined as much as possible to meet the requirements put forward by the customer. As
discussed previously, this approach is sustainable when a previous solution is evolved and
gradually adapted to new conditions. It has been the standard approach adopted in the
aeronautical industry, as it is the safest from a certification perspective.

Evolutionary approaches are no longer suitable when disruptive technologies need to
be introduced in a new revolutionary design. Selecting a suitable starting point without
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experience is often time-consuming and prone to corrective rework. The leading cause of
design failure is the inability to satisfy a requirement, often a feasibility one. For example,
in a wing design context, a designer might select a guess value of L/D, which requires a
very high aspect ratio or a low thickness aerofoil: both could conflict with the structural
requirement of strength and stiffness. As structural design is often a preliminary design
process, this issue would arise if not caught early on and require a rework loop back into
conceptual design to change the original assumption. The consequence would be that
other design aspects would change further, for instance, the predicted range through the
Breguet equation.

Such pitfalls can be avoided by scanning the design space to identify where all re-
quirements are satisfied sufficiently and simultaneously. This procedure requires a form
of reasoning that is interval-based or set-based. As initially argued by Alan Ward, the cre-
ator of set-based design (28, 30), it is more robust and easier to solve the complementary
form of this question. In other words, searching for areas of the design space that do not
satisfy all requirements. This approach is similar to how computers check the truthfulness
of conditional statements in programmes. Suppose a logical proposition contains several
predicates connected by ”AND” logical connectors. In that case, it is cheaper computa-
tionally to check if any of them is false rather than checking the truthfulness of every one
of them.

Once these unfruitful areas of the design space have been identified, it is possible to
discard them and reduce the degrees of freedom of the problem. This approach effec-
tively reduces the uncertainty in the entire design problem. First, it was ensured that the
requirements considered would be at least satisfied. Second, the total computational cost
is decreased as the number of alternatives has been reduced. As discussed later in this
chapter, optimisation is used to locally search the surviving design spaces and recover the
design points.

From the engineering perspective, requirements are often encoded in two forms: con-
straints and objectives. Constraints are mathematical inequalities that must be satisfied
for a successful design, hence encoding feasibility requirements. These can be external
constraints due to customer or regulator needs and expectations or internal constraints
due to component or subsystem compatibility. An example of the first would be the air-
craft range being larger than a minimum value, while the second type could be geometric
constraints on the wing aerodynamics caused by the size of a wing fuel tank. Often a
feasibility requirement may manifest as a technological limitation that makes or breaks
the concept under design. This is too encoded as a constraint on the QoI representing the
technology, for instance, the energy density of a battery pack. Objectives are quantities
the customer desires to be maximised or minimised: these encode desirability require-
ments. For example, aircraft fuel consumption should be minimised as much as possible
to reduce operating costs and maximise environmental compatibility.

Although objectives usually come into play when defining an optimisation problem, it
is possible to convert them into constraints if the stakeholders define a minimum level of
satisfaction for such an objective. As an example, the TLARs of the FUTPRINT50 project
state that the new HE regional aircraft should at least reduce NOx emissions by 90% and
CO2 emissions by 75% compared to a representative aircraft from year 2000 (194). There-
fore, these objectives can be cast into constraints for further reducing the design space to-
wards better performance or, conversely, exploring if the assumptions of the design model
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could ever achieve such performance. Within the context of the PDOPT framework, this
type of constraint is labelled ”soft” because it encodes a desirability requirement that does
not determine the feasibility of the design. In contrast, feasibility-based constraints are
named ”hard”.

This procedure of finding the promising area of the design space through elimination is
called within PDOPT ”exploration phase”. The name highlights that this phase identifies
a broad direction for the desired solution. The mathematical procedure to achieve it relies
on probabilistic logic and surrogate modelling. Philosophically, these stand on knowledge
representation in a simulation model and the Bayesian interpretation probability. Both
aspects are discussed next.

3.3 Surrogate Models for knowledge extraction
The limitation of the ADOPT framework developed by Georgiades (4, 5) was using log-
ical rules to eliminate undesirable and unfeasible configurations. These rules originated
from expert knowledge about the system under design, a fuel system of a jet aircraft. As
this design problem does not present any specific innovation, eliciting expert knowledge
is reasonable and easy to implement. Nevertheless, it may be difficult for novel configu-
rations and technologies where experts do not yet agree on best practices.

ADOPT presented two forms of knowledge: the knowledge of the rules to perform the
set reduction and the knowledge that describes the system’s behaviour under design con-
tained in the evaluation function of the optimisation problem. Both pieces of knowledge
originate from the description of the same physical object. It is reasonable to argue that the
assumptions and limitations of the simulation model are also present in the expert-made
ruleset.

Assume the design of a novel system, for instance, a hybrid-electric aircraft. Given its
low TRL, the only possible source of knowledge is analogies with conventional aircraft
design or the basic physics of the system components. Much like the test case of ADOPT,
the assumptions must be the same, as physical laws determine the behaviour of engineer-
ing systems. However, the lack of best-practise knowledge due to the low TRL could lead
to biased or incorrect expert judgements, causing incorrect selections and eliminations of
the design space. Therefore, extracting the embedded knowledge in the simulation model
is best as it would be closer to the truth of the system behaviour.

The knowledge that the system model contains is the mathematical relationship be-
tween the input parameters and the quantities of interest (QoI). These values are either
subject to constraints or to be optimised. It represents the object’s behaviour to be de-
signed, limited to the designer’s interest and the level of detail required. Capturing this
information with a simpler mathematical model enables us to infer the design space. In-
deed, it would allow one to invert the relationship between Inputs-QoI to evaluate con-
straints.

Machine learning is used to extract knowledge through data sampling and regression.
Data are extracted by sampling the entire design space and producing a dataset containing
N pairs of (yQoI,xinp). Statistical learning theory ensures that given a suitable approxima-
tion function f (x), it is possible to find the combination of hyperparameters that are most
probable given the observed data (53). The obtained model, therefore, ”learnt” the rela-
tionship from the data and can generate new outputs from unobserved inputs. In essence,
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it transferred the knowledge embedded in the design model into a statistical relationship
that can be used for rapid testing.

Now, unlike surrogate-based optimisation, the exploration phase is not interested in
high precision. Instead, the surrogate model should capture the uncertainty of the predic-
tion so that it can be used with probabilistic reasoning and does not require excessive data.
For this purpose, Gaussian Processes (GP) have been adopted. This mathematical object
describes the distribution of possible functions consistent with the observed data (195).
The assumption is that the probability distribution of observing the output values of the
training set P( f (x1), f(x2), ..., f (xN)) is a multivariate Gaussian distribution with a mean
vector µ(x) and a covariance matrix Σi, j = k(xi,x j) where k is a positive definite kernel
function.

Predicting a new value f (x∗)) consists in finding the output value that maximises the
conditional probability P( f (x∗)|x∗,x, f (x)), which in turn is to evaluate the mean vector
and covariance matrix of the multivariate Gaussian distribution:(

f
f∗

)
∼ N

((
µ

µ∗

)
,

(
K K∗
K∗ K∗∗

))
(3.1)

where Ki j = k(xi,x j) is the covariance matrix of the training data, K∗,i = k(x∗,xi) is
a vector containing the covariance between the new observations and the training data,
and K∗∗ is the covariance of the new observations. The kernel calculates the similarity
between two points, as it is reasonable to assume that points close to the function domain
have similar codomain values. GPs are trained by selecting a suitable kernel function and
finding the hyperparameters that maximise the likelihood of the training data. The output
of a GP prediction is the expected mean value of the output along the variance, which
forms a credible interval. The distribution of possible predictions for the new observation
x∗ is assumed to be Gaussian, which will be necessary to calculate the probability of
satisfying the constraints.

3.4 Bayesian statistics for requirements mapping
Implementing set elimination as discussed in Sec. 3.2 requires mapping a multivariate
continuous design space to a discrete Boolean operation. Furthermore, all requirements
must be satisfied to avoid set elimination. Hence, the evaluation of the requirements must
be fused into a single criterion. The uncertainty present in this problem lies in the location
of the decision boundary for set elimination: a form of epistemic uncertainty.

Bayesian statistics is proposed as a suitable mathematical tool for modelling this prob-
lem. Its fundamental assumption is in the interpretation of the concept of probability.
Rather than quantifying the frequency of a phenomenon, probability quantifies the ex-
pectation of a state of knowledge being true. This interpretation allows one to extend
propositional logic enabling them to reason with a partial or imperfect state of knowl-
edge.

The starting point in applying Bayesian reasoning to set-based design is reformulating
requirements as statements. As discussed previously, constraints expressed as inequalities
encode requirements mathematically, such as:

gi(x)≤ Ḡk (3.2)
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where gi(x) is a function that maps the input parameters to the QoI to be constrained,
and Gk is the limit value of the constraint. This inequality effectively defines a decision
boundary in the input domain, whether satisfied or not. Figure 3.1 shows a representation
of this in a 2D input space.

x1

x2 Decision Boundary

Figure 3.1: Decision Boundary of the
constraint.

x1

x2 Decision Boundary

P = 0

P = 1

Figure 3.2: Probability of the constraint
being satisfied.

This statement is now reformulated as a probabilistic proposition, answering the ques-
tion, ”What is the probability that the constraint is satisfied?”. Mathematically, it can be
expressed as:

P(gi(x)≤ Ḡk) (3.3)

whose value, according to the Bayesian interpretation of probability, corresponds to
the certainty that the constraint is satisfied. The advantage of this formulation is twofold.
First, it maps a continuous space to a continuous quantity while expressing a discrete
yes/no statement. Second, it enables synthesising different requirements under a single
elimination criterion. This process utilises probabilistic logic, which encodes the logical
connectors of AND, OR, and NOT through set theory. Satisfying all requirements cor-
responds to AND-ing all the probabilistic statements. This is done with the following
expression, given a set of statements Si:

P(S1 ∧S2 ∧S3...∧Si) = P(S1) ·P(S2|S1) ·P(S3|S1,S2)... ·P(Si|Si−1, ...,S1) (3.4)

This general expression, while accurate, can be computationally intractable for a large
number of statements. In particular, calculating the conditional probability of the follow-
ing statements requires access to the full joint distribution. However, in most cases, the
statements are conditionally independent; that is, the truthfulness of the statement is not
affected by the verification of the others. Since the objective of the exploration phase is
to eliminate unfeasible and undesirable candidate solutions roughly, the statements are
assumed to be all conditionally independent. This assumption is known as the ”naive
Bayes” in the literature (53), which significantly simplifies (3.4):

P(S1 ∧S2 ∧S3...∧Si) = ∏
i

P(Si) (3.5)
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Using this formula, it is finally possible to calculate the probability that a design or a
design space can satisfy (or not) all the requirements. The PDOPT framework uses this
criterion for set elimination by defining a minimum satisfaction probability Psat . A set is
eliminated if its probability is below the Psat threshold. The detailed calculation procedure
is described in the next chapter. It suffices to say that the set probability is calculated using
a Monte Carlo method: points are sampled and evaluated with the Gaussian Processes,
their probability is evaluated, and the total number of satisfying points is counted over the
total number of samples. This final ratio provides the P of satisfying the requirement in
the set.

3.5 Optimisation for Design Exploration
Optimisation techniques are usually employed to refine a design once it has been frozen.
Bounds for input parameters are provided by the previous design phases, usually in the
form of margins, where the optimising algorithm searches for the best combination for
marginally improving the design. In contrast, as discussed in Chapter 2, multidisciplinary
optimisation enables us to optimise the design early, during the preliminary or conceptual
phase. This would lead to a better system design, avoiding the limitations of sequential
optimisation.

However, the utilisation of optimisation problems in PDOPT differs from the conven-
tional one. The aim is to explore the available designs within a pocket of design space,
assuming that the engineers would produce the best possible design. The result is a fam-
ily of local Pareto fronts composed of many globally suboptimal points. This requires
using population-based approaches such as Genetic Algorithms or Particle Swarms. Fur-
thermore, the convergence criteria are modified to avoid early stopping caused by toler-
ance convergence on either the functional evaluation or the input parameters. Instead, the
maximum number of functional evaluations or generations guarantees a fair comparison
between the optimisation outputs from each set.

Optimisation is used to carry out computational experiments in the design space. In-
stead of seeking a single optimal solution, multiple points are recovered from each set.
The results from each set are aggregated and stored in a database, yielding the global
Pareto front with multiple suboptimal design points.

With this abundance of information, one can deduce valuable insights about the sys-
tem and formulate new hypotheses regarding its design. These insights can then be
utilised to modify and improve the analysis setup. Furthermore, the optimality condition
makes it possible to study the trade-off between the objectives and how the input param-
eters and constraints affect them. Engineers design their systems with the best achievable
performance; hence the decision-making process expects optimal design points. With
many points, it is possible to understand the implications of each input parameter and
identify the desired combination of them for the requirements set by the designers.

3.6 Conclusions: the PDOPT framework
This chapter presented the ideas that function as a backbone to the Probabilistic Design
and OPTimisation (PDOPT) framework. Figure 3.3 highlights how these ideas are incor-
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porated into the framework.
The Exploration Phase implements the SBD procedure for set generation and elimi-

nation. Input design parameters are discretised into levels and combined to generate the
sets. These are pockets of the continuous design space, whose designs originate from a
combination of intervals of the input parameters.

The elimination of unfeasible sets is carried out by estimating the likelihood of meet-
ing the requirements. Here, the two key ideas of Bayesian statistics and knowledge ex-
traction through surrogate modelling come into play. First, requirements are stated as
probabilistic constraints: the confidence level that a requirement is satisfied in a set. All
the optimisation constraints are converted with the addition, if present, of the ”soft con-
straints” on the objectives.

The next step is to build the surrogate model to calculate the probabilities. Data is
sampled from the design model and used to train the Gaussian Processes, one for each
quantity of interest subject to the constraints. This process extracts the knowledge from
the full model and encodes it within a probabilistic surrogate. The sets are evaluated by
sampling points in each of them, evaluating the mean and variance of the QoIs with the
GPs, and calculating the probability that the constraints are satisfied at that point. The
aggregated set probability is obtained with a Monte Carlo approach. The final probability
is calculated by ANDing all the evaluations together.

x1

x2

Figure 3.4: Fuzzyness and ambiguity of the decision boundary when the design space is
divided into sets.

Using probabilities rather than Boolean quantities provides a fuzziness that makes it
possible to handle those sets crossed by the decision boundary. As shown in Fig. 3.4, the
decision boundary causes ambiguity in most sets it crosses. Rule-based set elimination
cannot handle these cases, as they are based on Boolean logic. Instead, Bayesian prob-
abilistic logic enables handling cases where requirements are partially satisfied. These
edge sets would be retained for the next phase, where the optimiser could recover some
design points that would otherwise be lost.

The Search Phase carries out optimisation to obtain the design points in each surviving
set. The advantage is twofold: the total computational cost is reduced compared to run-
ning the optimiser in every set, and more information is extracted from the design space
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compared to running a global optimisation. Results from this phase are aggregated into a
database organised by set id, ready for being post-processed or visualised. Parallel coor-
dinates diagrams, as discussed in Sec. 2.3.3, are suitable for analysing and understanding
the results, as these are multi-dimensional. Using an interactive visualisation tool incor-
porating both parallel coordinates and scatter plots complements the framework, enabling
a better presentation of the results for decision-making.

This chapter covered the key ideas behind the PDOPT framework. The next one will
detail the computational implementation and outline the practical use of the tool.
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Chapter 4

Framework Computational
Implementation

4.1 Introduction

This chapter discusses the computational implementation of the ideas discussed in Chap-
ter 3. The code has been developed in Python 3.9 using only well-maintained libraries
in the same language. No other languages or external libraries have been used to avoid
difficulties in maintaining the codebase. The code has been made available publicly on a
Github repository (196), along with a manual and example files.

Figure 3.3 presents the flow chart of the code, with the section references. The PDOPT
library is composed of three objects: the DesignSpace() data structure which encap-
sulates the design space divided into sets; the ProbabilisticExploration() object
which implements the Exploration step; and the Optimisation() object implementing
the Search step. Two input files define the input parameters and the QoIs affected by
the constraints and objectives. The information flows from the DesignSpace() to first
the Exploration phase and then to the Search phase, returning the results as Pandas data
frames back to the DesignSpace() object. These results are then exported to the output
files using the Pandas export interface.

The design of the PDOPT framework as a Python library grants a high level of flex-
ibility in its application. The two steps can be run asynchronously and independently of
each other. For instance, multiple exploration phases can be run under different require-
ments, for example, to study their effect on the design space. This chapter will present a
canonical example, but the user can experiment with the tools provided.

In addition, ProbabilisticExploration() supports reading sampled data from
other sources using the samples.csv file. This usually is automatically generated from
the provided evaluation function. The user can edit it to introduce data from experiments
or higher-fidelity simulations. Similarly, Optimisation() supports two forms of surro-
gate optimisation: Gaussian Process Regression and Neural Networks. The user can acti-
vate these if the original evaluation function is computationally too expensive or presents
instabilities in some areas of the design space.

The structure of the chapter is as follows. The first half covers the detailed imple-
mentation of the two steps, discussing the mathematical process and the Python libraries
adopted. The second part describes the case setup, including the required input files and
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the API of the evaluation function.

4.2 Design Space Representation
PDOPT is designed using an object-oriented programming approach. Each mathemati-
cal object in the framework (parameters, objectives, constraints, etc.) is modelled using
classes and objects. The file data.py contains their implementation. These are:

• Parameters. These objects model the input parameters. Two classes are available,
ContinousParameter and DiscreteParameter. Both encapsulate the name of
the parameter, the bounds, and the number of levels. Continuous parameters can
return the level bounds with a method, while discrete parameters only contain the
number of levels. It is assumed that the evaluation function would translate the
discrete level into an actual internal representation (e.g. a configuration).

• Objectives. Representation of an objective as defined in the responses.csv. It
encodes the name of the output, the type of objective (”minimise” or ”maximise”),
and, if present, the ”soft constraint” to be used in the exploration phase.

• Constraints. Representation of a constraint as defined in the responses.csv.
It contains the name of the output, the type of constraint (”greater than” or ”less
than”), the constraint value, and the satisfaction probability level. Its methods pro-
vide manipulation of the information and check the constraint satisfaction.

• OptimisationProblem. Encapsulation for PDOPT of the pymoo.Problem object.

• DesignSet. The representation of a set in the PDOPT framework. It is defined with
a unique ID, the levels of the input parameters, the probability of satisfying the
constraints, the discarded status, and the optimisation problem.

• DesignSpace. The main data structure encapsulates the whole design space. When
instantiated, it builds the hypercube of parameter levels and stores each set in-
side a list of DesignSet objects. Methods are provided for producing the pandas
DataFrames results of both the exploration and search phase.

Details of the classes can be found in the PDOPT manual and in the code itself.
The objects have interface methods that can be used to set and retrieve the information
stored in them. Furthermore, the user can easily inspect the contents with print() for
the parameters, objectives, constraints, and design set objects. An example listing of
DesignSet() objects is shown in Listing 4.1, showing the level of input parameters, if
the set has been eliminated, and its total probability.

1 >print(design_space.sets [4:7])

2 [DesignSet 4 [ ], Parameters: {’climb_h0 ’: 0, ’climb_h1 ’: 0, ’cruise_h0 ’: 1, ’

cruise_h1 ’: 0} P = 0.990,

3 DesignSet 5 [ ], Parameters: {’climb_h0 ’: 0, ’climb_h1 ’: 0, ’cruise_h0 ’: 1, ’

cruise_h1 ’: 1} P = 0.510,

4 DesignSet 6 [X], Parameters: {’climb_h0 ’: 0, ’climb_h1 ’: 0, ’cruise_h0 ’: 1, ’

cruise_h1 ’: 2} P = 0.000]

Listing 4.1: Example inspection of DesignSet() objects
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4.3 Step 1: The Exploration Phase

As described previously, the exploration phase implements the set-based design ideas
augmented with Bayesian probability. Its scope is to survey the entire design space and
eliminate those sets that do not satisfy the requirements set by the user.

The computational process comprises three main steps: training the required surrogate
models, sampling the sets, evaluating the points, and calculating the total probability of
the set. Figure 4.2 shows this process in a flowchart.

Training of the surrogate processes begins with sampling the entire design space to
generate the training dataset. The quasi-random Sobol sequence is used, with 128 points,
to ensure optimal filling (197). For the validation dataset, Latin Hypercube Sampling
(LHS) (198) is used instead, with 32 points. The joblib (199) parallelisation library
is used to speed up the process, and the training dataset is stored in the samples.csv

file for future use. The data is scaled to the [0,1] range to improve the convergence of
the training algorithm. The inputs and outputs are automatically scaled when calling the
surrogate model for prediction.

The Gaussian Process implementation is from the scikit-learn machine learning
library (200), which also contains dataset normalisation and model validation tools. After
training, the user can inspect from the console output the Pearson R2 correlation coeffi-
cient to evaluate the quality of the model. GPs are single output functions; hence one is
trained per QoI. The kernel adopted is the Matern kernel with the standard coefficients of
scikit-learn. Matern can handle more irregular data than the commonly used radial-
basis kernel.

Once the GPs are trained, the probabilistic evaluation can start. Each set j is sampled
with LHS, generating N j of candidate points X j

k (100 by default). For each constraint i,
these are passed through the corresponding GP function, generating the mean value µk

y,i
and variance σ k

y,i at the sample point of the QoI yi. Given the constraint boundary ḡi, it
is possible to calculate the probability Pk(yi < ḡi) that it is satisfied at the sampled point
using the Gaussian cumulative distribution function Φ:

Pk(yi < gi) = Φ

(
gi −µk

i

σ k
i

)
(4.1)

The equation calculates the area under the Gaussian probability distribution curve
from −∞ to the constraint value gi. Figure 4.3 shows this process. In case of a ”greater
than” constraint, the function’s argument Φ in (4.1) is reversed. The framework automat-
ically performs the necessary algebraic manipulations.

The set probability of the requirement Pi, j is calculated using a Monte Carlo approx-
imation. In the definition of the problem, each probabilistic constraint is defined with a
minimum satisfaction probability P̄i. This quantity then is compared to the probability of
each sampled point, obtained using (4.1). Pi, j is finally calculated by counting how many
of the sampled points satisfy the constraint (ni,sat) and dividing it by the total number of
sampled points:

Pi, j =
ni,sat

Nsamples
(4.2)
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Figure 4.3: Probability of satisfying a constraint gi for a sampled point X j
k .

Finally, the total set probability is calculated by multiplying all the requirement prob-
abilities. The value is normalised by a factor k such that the probabilities of all sets are
rescaled between 0 and 1:

Pj =
1
k

Nconstr

∏
i=0

Pi, j (4.3)

Sets are discarded if the total probability falls below the required minimum. The user
specifies this value at the time of execution and is independent of P̄i of the requirements.
Instead, it acts as a filter for the fuzziness of the constraint boundary. Setting it closer to
1 would produce a more crisp division but might eliminate sets partially crossed by the
constraint boundary, potentially losing feasible data points.

After the exploration phase, the user can retrieve the results in a pandas.DataFrame
using the method DesignSpace.get exploration results().

4.4 Step 2: The Search Phase
The search phase implements the ”Optimisation as a Discovery Tool” idea discussed in
Sec. 3.5. The surviving sets are explored with the optimisation algorithm to extract the
design points.

The Python library pymoo (201) is adopted for this process. This library imple-
ments the interface for defining a multiobjective optimisation problem and popular and
robust algorithms to solve them. For the scopes of PDOPT, the algorithm should be
population-based but capable of handling problems spanning from single-objective to
many-objective. Additionally, it should be gradient-free, as the evaluation function may
not be differentiable, which is the typical case for multidisciplinary models. Hence the
Universal Non-dominated Sorting Genetic Algorithm III (U-NSGA-III) was selected (118).

The drawback of using population-based methods is the large number of evaluations
of the objective functions, which grows significantly with the number of input parame-
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ters. For this reason, PDOPT presents the option to use a locally trained surrogate model
when performing the set optimisation. Two types of models are supported: Gaussian
Processes (Kriging) and Neural Networks. It can be activated by passing the parameter
use surrogate=True to the Optimisation() object. The algorithm recovers the actual
output from the found Pareto set after the optimisation cycle when using the surrogate
models.

Both are non-parametric for guaranteeing generality. The training process follows the
same procedure for training GPs in the Exploration phase (Sec. 4.3): the set is sampled
using the Sobol sequence for the training data and LHS for the validation data. Scaling is
also introduced for better convergence.

The kernel of the Kriging model is fixed, a combination of Radial Basis Function
(RBF) kernel with two constants:

k(xi,x j) = a · exp
(

d(xi,x j)

l2

)
+b (4.4)

where a,b are constants, l is the RBF length scale and d(xi,x j) is the Euclidean dis-
tance of the two points. During training, an optimiser finds the best combination of hyper-
parameters minimising the regression error. RBF has been preferred in this application as
the function response is locally smooth for most problems.

On the other hand, the structure of the NN model is parametrised and tuned using a
randomised search method. The algorithm generates 100 random candidates with hidden
layers ranging from 1 to 4 and a number of neurons ranging from 50 to 200. The search
finds the combination that minimises the mean squared error of the validation dataset.

It has been observed that the Kriging model generally has the lowest mean square
error, and it should be preferred in most applications. It is the default model when
use surrogate=True is passed. The Neural Network model may be helpful if the re-
sponse surface presents strong discontinuities that cannot be captured with an RBF ker-
nel. If the user prefers to use the NN model, the parameter use NN should be set to True

along with the parameter activating the surrogate modelling.
The general process of the search phase is as follows. First, in each surviving set,

the optimisation problem is set up. Set bounds are converted into bounds for the contin-
uous parameters, while the discrete ones are held constant, as the value is uniform over
the whole set. Constraints are converted into the standard form G(x) < 0, since pymoo

evaluates constraint violations if the constrained value is greater than 0. After the setup,
each problem is run sequentially. The optimiser uses the joblib library to parallelise the
function evaluations at each iteration. The results of each problem are stored inside the
DesignSpace() object in case the programme is interrupted before completion. As men-
tioned above, if a surrogate model is selected, the code automatically samples and trains
the surrogate before running the optimisation problem. Finally, at the end of the process,
the results are extracted from each set and aggregated into a single pandas.DataFrame,
accessible with the method DesignSpace.get optimum data().

It is possible to control the UNSGA-III parameters by passing Python kwarg argu-
ments to the Optimisation() object. These are shown in Tab. 4.1 along with their
default value. As discussed in Sec. 3.5, the convergence tolerances are set to a very small
number to disable them effectively. The user should instead use a maximum number of
generations or function evaluations to set the stopping criterion to guarantee a fair com-
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Name Description Default Value

pop size Number of population points
10 + Number of Reference
Directions (calculated with
the Das-Dennis method)

n partitions
Number of partitions of
Pareto front

12

x tol
Input parameter convergence
tolerance 1 ·10−16

cv tol
Constraint violation conver-
gence tolerance 1 ·10−16

f tol
Functional evaluation conver-
gence tolerance 1 ·10−16

n max gen
Maximum number of genera-
tions

1000

n max evals
Maximum number of func-
tion evaluations 1 ·106

Table 4.1: Optimisation kwarg parameters.

parison between the set results.

4.5 Postprocessing: Visualisation and Decision Making
The framework was developed with generic I/O to integrate it with decision-making or
visualisation tools. However, a bare-bones visualisation web tool is included in the soft-
ware distribution in the visualisation.py script. It uses the plotly and dash Python
libraries to interactively visualise any.csv file outputted by PDOPT. A screenshot of the
tool is shown in Fig. 4.4.

The user is presented with a Parallel Coordinates plot and five scatter plots. It is possi-
ble to select which dimension of the dataset to use for the XY axes or the colour scheme.
Furthermore, selecting a set of points within the Parallel Coordinates and propagating
them to the scatter plot is possible. Interactivity is vital to effective decision-making when
dealing with complex datasets. Although this tool is helpful in this context, the library
matplotib was used instead to generate the static images used in this dissertation.

4.6 Problem Definition: Files and Code Structure
PDOPT is primarily a Python library. It is designed to be stand-alone inside a test case
script or incorporated into larger frameworks. The minimum amount of files required to
perform a PDOPT analysis successfully is:

• A Python script to import the PDOPT library, define the evaluation function, and
set up the workflow.

• A .csv input file describing the input parameters (inputs.csv).
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Figure 4.4: Visualisation Tool Example
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• A .csv response file, describing the QoI (response.csv).

The structure of the script run file follows the two-step procedure outlined in Fig. 4.1.
The components required to be imported from the pdopt library are:

1 from pdopt.data import DesignSpace , Model

2 from pdopt.exploration import ProbabilisticExploration

3 from pdopt.optimisation import Optimisation

As described before, DesignSpace() is the data object containing all the information
about the problem (parameters, QoI, sets). In contrast, the other two objects implement
the exploration and search phases. Given the required input files, a minimal workable ex-
ample is shown in Listing 4.6, assuming the evaluation function is defined as my model().

1 # Wrapping the evaluatio function into a model object

2 my_model = Model(my_eval_fun)

3

4 # Definition of the design space

5 design_space = DesignSpace("input.csv", "responses.csv")

6

7 # Creation of the exploration phase object

8 exploration = ProbabilisticExploration(design_space , my_model)

9

10 # Run exploration phase

11 n_exploration_samples = 100

12 P_exploration_sat = 0.5

13 exploration.run(n_exploration_samples , P_exploration)

14

15 # Get exploration results

16 df_exp_results = design_space.get_exploration_results ()

17

18 # Creation of search phase object

19 optimisation = Optimisation(design_space , my_model)

20

21 # Run search phase

22 optimisation.run()

23

24 # Get search phase results

25 df_opt_results = design_space.get_optimum_results ()

4.6.1 Definition of Input Parameters
The input parameters are defined in an ASCII .csv file (input.csv), one row per pa-
rameter and heading as shown in Listing 4.2. While any text editor can edit the file, a
spreadsheet programme can be used to better visualise the tabular layout, as shown in
Fig. 4.5.

1 name ,type ,lb ,ub ,levels ,uq_dist ,uq_var_l ,uq_var_u

2 climb_h0 ,continous ,0,1,4,nan ,nan ,nan

3 climb_h1 ,continous ,0,1,4,nan ,nan ,nan

4 cruise_h0 ,continous ,0,1,4,nan ,nan ,nan

5 cruise_h1 ,continous ,0,1,4,nan ,nan ,nan

Listing 4.2: Input File
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Figure 4.5: Content of the input.csv file

The input parameters are distinguished as continuous and discrete. Discrete parame-
ters are defined by N integers, mapped in the evaluation function to discrete possibilities,
while continuous parameters represent a range of possible variables. The file is structured
as follows:

• name – Name of the parameter. It must not contain spaces; use an underscore for
it.

• type – If the variable is continuous or discrete. If discrete, the lb and ub parameters
will be ignored, as only integer levels will be provided.

• lb – Lower bound of the continuous parameter.

• ub - Upper bound of the continuous parameter.

• levels – The number of parameter levels: it must be an integer.

• uq dist – Type of UQ distribution for this parameter for uncertainty-based opti-
misation. It can be ’uniform’, ’triangular’ (triangular), or ’norm’ (gaussian). Set
it to ’nan’ for ignoring. Uniform and Triangular distributions support asymmetric
distributions, while Gaussian is only symmetric.

• uq var l – Lower variation bound for the distribution, expressed as a decimal per-
centile variation (i.e. 0.05 for 5% variation).

• uq var u – Upper variation bound for the distribution, expressed as the decimal
percentile variation. Set it to ’nan’ if the distribution is symmetric.

Each row in the .csv file must be filled in. If a variable is unused, it must be set to ’nan’.
Due to the implementation of the framework, it is fundamental that the input parameters
in the input.csv file are ordered in the same order as the evaluation function arguments.
During any functional evaluation, PDOPT passes an array of inputs in the specified order
assuming that it matches the expected order of the evaluation function arguments.

Some rows are used to specify an uncertainty quantification distribution to be used in
uncertainty-based optimisation. While the bare bones are present in the current version of
the codebase, it is not yet fully implemented. Hence, these rows are not used other than
to set up the ContinousParameter() objects.
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4.6.2 Definition of Requirements, Constraints, and Objectives)
The responses.csv file is used for defining the QoIs of the evaluation function that are
taken into account by PDOPT. Listing 4.3 shows an example of its content. Much like
input.csv, a spreadsheet programme can be used to assist with data entry and visualise the
contents in a table format (Fig. 4.6).

1 name ,type ,op ,val ,pSat

2 TOM ,constraint ,lt ,20000 ,0.5

3 Mf ,objective ,min ,nan ,nan

4 M_NOx ,objective ,min ,nan ,nan

5 Degradation ,objective ,min ,nan ,nan

Listing 4.3: Responses File

Figure 4.6: Content of the response.csv file

Unlike the input definition, the order of the entries does not affect the code’s func-
tionality. Instead, the user must use a unique name for each QoI: these have to match the
keyword used in the return Python dictionary of the evaluation function (see Sec. 4.6.3).
At least one entry per type (objective and constraint) must be present for the code to
function, and every column must be filled. The file is structured as such:

• name – Name of the response from the evaluation function. These names must be
used in the dict() object returned from the evaluation function.

• type – Type of response. It can be ’constraint’ or ’objective’. These are the re-
sponses that the optimisation step will handle. In the exploration step, constraints
are always active, while objectives can be set up as constraints or not (see next
point).

• op – Operator on the response. If the type is set to ’constraint’, the operator will be
’lt’ (less than) or ’gt’ (greater than), which represents the inequality of the response
with respect to the quantity in the value column (that is, ’TOM, constraint, lt, 2000’
corresponds to TOM ¡ 20000). If the type is set to ’objective’, the operator is ’min’
(minimise) or ’max’ (maximise).

• val – Value which is going to be used by the operator. In the case of an objective,
this value is used to set a constraint in the exploration phase with the following
criteria: if ’min’ is set as the operator, then it is less than the constraint; if ’max’ is
set as the operator, then it is greater than the constraint. This is done to drive the
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exploration phase and to remove areas of the design space that might not satisfy
minimum requirements. Set it to ’nan’ to disable the constraint.

• pSat – The minimum satisfaction probability for the constraint/objective. When
evaluating the sets, this is the minimum probability to which samples are tested.
Samples that go under pSat are counted as unsatisfactory.

4.6.3 The evaluation function
Both the ProbabilisticExploration() and Optimisation() objects expect the sim-
ulation model to have the .run() method for running the evaluation function. The frame-
work provides two approaches to connect the simulation model to the API: the class
data.Model() and the data.ExtendableModel() abstract class. The first is a wrapper
for the actual evaluation function. At the same time, the second is a template for defining
a custom model object, useful if the simulation model requires a setup or parameters to
be changed at the object creation (see the example in Listing 4.4).

1 class My_Model(ExtendableModel):

2

3 def __init__(self , model_parameters):

4 self.model_parameters = model_parameters

5

6 ### Do something with the parameters to setup the simulation

7

8 def run(self , *args):

9

10 ### Evaluation function , with variable inputs

11

Listing 4.4: Example of use of ExtendableModel()

In both cases, the evaluation function must be crafted so that the input and output
match the format PDOPT expects. Input arguments are specified in the input.csv file
in the order listed. Failure to do this will cause a mismatch of the input parameters. For
instance, if the input file contains the parameters A, B, and C in this order, the evaluation
function should be:

1 def my_eval_fun(A, B, C):

2

3 ## Process the input and return the QoIs.

Listing 4.5: Evaluation function with hardcoded inputs.

It is possible to make the evaluation function more flexible by using *args. This
creates a tuple object called args that contains the parameters passed, enabling handling
a variable number of inputs. The user must hardcode the internal logic to handle the
variable inputs. In the case of the previous example (Listing 4.5), the function can be
rewritten using the *args argument:

1 def my_eval_fun (*args):

2

3 ## Internal logic

4 if len(args) == 3:

5 A, B, C = args
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6 else:

7 A, B, C, D = args

8

9 ## Process the input and return the QoIs.

Listing 4.6: Evaluation function with variable inputs.

The example unpacks the args object depending if it has a length of 3 or 4. The output
of the evaluation function expected by the framework is a Python dictionary containing
the values of the QoIs indexed by the name used in the response.csv file. An example
is shown in Listing 4.7 assuming the QoIs are X, Y, and Z.

1 def my_eval_fun (*args):

2 ## Variable input example

3

4 ## Internal logic

5 if len(args) == 3:

6 A, B, C = args

7 else:

8 A, B, C, D = args

9

10 ## Process the input and gejnerate the QoIs.

11 out_dict = {’X’: X,

12 ’Y’: Y,

13 ’Z’: Z}

14

15 return out_dict

Listing 4.7: Example of return dictionary in the evaluation function.

4.6.4 Structure of the Output
Two Pandas DataFrame are generated as output. The first covers the results from the
exploration phase, while the second covers the results of the search phase.

The results of the exploration phase cover the probabilities of satisfaction of the re-
quirements and the levels of the input parameters that make up each set. Each entry is a
set with the following columns:

• set id : The number identifying the set.

• is discarded : A Boolean value of 0/1 indicating whether the set has been dis-
carded.

• The input parameters specified in input.csv, each column contains the level se-
lected for each set.

• P: The total calculated probability for that set.

• The probabilities for each requirement specified in the response.csv file such that
it plays a role in the exploration phase.

For the search phase, the results present the optimal points and their QoI values. Each
entry in the table is a design point with these columns:
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• set id: The number identifying the set to which this data point belongs.

• Columns of the input parameters as defined in input.csv. These values are the
actual number and not a level; it is the found optimum value.

• Columns of response quantities, objective and constraints, as defined in response.csv.

4.7 Conclusions
This chapter covered the computational implementation of the PDOPT framework. It
presented the Python data objects that encode the design space and perform the two steps
described in Chapter 3. Appendix A presents an example test case definition, with detailed
input and outputs, based on one of the experiments in Chapter 6.
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Chapter 5

Parametric Analysis of Hybrid-Electric
Propulsion

5.1 Introduction
This first test case is a simple parametric study of a parallel hybrid-electric propulsion
system to be fitted to an ATR-42 class regional aircraft. To demonstrate the PDOPT
method, a low-cost, low-fidelity model was initially selected. The focus was to prove the
effectiveness of the exploration step in eliminating the unfeasible and undesirable areas
of the design space. The results presented in this chapter are an update of the contents
initially presented at the EASN Conference in 2021 (202).

5.2 Problem Definition
The framework is tasked with finding the combination of energy management strategy,
battery energy density, and electric motor power density that minimises fuel consumption
and take-off mass. Two constraints are applied: a take-off mass constraint of less than
20000 kg and an overall propulsion efficiency constraint above 0.4. The overall efficiency
of the propulsive system is calculated as follows:

ηtotal =
Ptr

Ptotal source
(5.1)

where Ptr is the total power required to fly the aircraft and Ptotal source is the total power
the gas turbine and battery provide before efficiency. The design space’s parameters are
presented in Tab. 5.1. The number of levels and parameters produces 81 different combi-
nations to be evaluated. The degree of hybridisation DOH is defined as the ratio between
the power provided by the electrical power chain and the total amount of power required,
evaluated in the propeller. The energy management strategy is defined by two constant
DOH values for climb and cruise.

The analytical definition of the optimisation problem is presented in (5.2). M f uel is
the fuel consumed in the mission and TOM is the take-off mass. The two constraints were
used for the exploration phase, with a satisfaction probability Psat ≥ 0.5. Finally, to fairly
compare the results of each optimisation problem, only a stopping criteria based on func-
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Input Parameter Symbol Range Levels
Climb Degree of Hybridisation DOHcl 0.1 - 0.9 3
Cruise Degree of Hybridisation DOHcr 0.1 - 0.9 3
Battery Energy Density eb 200 - 500 Wh/kg 3
Motor Power Density pmg 6000 - 8000 W/kg 3

Table 5.1: Parameters used for this test case.

tion evaluations was chosen. The optimiser would stop after 2000 function evaluations,
regardless of the tolerance in the objectives or constraint violations.

given X = {DOHcl, DOHcr, eb, pmg}
minimise

X
M f uel, TOM = f (X)

subject to TOM ≤ 20000 kg
ηtotal ≥ 0.4

(5.2)

It should be noted that the maximum take-off mass of an ATR-42-600 is 18600 kg,
which is lower than the constraint used in this test case. While the difference is 7.5%,
changing the MTOM would require a redesign of the airframe, hence a different empty
weight. Therefore, the results obtained in this study are only for demonstrating the method
and not for actual design purposes.

5.3 Simulation Model
The simulation model is composed of an iterative mission analysis solver and functions
to simulate the power flow between each propulsion system component. Since this is the
simplest test case, most components consist of a single efficiency value; hence there are
no dynamics to simulate. Table 5.2 contains the efficiencies of each component present
in the system.

The architecture is a parallel hybrid-electric power system in which the two power
chains feed into the propeller through a planetary gearbox (Fig. 5.1). Energy recovery
during the descent phase was not taken into account.

Propeller ηprop 0.9
Gearbox ηgb 0.99
Gas Turbine ηGT 0.40
Electric Motor ηem 0.95
Power Electronics ηpe 0.94
Battery ηbatt 0.95
Cabling ηcables 0.995

Table 5.2: Efficiency values for each component.

The flow chart in Fig. 5.2 shows the mission analysis method implemented in this
model. The code starts from a guessed battery and fuel mass values and calculates the
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Figure 5.1: Propulsion system configuration.

take-off mass. An iterative subroutine is used to calculate the mass of the electric motors
based on the amount of power required for take-off.

The next step is to calculate for each mission segment. First, it calculates the power
required to fly Preq the segment with (5.3). The mission kinematics and aerodynamics
model provide the values of flight speed V , vertical velocity Vz, total mass of the aircraft
M, and lift-to-drag ratio L/D. Note that this analysis has no aircraft polar, but a constant
value of L/D is assumed for each type of mission phase (see Tab. 5.3).

Preq =V · Mg
L/D

+Vz ·Mg (5.3)

The value of DOH is used to divide the power between the electrical power chain and
the gas turbine. Then the efficiency values are applied to obtain the power required from
the sources. Specifically, the power for the electrical power chain Pelectric and fuel one
PGT are calculated with (5.4) and (5.5) respectively.

Pelectric =
Preq ·DOH

ηprop ·ηgb ·ηem ·ηcables ·ηpe ·ηbatt
(5.4)

PGT =
Preq (1−DOH)

ηprop ·ηgb ·ηGT
(5.5)

Finally, the mass required by the energy source is calculated by multiplying the total
source power by the operating time of the segment and dividing it by the respective energy
density. While the energy density of the battery ebatt is given by the input, the energy
density of the fuel e f uel is fixed at 12000 Wh/kg, the standard value for Jet A1.

The adopted mission consists of only three segments, each of one mission phase
(Fig. 5.3). Details of the kinematics and L/D are presented in Tab. 5.3. The components’
efficiencies and L/D were chosen as ballpark values since this study was to demonstrate
the methodology.
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Figure 5.3: Mission Profile.

L/D VTAS [m/s] Vz [m/s] Range [km] Altitude [m]
Climb 16.00 107.44 9.4 59.21 -
Cruise 14.50 154 - 555 5181
Descent 16.00 114.48 -6 98.85 -

Table 5.3: Mission Parameters.

5.4 Results and Discussion

With Filtering Without Filtering Change %
Number of Sets 18 81 -77.77%
N. of function evaluations 36036 162162 -77.77%
Exploration run-time (s) 0.195 - -
Search run-time (s) 701.37 3052.98 -77.02%
Total run-time (s) 701.64 3052.98 -77.01%

Table 5.4: Effectiveness of Probabilistic Filtering

Two different analyses were performed to demonstrate the effectiveness of the method-
ology. The first performed the process outlined in Chapter 4 without modifications. In
contrast, the second ignored the results of the exploration phase and carried out an un-
constrained optimisation in every set. This comparison would estimate how much time
was saved using the exploration phase and how well the probabilistic surrogate model
captured the decision boundary of each requirement. The computational equipment used
for both analyses was a laptop with a 4-core Intel i5-8265U CPU running at 1.80 GHz.

The total number of sets generated with the input from Tab. 5.1 is 34 = 81. However,
18 sets were retained after the exploration phase, marking a reduction of 77% of the
design space to be evaluated. Table 5.4 presents the reduction in computational cost and
evaluation time, both at 77%. The exploration phase presents a minimal overhead, in this
case, less than 1 second, greatly compensated by the time-saving in the search phase.
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Figure 5.6 presents the results of the exploration phase for all sets. The colours of each
line are the overall probability of satisfying the requirements. This value is mainly driven
by the take-off mass requirement, whose satisfaction probability ranges from 0 to 0.93. In
contrast, the overall efficiency requirement is mostly satisfied, as its lowest probability is
0.63. The sets composed with the highest levels of degree of hybridisation or low battery
energy density are marked with low satisfaction probability, and hence they are discarded.
In those scenarios, the electrical power would require a battery heavier than the 20000 kg
maximum take-off mass constraint.

The surviving sets were passed in the search phase for local optimisation. Figure 5.7
presents the results, with the colours marking the amount of fuel burnt for this design
point. There is a trade-off between fuel consumption and the take-off mass caused by
the amount of batteries onboard. As expected, this trade-off is also present between the
system’s overall efficiency and fuel consumption, shown by the scatter plots in Fig. 5.4.
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Figure 5.4: Scatter plots of the results of the search phase.

Using parallel coordinates allows one to inspect the interaction between the four inputs
and the quantities of interest in the output in a single image. From the perspective of the
degree of hybridisation, the cruise segment affects fuel consumption the most, with the
climb having a secondary effect. Furthermore, the two parameters present an interaction
where the optimiser selects low values of DOH climb and high of DOH cruise. High
values of DOH climb are associated with a moderate value of DOH cruise. Figure 5.5
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shows the two parameters with the resulting value of M f . As discussed in the next chapter,
the allocation of electrical power between the mission segments is determined by the
objective (e.g. reduction of fuel consumption, reduction of NOx emissions). In contrast,
the maximum value is determined by the number of batteries available (limited by the
maximum take-off mass).
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Figure 5.5: Combinations of DOH values in climb and cruise of the design points.

From the perspective of the system parameters, the optimiser is forced towards the
highest value of battery energy density available in the set. Since the lowest range was
eliminated, only two values remained both the upper boundary of their respective ranges
(see Fig. 5.4a). Points with a higher value of ebt dominate in reducing fuel consumption
and reducing the take-off mass. On the other hand, the power density of the electric
motors does not affect the results as much. The optimiser is still pushed to the highest
available values since it produces a lower empty weight, yet the effect is secondary in the
objective space. The small clusters present in Fig. 5.4b present the local dominance of the
points with higher pmg; however, this effect does not produce global dominance unlike
ebt . From the point of view of overall efficiency, a higher battery energy density enables
a higher use of the electrical power chain, which is more efficient than the fuel one.

The sets that survived the exploration phase had at least a probability of 0.5 to meet
the requirements (Figure 5.7). Ignoring these values and performing an unconstrained
optimisation on every set reveals that the probabilistic surrogate correctly identified the
boundary between the sets capable of satisfying the requirements of MTOM and ηoverall
and those that cannot do so. Figure 5.8 presents the results, with the colour indicating the
total probability. The dark red lines indicate the highest probability, which is correctly
found between the two constraints.

Figure 5.9 compares the actual constrained values calculated in each set with the
probability that the set satisfies the requirement, the red dashed lines representing the
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constraint boundary. Both Gaussian processes were able to quantify how likely it was
possible to satisfy the constraint. As noted previously, the take-off mass constraint is
the most restrictive of the two. Note that the sets that cross the constraint boundary are
marked with a value between 0 and 1. Changing the satisfaction probability would deter-
mine how many sets crossing it are retained or discarded before the search phase. This
parameter is, therefore, critical in correctly implementing the Set-Based Design method-
ology of eliminating the unfeasible and undesirable areas of the design space. For this
reason, the framework was developed such that the user could inspect the results of the
exploration phase and decide to reenable some areas of the design space that were initially
marked as discarded.

5.5 Summary of Chapter
The test case presented in this chapter was the exploration of the design space of a para-
metric model of a hybrid-electric aircraft. The input parameters of the model consisted
of energy management (DOH in climb and cruise) and system design (Battery energy
density, electric motor power density), while the quantities of interest concern the perfor-
mance of the aircraft (fuel consumption, source-to-propeller efficiency) and its take-off
mass. The model used was zero fidelity to test the framework in a computationally rea-
sonable time and prove its effectiveness. The results presented demonstrated that the
exploration phase could identify sets that do not satisfy the design space and eliminate
them. This allowed a reduction in the computational cost of 77%. Furthermore, thor-
oughly exploring the design space revealed the interaction between the input parameters
and the quantities of interest. In particular, the degree of hybridisation in cruise affected
the reduction of fuel consumption the most, and the maximum take-off mass limited its
maximum value. These considerations will be better explored in the following chapter,
where a thorough analysis of the effects of the energy management strategy is carried out,
along with the introduction of a more detailed model.

5.6 Key Learning Outcomes
• The exploration phase guided by the probabilistic assessment of the design space

reduced the computational cost by 77%.

• DOH of the cruise segment affected the reduction of fuel consumption the most.

• The maximum take-off value limits the amount of electric energy available onboard.
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Figure 5.9: Predicted probabilities vs actual range of values in the sets.
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Chapter 6

Analysis of Energy Management
Strategies

6.1 Introduction

The results presented in this chapter were published initially in MDPI Aerospace in
2022 (203). As discussed in Sec. 2.4, few studies in the literature explored the interaction
between the energy management strategy and the sizing of the energy sources. The test
case in this chapter attempts to cover this gap by conducting a design space exploration
of energy management strategies. Several computational experiments are carried out and
compared by varying the topology and the number of electrified mission segments.

6.2 Problem Definition

This test case focuses on analysing the fuel consumption and emissions of hybrid-electric
aircraft when subjected to different energy management strategies (EMS). These are de-
fined by up to three linear segments applied to different mission segments (e.g. cruise,
climb).

Hence, a matrix of experiments has been defined by combining different hybridised
mission phases with different topologies of EMS. Each experiment is identified by a num-
ber for ease of reference during the discussion (Tab. 6.1), plus an acronym composed of
the hybridised mission phase names and its parameterisation type. For instance, Experi-
ment 6, which has Climb and Cruise hybridised phases and a Linear DOH parameterisa-
tion, would be called CC-L.

All experiments share the same optimisation problem formulated in (6.1)) and have
DOH bounded between 0.1 and 1. Psat is the target satisfaction probability of the con-
straint. If a hybridised phase is defined with more than three points, additional constraints
are added to ensure that the x positions of the inner points do not cross each other (i.e.
x2 > x1, x3 > x2). The descent phase was excluded from hybridisation since battery charg-
ing is ignored (see Sec. 6.3.3), and it is assumed that the engine is idling in this mission
phase.
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Table 6.1: Definition of Experiments

Hybridised Mission
phases (in order)

Uniform
DOH

Linear
DOH

Two
segments
DOH

Three
segments
DOH

Cruise ex. 1 C-U ex. 5 C-L ex. 9 C-2S ex. 11 C-3S

Climb, Cruise ex. 2 CC-U ex. 6 CC-L ex. 10 CC-2S ex. 12 CC-3S

TO, Climb,
Cruise, Final ex. 3 TCC-U ex. 7a TCC-L - -

Climb, Cruise,
Climb to Alternate,
Cruise to Alternate

ex. 4 CCA-U ex. 8 CCA-L - -

a DOH for TO and Final phases are kept uniform as they are very short.

minimise
X

M f uel, MNOx

subject to Mtakeo f f ≤ 20000 kg (Psat ≥ 0.5)
(6.1)

These experiments are grouped into test cases to discuss the results in Sec. 6.4. How-
ever, given the many results, the most relevant ones for each test case discussed were
selected and presented. These cases are as follows:

• Parametrisation Complexity: Study the effects of increasing the complexity of
the energy management parametrisation. The experiments considered are 1, 2, 5, 6,
9, 10, 11 and 12.

• Mission Hybridisation: Understand which and how many mission phases should
be hybridised and the effects of their inclusion in the energy management system.
The experiments considered are 1, 2, 3, 4, 5, 6, 7 and 8.

• Take-Off Mass Constraint: Understand the impact of the take-off mass constraint
on the performance of the propulsive system. The experiments considered are 6 and
10.

The baseline values of the reference aircraft (ATR-42-600) are calculated with the
methods presented in Sec. 6.3.2 and shown in Tab. 6.2. These quantities are used to
calculate the improvement of the energy management strategies and normalise the scatter
plots.

Table 6.2: Baseline reference values.

Take-Off Mass 17,568 kg
Burned Fuel (M f ) 1018.22 kg
NOx Emissions (MNOx) 11.179 kg
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6.3 Simulation Model

6.3.1 Energy Management Strategy Definition

A B

C

h0

(a)

A B

C

h0
D

h1

(b)

A B

C

h0
D

h2

E

x1
F

h1

(c)

Figure 6.1: Examples of energy management definitions over a single mission phase

Energy management strategies are defined as a continuous piecewise linear degree of
hybridisation throughout the mission, with values ranging from 0 to 1. DOH is set to zero
when a mission phase is powered only by the gas turbine. Otherwise, the DOH is defined
with a combination of two parameters: the degree of hybridisation itself h and its relative
distance position x throughout the mission phase. These two quantities are defined as
follows:

hi =
Pre

Prt
∈ [0,1]

xi =
d
L
∈ [0,1]

(6.2)

where Prt is the total power (in Watts) required to sustain flight across the mission
phase, of which Pre is the amount to be provided by electric propulsion, d is the phase
length spanned over the total phase length L (in kilometers). Within each phase, a number
of points are defined, where h is set and linearly interpolated between them. This approach
allows modelling both constant, linear or piecewise-linear energy management strategies.
Figure 6.1 shows some possible hybridisation strategies over a single mission phase. If a
single or two h values are provided, their respective positions x are omitted, as the code
automatically assumes a constant or linear interpolation over the phase.

6.3.2 Mission Analysis Methods

The mission analysis code is similar to what has been used in Chapter 5. The flow chart
in Fig. 6.2 shows the procedure carried out by the model. It is a low-fidelity simulation
code for sizing the mass of the batteries with a power flow approach, which allows for
fast function evaluations but with sufficient accuracy to study these trade-offs. However,
changes have been made to gas turbine modelling to calculate emissions and improve fuel
consumption accuracy.

Burnt fuel is calculated by estimating the fuel flow from the table of gas turbine
data with a radial-basis function interpolation and multiplying it by the step time. These
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data were previously calculated with the Cranfield gas turbine performance tool TURBO-
MATCH (204), spanning all possible combinations of altitude, Mach number, and shaft
power required for the selected mission. The steps adopted for altitude, Mach number,
and power are 300 m, 0.1 and 100 kW, respectively. The maximum power for each alti-
tude and Mach number combination is limited by the maximum allowable TET (Turbine
Entry Temperature).

While the required fuel, which is consumed during the mission, can be used as an in-
dicator of CO2 emissions, NOx emissions should be calculated by estimating the emission
indices EI of the engine. EI is the ratio between the mass of a pollutant (e.g. NOx) and
the mass of burnt fuel. In this test case, the Boeing FuelFlow2 method (205) has been
adopted, a simplified P3T3 method. It calculates a sea-level reference EI using the fuel
flow value alone rather than the post-combustion chamber’s pressure and temperature lev-
els. These values are then corrected by air density and temperature. While it is a simple
model, data points describing the relationship between the reference EI and the fuel flow
are required. These were collected from Filippone and Bojdo (206), which fitted data
from several turboshaft and turboprop engines with surface response methods.

A single mission is selected among all test cases presented. It is the maximum
range reference flight mission defined by FUTPRINT50 (194), whose profile is shown
in Fig. 6.3. It is divided into two stages, a main flight stage of 800 km distance and a
flight to an alternate airport stage of 95 km with a 30-minute holding pattern. The average
climb rate is 996 ft/min (5.059 m/s), while the cruise speed is 268 kt (137.78 m/s).

Maximum Take-Off Mass 20,000 kg
Operating Empty Mass 11,550 kg
Payload Mass 5000 kg
L/D Climbout 10.5
L/D Climb/Descent 16
L/D Cruise 14.5
L/D Final 7.5

Table 6.3: Aircraft Properties.

6.3.3 Aircraft and Propulsion Model

The selected aircraft is a retrofit of the ATR 42-600, where the original Pratt & Whitney
Canada PW-127 gas turbine is kept, and electric propulsion is introduced. Batteries are
assumed to be replaceable and, much like fuel, limited to the amount needed to fly a
specific mission.

The test aircraft’s maximum take-off mass (MTOM) was increased to 20,000 kg, a 7.
5% increase over the nominal maximum take-off weight of the ATR 42-600 (207). This
was done to accommodate more battery mass without sacrificing the payload, which is
kept constant.

However, it should be noted that changing an aircraft’s MTOM would require a rescal-
ing of the empty masses, as the airframe must withstand higher flight loads. Since this
test case focuses on the propulsive system and not the airframe, scaling was neglected.
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Figure 6.3: Mission Profile.

The results of this study attempt to understand and compare different energy management
strategies based on their performance rather than designing a hybrid-electric aircraft.

Figure 6.4 presents the structure of the selected parallel hybrid propulsion system.
Through a planetary gearbox, the gas turbine and the electric motor generate the power
supplied to the propeller. Table 6.4 and Tab. 6.5 present the assumed properties of the
engines, electrical components, and propeller.

Figure 6.4: Propulsion system configuration.

Table 6.4: Propulsion system parameters.

Propeller Efficiency (Take-Off) 0.64
Propeller Efficiency (Climb) 0.73
Propeller Efficiency (Cruise) 0.86
Propeller Efficiency (Other) 0.8
Gearbox Efficiency 0.99
Electric Motor Efficiency 0.95
Power Electronics Efficiency 0.94
Cabling Efficiency 0.995
Battery Efficiency 0.95
Battery Energy Density [Wh/kg] 500
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Table 6.5: Engine specifications at ISA-SLS.

OPR 14.9 HPT cooling flow to core flow ratio 0.12
Mass flow (kg/s) 8.4 LPT cooling flow to core flow ratio 0.05
TET (K) 1250 LPC efficiency 0.87
Net power (kW) 1698.6 HPC efficiency 0.88
Residual thrust (N) 712.1 HPT efficiency 0.89
Efficiency 0.35 LPT efficiency 0.89
SP (MWsec/kg) 0.20 Combustor pressure loss 0.05

The propulsion system model ignores the effects of auxiliary components such as the
thermal management system (TMS). This aspect was not included as it is secondary to
the interaction between EMS and HEPS. Furthermore, the efficiency of the components
is assumed to be constant, except for the gas turbine.

The selected gas turbine engine is thermodynamically similar to PW127 used on the
ATR-72-600. The engine is a three-spool gas turbine, where the gas generator is com-
prised of a high-pressure turbine (HPT), which drives a high-pressure compressor (HPC),
and a low-pressure turbine (LPT), which drives a low-pressure compressor (LPC). The
free turbine (FT) drives the propeller through the gearbox, as shown in Fig. 6.4. The
same baseline engine is kept for different studies by de-rating the engine for different
DOHs. This is performed by running the engine at a lower operating point that does not
impact the compressors’ operability. By de-rating the engine, the operating point of the
compressors moves along their regular operating line.

The figure of battery energy density was selected considering a 2035 technological
scenario (208). Electrical component efficiencies are estimated as the average of the
most widely adopted for power electronics and electrical machines, as found in the lit-
erature (209). These values may vary depending on the design requirements, such as
the type of machine and its specific power (210). However, for the model in this study,
some of the efficiency values were chosen based on experience. Similarly, the propeller’s
efficiency for different missions is calculated from in-house simulations.

Finally, for this study, the recharging of the battery during flight has been ignored.
Electrical power always flows from the battery to the propeller. Energy harvesting has
been shown to be marginally beneficial if the airframe is specially designed for it (? ).

6.4 Results and Discussion
The results are divided between analysing the methodology’s effectiveness and under-
standing the energy management system. Aspects such as EMS topology, affected mis-
sion segments, and take-off mass limitations are discussed with the two objectives of M f
and MNOx .

6.4.1 Effectiveness of Design Space Exploration Methodology
This section presents the computational cost for running each experiment and the effec-
tiveness of the probabilistic constraints and estimates how much time was saved with the
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presented methodology. All the calculations presented in this study were performed on a
16-core machine (Two Intel E5-2620 v4 CPUs) and 128 GB of memory. Table 6.6 and
Tab. 6.7 present the total number of design subspaces, the discarded percentile, and the
time required to execute the entire calculation for each experiment.

Furthermore, Tab. 6.6 compares the actual computational time with the estimated one
if the framework is searched in every subspace, ignoring the results of the exploration
phase. Even with the overhead of the sampling, Gaussian process training, and proba-
bilistic exploration, the total time required by the framework is less than would have been
needed to search each subspace. This corroborates the findings in the previous chapter.

However, the amount of time saved is directly proportional to the number of subspaces
discarded. The best practice is to have relaxed probabilistic constraints and fewer param-
eters for a first run, then increase the probabilistic constraints to drive the exploration
towards the desired response. For instance, after identifying where the Pareto front is,
the user can add a probabilistic soft constraint on the objectives such that the framework
discards those areas of the design space far from the global Pareto front. This method is
consistent with the “convergent approach” to design.

In addition to the experiments presented in Tab. 6.1, an additional experiment was
performed by adding soft constraints on the objectives to the Climb-Cruise with Two
Segments case (experiment 10). These additional soft constraints, shown in (6.3), were
selected from the inspection of the Pareto fronts (see Sec. 6.4.2 and Sec. 6.4.3) to discard
further subspaces that most likely do not contain global optimum points.

M f uel ≤ 940 kg (Psat ≥ 0.5)
MNOx ≤ 10.25 kg (Psat ≥ 0.5)

(6.3)

Figure 6.5 and Fig. 6.6 present the data points of the original case and the one with
additional constraints, respectively. These results show that the probabilistic constraints
effectively limit the search to those subspaces within the desired constraints, especially
hard ones, such as the take-off mass constraint. Additionally, Fig. 6.5 shows that the
probability constraint and the value are correlated. Therefore, the exploration phase ef-
fectively discards areas of the design space that would not satisfy the hard constraints, as
demonstrated in the previous chapter.

Figure 6.7 presents the overlapped objective space of the two cases, indicating that
the soft constraints were able to restrict the search away from areas with low objective
improvement. However, as was required, the soft constraints did not strongly limit near
the Pareto front, with some optimal points above the constraints. Second, the relatively
low total probability in Fig. 6.6 suggests that the system under design does not have the
same sensibility to each constraint.

While this ”spillover” effect requires further investigation and testing, several causes
can be suggested: the number of discrete levels of the input parameters, the number of
sampled points in each subspace, the sensibility of the model responses to the input pa-
rameters and the satisfaction probability. Indeed, if the subspaces are too coarse, they
might cover areas that include both globally optimal solutions and the least desirable so-
lutions. These subspaces, therefore, include the probabilistic constraint boundary and, if
not adequately sampled, are discarded, eliminating some possible optimal points. Con-
versely, if they are kept, the suboptimal solutions are retained, and spillover is visible in
the objective space. The model sensibility would also play a role in the shape and steep-
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Figure 6.7: Objective space of data from Figures 6.5 and 6.6.

ness of the probabilistic constraint boundary. However, unlike the two other parameters,
it cannot be controlled. Finally, the satisfaction probability Psat determines the threshold
for a single sample to be accepted and, therefore, how much the hypervolume of a design
subspace can satisfy the probabilistic constraints.

In summary, the inclusion of soft constraints in the exploration phase defines an
’exploration-exploitation’ problem, where the discretization of the continuous parame-
ters, the sampling and the probability of satisfaction determine if the accepted design
space is restricted to the most desirable solutions (exploitation) or relaxed to accept sub-
optimal solutions (exploration).

6.4.2 Parametrisation Complexity

The experiment matrix of Tab. 6.1 has four columns, each representing an increase in the
complexity of the EMS parameterisation. This section will compare the first and sec-
ond rows of experiments to identify the effect of parameterisation complexity on aircraft
performance. The objective spaces of the two sets are shown in Fig. 6.8.

In the first group of experiments (Fig. 6.8a), there is no Pareto front between M f
and MNOx . Instead, the constant and linear parameterisations overlap with a single opti-
mal point, whereas the two-segment and three-segment strategies have two close points.
Tracing the shape of each EMS (Fig. 6.9) shows that they all converge toward constant
parameterisation. In particular, three-segment strategies degenerate into a two-segment
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one because their first point overlaps the beginning of the mission phase.
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Figure 6.9: Hybridisation strategies of the optimal points of Fig. 6.8a.

The results of the second group of experiments are presented in Fig. 6.8b, where a
Pareto front is present. The more complex parametrisations have more points and include
some strategies dominating simpler ones. Figure 6.10 shows the optimal energy manage-
ment strategies found, corresponding to the marked points in Figure 6.8b. Points close to
each other in the objective space present very similar topologies, regardless of parame-
terisation. This is particularly true for the extremities of the Pareto fronts (Fig. 6.10a and
Fig. 6.10c) and the highlighted points marked as “b” and “d” (Fig. 6.10b). In Fig. 6.10d,
the optimiser found a linearly increasing h strategy for the climb phase, which allows
these points to dominate the original uniform strategy. The details of these optimal points
are presented in Tab. 6.8.

Point TOM [kg] M f uel [kg] Mbattery [kg] MNOx [kg] ηtotal

Baseline 17568 1018.22 0 11.179 0.299

CC-U, min(M f ) 19998 910.63 2537.65 9.978 0.316
CC-U, min(M f ,MNOx) 19992 924.52 2518.23 9.651 0.319
CC-U, min(MNOx) 19999 928.93 2520.33 9.405 0.326
CC-L, min(M f ) 19981 910.94 2520.08 10.053 0.316
CC-L, min(M f ,MNOx) 19994 920.12 2524.12 9.594 0.322
CC-L, min(MNOx) 19998 928.64 2519.55 9.467 0.326
CC-2S, min(M f ) 19997 910.63 2536.66 10.112 0.316
CC-2S, min(M f ,MNOx) 19999 915.15 2590.40 9.588 0.321
CC-3S, min(MNOx) 19999 928.46 2520.66 9.464 0.325
CC-3S, min(M f ) 19997 910.63 2536.66 10.112 0.316
CC-3S, min(M f ,MNOx) 19999 915.15 2590.40 9.588 0.321
CC-3S, min(MNOx) 19999 928.46 2520.66 9.464 0.325

Table 6.8: Detailed results of the optimal points where Climb and Cruise are hybridised.

These results indicate that complex parametrisations beyond two segments do not
produce significant improvements over the objectives. According to the analysis, the
linear and two-segment strategies are flexible enough to identify the Pareto front in the
objective space. However, it should be noted that optimal points of the two-segment type
present a 2% extra reduction in NOx emissions relative to the linear counterparts toward
the upper left area of the front (where the burnt fuel mass is low). This indicates that
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Figure 6.10: Optimal energy management strategies of Figure 6.8b.

the topology and parameterisation of the energy management strategy affect more the
emissions of NOx than the fuel consumption (and therefore the emissions of CO2).

Linear parameterisation has a lower computational cost in design exploration. How-
ever, it cannot capture some of the solutions towards the area of the Pareto front with
lower fuel consumption (Fig. 6.8b). In this region, the two-segment EMS dominates over
the linear solutions. The cause is a late deployment of electric power during the climb
phase, which is impossible with linear and constant strategies (Fig. 6.10b). Neverthe-
less, linear might be enough for quick design space exploration. Indeed, regardless of
the number of degrees of freedom in the parameterisation, the shape of the EMS is sim-
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ilar for points in the same region of the objective space, as was shown in both groups of
experiments. In fact, the Pareto front between the objectives is mainly independent of
the chosen parametrisation of the EMS. Only when at least two mission segments were
hybridised the Pareto front was present. This aspect will be explored further in the next
section.

6.4.3 Hybridisation of Mission Segments

This section compares the first two columns of the experiment matrix (Tab. 6.1) to un-
derstand the effects of mission hybridisation on aircraft performance. The first group
comprises uniform strategies only, while the second group comprises linear strategies.
The results are presented in Fig. 6.11.

Both groups present similar trends in the comparison between the Pareto fronts. First,
introducing electric power in the terminal phases of the mission (take-off and landing)
does not bring about any significant change. As shown in Fig. 6.11, the points with only
hybridisation of climb and cruise slightly dominate those points which also hybridise
take-off and landing. The discrepancy between the two is, on average, 0.5% in the mass
of burnt fuel and 1% in the emissions of NOx. Although these parts of the mission play
a marginal role in overall emissions, they are essential when considering the impact of
low-altitude operations on communities living near airports. Introducing electric power at
take-off has been proposed to reduce airfield noise (194, 165). The addition of electrical
power in the alternate portion of the mission produced a shift of the Pareto front toward
lower NOx emissions at the cost of higher fuel consumption.

Finally, as pointed out previously, there is no trade-off between the objectives if elec-
trical power is introduced only in the cruise segment. Parameterisation does not affect the
general behaviour of the system, as the Pareto fronts of Fig. 6.11a and Fig. 6.11b are simi-
lar in shape; instead, there is an improvement in performance due to the greater flexibility
of the electric power distribution along the mission phases.

In conclusion, the highest fuel consumption reduction is achieved by prioritising the
use of electrical power in the longest mission segments, cruise and climb. The lowest fuel
consumption was obtained when all electrical power was allocated in the cruise segment,
which is an extreme case of the trade-off when allocating electrical power between climb
and cruise. The parallel coordinates plot in Fig. 6.12 can elucidate this aspect. These
points are the Pareto front points of the CC-L experiment (Climb and Cruise with linear
DOH). EMS that achieves a lower NOx have more electrical power in the climb segment.
As expected, the lowest fuel consumption is achieved when more electrical power is ap-
plied in the cruise segment.

Table 6.9 reports the detailed results for each of the optimal points identified in Fig. 6.11a.
The overall efficiency ηtotal (calculated with (5.1)) is positively correlated with the reduc-
tion of NOx. In contrast, fuel consumption increases with higher efficiency. This apparent
paradox is caused by the constraint in take-off mass, which limits the mass allocated to
batteries and fuel. When more phases of the mission are hybridised, the overall efficiency
increments but the amount of electrical energy allocated to the longest mission phase is
reduced. Hence, cruise has a lower degree of hybridisation, increasing fuel consumption.

Moreover, the climb segment is associated with higher power settings; consequently,
more NOx is generated due to the higher combustion temperature in the gas turbine. In-
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(a) Pareto fronts of uniform strategies with different hybridised mission phases.
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Figure 6.11: Effects of mission hybridisation.
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Point TOM [kg] M f uel [kg] Mbattery [kg] MNOx [kg] ηtotal

Baseline 17,568 1018.22 0 11.179 0.299

C-U, min(M f ,MNOx) 19,998 908.30 2539.75 10.021 0.316

CC-U, min(M f ) 19,998 910.63 2537.65 9.978 0.316
CC-U, min(M f ,MNOx) 19,992 924.52 2518.23 9.651 0.319
CC-U, min(MNOx) 19,999 928.93 2520.33 9.405 0.326

TCC-U, min(M f ) 19,998 909.63 2538.67 10.004 0.320
TCC-U, min(M f ,MNOx) 19,995 923.11 2522.46 9.728 0.322
TCC-U, min(MNOx) 19,999 930.69 2519.03 9.398 0.332

CCA-U, min(M f ) 19,984 925.21 2508.95 9.937 0.328
CCA-U, min(M f ,MNOx) 19,998 931.51 2516.56 9.423 0.328
CCA-U, min(MNOx) 19,999 939.59 2510.19 9.269 0.342

Table 6.9: Detailed results of the points in Figure 6.11a.

troducing electrical power in this phase relieves the gas turbine, which can operate at
a lower power setting, reducing its emissions. This fact is ultimately the cause of the
NOx-Mf trade-off that has been observed when climb and cruise are hybridised. Prioritis-
ing NOx over fuel consumption corresponds to distributing more electrical energy in the
climb segment over the cruise segment. It is also visible by directly inspecting the energy
management strategies, as shown in Fig. 6.13.

6.4.4 Effects of Maximum Take-Off Mass

The data produced by P-DOPT contains suboptimal points and the global Pareto front.
Therefore, it is possible to explore scenarios with lower values of maximum take-off
mass. Figure 6.14 presents a family of Pareto fronts using data from experiments 6 and
10, where each front is the optimal energy management strategy available for a given
take-off mass constraint. The fronts shrink and collapse into a single point as the maxi-
mum take-off mass limit is reduced. Figure 6.15 shows the energy management strategies
associated with these Pareto fronts. The average degree of hybridisation is higher when
the maximum take-off mass is greater, as more battery mass is available.

The maximum take-off mass prescribes the mass allocated to the battery pack. Since
sizing is carried out to satisfy the EMS, the optimiser finds the highest possible degree
of hybridisation for the same battery amount, minimising the fuel to be carried on board.
Consequently, if the energy density of the pack was high, more electrical energy could be
carried for the same mass, enabling a higher average DOH. Going the opposite direction,
limiting the take-off mass reduces the feasible solution space the optimiser can operate.
In this situation, the only possible solution would be trading the payload with batteries to
recover the Pareto front.

Given the trend, it might be assumed that increasing the maximum take-off mass limit
of the aircraft would always reduce fuel consumption and overall emissions. However, it
should be kept in mind that the model assumes a constant value of empty operating mass
(OEM), as this study did not excessively increase the maximum take-off mass over the
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Figure 6.13: Optimal energy management strategies of Figure 6.11b.

reference aircraft. Incrementing the take-off mass would require scaling the empty mass
accordingly because the aircraft structure has to sustain higher loads in flight. There-
fore, this trend is expected to have diminishing returns, as more batteries would require a
heavier aircraft with higher production costs and more power to fly.

6.4.5 Suggested Strategies

According to the discussion of the results, four groups of optimum strategies were identi-
fied. Two for the Climb-Cruise with Linear parametrisation and two for the Climb-Cruise
with Two Segments parametrisation case. These selections of groups of solutions are
shown along the trade-off in Fig. 6.16 and also in the corresponding Parallel Coordinates
plots in Fig. 6.17 and Fig. 6.18. These selections highlight the effects of the trade-off
between the two objectives.

The shapes of each respective energy management strategy are shown in Fig. 6.19 and
Fig. 6.20, respectively. Average trends were identified from these selected points, shown
in Fig. 6.19 and Fig. 6.20 with a black dashed line. These average strategies have been
simulated and drawn in the objective space along their original samples (see the crosses
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Figure 6.14: Pareto fronts for different Take-off Mass constraints.

in Fig. 6.16).
While some of the averaged strategies do not fall within the sampled group due to the

nonlinearity of the simulation, these points are nonetheless close to the original selection
and follow their respective trends within 1% of discrepancy for both objectives.

Three possible general shapes are indicated for the energy management strategy. As is
evident from Fig. 6.16, the points of selection 1 of Experiment 6 and selection 2 of Exper-
iment 10 fall within the same target area. Their respective energy management strategies
are similar, except for an impulse at the beginning of the climb phase (Fig. 6.20b), an
artefact of the optimisation algorithm. Another point of note is the steep climb after a
late introduction of electric power in the climb phase of Selection 1 of Experiment 10
(Fig. 6.20a). This behaviour allows the two-segment strategies to expand the Pareto front
in this region and dominate linear strategies. Improvement in M f uel results from increased
battery usage during the cruise phase. Finally, the proposed general shapes in detail are:

1. Linearly increasing DOH in climb, starting from zero, and constant DOH in cruise
(Fig. 6.19a and Fig. 6.20b). This strategy is balanced between the two objectives
and represents a good compromise.

2. Late deployment of electric power in climb, with a steep linear increase in DOH,
and moderately increasing DOH in cruise (Fig. 6.20a). This strategy prioritises the
reduction of fuel consumption over emissions of NOx, as more battery capacity is
allocated on cruise.
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Figure 6.15: Energy management strategies for different take-off mass constraint levels.

3. Moderate increase in DOH in climb, starting from a nonzero value, and moderate
increase in DOH in cruise (Fig. 6.19b). This strategy prioritises the reduction of
NOx over fuel consumption, as more battery capacity is allocated in climb.

No specific degree of hybridisation values are provided for these strategies because,
as discussed in the previous section, the amount of battery mass available determines the
average degree of hybridisation. The DOH values of these strategies are determined by
the 20000 kg take-off mass limit adopted in this study. Nevertheless, it is possible to
summarise two general trends. First, the shapes of the DOH functions are either constant,
increasing, or a mixture of the two. Secondly, the trade-off between NOx emissions and
burnt fuel directly correlates with the climb or cruise hybridisation. Finally, the results
indicate that the best parametrisation is the two segments piece-wise linear one since it
can cover the entire Pareto front with the least number of parameters.
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Figure 6.16: Points selected for the recommended strategies.
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Figure 6.19: Visualisation of Experiment 6 energy management strategies
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Figure 6.20: Visualisation of Experiment 10 energy management strategies.

6.5 Summary of Chapter

The test case presented in this chapter carried out a thorough design space exploration
of the energy management strategy of a hybrid-electric regional aircraft. The goals were
to understand the interaction between EMS and aircraft performance and to test the P-
DOPT framework on a more complex problem. Multiple computational experiments were
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performed and compared, first by changing the number of parameters of the EMS and then
by changing the number of hybridised mission segments.

As demonstrated previously, the framework could reduce the total computational time
required to perform the design space exploration analysis by 75%. Introducing ”soft con-
straints” on the objectives allowed further refinement of the search but also pointed out
the need for tuning studies to understand the best setting for the methodology hyperpa-
rameters, specifically, the number of levels per parameter and the minimum satisfaction
probability in the exploration phase constraints.

A flexible EMS parameterisation based on linear segments was adopted for searching
the design space. It was found that the parametrisation does not affect the results directly,
as EMS with higher degrees of freedom converged towards the same topology. Indeed,
points that were close in the objective space had similar EMS shapes regardless of the
parametrisation. Therefore, two linear segments per mission phase were deemed sufficient
to describe any EMS, although a single linear segment would be sufficient for most cases
in practice.

The analysis also brought about a better understanding of the distribution of elec-
trical energy across the mission phases. A trade-off between the two objectives, fuel
consumption and NOx emissions, was present when at least two phases were hybridised.
Furthermore, the relative weights corresponded to the repartition of electrical energy be-
tween climb and cruise. Providing more electrical power on cruise would yield lower
fuel consumption, while more power distributed in climb, and other minor segments, pro-
duces less NOx pollution. In addition, the maximum take-off mass defines the size of the
available solution space, limiting the amount of mass allocated to batteries on board.

Finally, with the available data, some suggestions were made on the topological lay-
out of the EMS. The following chapters will extend this work by considering multiple
operating conditions and the degradation of the battery pack.

6.6 Key Learning Outcomes
• Two linear DOH segments are sufficient to define the EMS for a mission phase.

• The parameterisation complexity does not affect the objectives significantly: de-
signs close to the objective space have similar EMS topologies.

• The highest reduction in fuel consumption is achieved by concentrating the electri-
cal energy in the longest mission segment (cruise).

• On the contrary, the highest reduction in NOx emissions is obtained by distributing
the electrical energy in the most power-consuming phases, especially in climb.

• The trade-off between the two objectives is present when more than one mission
segment is hybridised: climb and cruise.

• Maximum take-off mass affects the solution space; the lower it is, the smaller the
average DOH.
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Chapter 7

Regional Aircraft Operations

7.1 Introduction

The battery pack model used in the previous two test cases could be defined as a ”rubber”
model; that is, it would ”stretch” to precisely the required amount of energy the EMS sets.
Battery packs are composed of cell modules specifically designed to meet the system’s
required capacity and voltage. Consequently, merely changing the energy needed from
the battery could lead to a significant change in mass.

Additionally, the previous cases only considered a single design mission when analysing
the propulsion system’s performance. However, commercial aircraft operate in disparate
missions, which may differ from the intended design condition. In the case of a hybrid-
electric aircraft, the battery pack is sized with a certain distance in mind, but the operator
could fly longer or shorter missions. For example, short-haul operators fly multiple flights
on the same day with short stopovers. Since this dissertation focuses on regional hybrid-
electric aircraft, it is reasonable to analyse a typical use case.

The test case in this chapter attempts to overcome both limitations. The battery pack
model is updated, introducing cell dynamics and a more granular sizing method. Then
three different mission scenarios are analysed: a design mission which sizes the battery
pack and two operating conditions (one with turnarounds and one without) where the
battery pack is fixed. The results presented in this chapter were originally published at the
EASN 2022 conference (211).

7.2 Problem Definition

This test case includes three missions: a design mission to size the battery pack and two
operating missions to explore feasible energy management strategies under off-design
conditions. Figure 7.1a presents the flight profile of the design mission, the same as that
used in the previous chapter (taken from (194)). For the scope of battery pack sizing, only
the main portion is hybridised with electrical power.

The mission presented in Fig. 7.1b is modelled after a one-day operation of an ATR-42
between Aberdeen and Sumburgh, operated by Loganair in Scotland. Two sets of return
trips are carried out, one in the morning and one in the afternoon. Two scenarios will
be analysed for this mission: operating with a full overnight recharge only and allowing
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Figure 7.1: Missions considered for this study.

a partial recharge after the morning flights. Refuelling is allowed because the aircraft is
stopped for a minimum 30-minute turnaround.

Finally, the mission presented in Fig. 7.1c is modelled after a commuter flight with
multiple stops in Portugal, between Bragança and Portimão, operated by the airline Sev-
enair. In this scenario, the aeroplane does not stop for a turnaround but embarks and
disembarks passengers. Hence, no refuelling is permitted during the stops, and the bat-
tery is recharged only at the end of the day.

Figure 7.2: Definition of the Energy Management Strategy function

Given the results of the previous chapter, the energy management strategy is defined
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as a linear function of the degree of hybridisation applied only to the climb and cruise
phases. Therefore, the EMS function is defined by four parameters, as shown in Fig. 7.2.
For multiple flights on the same mission, the same EMS is used for all flights.

Equation (7.1) presents the optimisation problem formulation. The framework’s ob-
jective is to find the energy management strategies that produce the lowest fuel consump-
tion and NOx emissions, given the constraints on the take-off mass (TOM) and depth of
discharge (DOD) of the battery pack. Although most of the problem is similar to that in
Chapter 6, the additional constraint on DOD was introduced to avoid over-discharging the
battery, which would significantly degrade its capacity over time. The selected probabil-
ity for the exploration phase is 0.5, while the input parameters were discretised with six
levels each, producing a total of 1296 different subspaces.

given X = {DOH0cl, DOH1cl, DOH0cr, DOH1cr}
minimise

X
M f uel, MNOx = f (X)

subject to TOM ≤ 20100 kg
DOD ≤ 0.8

(7.1)

The results of the objectives are presented relative to the baseline, which is the emitted
NOx and fuel consumption of the aircraft without electric propulsion. These values can
be found in Tab. 7.1 for the three missions.

Fuel Consump-
tion [kg]

NOx Emitted [kg] Take-Off Mass [kg]

Design Mission 1242.43 8.59 17792
One Day Operations 1421.21 11.09 16892
Commuter Flight 774.24 4.72 17330

Table 7.1: Baseline Data

7.3 System Model

The mission analysis method of the previous chapter has been modified, replacing the
calculation of the battery pack mass using the energy density with a subroutine that sizes
the geometry of the battery pack. Furthermore, a simulation mode is introduced where
the battery pack geometry is given, and the code discharges the cells returning the final
state of charge, indicating if the EMS is feasible or not.

Figure 7.4 shows the geometrical layout of the pack. The cell model is a Thevenin
equivalent circuit, whose dynamics are described by (7.2). The characteristic equations
of the lumped components VOC, R0, Ct , Rt have been provided by Ceraiolo et al. (212),
based on experimental data on high capacity lithium-ion cells.
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Figure 7.3: Thevenin Electric Model for a Battery Cell.

In order to match the expected pack energy density of 500 Wh/kg, the cell’s mass has
been scaled by calculating the equivalent cell energy density. The scaling equation is as
follows:

Mcell = Ecell · ecell = Ecell · k · epack (7.3)

where Ecell is the nominal cell energy in kW, k is the pack-to-cell mass ratio that
accounts for the mass overheads and epack is the pack energy density. The relationship
between pack energy density and cell energy density can be derived starting from the
formula for calculating the battery pack mass:

Mpack = k ·Ncells ·Mcell (7.4)

where Ncells is the number of cells in the battery pack. By replacing the definition of
energy density e = E/M and remembering that the electric energy of the pack is equal to
Epack = Ncells ·Ecell , Equation 7.3 is obtained with a few algebraic steps.

Sizing consists in finding the number of cells and their geometric layout, shown in
Fig. 7.4. The cells are first connected in series to meet the system’s voltage demand:
these subunits of Nseries cells are called modules. Then, the modules are connected in
parallel such that their capacity meets the mission requirements: Nmodules in total. The
product of the two quantities is the total number of cells. The complete procedure is as
follows:
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Figure 7.4: Battery pack geometric layout.

1. Calculate the number of cells in series for each module to meet the nominal system
voltage: Nseries =

Vsys
Vcell

2. Increment the energy required to fly the mission by a guessed factor m: Etotal =
m ·Emission

3. Calculate the number of modules to meet the required energy: Nmodules =
Etotal
Ecell

4. Simulate the cell discharge by solving the ODE system in Eq. 7.2 after dividing the
pack power by the total number of cells Pcell =

PB
NseriesNmodules

5. Repeat steps 2-4 by changing m, until the pack depth of discharge matches the target
of 80%.

6. Calculate the total mass of the pack by multiplying the number of cells by the cell
mass (see (7.4)). This value is then incremented by the pack-to-cell mass factor k
to account for the mass overheads caused by the wiring and casing.

With the battery pack adequately sized, the circuit model is simulated to evaluate the
efficiency of the battery pack and its discharge characteristics. The pack-to-cell mass
factor k has been set at 1.5, as has been used in previous studies (213). Estimating this
value is difficult as most electric aeroplanes of this size are just conceptual studies. This
factor is related to the safety of the battery pack as the overheads account for the case
design, which must manage thermal runaways from the cells and contain any fire in case
of faults.

The aircraft model is similar to the previous test cases, a parallel hybrid-electric 50-
passenger turboprop. Table 7.2 presents the details of the system’s parameters, including
information on the cells and the battery pack. The data used to model the gas turbine are
the same TURBOMATCH surrogate model adopted in the previous chapters.

This test case is carried out in two steps. First, the battery pack is sized with the design
mission, and then the optimal pack layout is selected from the available results. Then,

113



Chapter 7. Regional Aircraft Operations 7.4. Results and Discussion

Table 7.2: Parameters of the Hybrid-Electric Aircraft

Maximum Take-Off Mass [kg] 21000 Electric Motor Efficiency 0.98
Operating Empty Mass [kg] 11550 Power Electronics Efficiency 0.985
Payload Mass [kg] 5000 Cable Distribution Efficiency 0.996
Gearbox Efficiency 0.99 Pack-to-Cell Mass Ratio k 1.5
L/D (Climb) 16 Pack Energy Density [Wh/kg] 500
L/D (Cruise) 14.5 Cell Total Capacity [Ah] 7.2
Propeller Efficiency (Climb) 0.73 Cell Nominal Voltage [V] 3.7
Propeller Efficiency (Cruise) 0.86 System Nominal Voltage [V] 500

the optimisation framework finds the optimal energy management strategy in missions
different from the size one. In this situation, the battery pack will operate in an off-
design condition, and the EMS is tasked with recovering as much optimal performance
as possible without over-discharging the cells. Three scenarios in total are analysed: the
Scottish regional aircraft mission with and without recharging and the commuter flight in
Portugal.

7.4 Results and Discussion

7.4.1 Design Point

Figure 7.5 presents the full results of the sizing analysis. Several local Pareto fronts have
been identified, as shown in Fig. 7.6a. Most share the same battery pack charge values,
with the same number of cells and layout (see Fig. 7.6b). Since the system voltage is
fixed, the difference between the layouts is in the number of modules composed of 136
each. Despite the different EMS, the Pareto front points share the same battery pack
layout (309 modules). This arrangement is selected and maintained for the subsequent
operating conditions. The total capacity of the selected battery is 2225 Ah with a tension
of 500 V.

A point of note is the lower objective improvements compared to the results in Chap-
ter 6. Indeed, it is evident from comparing the Pareto front of Fig. 7.6a to that of Fig. 6.8b.
The more detailed battery pack model reduced the improvement in fuel consumption from
9% to 4%, and likewise, the reduction in NOx emissions went down from 14% to 3.5%.
One possible explanation is the lower mass of the pack in this test case (2239 kg) than in
the previous one (2524 kg), hence less energy available for hybridisation. This limitation
is likely caused by the dynamics of the cells, where the depth of discharge has been lim-
ited to 80% to avoid accelerated damage and degradation at the cost of losing some of the
available capacity.

Consequently, the EMS have topologies different from those seen in Sec. 6.4.5. In
climb, the DOH decreases rather than increases, while in cruise, it is the opposite. Only
the EMS that prioritises reduction in fuel consumption presents an increasing climb in
DOH.
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Figure 7.9: Objective space of the one day regional operations.

7.4.2 One-Day Operations

The parallel coordinates plot of Fig. 7.7 combines the results of the EMS capable of
carrying out the four regional flights without recharge and those that allow partial recharge
after the first two. The objective space of Fig. 7.9 shows them. Few points, represented by
triangle markers, can carry out this mission since the combined length of the four flights
is longer than the design mission. The improvement over baseline is limited, with 3% on
NOx emissions and 1.5% on fuel consumption.

This limitation can be overcome by partially recharging the battery after morning op-
erations (the first two flights). The amount of energy reintroduced is required to complete
the last two flights, ending the day with a fully discharged battery. The newly identi-
fied operating condition performs better in emissions than the previous ones: for instance,
restoring 40% of the total battery energy reduces fuel consumption and the NOx emissions
by 6% and 12%, respectively.

However, charging and discharging cells from a partial state of charge increases the
ageing of the battery pack (214), which would shorten the lifespan of the electric propul-
sion system. This condition is also exacerbated by the large amount of current that moves
through the cells at every cycle. Further investigation of the degradation effects is required
with an extended battery model to understand this potential trade-off between the pack’s
durability and performance. Chapter 8 will explore this aspect further.

Figure 7.8 presents the local Pareto fronts for each group of solutions identified in the
objective space plot (Fig. 7.9). Fixing the battery pack geometry and analysing a mission
longer than the design one produced a small set of available solutions. From the ”Set
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Id” axis, it is visible that most of the design space has been eliminated (97%) since those
EMS inputs could not complete the mission. The Pareto fronts are small, consisting of
a few points, and all the solutions are arranged in a diagonal direction. All indicate that
removing the battery pack sizing limited the freedom available to the optimiser to find
feasible EMSes. As a consequence, most of these solutions have the same DOH. These
align with the trends seen previously in Sec. 7.4.1, with high hybridisation values at the
beginning of the climb and decreasing as cruise altitude is reached.

7.4.3 Commuter Flight
Figure 7.10 presents the operating points that satisfy the mission of the commuter flight.
In this scenario, the aircraft improves over the baseline when at least 55% of the battery
is used. Hence, a partial recharge is necessary to carry out the return flight with the same
EMS.

Upon examining the objective space ((Fig. 7.11), it is evident that the decrease in
NOx emissions surpass the decrease in fuel consumption. This can be attributed to the
mission requirements, where a significant portion of time is spent in the climb phase - a
power-intensive stage that largely contributes to the NOx emissions (see Sec. 6.4.3). The
maximum improvement (-11% in fuel consumption and -25% in NOx) is higher than the
design case and the previous off-design condition as the mission is shorter.

Despite the greater number of feasible solutions, the Pareto front comprises only two
points in this case. Similarly to the mission in Sec. 7.4.2, the solutions in the objective
space are laid out on a diagonal where the greater the improvements on the objectives,
the greater the battery energy consumed. Again, this is a consequence of the inability to
tailor the battery pack to the mission.

7.5 Summary of Chapter
This chapter aimed to study the behaviour of the hybrid-electric system in the off-design
condition. The battery pack is kept fixed, and the optimisation framework would have to
identify the optimal EMS without the ability to tailor it. In addition, the battery model
was updated, introducing cell dynamics and mass prediction based on the pack layout.

The scenarios studied were a typical day of regional flights and a non-stop commuter
flight, which can be expected to be operated by turboprop regional aircraft. The design
mission that fixed the battery pack layout was the same as in Chapter 6. This condition
proved to be a limitation when trying to carry out the one-day operation scenario with-
out any partial recharge during midday, achieving only an improvement of 3% in NOx
emissions and 1.8% in fuel consumption, instead, introducing recharge after morning op-
erations allowed for significantly improved emissions. For example, the reduction of NOx
emissions improved to 12% with a partial recharge of the battery by 40%. However, the
battery lifespan would be affected, as cycling it at the partial state of charge would age
the cells faster. More detailed analysis is required to explore a potential trade-off between
performance and battery life.

Both off-design conditions had small Pareto fronts composed of few points. Further-
more, the feasible solutions were placed diagonally in the objective space plot, indicating
a limited variance from the input parameters. The feasible solution space was drastically
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Figure 7.11: Objective space of the commuter flight condition.

reduced without the ability to change the battery pack and tailor it to the selected EMS.
The EMS had more electrical power allocated in the climb segment, which reflected a
considerable improvement in NOx emissions, which reflected the nature of these short-
haul flights. The aircraft spends most of its time climbing rather than cruising, which is
typical for regional aircraft.

The limitation of battery capacity might be overcome if the EMS is set differently for
each flight, tailored to the remaining energy after the previous flight. This arrangement
might improve overall emissions without requiring a partial recharge, although the last
flight would likely have no hybridisation. The next chapter will introduce the effects
of ageing on the battery pack to analyse the effects of cell degradation on the aircraft’s
overall performance.

7.6 Key Learning Outcomes
• With a fixed battery layout, a limited range of feasible EMS can be chosen.

• Regional hybrid-electric operations most likely require fast charging to be econom-
ically feasible.

• Fast charging might implicate a shorter battery life.

• Regional operations spend more time climbing than cruising, so most energy is
spent there.
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Chapter 8

Battery Pack Technology

8.1 Introduction
The final test case presented in this dissertation examines the effects of battery ageing
on hybrid-electric aircraft performance. In addition to minimising fuel consumption and
NOx, the optimisation problem attempts to minimise a degradation parameter rdegr, that
is, the ratio between the fuel consumption after one year of operations and the original
value with a fresh battery. The goal is to study the trade-off between performance and
battery durability and determine which EMS would favour one.

Another point was evaluating the effect of different pack energy densities on the per-
formance objectives and the EMS. This was carried out by adding the pack energy density
as an input parameter to the optimisation study, ranging from 350 to 550 Wh/kg. As this
is a critical technological assumption, a statistical model was constructed to estimate the
year of availability. Two scenarios were included, a conservative one with linear growth
and an optimistic one with exponential growth, reflecting a hypothetical increase in re-
search funding. Additionally, the effects of the packaging (i.e. the extra mass on top
of the cells) were considered since their contribution to the total battery mass is not yet
precisely quantified.

The results presented in this chapter were originally published in the AIAA SciTech
conference in 2023 (215) and extended to be published in the AIAA Journal (216).

8.2 Problem Definition
The optimisation problem formulation is shown in (8.1). For this study, we consider
linear energy management segments applied to the climb and cruise phases and the energy
density of the battery pack. Table 8.1 presents the input values. The selected figures of
merit are the total fuel burnt during the mission M f , the mass of the emitted NOx, and the
ratio of the mass of burnt fuel after one year of operation to the original amount with a
fresh battery pack.

given X = {ebattery,h0cl, h1cl, h0cr, h1cr}
minimize

X
M f uel, MNOx , rdegr

subject to MTO ≤ 23000 kg (Psat ≥ 0.5)

(8.1)
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Parameter Values
Pack Energy Density [Wh/kg] ebattery [350, 400, 450, 500, 550]
Start Climb DOH h0cl (0,1) divided into 4 levels
End Climb DOH h1cl (0,1) divided into 4 levels
Start Cruise DOH h0cr (0,1) divided into 4 levels
End Cruise DOH h1cr (0,1) divided into 4 levels

Table 8.1: Input Parameters.

The last objective is to study the effects on system performance of aggressive hybridi-
sation when the battery pack is fresh. While it is not a battery pack parameter, it indicates
how much the cell’s capacity has degraded over one year of operation. Indeed, to meet
the same 80% DOD target, the energy management system must use more power from
the gas turbine powertrain, leading to higher fuel consumption and higher emissions.

The take-off mass MTO is restricted to the maximum take-off mass of ATR-72 and
introduced as a probabilistic constraint to the exploration step, with a minimum satisfac-
tion probability Psat of 50%. Areas of the design space that fall below this threshold are
discarded and not considered for optimisation.

The results are compared to the baseline, the same ATR-72 model without electric
propulsion and loaded with the same payload. Table 8.2 contains the baseline values.

Take-Off Mass 17,792 kg
Burned Fuel 1242 kg

NOx Emission 8.59 kg

Table 8.2: Baseline Quantities.

8.3 System Model
This test case introduced the system model used in Chapter 7, a simulation of the effects of
ageing on the battery pack. After sizing the battery pack, the code simulates its age for one
year of operations. Since the original capacity is expected to decrease, the entire EMS is
automatically scaled to match the 80% DOD constraint at the end of each flight. A second
addition is a parallel statistical model to estimate the feasibility of the epack required by
the system. This enables one to estimate a year when a HE regional turboprop could
potentially be developed and commercialised. Compared to the previous aircraft model,
the maximum take-off mass was increased to 23,000 kg, the MTOM of the ATR-72 (217).
The payload has been kept at 50 passengers, assuming the aeroplane has been refitted and
some of the available payload mass has been allocated to the battery pack.

8.3.1 Battery pack ageing model
The holistic ageing model developed in (218) was adopted to model the cell’s loss of en-
ergy and capacity and the growth of its internal resistance as it is put into operational use.
Equation (8.2) are used to update the equivalent circuit model parameters (cell capacity,
capacitance, and resistance) with the contributions from calendar ageing (parameter α)
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and cycle ageing (parameter β ). The first is proportional to the number of days of use t,
while the second is proportional to the total lifetime charge Q that has passed through the
cell.

C =C0 ·
(

1−αc · t0.75 −βc ·
√

Q
)

R = R0 ·
(

1+αr · t0.75 +βr ·Q
) (8.2)

The updating procedure is performed after one iteration of the ageing simulation,
where the results of the equivalent circuit dynamics (current, voltage, and depth of dis-
charge) are used to calculate the ageing model parameters. Specifically, calendar ageing
is affected by storage temperature T and storage voltage V (Equation (8.3)). In contrast,
cycle ageing is proportional to the root mean square voltage Vrms and the difference in
the depth of discharge of the operating cycle ∆DOD (Equation (8.4)). This study’s stor-
age temperature is constant, assuming the thermal management system maintains it in the
ideal range.

αc = (7.543 ·V −23.75) ·106 · e− 6976
T

αr = (5.270 ·V −16.32) ·105 · e− 5986
T

(8.3)

βc = 7.348 ·10−3 · (Vrms −3.667)2 +7.600 ·10−4 +4.081 ·10−3 ·∆DOD

βr = 2.153 ·10−4 · (Vrms −3.725)2 +1.521 ·10−5 +2.798 ·10−4 ·∆DOD
(8.4)

The adopted step in the ageing simulation is five days, which was selected as an ad-
equate trade-off between computational cost and error. The simulation lasts one year,
assuming two flights per day, seven days per week.

8.3.2 Statistical model for epack technology forecasting

Since epack is a critical technological parameter for the feasibility of the proposed HE
designs, a method is adopted to estimate the probability of availability.

Data has been extracted from the Battery 2030+ Roadmap report (208) from 2010
onwards, including target energy density values up to 2030. The procedure consists in
constructing a linear regression model using Ordinary Least Squares (OLS) of the cell
energy density data (219). Equation (8.5) are used to estimate the coefficients of the
linear model yecell = b1 · xyear +b0 and the regression variance σ .
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(8.5)

Once the coefficients are found, it is possible to predict the mean and variance of
the cell energy density for a specific year Xyear using Equation (8.6). These statistical
parameters describe a Gaussian distribution centred in µecell and standard deviation σecell .

µecell(Xyear) = b1 ·Xyear +b0

σecell(Xyear) =

√
σ2
[

1+
1
n
+

Xyear − x̄
Sxx

] (8.6)

To predict the pack energy density, the relation between epack and ecell must be found
through the pack-to-cell mass ratio k, which is defined as follows:

k =
Mpack

Ncells ·Mcell
(8.7)

where Ncells is the number of cells in the pack, Mcell the mass of a single cell, and
Mpack the mass of the entire battery pack. By replacing the definition of energy density
e = E/M and remembering that the pack electric energy is equal to Epack = Ncells ·Ecell ,
the following scaling equation is obtained with a few algebraic steps:

epack =
ecell

k
(8.8)

which states that the effective energy density of the pack is lower than that of the cell
one. Finally, it is possible to estimate the probability that a specific pack energy density
is available in a year Xyear using:

Pepack(Xyear) = 1−Φ

(
k · epack −µecell(Xyear)

σecell(Xyear)

)
(8.9)

where Φ is the Gaussian cumulative distribution function. Two scenarios were de-
veloped from the same data set. The first, labelled ”conservative”, assumes a linear im-
provement of the cell energy density and hence no change in the rate of technological
development. In contrast, the second scenario, ”optimistic”, hypothesises the increment
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of R&D funding towards energy storage; hence the regression model is exponential. The
same equations (8.5) and (8.6) can be used using the following regression model:

log(yecell) = b1 · log(xyear)+b0 (8.10)

In addition, two pack-to-cell ratios are used in both scenarios to estimate the impact of
battery packaging technology on the availability year. The adopted values are 1.5, which
is commonly used in the published literature for the design of electrified aircrafts (213),
and 2.0 as a more conservative alternative.

8.4 Results and Discussion

Figure 8.1: Pareto front of the three objectives with different battery pack energy densities.

Figure 8.1 presents the Pareto front solutions produced by the design space exploration
framework. Three main results are clear from this graph. First, a high ebattery produces
higher values of rdegr overall. However, when comparing equal values of fuel burn re-
duction, the battery ages slower when the specific energy is higher (Fig. 8.1a). As will
be discussed later, this is caused by the mass of the cells and not by cell ageing (Fig. 8.6
and Fig. 8.7). With more energy per unit of mass, fewer cells are required to achieve

127



Chapter 8. Battery Pack Technology 8.4. Results and Discussion

the same reduction in fuel consumption. The aeroplane is less heavy; hence, when the
capacity fades over time, the dead weight of the batteries has a reduced impact on fuel
consumption. Instead, when all the mass available for batteries is used, the degradation
rate is higher because of the higher extra dead weight.

Secondly, the rate of degradation and the other two objectives compete, most ev-
idently, with the reduction of fuel consumption. This trade-off is essential for airline
operators, where the cost of fuel and the cost of battery maintenance would compete.

Finally, the results indicate that the pack energy density should be greater than 400
Wh/kg to reduce emissions and fuel consumption above the baseline (Fig. 8.1b). This
value sets a technological requirement of a minimum 600 Wh/kg energy density for indi-
vidual cells, which will be achieved no earlier than 2040, as discussed in Sec. 8.4.6.

The following subsections explore the data in detail, analysing the interaction between
ebattery, rdegr, EMS, and battery life alongside the aircraft’s performance compared to the
baseline.

8.4.1 Effects of ebattery on Energy Management Strategies
Figure 8.2 and Fig. 8.4 present the optimal energy management strategies resulting for
each level of battery energy density. Since the strategies are all linear segments, the input
variables have been decomposed into an average value, the midpoint of the segment, and
a discrepancy, the slope of the segment, as shown in (8.11).{

µDOH = h1+h0
2

∆DOH = h1−h0
2

(8.11)

Higher energy density values allow for higher values of average DOH, both in climb
and cruise. The electrical source can provide more flight power at the same maximum
take-off mass limit. The climb segment is more hybridised than the cruise segment. Re-
garding the slope of the segments, the cruise phase presents a positive slope directly cor-
related with the energy density. However, the climb segment presents a negative slope
with some exceptions, at the highest ebattery of 550 Wh/kg. In conclusion, more specific
energy in the battery pack enables more hybridisation and more flexibility in the slope of
the segments because it can store more electrical power onboard for the same amount of
maximum take-off mass.

8.4.2 Effects of rdegr on Energy Management Strategies
Figure 8.5 presents for three different levels of battery energy density the effect of the
degradation parameter rdegr on the other variables. Battery life was calculated as the
number of days after which the electrified aircraft matches the fuel consumption of the
baseline conventional aircraft (see Fig. 8.6a). It is correlated with rdegr, where the battery
lasts the longest with low degradation EMS. All three technological scenarios feature
similar correlations between rdegr and the average values of DOH: the higher the electrical
power demand, the faster the cell degradation. On the other hand, ∆DOH is concentrated
around zero when rdegr is the lowest. It spreads without a specific trend at values of high
degradation. The average electrical power requirement drives the degradation of the cell
rather than the specific value over time.
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Figure 8.3: Pareto front with selections.

Figure 8.4: Effects of Battery Energy Density on the Energy Management Strategies (Ob-
jective Space Visualisation).

8.4.3 Effects of ebattery on rdegr and Battery Life

Six specific points, two per ebattery value, were selected to analyse the history of battery
degradation over one year of operation. Each pair comprises designs with the lowest fuel
consumption at zero days and the most extended battery life, as defined in Sec. 8.4.2.
Figure 8.6 and Fig. 8.6 present these results on two scales: fuel consumption relative to
the conventional baseline and relative to the day zero condition.

As shown in Fig. 8.6a, the battery lifetime is longer with higher ebattery and, respec-
tively, the gap from the lowest degradation to the highest is more prominent for each case.
On the contrary, Fig. 8.6b shows that rdegr grows faster when ebattery is greater, and the
degradation is high; the opposite is true when the degradation is low. Despite all these
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Figure 8.6: Degradation histories of extreme points for each ebattery case.
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Figure 8.7: Degradation histories of extreme points for each ebattery case (Continued).
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differences, the actual degradation of the cell (capacity depletion and growth of internal
resistance) is identical for all six cases (Fig. 8.7a and Fig. 8.7b). Indeed, the parameters
affecting cell degradation, such as the temperature, initial state of charge, and depth of
discharge, are identical for all the cases. This would change if partially re-charging the
aeroplane after one flight is introduced in the analysis, a scenario suggested by the authors
for regional aircraft operations (211). More flights could be carried out per day at the cost
of using the battery from a partial state of charge, accelerating the ageing of the cells.

Comparing the geometry of the battery packs of these six cases (Tab. 8.3) shows that
the number of cell modules is correlated with the parameter rdegr of Fig. 8.6b: the higher
this quantity, the faster the rate of degradation. While each cell ages at the same rate, the
aeroplane carries more weight. Therefore, with less electrical power compensating for
the inefficiency of the extra weight, fuel consumption grows faster as the battery ages. In
summary, the effective specific energy of the pack decreases with cell ageing, eroding the
benefits calculated on day zero, with a leveraging effect caused by the size of the battery
pack. Therefore, more specific energy from the start enables the battery to last longer
before servicing.

8.4.4 Effects of ebattery on Aircraft Performance

Figure 8.8 presents the percentile change in fuel consumption, energy consumption, and
take-off mass relative to the baseline. It contains three Pareto front selections for each
battery pack technology level. The values refer to the day-zero condition.

All investigated cases are less efficient than the baseline, requiring more energy to fly
the same mission. The specific energy of the fuel is at least 20 times higher than that of
the batteries, increasing the take-off mass when one source is traded for the other. Hence,
heavier aeroplanes require more energy to fly, despite the lower fuel consumption. When
the take-off mass is constrained, the energy consumption decreases as the specific energy
increases (Fig. 8.8b). In this situation, the higher efficiency of the electrical power chain
compensates for the power required to fly heavier aircraft.

All three conditions present a reduction in fuel consumption when ebattery is above 400
Wh/kg. However, the condition with the highest battery life has no linear reduction with
specific energy. Instead, it is constant around 2%, with a reduction in the take-off mass.
As pointed out in the previous section 8.4.3, this design takes advantage of the increased
specific energy to reduce the number of cells in the battery pack, which contains the
increase in fuel consumption after the battery is aged. However, this set of points does not
correspond to the lowest rdegr. Minimising only that objective would entail not including
any battery pack in the design. The fuel consumption would stay identical as the object
causing its increment is missing. (See Fig. 8.10d).

In general, the Pareto midpoint balances the two extreme cases with an increase in
energy consumption of 7.5%. The three scenarios show that when the battery technology
is fixed, the choice of EMS affects the efficiency of the aircraft via the increase in battery
pack mass. Finally, as cells age, more fuel will be required, increasing the inefficiency in
energy consumption.

The final point is investigating the performance increment with the ebattery increase.
Figure 8.9 shows the best-observed improvement for each value of the pack energy den-
sity, adding an extra extreme case of ebattery = 750 Wh/kg. Two trend lines, one linear
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Figure 8.8: Aircraft performance at representative points in the Pareto front.

and one quadratic, were fitted to the original data set (350-550 Wh/kg). The rate of im-
provement is non-linear but sub-quadratic, as the new data point falls between the two
lines. The nonlinearity stems from the ability of the optimiser to use more electrical en-
ergy, which is more efficient and cleaner than fuel, with less weight penalty. Therefore,
investing in the improvement of battery technology would have significant returns. This
aspect will be explored in discussing the technological availability of Sec. 8.4.6.

8.4.5 Suggested Energy Management Strategies

From the knowledge obtained in the previous sections, it was found that the average value
of DOH for each segment is correlated with the energy density of the battery and the
amount of maximum take-off mass. More DOH is allocated in the climb segment than in
the cruise segment, while the slope increases in the cruise and is ambiguous for the climb.
Because in this study, the battery pack is sized to match the EMS at day zero, the average
value of DOH drives the increase in fuel consumption as the battery ages through the dead
weight mechanism.
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Figure 8.9: Effects of ebattery on performance objectives.
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Figure 8.10: EMS of the three scenarios analyzed in Section 8.4.4, compared to the lowest
rdegr EMS.

Figure 8.10 presents the EMS of the three scenarios analysed in the previous section
plus the EMS with the least rdegr. They present the trends described so far, which show
no clear preference for the slope of the DOH function in the climb. Higher ebattery allows
for higher average DOH throughout the mission when fuel consumption is the priority
(Fig. 8.10b). In contrast, when battery life is maximised, the higher energy density is
used to reduce the amount of battery mass by reducing DOH (Fig. 8.10c). As pointed
out, this condition does not correspond to the EMS of minimum degradation. Instead,
the minimum rdegr is obtained when no hybridisation is used (Fig. 8.10d). Although, in
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practice, this is an undesirable result, it further exhibits the relation between the battery
mass and the increment of fuel consumption as the battery pack ages: no increment is
present if no batteries are used.

In summary, the presented EMS are a general recommendation considering the identi-
fied interactions between pack energy density, battery ageing, and environmental require-
ments. They are limited by the selected design mission, the aircraft design selected as
the starting point, and the figures of merit selected for the analysis. Consequently, de-
signers should perform their optimisation study for their specific application and use the
presented results as a sanity check.

8.4.6 Probability of achieving the expected technological requirements

The discussion presented so far underlined the importance of ebattery for the feasibility
of the scenarios presented in this study and hybrid-electric propulsion. However, most
studies do not quantify the uncertainty of their timelines; instead, they assume a year far
in the future to justify their assumption. This last section estimates the probability of
technological availability with a regression analysis of current and expected specific cell
energy densities. The intention is to quantify when it is reasonable to expect the required
values ebattery given the history of cell technology development.

Data has been extracted from the Battery 2030+ Roadmap report (212) from 2010
onwards. Two scenarios are presented, one conservative and one optimistic. The first
assumes that the cell energy density will improve linearly over time (Fig. 8.11a). The sec-
ond scenario assumes it will improve exponentially (Fig. 8.11b). Ordinary Least Squares
(OLS) have been used to construct the regression models using standard procedures. Both
models have a satisfactory correlation (R2 = 0.83 and R2 = 0.78, respectively) and good
modelling (the P values of the F test are lower than 1−10 in both cases).

The energy density of battery packs is lower than that of cell packs because of the inert
mass added by the cooling system, packaging, and control electronics. Two values of the
pack-to-cell ratio, 1.5 and 2.0, have been used to evaluate the impact of this technological
uncertainty on the final pack energy density. Figure 8.12a and Fig. 8.12b present these
results for the values of ebattery, which could match or improve on the baseline.

The two scenarios are considerably different, even for the same value of k. Under the
conservative scenario and k = 1.5, 2040 is the earliest date at which a 400 Wh / kg battery
pack is expected to be available with confidence 55%. On the contrary, the optimistic
scenario estimates 2034 for the same value and confidence. This difference is evident for
higher energy densities. In the conservative scenario, in 2050, there is a 60% chance that
a battery pack with 500 Wh/kg is available, while in the optimistic scenario, the year 2038
is indicated. For a very high value of 750 Wh/kg, the availability is predicted far in the
future, with the earliest date being 2045 on the most optimistic conditions. This energy
density value might be achievable earlier with other technologies, such as fuel cells.

Furthermore, the assumed pack-to-cell ratio significantly affects the predicted avail-
ability. In the conservative scenario, the technological gap is, on average, 15 years, up to
18 years, for the highest energy density value. This reduces to 5 years if the optimistic
scenario is assumed. The full range of predictions is presented in Tab. 8.4.

As noted above, this analysis leads to different conclusions on the feasibility of hybrid-
electric aircraft. While the conservative scenario is the most likely, the automotive and
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(a) Conservative trendline of Cell energy density.
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(b) Optimistic trendline of Cell energy density.

Figure 8.11: Statistical modelling of future cell technology.
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(a) Conservative probability of pack availability. Solid line is k = 1.5, dashdot line is k = 2.0.
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(b) Optimistic probability of pack availability. Solid line is k = 1.5, dashdot line is k = 2.0.

Figure 8.12: Prediction of future battery technology.
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Table 8.4: Predicted years of ebattery technological availability.

Conservative Optimistic

k 1.5 2.0 1.5 2.0

P 50% 90% 50% 90% 50% 90% 50% 90%

e b
[W

h/
kg

] 400 2039 2043 2052 2057 2034 2038 2039 2043

450 2044 2048 2058 2063 2036 2040 2041 2045

500 2049 2053 2064 2070 2037 2042 2043 2047

550 2053 2058 2071 2077 2039 2044 2044 2049

750 2072 2079 2096 2105 2045 2050 2049 2055

renewable sectors have been heavily investing in technology development, which could
accelerate the rate of development. Indeed, the comparison shown in Fig. 8.9 suggests
the potential for significant performance improvement, which is shown to be nonlinear;
hence targeting the development of cells with higher energy density would have a better
return on investment.

Furthermore, availability is affected by the packaging factor k, which cannot yet be
accurately predicted, as it is affected by both material technology and the safety require-
ments in the battery pack. However, most of the technological timeframes in the literature
are unrealistically optimistic unless a significant breakthrough in storage technology ma-
terialises.

8.5 Summary of Results

This chapter focused on analysing technological aspects of the battery pack, specifically
the ageing and energy density. These have implications for the energy management strat-
egy and the performance of the HE aircraft.

The specific energy of the batteries was identified as a key driver in the achievable
reduction of fuel consumption and emissions, setting the maximum achievable amount
of DOH in the EMS. This parameter affects the life of the battery pack, increasing its
effective use before the aeroplane’s fuel consumption is identical to the baseline. Fuel
consumption and NOx emissions were found to improve with specific energy at an in-
creasing rate. Investing in research that significantly improves energy storage technology
would yield better returns. Finally, 400 Wh/kg was identified as the minimum specific en-
ergy required to improve baseline emissions. It translates into a requirement of cells with
600 Wh/kg specific energy, expected to be available between 2034-2040, depending on
the technological scenario. Battery packs with higher specific energy, required to make
hybrid-electric propulsion feasible, are predicted to be available in the 2039-2050 time
window. However, this prediction is conditioned by the current trend of technological im-
provement and a fixed 1.5 pack-to-cell mass weight ratio. Higher values of pack-to-cell
mass ratios would shift this scenario further up to 15 years.

Including cell ageing in the battery model introduced additional considerations in the
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definition of EMS. While striving for the highest DOH possible is beneficial for the im-
mediate reduction of emissions, it shortens the operational life of the battery pack. The
mechanism of this phenomenon was identified not in the cells’ ageing rate, which was
identical in every case studied, but in the number of batteries employed in each specific
case. In fact, as the batteries aged, the effective energy density of the pack decreased,
requiring the aircraft to consume more fuel. This effect is more substantial with heav-
ier battery packs. Therefore, when trying to minimise degradation effects, the optimiser
identified the designs with the fewest cells, taking advantage of the higher energy den-
sity when possible. As a result, EMS should be moderated to avoid quickly degrading
zero-day performance.

8.6 Key Learning Outcomes
• The energy density of the pack is an important driver in reducing fuel consumption,

NOx emission, and the maximum possible degree of hybridisation.

• Larger increments of energy density generate greater improvements than smaller
increments, indicating a higher return on technological investment.

• The high energy density of the pack mitigates the performance degradation caused
by cell ageing.

• The increase in fuel consumption caused by cell ageing comes from the effective
reduction of energy density, so the aircraft has more inert mass to move.

• Battery durability and zero-day performance are contrasting objectives, and miti-
gating DOH would improve durability.

• The pack-to-cell mass ratio affects the pack energy density and is defined by battery
safety requirements.

• The minimum pack energy density required to match the baseline is 400 Wh/kg.

• With a linear improvement of cell technology, the availability of 400 Wh/kg battery
packs is expected from 2039-2050, much higher for higher energy densities.

• Assuming an exponential improvement, reduces the technological availability to
2034-2040.

• With the higher pack-to-cell mass ratio, the availability timeline shifts to 15 years.
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Chapter 9

Discussion and Conclusions

9.1 Introduction

This dissertation aimed to develop a methodology capable of performing design space
exploration of complex systems and identifying promising designs when prior experience
is limited. A framework based on integrating set-based design and multidisciplinary op-
timisation was proposed to solve this problem. SBD’s strengths are mapping the design
space to the system requirements and eliminating the unproductive areas of the design
space before deepening the analysis to specific design points. However, the mapping pro-
cedure is often handcrafted and based on expert judgement, which limits the application
to systems of limited complexity and is well understood in the literature. Furthermore,
the computational cost might grow exponentially as the number of input parameters in-
creases.

The suggested solution to both issues was the combination of probabilistic surrogate
modelling with Bayesian probability. This procedure enabled mapping the design space
to the requirements without an explicit rule between input parameters and quantities of in-
terest. This was demonstrated in a series of increasing complexity test cases investigating
some aspects of hybrid-electric aircraft design. In fact, after surveying the literature, there
is a lack of uncertainty-based tools for the design of HE aircraft and, from the system’s
perspective, a limited understanding of the coupled design of energy management strate-
gies and the propulsion system. The results obtained by applying the framework revealed
new information that addresses these gaps.

The following sections summarise and discuss the results obtained in Chapters 5–8,
condensing the knowledge into key topics. Research questions are reviewed with their
respective answers, and contributions to knowledge and their limitations are presented.
Finally, further developments are suggested at the end of the chapter.

9.2 Summary and Discussion of Research Results

This section summarises several key learning points covered in Part III, dividing them into
topics. Three of them cover the novelty and capabilities of the framework, while the latter
two summarise the results regarding the energy management strategies of hybrid-electric
aircraft.
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9.2.1 Identification of promising areas of the design space
The dissertation aims to identify the most desirable area of the design space without an ex-
plicit mapping between inputs and quantities of interest, without requiring expert knowl-
edge to be encoded in rules. This was solved by implementing a probabilistic exploration
system, combining Bayesian probability and Set-based design approaches.

Specifically, the target area of the design space would emerge after eliminating the
unfeasible and undesirable ones from the pool of possible combinations of the input pa-
rameters. This process would be carried out by constructing a probabilistic surrogate
model capable of returning the mean response and variance of the quantities of interest to
be optimised or constrained and then used to sample and infer the probability of satisfying
the requirements. Using probabilistic logic, it was possible to combine all probabilities
into a single value, quantifying the feasibility of the analysed design space. Those that
did not meet a specific value are eliminated. This procedure enables surveying the design
space without requiring explicit rules except for the system model and the specification
of the requirements as constraints.

Chapter 5 demonstrated this capability with the toy example. The satisfaction prob-
ability was correlated with how much of the set could satisfy the constraints, as shown
in Fig. 5.9. The remaining sets became candidates for further analysis by eliminating the
low-probability ones. Local optimisation was used to convert the intervals into design
points, which deepened the analysis.

This process can be augmented by introducing ”soft constraints”. These are additional
constraints in the exploration phase, which map to objective quantities in the search phase.
These are used to restrict further the design space towards the more desirable solutions
on the global Pareto front. Section 6.4.1 introduced soft constraints on the objectives. It
resulted in fewer surviving solutions, with a smaller spread towards the suboptimal so-
lutions than the original feasibility-only problem. However, some points violated soft
constraints, leading to a series of hypotheses on the observed behaviour. The most prob-
able cause was the input discretisation’s granularity and the model outputs’ sensibility to
the probabilistic constraints. Indeed, increasing the number of levels would capture the
decision boundary of the constraint more precisely, reducing the number of sets with non-
desirable points. However, since the exploration phase is computationally inexpensive,
the user can tune the parameters before proceeding to the search phase.

9.2.2 Reduction of computational cost
One of the goals of the methodology developed in this dissertation is the ability to explore
the design space without incurring exponential computational costs. Set-Based Design,
while capable of producing multiple alternative designs due to its interval-based explo-
ration of the design space, is limited in its application due to the high number of compu-
tational evaluations required. The cause lies in the combinatorial explosion of the number
of input parameters and the intervals analysed. Most of these might not be desirable or
feasible, wasting time and computational resources.

Machine learning was applied to identify those unfruitful areas of the design space
such that the optimiser could skip them. This was achieved using Gaussian Processes and
a Bayesian reasoning approach, calculating the probability of satisfying the constraints
in each design space. It was successfully demonstrated to reduce the number of function
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evaluations and the computational time required. The test cases presented in Chapter 5
and Chapter 6 were used to report the figures.

In the first, the reduction in computational cost was 77% for both time and number
of function evaluations. The design space was also reduced by the same amount. The
longer test case of Chapter 6 shows that the percentile of computational cost reduction
increased as the number of input parameters increased, as the number of total combina-
tions increased. Most of the design space would not be able to satisfy the take-off mass
constraint, despite the greater degrees of freedom of the energy management strategy.
According to Tab. 6.6, the time saved ranges from 49% to 99.95%, with an average of
80%.

Despite the reduction in design space, the framework did not lose optimal solutions.
Indeed, as shown in Fig. 5.8, those points that best met the constraint and global optimality
had the highest satisfaction probability.

The bulk of the computational cost is in the search phase. This could be reduced by
adopting different MDO algorithms which are not of the monolithic type, such as Analytic
Target Cascading (ATC) or with dynamically reconfigurable workflows (see Sec. 2.3.1).
However, the exploration phase of PDOPT ignores the structure of the design model,
since it treats it as a black box. Even if the design model is hierarchical and suitable
for distributed MDO approaches, it would need to be encapsulated to a single interface
suitable to PDOPT, that is all the coordination between the model subcomponents would
be hidden from the algorithm. Thus, no difference would be present in the exploration
phase, and PDOPT would not be able to take direct advantage of the structure of the design
model. The main saving in computational cost would still come from avoiding running
an MDO problem in the areas of the design space that are of no interest. Nonetheless,
the computational cost of the search phase could be further improved if the design model
supports distributed MDO approaches and the optimisation algorithm is suitably adapted
for it.

9.2.3 Scenario analysis: robustness to changing requirements and
technological uncertainty

The abundance of data points produced in the search phase enables the framework to cope
with changing requirements. This ability stems from running local optimisation problems
in sub-areas of the design space; hence lots of suboptimal designs are generated. However,
when constraints are made more restrictive, the suboptimal points become the new Pareto
front since the original became unfeasible.

The discussion in Sec. 6.4.4 did not require recomputation, as the suboptimal points
were already available. A new Pareto front was identified when the take-off mass was
restricted to a lower value. In this way, inferring new information from the same dataset
was possible. This process can be extended to cases where requirements are made more
restrictive than expected. In most scenarios, this is the case, as projects often set optimistic
values for their requirements, leading to overestimating the objectives’ improvement.

For requirements that are instead loosened, a quick assessment can be done by using
the exploration phase with changed constraint values. This would provide the user with
a qualitative answer on the changes in the feasible design space. It should be noted that
changes in requirements that need a new quantity of interest cannot be captured without
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a change in the design model.
Another use of the framework is to evaluate different technological scenarios, as was

carried out in the test case of Chapter 8. In this situation, the system model must have
modifiable parameters related to the technology. Each scenario can then be further anal-
ysed by integrating information on the assumptions and inputs used. The results can be
used to justify planning and strategies or to build alternatives if an original plan does not
work.

The example developed in Chapter 8 presents the integration of scenarios with differ-
ent pack energy densities with a statistical analysis of the likelihood that technology will
be available. Two regression models, reflecting different possible technological develop-
ments, were used, and it was possible to calculate the probability that a specific energy
density value would be available for a specified year or calculate the estimated year of
availability for a selected level of technological uncertainty.

This capability of ”what-if” analysis can be further extended by running multiple par-
allel cases with different requirements to account for the uncertainty of requirement in-
stability or produce new hypothetical market scenarios.

9.2.4 Energy Management Strategies: Topology and Systems Inter-
action

The test case developed in Chapter 6 sought to explore the ideal topology of the EMS
using a flexible parameterisation. Complexity ranged from a constant hybridisation to
three linear segments, defined by six parameters. Furthermore, electrical energy was
introduced to different mission phases, from cruise up to take-off and final.

The results show that the Pareto front was captured with two segments per mission
phase, and additional complexity did not produce better results. Instead, the topology
presented similar shapes when the design points overlapped the objective space. For
instance, the three linear segment parametrisation had a shape similar to a single linear
segment one. This behaviour was independent of the number of mission phases with
electrical energy.

The number and type of mission phases affected the objectives in different ways.
Having just one did not produce a Pareto front but yielded a single optimal point. The
trade-off was present at the introduction of electrical power to climb: the distribution of
electric power affected the preference for reducing fuel consumption or NOx emissions.
Specifically, the average distribution of DOH affected NOx emissions, while concentrat-
ing electrical power in the longest mission phases produced the highest reduction in fuel
consumption. The other mission segments, such as take-off and final, did not significantly
affect the objectives to justify their inclusion. Still, these low-altitude operations might
require electrical energy to reduce noise near airfields and low-altitude pollution. The
trade-off was also affected by the take-off mass constraint. This, in essence, limited the
amount of battery mass available, limiting the total electrical energy for hybridisation.

Chapter 7 extended the problem by looking into off-design operations. With a more
detailed model, the battery pack would be sized in the design mission and then evaluated
in two different operating scenarios, both relevant to regional aircraft operations. A po-
tential trade-off was identified in enabling partial recharge after half-day operations: more
electric power could be used in the afternoon flights, but the battery would suffer with an
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increased degradation rate.

9.2.5 Interaction between EMS and Battery Pack Ageing

Chapter 8 focused on the effects of battery ageing on the performance of EMS and HE
aircraft. The battery model was updated with capacity fade and internal resistance growth
caused by calendar and cycle ageing. The optimisation problem included a third objective
that accounts for the effects of battery degradation on aircraft performance. It is defined
as the fuel consumption ratio after one year of use to the original on day zero.

This objective was in contrast to the other two (NOx and fuel consumption reduction).
Improving the performance would yield high degradation and vice versa. The DOH in the
EMS affects the pack ageing rate, which would require more batteries to be loaded onto
the aircraft. Once their capacity fades, the plane will be heavier and require more fuel.
EMS that minimises degradation presents a low battery mass, enough to improve over the
baseline. Higher pack energy density can help in this aspect, as more energy is stored for
the same battery mass.

9.3 Proposed solutions to Research Questions

Given the methodology developed and the results in the previous chapters, the following
answers are proposed as solutions to the research questions formulated in Sec. 1.3.

RQ1 How to manage the uncertainty arising from the decision boundary in the design
space?

The uncertainty is caused by the lack of information regarding the position of the
decision boundary and how it maps to the input parameters. Since this is a form
of epistemic uncertainty, Bayesian probability was adopted to model it. The con-
straints on the quantities of interest are recast as the probability of the constraint
being satisfied, where the probability associated with it is the level of confidence
in the truth of the proposition. Regarding the mapping procedure, the design space
is sectioned into small areas by dividing the input parameters into discrete ranges.
Sampling in each area with a statistical surrogate model enables one to calculate the
probability of satisfying the constraints and find the likely position of the decision
boundary in the input design space.

RQ2 How to extract the knowledge embedded in the design model to evaluate the design
space?

One of the critical aspects of SBD is allowing the elimination of unfeasible solu-
tions. As discussed in Chapter 2, most set selection methods are based on a form of
expert elicitation or hand-crafted knowledge of the system under design. However,
the mathematical model of the system contains the knowledge and assumptions of
the system’s behaviour under design. The mechanism of extracting this knowledge
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and using it for set selection comes from developing a surrogate model that repli-
cates the system’s dynamics. Bayesian probability is then used to reason on the
design space, identifying the promising areas without explicit elicitation of rules.

RQ3 How to evaluate all possible alternatives in a reasonable computational time?

The disadvantage of SBD is the increased number of design evaluations compared
to the traditional point-based approach. Specifically, time can be wasted when
evaluating areas of the design space that cannot produce feasible results. There-
fore, marking them and quickly eliminating them would reduce computational costs
without sacrificing the number of alternatives. The probabilistic approach described
in this thesis allows one to carry out this reduction effectively thanks to the fast sur-
rogate model and the Bayesian approach. Knowledge in the surviving areas of the
design space is extended by running a local optimisation problem and producing
individual design points.

RQ4 How can the information obtained from exploring the design space aid in under-
standing the system under design?

The results from the local optimisation problems encompass the entire feasible (and
desirable) design space, not just the global optimal results. This abundance of infor-
mation can be utilised to infer the sensitivity of the input parameters on the quanti-
ties of interest and the trade-off between them. Interactive visualisation tools such
as parallel coordinates plots aid in this process. In this dissertation, the framework
helped understand the effects of the energy management strategy and cell ageing on
battery sizing and HE aircraft’s environmental performance.

9.4 Contributions to Knowledge
The knowledge contributions contained in this dissertation can be divided into two cate-
gories: design methodology and hybrid-electric aircraft design.

A new set-filtering approach based on probabilistic logic and statistical surrogate mod-
els was proposed in the design methodology. This method sought to overcome the limita-
tions of eliciting expert knowledge to build a set of rules or a value function for filtering.
The hypothesis was that the simulation model already contains the information describ-
ing the system so that expert elicitation could introduce bias in the selection process.
Surrogate modelling was used to construct a response model that encoded the relation-
ship between input and quantities of interest, which was used to sample the probability
of satisfying the constraints in the design space. Using probabilistic logic, it was possible
to synthesise into a single figure of merit the likelihood that a portion of design space
would be feasible. Furthermore, this filtering approach can reduce the computational cost
of designing space exploration without sacrificing the coverage and depth of the results.

Another contribution is demonstrating the SBD method for managing technological
uncertainty and requirements. This is achieved through the probabilistic approach and
thorough design space exploration. A large amount of output data can be used for what-
if scenarios in evaluating more restrictive requirements. Both Chapter 6 and Chapter 8
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took advantage of this to reach conclusions about the system’s behaviour. Specifically,
the effects of the take-off mass constraint on the objectives and the energy density of the
pack on the system performance.

In the topic of hybrid-electric aircraft design, the contribution focused on understand-
ing the optimal energy management strategies and their impact on battery pack size, fuel
consumption, and NOx emissions. The topology of the EMS was found not to affect the
objectives after a certain level of complexity; that is, two linear segments of DOH were
enough to capture the Pareto front. On the contrary, the number of hybridised mission
segments determined the trade-off between fuel consumption and NOx emissions. Climb
and cruise were the most important, the first affecting NOx and the second affecting fuel
consumption. The take-off mass constraint affected the number of design points: the more
restrictive, the more limited the range of solutions.

Two other test cases were analysed to extend these results. The first (Chapter 7) cov-
ered off-design missions in which a regional aircraft might operate. The results suggested
a trade-off between fast charging to prolong operations and battery durability. Further-
more, it was found that the most predominant mission segment is climb, especially for
short mission phases. The second one (Chapter 8) looked into the effects of cell ageing
and technological assumptions on system design. The pack energy density strongly de-
termined the reduction of emissions and also allowed the effect of battery degradation on
fuel consumption to be mitigated. The mechanism causing it was found to be correlated
with the mass of the battery pack. As the cells age, the effective energy density decreases,
leaving a heavier aeroplane that requires more fuel to fly. Finally, a statistical regression
of expected cell energy density determined that the required technology level to enable
HE turboprop would be available, most likely in the 2040s.

9.5 Impact of Research Findings
The framework developed in this dissertation has been used in the FUTPRINT50 project
to better understand the design of regional hybrid electric aircraft, as shown in the project
deliverables (220, 221). The focus was on understanding the interaction between energy
management strategies and system performance.

Of the results of the test cases, the technological feasibility analysis of Chapter 8 has
implications on the potential benefits of investing in energy storage technology with high
specific energy. As the rate of reduction in emissions and fuel consumption was shown to
be non-linear, there are more benefits in leaping in technology. Furthermore, a faster rate
of technological development would move the entry into service in the late 2030s rather
than in the estimated 2050s.

Despite these test cases, PDOPT is intended to be a problem-agnostic framework.
It can be adapted for the design space exploration of other complex systems, such as
those in the automotive and space industries. These sectors are characterised by many
components and subsystems where PDOPT would be beneficial in the early design stages,
alongside a multidisciplinary model encompassing the aspects the designers are interested
in exploring.

The innovations introduced by the methodology would provide two improvements
to the industry. First is the ability to map requirements onto the design space without
explicit rules. The exploration phase of PDOPT enables the carrying out of different
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experiments, where decision-makers can play with different values of requirements and
understand the broad area of the design space which can satisfy their needs. Thanks to
surrogate modelling, it is possible to provide a complex simulation model encompassing
all the aspects of interest and perform scenario analysis.

The second is reducing the time required for design space exploration helps reduce
the time required to reach convergence in the design. In fact, thanks to PDOPT focusing
on eliminating unsatisfactory designs, engineers can avoid rework pitfalls that could not
be otherwise discovered until late in the development cycle.

In summary, the framework would provide the ability to quickly and harmlessly ”fail”,
so the pitfalls can be overcome and corrected before the more detailed design stages.

9.6 Limitations of Study
Despite the successful results of this work, the reader should be aware of its limitations,
both in the testing of the methodology and in the modelling used in the test cases.

Although the framework was conceptualised to handle many input parameters, the
largest number tested in this dissertation was 12 in the experiment CC-3S of Chapter 6.
Results suggest the ability to reduce the computational cost significantly; however, mul-
tiple input parameters would still require many core-hours to produce the full results.
Additionally, the test cases did not have sufficient complexity in the input parameters
to require such a large number. Another aspect that requires more testing is the soft con-
straints in the exploration phase. The conclusions drawn in Sec. 6.4.1 should be examined
with an experimental setup.

Similarly, the test cases did not include more than two requirements in the set elimina-
tion process. Testing with many requirements is necessary as the implemented approach
may introduce distortions depending on the sensitivity of the requirement probability to
the input space. The decision is based on a single probability resulting from fusing the
probabilities of each requirement, as each of them has to be satisfied for a successful so-
lution. The threshold for acceptance of a set is independent of the minimum satisfaction
probability of each requirement (see Sec. 4.3). Distortions may arise if one requirement
has lower probabilities than the others, biasing the global satisfaction probability. While
the ”fusing” approach was successful in the test cases, this eventuality may be present.

This issue can be mitigated by replacing the decision-making on a single fused proba-
bility with parallel evaluations. Each requirement would be evaluated independently after
calculating the probability of being satisfied and comparing it to its minimum satisfaction
probability. A set would, finally, be eliminated if one of these requirements is not satisfied.
Here the AND-ing process would happen with Boolean logic rather than a probabilistic
one. The two approaches should be compared and evaluated in a dedicated case study.

Some potential capabilities of the framework were not fully implemented or tested.
One would be the reduction of the input complexity in the search phase, which was
present in the previous ADOPT (4). Theoretically, the same statistical surrogate could
be employed to check which inputs have the highest sensibility to the objectives, such as
fixing those input parameters in each local optimisation problem that do not sufficiently
affect the results.

Another capability, which was encoded but not tested, is to perform uncertainty-based
optimisation in the search phase. A local variation through the distribution definition
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could catheterise input parameters. These would be propagated in the search phase in the
local optimisation problems, cast as robust-based optimisation.

The aircraft modelling presented several limitations. The aerodynamics model used
was zero-fidelity, consisting of constant values of L/D for each mission segment. An
improvement would be using an aircraft trimmed polar constructed using established low-
fidelity methods, such as ESDU datasheets. A second limitation was in the fixed empty
mass of the aircraft when the maximum take-off mass was scaled. Although the increase
was small, up to 14% compared to the reference ATR aeroplane, the empty mass should
be recalculated based on the need for a heavier structure. Changing the MTOM would
change the critical design loads in the aircraft structure.

9.7 Future Work

The framework presented in this dissertation is open to different extensions that open
possibilities for future research.

More testing is necessary to understand the ability to capture the decision boundary,
especially under many input parameters and when using soft constraints. As pointed out
in Sec. 9.6, testing should include many requirements to check the limits of the frame-
work when fusing the requirements probabilities in the set elimination process. A study
should also compare the set selection method currently used in PDOPT with the proposed
alternative based on independently evaluating the probabilities of requirements.

The current implementation of the exploration phase assumes implicitly that the input
parameters have a uniform probability distribution. In other words, there is no agreement
on which areas of the design space are preferred before performing the analysis. Expert
judgement could be added to expedite the elimination of bad areas of the design space
in situations with more familiarity with the design. This could be implemented by using
Bayes’ rule and prior distributions on the ranges of the input parameters. The posterior
probability for each set would blend the probability that the design is feasible as calcu-
lated by the exploration phase and the prior expert judgement. Similarly, technological
confidence could be included in the exploration phase process, with a prior encoding of
the likelihood that a technology is available.

A Bayesian Network, or Bayes Net, could graphically represent the relationship be-
tween the different uncertainties. An example is shown in Fig. 9.1 reflecting the con-
tributions to set feasibility from requirements, technology, and market desirability. The
connections represent cause-effect interactions and how the probability distribution of
feasibility is structured. With a Bayes Net, inferences could be made in both directions.
For instance, a desired outcome would have a high probability of feasibility: this could
be propagated back to the network to find which inputs would generate such a result.

Another aspect worth exploring is interactive visualisation tools for complex data.
Given the large amount of information produced, its interpretation might be difficult using
only visualisation tools. Producing a conceptual map that qualitatively describes each
input parameter that influences the other quantities could benefit the user. A possible
approach could be to use Causal Discovery, a branch of machine learning which attempts
to learn casual relationships from data (222). It would also benefit complex systems
design, where multiple subsystem models would interact.
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Figure 9.1: Example of a Bayes Net for mapping uncertainties on a design set.

An additional valuable development involves integrating the framework with interac-
tive visualisation tools. Visual analytics, that is, machine learning methods with inter-
active visualisation, could be employed for post-processing the data and presenting the
results. An interesting development would be exploiting the probabilistic surrogate of
the exploration phase for interactive analysis through input from a visualisation tool, for
instance, activating or turning off a requirement or modifying its constraint level. The
visualisation would propagate these options and show their effect over the input design
space. This could also integrate with the proposed alternative set elimination process of
Sec. 9.6: the feasible space of each requirement could be shown independently and then
intersected to show the overall feasible design space. The multi-dimensionality of the
input space would make visualisation challenging. Effective technical communication
would require a careful selection study of visualisation techniques and the development
of ad-hoc interactive software.

Finally, the set-based mapping used in the exploration phase could be adapted in a
multilevel design approach. Rather than using a monolithic design model, there would
be mappings between top-level system requirements to subsystem design requirements,
down to component-level design. This idea would mimic the distributed MDO approach.

In Chapter 2 a distinction between SBD and SBCE was made regarding the quantitative-
qualitative application of the set-based principles. The methodology presented in this
thesis mainly focused on a quantitative reduction of the design space, further develop-
ing the SBD methodology. Despite this, the industrial practice gives equal importance
to the qualitative approaches, especially for technical communication between companies
in the extended enterprise context. For instance, an airframer has to provide technical
requirements to a supplier which may have contracts with the competition. Hence com-
munication has to be fuzzy and qualitative to safeguard industrial secrecy. In this context,
the exploration phase of PDOPT could be adapted for fuzzy communication between en-
terprises. A system-level enterprise would have a system model and utilise the exploration
phase to identify the general area in the design space that the supplier company should use
as requirements. Furthermore, the results of the full PDOPT analysis could be used jointly
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between the system-level enterprise and the component-level contractors for requirement
analysis by ranking the design concepts with respect to the needs of the project.

Another prerogative of SBD is the handling of changing requirements, especially as
they mature during a project. While this aspect has been mentioned in this thesis, PDOPT
only partially supports changing requirements which do not require a rewrite of the com-
putational model (i.e. quantitative changes). Furthermore, recomputation is required if the
change involves a constraint relaxation. The proposed Bayesian Networks could be used
to fully support quantitative changes in the requirements in any direction (tightening or
relaxing), but are still limited to the data extracted from the design model. Requirements
that change the specification need more careful analysis before they can be represented
in the PDOPT framework. A suggested approach may allow the user to introduce new
information either by algebraically manipulating the generated data or by adding a causal
relationship in the Bayesian Network where possible. Nonetheless if the change in re-
quirement entails a new quantity of interest that cannot be obtained through algebraic
manipulation a re-write of the design model is required. Integration with Model-Based
System Engineering (MBSE) may help introduce modularity that would mitigate this as-
pect.

From the perspective of the test cases, two aspects can be explored in more detail. The
first is studying off-design flight conditions with the addition of battery pack ageing, thus
combining the work of Chapter 7 with Chapter 8. The tradeoff identified when looking
at recharging batteries at noon could be analysed to highlight the effects of this operating
condition.

The second one is introducing the thermal management modelling in the system and
the requirements to cool the electronics during operations. These affect the electron-
ics’ power output and the aircraft’s weight. In fact, thermal management is one of the
challenging aspects of HE propulsion that limits its implementation, along with battery
technology.

9.8 Dissemination of Research
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tem. 11th EASN Conference (Online) September 2021. Published in IOP Confer-
ence Series: Materials Science and Engineering, Vol. 1226, IOP Publishing, 2022,
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Andrea Spinelli, Hossein B. Enalou, Baraheh Zaghari, Timoleon Kipouros, and
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Appendix A

Example PDOPT Setup

This appendix presents the step-by-step process for performing a PDOPT analysis. For
this tutorial, the specific details of the simulation function will be overlooked, focusing
more on developing an entire runnable test case. Generally, it is composed of an under-
standing and definition of the problem in terms of input parameters and output quantities
and the layout of the run file to perform this analysis. The example presented here can
be found in the GitHub example folder and is based on experiment CCL presented in
Chapter 6.

A.1 Definition of the problem into PDOPT components
The problem is a design space exploration of hybrid-electric aircraft energy management
strategies, where the goal is to minimise fuel consumption and NOx emissions under
a maximum take-off mass constraint. After understanding the problem to analyse, the
user should identify the input parameters of the model and the responses he desires to
optimise or impose constraints on. For this example, the following input parameters have
been identified:

Name Type Range Description

climb h0 continuous [0,1] The DOH at the beginning of the climb segment
climb h1 continuous [0,1] The DOH at the end of the climb segment
cruise h0 continuous [0,1] The DOH at the beginning of the cruise segment
cruise h1 continuous [0,1] The DOH at the end of the cruise segment

Table A.1: Identified input parameters for the problem under analysis.

The user should decide if these parameters are continuous or discrete, i.e. describe a
range of possible values or a set of discrete choices. In the first case, the user should also
fix the boundaries of this range. This information will be used in defining the input.csv
file and the arguments of the evaluation function.

Then the user should list the responses they wish to analyse and define them as ob-
jectives or constraints. Special care should be given to objectives, considered ”soft con-
straints” for the exploration phase. This is useful if the user wishes to understand which
areas of the design space are guaranteed to provide at most (or least) a certain value. For
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instance, the user wishes to see which areas of the design space are more likely to have a
minimum value of NOx emissions under a certain figure. For the example problem, the
following requirements are identified:

Name Type Operator Value Description

Mf objective min (minimise) nan Fuel Burnt during the mission

M NOx objective min (minimise) nan
NOx Emission during the
mission

TOM constraint lt (less than) 20000
Take-off mass, constrainted
to 20000 kg

Table A.2: Identified response parameters for the problem under analysis.

These response parameters will then define the output of the evaluation function and
the responses.csv file.

A.2 Definition of the .csv Files
With the problem broken down into its PDOPT components, it is possible to define the
input file with the format described in Sec. 4.6.1. In this case, the input file is as follows:

1 name ,type ,lb ,ub ,levels ,uq_dist ,uq_var_l ,uq_var_u

2 climb_h0 ,continous ,0,1,4,nan ,nan ,nan

3 climb_h1 ,continous ,0,1,4,nan ,nan ,nan

4 cruise_h0 ,continous ,0,1,4,nan ,nan ,nan

5 cruise_h1 ,continous ,0,1,4,nan ,nan ,nan

Listing A.1: input.csv contents.

The number of levels for each parameter should be selected with caution. Few lev-
els make a faster analysis, especially during the search phase; however, the exploration
phase would likely average the probability, leading to a potential loss of resolution of the
decision boundary.

On the other hand, a high number of levels leads to an unnecessary number of surviv-
ing sets, which would considerably slow down the search process. It is advised to use 3
or 4 levels when starting and adjusting it by performing a few exploration steps.

Along the input file, the responses csv file must be defined as described in Sec. 4.6.2.
Using the information from the problem breakdown, the response.csv file is as follows:

1 name ,type ,op ,val ,pSat

2 Mf ,objective ,min ,nan ,nan

3 M_NOx ,objective ,min ,nan ,nan

4 TOM ,constraint ,lt ,20000 ,0.5

Listing A.2: response.csv contents.

As discussed previously, it is possible to include ”soft constraints” on the objectives
for the exploration phase. It is suggested not to do so at the first run of the problem unless
the user is already aware of the range of response values. Furthermore, soft constraints
present a phenomenon of ”leakage”, whereas some sub-optimal sets are kept as they might
have a few points satisfying the constraint.
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A.3 Definition of the Evaluation Function
In this case, the evaluation function was developed by extending the ExtendableModel()
class. For two reasons, this was preferred over defining just a Python function (as de-
scribed in Sec. 4.6.3). First, it is possible to load in the ExtendableModel() object data
regarding what is being modelled (for instance, model parameters that are fixed during
each run of PDOPT). Second, it allows to package with the model data other routines,
such as a post-processing function. This is the case for this example problem. It must
contain the run() method, which must output the data required from the response.csv
file as a Python dictionary.

The model class is, therefore, defined as:
1 class Experiment(ExtendableModel):

2

3 def __init__(self , input_parameters , architecture , mission_file):

4

5 ## This constructor method allows to store in the Experiment

6 ## object some information regarding the aircraft and mission

7 self.inp = list(pd.read_csv(input_parameters)[’name’])

8 self.arch = architecture

9 self.arch0 = architecture

10 self.mission = mission_file

11

12 def run(self , *args , ** kwargs):

13

14 ## Omitted code for performing the analysis

15

16 output = {

17 ’TOM’ : analysis.iloc [-1].mass ,

18 ’Mf’ : analysis.iloc [-1].m_fl ,

19 ’M_NOx ’ : analysis.iloc [-1].m_NOx ,

20 }

21

22 return output

23

24 def postprocess_analysis(self , *args , ** kwargs):

25

26 ## Omitted post -processing code , runs the same analysis

27 ## but returns more information

28

29 return results

Listing A.3: Model class

A.4 Definition of the Runfile
Now that all the ingredients required to perform the analysis are present, it is possible to
construct the Python script to run it.

First a DesignSpace() object has to be created, which will store all the informa-
tion regarding the problem. It contains a list of all the sets (which are instances of the
DesignSet() object) and the Pandas DataFrames containing the exploration and search
phases results. The directory of the ’input.csv’ and ’response.csv’ are required as
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arguments. To avoid loss of data, the pickle library is used to store each PDOPT object
after each step is performed.

1 folder = ’run’

2 architecture = json.load(open(’data/architecture.json’, ’r’))

3 mission = ’data/mission_original.csv’

4 experiment = Experiment(folder + ’/input.csv’,

5 architecture , mission)

6

7 # Check if a design space is already present otherwise create it

8 if exists(folder + ’/design_space.pk’) and restart:

9 design_space = pk.load(open(folder + ’/design_space.pk’,’rb’))

10 else:

11 design_space = DesignSpace(folder + ’/input.csv’,

12 folder + ’/response.csv’)

13 pk.dump(design_space , open(folder + ’/design_space.pk’,’wb’))

Listing A.4: Design space setup.

The next step is defining the exploration phase. The ProbabilisticExploration()
object is used. It requires as arguments the design space object and the model object. Op-
tional arguments include the definition of a surrogate data file, useful to expedite multiple
analyses and the number of samples to use. By default, it will use 100 sampled points
in the entire design space (using a Latin Hypercube scheme) and 30 points to validate
its regression. These points are sampled from the provided model. Once the exploration
object is trained, it is run with the .run() method, by passing two arguments: the number
of samples for evaluating each set and the minimum satisfaction probability (as discussed
in Sec. 4.3). The results from the exploration phase are stored in the DesignSpace()

object; they can be retrieved with the .get exploration results() method.
1 n_exp_train = 100

2

3 # Check if there is already a trained exploration object

4 if exists(folder + ’/exploration.pk’) and restart:

5 exploration = pk.load(open(folder + ’/exploration.pk’,’rb’))

6 else:

7 exploration = ProbabilisticExploration(design_space ,

8 experiment ,

9 surrogate_training_data_file=folder + ’/samples.csv’,

10 n_train_points=n_exp_train)

11

12 for k in exploration.surrogates:

13 s = exploration.surrogates[k]

14 #Print the R score of each surrogate , to check

15 #their training. For smooth problems it should be

16 #above 0.8.

17 print(f’Surrogate {s.name} with r = {s.score :.4f}’)

18

19 pk.dump(exploration , open(folder + ’/exploration.pk’,’wb’))

20

21 n_exp_samples = 100

22 P_exploration = 0.5

23

24 # Check if exploration has been done already

25 if exists(folder + ’/exp_results.csv’) and restart:

26 pass
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27 else:

28 exploration.run(n_exp_samples , P_exploration)

29 design_space.get_exploration_results ().to_csv(folder \

30 + ’/exp_results.csv’, index=False)

31

32 #Update the saved design object

33 pk.dump(design_space , open(folder + ’/design_space.pk’,’wb’))

Listing A.5: Exploration phase.

It is possible to perform different exploration analyses by using copies of the DesignSpace()
object and changing the satisfaction probability. This allows one to study how restrictive
the requirements are over the design space. Once complete, the exploration step marks
some areas of the design space as ”Discarded” by setting the .isDiscarded boolean of
each set as true. The following phase is the search step. A multi-objective optimisa-
tion algorithm is introduced in the surviving sets to identify the local Pareto front. The
Optimisation() object is the standard deterministic multi-objective optimiser. The ar-
guments are the design space, model, and options regarding the stopping criteria or the
genetic algorithm population size. For the PDOPT analysis, it is recommended to use a
fixed number of evaluation functions (n max evals) or generations (n max gen). This
would allow a fair search in every set, as it would ignore the topology of the evaluation
function. Instead, using criteria based on convergence would introduce distortions, as
some areas of the design space might be shallow (slow convergence) or have multiple
local minima/maxima.

Once set up is complete, optimisation is started with the Optimisation.run()method.
Once complete, results can be retrieved from the .get optimum results() method of
the design space object. It returns a Pandas DataFrame containing each set’s optimal
points and the constrained quantities’ return value. The optimisation step code is:

1 optimisation = Optimisation(design_space , experiment , n_max_evals

=2000)

2

3

4 # Check if optimisation has been done already

5 if exists(folder + ’/opt_results_raw.csv’) and restart:

6 pass

7 else:

8 optimisation.run()

9 df_opt = design_space.get_optimum_results ()

10 df_opt.to_csv(folder + ’/opt_results_raw.csv’, index=False)

11

12 #Update the saved design object

13 pk.dump(design_space , open(folder + ’/design_space.pk’,’wb’))

14

15

16 ## Post -processing code to recover other output quantities from

the model

17 if exists(folder + ’/opt_results.csv’) and restart:

18 pass

19 else:

20 inp_pars = design_space.par_names

21

22 df_opt[’M_batt ’] = 0

23 df_opt[’eff’] = 0
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24 df_opt[’M_CO’] = 0

25 df_opt[’M_CO2’] = 0

26 df_opt[’eff_GT_cl ’] = 0

27 df_opt[’eff_GT_cr ’] = 0

28 df_opt[’eff_cl ’] = 0

29 df_opt[’eff_cr ’] = 0

30

31 for index in tqdm(range(len(df_opt))):

32 t_out = experiment.postprocess_analysis (* df_opt.loc[index ,

inp_pars ]. tolist ())

33

34 df_opt.loc[index , ’M_batt ’] = t_out.iloc [-1]. m_bat

35 df_opt.loc[index , ’eff’] = t_out.iloc [-1].eff

36 df_opt.loc[index , ’M_CO’] = t_out.iloc [-1]. m_CO

37 df_opt.loc[index , ’M_CO2’] = t_out.iloc [-1]. m_fl * 3

38 df_opt.loc[index , ’eff_GT_cl ’] = t_out.loc[t_out[’tag’] == ’climb’

]. P_GT_out.sum() / t_out.loc[t_out[’tag’] == ’climb’]. P_GT_in.

sum()

39 df_opt.loc[index , ’eff_GT_cr ’] = t_out.loc[t_out[’tag’] == ’cruise

’]. P_GT_out.sum() / t_out.loc[t_out[’tag’] == ’cruise ’]. P_GT_in.

sum()

40 df_opt.loc[index , ’eff_cl ’] = t_out.loc[t_out[’tag’] == ’climb’].

P_req.sum() / t_out.loc[t_out[’tag’] == ’climb ’].P_tot.sum()

41 df_opt.loc[index , ’eff_cr ’] = t_out.loc[t_out[’tag’] == ’cruise ’].

P_req.sum() / t_out.loc[t_out[’tag’] == ’cruise ’].P_tot.sum()

42

43 t_out.to_csv(folder + f’/missions /{index}_mission_output.csv’)

44

45 df_opt.to_csv(folder + ’/opt_results.csv’, index=False)

46

47 #Runtime Report

48 generate_run_report(folder + ’/report.txt’,

49 design_space , optimisation , exploration)

Listing A.6: Search phase.

By design, the evaluation function returns only the quantities of interest specified
in response.csv. In order to recover other information after the optimisation run, a
post-processing evaluation function can be used by inputting the optimal points found.
Finally, the generate run report() function is used to produce a text output containing
information on the total run time and number of discarded sets.

A.5 Running the Case and Post-processing the results
The file is run now that the full script is ready with the required input files. While the
code is running, it will output to the console the current progress (Listing A.7). In par-
ticular, after training the Gaussian processes, it will output the R2 score (Coefficient of
Determination) of each trained surrogate model. This gives a good indication of the relia-
bility of the exploration process. Usually, if the model’s response is smooth, it is expected
to be at least above 0.8. Increasing the number of training points may be necessary for
non-smooth models.

The output during the search phase is the underlying U-LSGA-III output from the
pymoo library (201). It informs the user about the progress of each generation (n gen)
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with the number of function evaluations made so far (n eval), the minimum and av-
erage constraint violations (cv (min) and cv (avg)), the number of non-dominated
solutions found (n nds) and the change of the Pareto convergence indicator (columns
epsindicator). The pymoo documentation (223) provides more detail about this output
in the Display section and points to an article by Blank and Deb on the multiobjective
convergence indicator (224).

1 Generating Training Data: 100%|**********************|100/100 [01:23 <00:00 ,

1.20it/s]

2 Generating Testing Data: 100%|*****************************| 30/30 [00:28 <00:00 ,

1.06it/s]

3 Training Surrogate Responses: 100%|*************************| 3/3 [00:00 <00:00 ,

36.59it/s]

4 Surrogate M_NOx with r = 0.9931

5 Surrogate TOM with r = 1.0000

6 Surrogate Mf with r = 0.9999

7 Exploring the Design Space: 100%|**********************| 256/256 [00:00 <00:00 ,

639.79 it/s]

8 Searching in the Design Space: 0%| | 0/25 [00:00<?,

?it/s]

9
=====================================================================================

10 n_gen | n_eval | cv (min) | cv (avg) | n_nds | eps |

indicator

11
=====================================================================================

12 1 | 101 | 0.00000E+00 | 0.00000E+00 | 14 | - | -

13 2 | 202 | 0.00000E+00 | 0.00000E+00 | 17 | 0.012666136 | ideal

14 3 | 303 | 0.00000E+00 | 0.00000E+00 | 19 | 0.009879243 | ideal

15 4 | 404 | 0.00000E+00 | 0.00000E+00 | 19 | 0.017813004 | ideal

16 5 | 505 | 0.00000E+00 | 0.00000E+00 | 21 | 0.046526161 | ideal

17 6 | 606 | 0.00000E+00 | 0.00000E+00 | 21 | 0.017590293 | ideal

18 7 | 707 | 0.00000E+00 | 0.00000E+00 | 20 | 0.058322279 | ideal

19 8 | 808 | 0.00000E+00 | 0.00000E+00 | 20 | 0.007842796 | f

20 9 | 909 | 0.00000E+00 | 0.00000E+00 | 20 | 0.001397298 | f

21 10 | 1010 | 0.00000E+00 | 0.00000E+00 | 20 | 0.003076413 |

f

22 11 | 1111 | 0.00000E+00 | 0.00000E+00 | 20 | 0.005812082 |

f

23 12 | 1212 | 0.00000E+00 | 0.00000E+00 | 20 | 0.046733100 |

ideal

24 13 | 1313 | 0.00000E+00 | 0.00000E+00 | 21 | 0.007279993 |

f

25 14 | 1414 | 0.00000E+00 | 0.00000E+00 | 21 | 0.003993163 |

f

26 15 | 1515 | 0.00000E+00 | 0.00000E+00 | 21 | 0.005201088 |

f

27 16 | 1616 | 0.00000E+00 | 0.00000E+00 | 21 | 0.001729105 |

f

28 17 | 1717 | 0.00000E+00 | 0.00000E+00 | 21 | 0.000351185 |

f

29 18 | 1818 | 0.00000E+00 | 0.00000E+00 | 21 | 0.002476596 |

f

30 19 | 1919 | 0.00000E+00 | 0.00000E+00 | 21 | 0.005252863 |

f

31 20 | 2020 | 0.00000E+00 | 0.00000E+00 | 21 | 0.003703162 |

f

32 Searching in the Design Space: 4%|* | 1/25 [20:00 <8:00:08 ,

1200.34s/it]

33
=====================================================================================

34 n_gen | n_eval | cv (min) | cv (avg) | n_nds | eps |

indicator

35
=====================================================================================

183



Appendix A. Example PDOPT Setup A.5. Test Case Run

36 1 | 101 | 0.00000E+00 | 0.00000E+00 | 13 | - | -

37 2 | 202 | 0.00000E+00 | 0.00000E+00 | 18 | 0.066779342 | ideal

38 3 | 303 | 0.00000E+00 | 0.00000E+00 | 19 | 0.013040164 | f

39 4 | 404 | 0.00000E+00 | 0.00000E+00 | 19 | 0.003240776 | ideal

40 5 | 505 | 0.00000E+00 | 0.00000E+00 | 19 | 0.006436898 | f

41 6 | 606 | 0.00000E+00 | 0.00000E+00 | 18 | 0.013058896 | ideal

42 7 | 707 | 0.00000E+00 | 0.00000E+00 | 18 | 0.008253434 | f

43 8 | 808 | 0.00000E+00 | 0.00000E+00 | 17 | 0.023029914 | ideal

44 9 | 909 | 0.00000E+00 | 0.00000E+00 | 17 | 0.002872064 | f

45 10 | 1010 | 0.00000E+00 | 0.00000E+00 | 18 | 0.008945702 |

f

46 11 | 1111 | 0.00000E+00 | 0.00000E+00 | 18 | 0.002731946 |

f

47 12 | 1212 | 0.00000E+00 | 0.00000E+00 | 18 | 0.006083088 |

nadir

48 13 | 1313 | 0.00000E+00 | 0.00000E+00 | 18 | 0.006646305 |

f

49 14 | 1414 | 0.00000E+00 | 0.00000E+00 | 18 | 0.004031693 |

f

50 15 | 1515 | 0.00000E+00 | 0.00000E+00 | 18 | 0.002041885 |

f

51 16 | 1616 | 0.00000E+00 | 0.00000E+00 | 19 | 0.004039912 |

f

52 17 | 1717 | 0.00000E+00 | 0.00000E+00 | 19 | 0.001856166 |

f

53 18 | 1818 | 0.00000E+00 | 0.00000E+00 | 19 | 0.004233351 |

f

54 19 | 1919 | 0.00000E+00 | 0.00000E+00 | 19 | 0.004437145 |

f

55 20 | 2020 | 0.00000E+00 | 0.00000E+00 | 19 | 0.028033354 |

nadir

56 Searching in the Design Space: 8%|** | 2/25 [39:41 <7:35:48 ,

1189.07s/it]

57
=====================================================================================

58 n_gen | n_eval | cv (min) | cv (avg) | n_nds | eps |

indicator

59
=====================================================================================

60 1 | 101 | 0.00000E+00 | 0.148803098 | 15 | - | -

61 2 | 202 | 0.00000E+00 | 0.00000E+00 | 17 | 0.012496447 | f

62 3 | 303 | 0.00000E+00 | 0.00000E+00 | 18 | 0.017854883 | f

63 4 | 404 | 0.00000E+00 | 0.00000E+00 | 18 | 0.037275050 | ideal

Listing A.7: Console Output

The analysis outputs are saved in the .csv files, as specified in the script, alongside
the pickled Python object for inspection and debugging. First, inspect the report file,
which provides information about the computational time and the number of discarded
sets (Listing A.8). This information is useful for tuning the number of levels for each set
and the number of samples for training and set evaluation.

Listing A.8: Report Output
T o t a l Number o f S e t s : 256
Number o f S u r v i v i n g S e t s : 26

T o t a l S u r r o g a t e T r a i n Time : 0 .021 s
T o t a l E x p l o r a t i o n Time : 0 .861 s
T o t a l S e a r ch Time : 5358 .473 s
Number o f Cores Used : 16
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T r a i n t ime and s c o r e o f each S u r r o g a t e :
TOM 0 . 0 2 1 1 ( s ) 0 .9998

S ea rc h t ime and f e v a l s o f each S e t :
0 2 0 5 . 0 6 3 6 ( s )
1 2 0 6 . 2 9 5 6 ( s )
4 2 0 4 . 2 4 0 1 ( s )
8 2 0 3 . 9 7 8 7 ( s )
16 2 0 3 . 4 9 0 7 ( s )
17 2 0 6 . 1 7 0 8 ( s )
20 2 0 3 . 5 7 6 6 ( s )
32 2 0 4 . 3 3 3 4 ( s )
33 2 0 6 . 6 8 8 2 ( s )
36 2 0 7 . 6 2 7 9 ( s )
48 2 0 6 . 3 9 8 4 ( s )
64 2 0 3 . 8 7 0 3 ( s )
65 2 0 6 . 5 4 2 5 ( s )
68 2 0 6 . 0 4 7 5 ( s )
80 2 0 5 . 4 9 9 5 ( s )
81 2 0 8 . 0 7 5 9 ( s )
84 2 0 9 . 0 7 8 5 ( s )
96 2 0 6 . 8 7 4 6 ( s )
112 2 0 6 . 2 0 5 9 ( s )
128 2 0 6 . 7 4 4 4 ( s )
129 2 0 7 . 0 8 9 4 ( s )
132 2 0 7 . 0 2 6 0 ( s )
144 2 0 7 . 7 4 3 7 ( s )
160 2 0 5 . 8 2 0 6 ( s )
192 2 0 6 . 0 4 0 5 ( s )
208 2 0 7 . 9 4 9 8 ( s )

A printout of the Pandas data frame of the exploration results is shown in Listing A.9.
This data is stored in a .csv file.

Listing A.9: Exploration Results Dataframe
set_id is_discarded climb_h0 climb_h1 cruise_h0 cruise_h1 P P_TOM

0 0 0 0 0 0 0 1.00

1.00

1 1 0 0 0 0 1 1.00

1.00

2 2 1 0 0 0 2 0.44

0.44

3 3 1 0 0 0 3 0.00

0.00

4 4 0 0 0 1 0 0.98

0.98

.. ... ... ... ... ... ... ...

...

251 251 1 3 3 2 3 0.00

0.00

252 252 1 3 3 3 0 0.00

0.00

253 253 1 3 3 3 1 0.00

0.00
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254 254 1 3 3 3 2 0.00

0.00

255 255 1 3 3 3 3 0.00

0.00

[256 rows x 8 columns]

A printout of the Pandas data frame of the search results is shown in Listing A.10.
This information is also stored in a .csv file for easy interchange with other data analysis
software. Unlike the exploration data frame, each row represents a single design point
here: filtering by set id is necessary for recovering the Pareto front of each surviving
set.

Listing A.10: Search Results Dataframe
set_id climb_h0 climb_h1 cruise_h0 cruise_h1 TOM Mf

M_NOx

0 0.0 0.019019 0.042392 0.176987 0.136356 18488.123494 1053.114840

6.390926

1 0.0 0.248721 0.247232 0.248985 0.246306 19570.910964 1019.602066

6.012993

2 0.0 0.247531 0.247817 0.228041 0.242325 19497.310632 1021.829023

6.047204

3 0.0 0.061144 0.103122 0.119441 0.056398 18250.701614 1060.478028

6.395150

4 0.0 0.242335 0.001371 0.010946 0.010773 17969.991130 1070.045548

6.416366

.. ... ... ... ... ... ...

... ...

590 208.0 0.771168 0.282262 0.089347 0.093017 19435.377825 1025.854261

5.904732

591 208.0 0.843885 0.322598 0.078514 0.163723 19780.236214 1015.011526

5.812730

592 208.0 0.975473 0.255174 0.126832 0.076693 19750.269531 1015.474685

5.853289

593 208.0 0.773123 0.411460 0.108772 0.104280 19701.794994 1017.944584

5.820675

594 208.0 0.752590 0.252407 0.005897 0.001813 18873.928896 1044.221176

6.062478

[595 rows x 8 columns]

The .csv format allows for easy interchange between the PDOPT results and other
visualisation programs. On the other hand, the pandas and matplotlib Python libraries
can be used for visualising the output.
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Ethical Approval Letter

27 November 2020

Dear Mr Spinelli,

Reference: CURES/12461/2020
Title: Robust design-space exploration for complex novel systems: a set-based optimiza-
tion framework for hybridelectric aircraft design.

Thank you for your application to the Cranfield University Research Ethics System (CURES).

We are pleased to inform you your CURES application, reference CURES/12461/2020
has been reviewed. You may now proceed with the research activities you have
sought approval for.

If you have any queries, please contact CURES Support.

We wish you every success with your project.

Regards,

CURES Team
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Lo duca e io per quel cammino ascoso
intrammo a ritornar nel chiaro mondo;
e sanza cura aver d’alcun riposo,

salimmo sù, el primo e io secondo,
tanto ch’i’ vidi de le cose belle
che porta ’l ciel, per un pertugio tondo.

E quindi uscimmo a riveder le stelle.

Dante Alighieri
Inferno, Canto XXXIV
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