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Abstract

Visual inspection is the common mean to detect damages on the aircraft skin. Stan-
dard maintenance programmes require engineers to perform frequent inspections that are
costly, time consuming, hazardous and subject to human factors. Engineers are required
to inspect all the areas, including crown, wings and vertical stabiliser, and personally
evaluate the damage. Dents, in particular, are flaws that are challenging to detect and
measure due to undefined boundaries, complex geometry and difficult access. Because of
these characteristics, dents cannot be detected by monocular cameras and automation of
their inspection has been lacking momentum, generally limited to manually operated 3D
scanning tools. Moreover, no solution has been explored to replace the human judgement
of the damage. The aim of this work is the design of an automatic system to inspect the
aircraft skin, identify dents, measure and report them to the engineer, thus demonstrating
the feasibility of such autonomous task via unmanned aerial vehicles. After reviewing the
state of the art, data is acquired by means of a single-shot structured-light algorithm for
3D scanning based on Fourier transform profilometry and compatible with the use of un-
manned aerial vehicles, yet delivering submillimetre accuracy. Machine learning is then
considered for the autonomous identification of dents, implemented through a novel point
cloud segmentation algorithm. Finally, a mathematical model is proposed to evaluate
dent shapes, replacing the current reporting standards by allowing accurate and compa-
rable dimensional evaluation. The three main contributions operate together to enable
autonomous aircraft dent inspections, whose feasibility is demonstrated by experiments
with a prototype system. This work paves the way for future automated systems capa-

ble to increase safety and advance aircraft inspection reliability, while reducing human
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workload, downtime and thus costs.
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Chapter 1

Introduction

1.1 Aircraft inspections

The total number of accidents associated with the operation of an airplane was 393 in the
decade 1992-2001, and it slightly decreased to 320 in the decade 2011-2020, as reported
by Boeing’s statistical summaries [|1, 2]. Maintenance, in particular, is reported as the
primary cause for 7.4% of hull losse for the period 1959-2020, although decreased to
only 3.4% in the decade 2011-2020 for the constant effort towards greater safety. Errors
related to maintenance have been associated with up to 15% of major aircraft accidents,
exceeded only by pilot errors, with a total of 1474 accidents and 504 fatalities according to
reports of the United States National Transportation Safety Board in the period 1988-1997
only [3]]. The steady growth of commercial aviation will inevitably affect the absolute
number of accidents. In addition, incidents and delays should be added to all the above

statistics.

Nevertheless, commercial aviation is the safest mean of transport [4]. This is possi-
ble thanks to strict regulations and numerous safety measures in place. Huge costs are
involved to implement the latter, with maintenance taking about 10-20% of the aircraft
operating costs [5]. As also confirmed by the Department for Business Innovation &
Skills of the United Kingdom, maintenance accounts for 13% of the total operating costs
of a typical commercial aircraft operator, and it is therefore comparable to fuel that takes
17% (6, [7]].

As part of the maintenance process, aircraft inspections are examinations and manual

'Damage beyond economical repair, resulting in the total loss of the aircraft.
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checks that range from a simple walk around to a detailed inspection that involves com-
plete disassembly and complex tools [8]. Inspections are designed to assess and maintain
the aircraft airworthiness, defined as the aircraft suitability for a safe flight or, more pre-
cisely, “the ability of an aircraft or other airborne equipment or system to be operated in
flight and on the ground without significant hazard to aircrew, ground crew, passengers
or to third parties” [9]]. Certification of airworthiness is released in accordance with stan-
dards defined by national and international aviation authorities. However, the certification
is not to be seen as a one-off objective, instead continued airworthiness should be put in
place, i.e. keeping the aircraft airworthy throughout its life. This different mindset serves
both the purposes of increasing flight safety and reducing costs through an integrated
management of the asset, as operating failures and malfunctions are significantly reduced

by early detection of wear, minor defects and preventive maintenance.

Continued airworthiness is implemented through a maintenance programme that must
be produced by the aircraft operator and approved by the aviation authority. It contains
a list of tasks to be performed at certain intervals counted as time, flight cycles or flight
hours. In this context, inspections are considered the backbone of a good maintenance

programme [8].

Maintenance programmes are different in function of the aircraft model and its use,
however, inspections (or checks) generally share a pyramidal order, sometimes referred to
as ABC check system, although each operator may use its own categorisation [7|]. Light
checks are performed more frequently, often carried out by the operator’s own mainte-
nance team, while heavy checks, more labour-intensive, are carried out at longer intervals
by means of maintenance, repair and overhaul (MRO) companies in hangars equipped for

the scope. An illustrative division of such checks may look like the following:

» Line maintenance: Between operations (10 man-hours per week), usually done at
night by the operator’s own maintenance team. Inspection of wheels, brakes, fluid
levels and any other routine maintenance that may have been reported by aircraft

Sensors.

* A checks: Every 10 weeks (100 man-hours). Replacement of filters and fluids,
inspection of hydraulics and emergency equipment. Visual examination of the air-

frame (structure) and avionics (electronic systems).

* B checks: Every 6 months (200 man-hours). It is an extensive version of the pre-
vious, involving opening of panels to allow a deeper inspection. Sometimes these

tasks are included in the A checks as standard.
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e Cand D or “heavy” checks: Every 2-10 years (3000-10000 man-hours). Depend-
ing on the required level, most parts of the aircraft are disassembled to access the
internal structure and look for wear, leaks, cracks or corrosion, cabin seats are re-
moved together with any other equipment that limits the access. The same happens
for landing gears, engines and electronics. During these occasions, upgrade and

repainting may also take place.

In addition to the above, unscheduled maintenance is performed following reports of mal-

functions or particular events (e.g. lightning, bird strike, hail).

Aircraft passengers often witness to the pilot doing a walk around following a pre-
defined path to inspect certain elements of the aircraft, as part of the pre-flight checks.
Although these are not directly part of the maintenance programme, they represent an
important occasion for anomalies to be compared with the maintenance records and take

any necessary actions.

In MRO the general visual inspection (GV]) is by far the first and most common
inspection method to assess the condition of any aircraft component. By definition GVI is
a visual examination made from within touching distance under available light conditions

and oriented to detect obvious damage, failure or irregularity [[10].

Credits: University of Wisconsin-Milwaukee.

Figure 1.1: Aircraft maintenance performed by U.S. Air Force at Tainan Airport (Taiwan)
in 1950s. Today the way of doing GVI is left mostly unchanged.
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Any anomalies found with GVI may be investigated further with a detailed visual
inspection (DET). This is an intensive examination [10] and differs from GVI for the
closer distance and the use of artificial light (Fig. [I.2)) or inspection aids like mirrors or

magnifying lenses.

. CRACK OFEN
SURFACES TO SURFACE

Credits: EASA.

Figure 1.2: Using a flashlight helps in detecting surface cracks.

Depending on the situation and the inspected part, a special detailed inspection (SDI)
could be necessary. The difference from the previous is mainly in the use of non destruc-
tive testing (NDT) techniques. Common ones include the use of penetrant dye, magnetic

particle, eddy current, ultrasonic or X-ray radiography [8].

It must be noted that visual inspections (namely GVI and DET) account for 80%-
99% of the total, while the use of NDT is limited to the remaining part [11]. Therefore,
visual inspection is the first line of defence against incidents and its improvement can

significantly increase reliability and efficiency of early fault detection.

In spite of major differences in how they are scheduled and managed, aircraft inspec-
tions represent a significant bottle-neck in terms of safety, costs, downtime and manage-
ment effort. Therefore, the progressive introduction of automation in aircraft inspection
and maintenance sees both operators and manufacturers particularly keen to explore so-
lutions to reduce costs and improve reliability of the operations, while being compliant

with regulations.

1.2 Skin inspection and its automation

Visual inspections include the search of a wide variety of anomalies related to structure,

engines, electronics, cabin, etc.



CHAPTER 1. INTRODUCTION 5

In particular, the external surface of the aircraft, or skin, is exposed to several causes
of damage [12] like hail, birds, rocks on the runway or any other objects found in an in-
appropriate location, generally known as foreign object debris (FOD). Very often service
vehicles hit the aircraft during operations, causing dents and scratches. Common areas of
damage include, for example, cargo and passenger doors or the flaps at the back of the

wheels.

Due to its extent and its complexity, skin inspection is labour-intensive, hazardous
for the human engineer and sometimes unreliable. On the other hand, skin is directly
accessible without disassembling parts, which is a highly desirable characteristic for the

introduction of automation.

During inspections, all the externally visible damages are reported and tracked in the
dent and buckle chart, as part of the onboard documentation. It generally consists in a
diagram of the aircraft with different views and numbered parts, like frames and longerons
(Fig.[1.3)), followed by a list of damages and their location and status. A damage can be
either within allowable limits, temporarily or permanently repaired, but in any case this

must be mentioned in the dent and buckle chart.

1]/2 3/4|/5|6]|7

89 10 (11 [12[13[14[15 16[17[18[19 20 21]22]

|
A | | | A
B ? | B
C | }, N | | C
D /A/-(—"[T' i[bll:nmpcn]u gooo gu D
E — : ?',—- E
F| 7\ SR )’ 3
G ‘ | || G
H ; SRR A ’ ' H
| | I
J ‘ /"_ﬁ\""?"*,- J
i T AN =) K
L ooofo] floopoooonooooncoogocooo ﬁ // L
M bt ‘ | : U /’ // M
) e o | N L e
N i oo / N
‘Pl [ — | | P
b | | = CHART-No-1 o s
R | | Pl m"f"f'l ] !m{g s:?wwy _E
1/2]3|4[5|6]7|8 910 [11[12[13[14|15]16[17[18 19 20[21]22

Figure 1.3: Example of dent and buckle chart of a B737-400. Side fuselage view.

Skin inspections are also time-consuming and costly. For example, the wing area of
the popular B737-800 is 125m?, while an approximate calculation of the skin area leads
to 700m? in total to be inspected for damages. This may be compared to looking for a

bunch of penny-size defects over about 3 tennis courts. However in this case the surface to
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inspect is not flat nor easily reachable: the maximal height (top of the tail) of a B737-400
is 11.30m, while for an A380-800 it reaches 24.1 m, taller than a five-storey building.

As such, it is no surprise that a GVI of the aircraft skin may take 2-3 full days to be
completed. Engineers are required to reach and inspect all the areas, including the upper
ones: stairs, platforms, cranes and climbing equipment have to be used to comply with the
required touching distance, therefore safety becomes a critical aspect to consider during

operations.

In this scenario the identification and measurement of damages often result in limited
reliability because of the several human factors involved, like stress, fatigue or boredom.
Humans, unintentionally, do not provide an objective assessment and it is common to
have different outcomes from different inspectors for the same damage or even that the
same inspector later disagrees with himself. This further underlines how automation can

improve such processes by standardising measurements and ensuring repeatability.

The infamous accident of the Aloha Airlines Flight 243 on 28th April 1988 is exem-
plary: disbonding and multiple site fatigue cracks went undetected during the previous
inspections of the B737-200 and caused an explosive decompression of the fuselage [[13]].

More fatalities were avoided thanks only to pilot’s performance.

Figure 1.4: The Aloha accident: the B737-200 lost its upper part due to undetected
damage. A flight attendant lost her life and several people were injured.

Even when not fatal, human errors during inspection and maintenance caused turn-
backs, delays and cancellations [14]. The introduction of some automatic processes
would reduce both costs and downtimes, increase reliability and safety, and produce a

standard inspection outcome, independent from human factors. Consequently, solutions
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like robots, sensors and, more recently, flying drones equipped with cameras are increas-
ingly being considered in MRO. Although technology may be available, however, it has
not yet translated easily into a direct application on the field and substantial research is

still required to meet commercial aviation needs.

Several attempts have been made so far. Back in 1996, a suction crawling robot was
developed by the NASA’s Jet Propulsion Laboratory for autonomous skin inspection with
configurable NDT tools [15]. More recently, a four-wheeled suction-based Vortex Robot
with a payload of 8 kg was developed for inspecting the surface using ultrasonic and ther-
mal imaging [16]. Automated inspection within a hangar and using fixed commercial
cameras has also been proposed [[17]. However, the use of unmanned aerial vehicles
(UAV) offers greater flexibility of movement and reduced inspection times. For example,
a drone was tested by Airbus [[18] for indoor visual inspections, equipped with a camera
for upper-part inspection and a laser-based obstacle detector. As demonstrated by Main-
blades, outdoor airport drone inspection is also possible directly at the active airfield,
further reducing downtime [[19]]. To date, the use of UAV for inspections is a promising

field of research.

Nevertheless, the effective introduction of automation in MRO is still very limited.
Reasons for this could be traced back not only to the strict regulations in place, but mainly
to the lack of comprehensive end-to-end solutions capable to actually relieve the human
engineer from a certain task with the required level of confidence. Humans, in fact, are
really good at considering the current scenario and critically evaluating the object under
different aspects. Delamination, for example, is first assessed by engineers with only a
tap test, which involves the knocking of an object’s surface with a small hammer or a coin

and judging its integrity by the sound that emanates from it [J3].

For machines, the first challenge is to acquire reliable data from outside world. And
each technology is capable of detecting only certain types of damages: for example,
monocular cameras can detect scratches, lightning and missing parts fairly easily, but
generally cannot provide measures and catch smooth shape deformations like dents, nor
inner damage like delamination. Also, each method may be differently affected by envi-
ronmental factors (e.g. thermal imaging by temperature), with some systems being less
likely to detect certain types of damage. Non-contact NDT technologies in relation to

damage types are discussed in Ch. 2]

Secondly, the data interpretation and analysis that follows should be completely au-
tonomous. The human level of adaptability and judgement in MRO seems still irreplace-

able and machines, in general, give lower level of confidence or remit the final evaluation
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to a human. Today an exception to this rule could be machine vision, particularly object
recognition, which is employed in some of the commercial products oriented to the MRO
industry [19]. However, even if its accuracy may resemble the human levels, an immedi-
ate human-machine comparison is not straightforward [20]. Therefore, the introduction

of automated technologies is expected to be cautious but steady in the foreseeable future.

1.3 Dents

Among all the different types of skin damage, this work addresses the challenge of auto-

matic detection and measurement of dents.

In order to identify the main drivers of this project, visits were arranged to a several
MRO facilities in the UK, providing services within international airline operators. This
allowed a broad understanding of the environmental factors and the gathering of technical
information from experienced engineers, who commonly underlined the importance of
dents inspection within the MRO industry, particularly due to high frequency of occur-

rence and limited employment of advanced tools for their evaluation.

Dents affect structural performance, reducing the amount of time that the material
will last before failure or its fatigue life. It was found that the presence of dents affects

the propagation of cracks and the fatigue life is shorter for deeper dents [21, [22].

Statistics collected on composite parts of B737-800 and B757-200 aircrafts confirm
that dents represent a relevant part of the overall damages, their frequency of occurrence
being second only to scratches [23]]. MRO engineers are well aware of dent inspection
workload and associated safety risks. As such, overcoming the challenges that come
with the nature of the damage itself could result in a breakthrough in terms of inspection

efficiency and safety.

In the B737-400 SRM [24] a dent on metal is defined as “a damaged area that is
pushed in from its normal contour with no change in the cross-sectional area of the
material. The edges of the damaged area are smooth. This damage is usually caused by a
hit from a smoothly contoured object. The length of the dent is the longest distance from
one end to the other end. The width of the dent is the second longest distance across the
dent, measured at 90 degrees to the direction of the length”. For it to be considered a dent,
no other kind of damages like gouges or cracks must be present at its location (Fig[I.3).

Similarly, a dent on composite materials is defined as “a concave depression which



CHAPTER 1. INTRODUCTION 9

DENT DENTS MUST:
PERIPHERY
- BE SMOOTH AND FREE OF SHARP CREASES,

ORIGINAL GOUGES OR CRACKS

CONTOUR Y (DEPTH OF DENT) - BE 10 INCHES OR MORE FROM A CUTOUT AND 3
INCHES OR MORE FROM A SKIN SPLICE AS
MEASURED FROM THE NEAREST FASTENER
HOLE CENTERLINE TO THE EDGE OF THE
DENT PERIPHERY,

- NOT BE COMMON TO A STRINGER, TEAR STRAP,
FRAME, OR FASTENER.

2 MUST NoOT BE 30 oR LESS DENTS MUST NOT HAVE:

B - BROKEN, PULLED, OR LOOSE FASTENERS
A = WIDTH OF MINOR AXIS OF DENT T LONGATED FASTENER HOLES
: = EE:;: zZXDENT FROM CONTOUR - SUBSTRUCTURE DAMAGE OR OIL CANNING.

A (WIDTH OF MINOR AXIS OF DENT)

DENT ALLOWABLE DAMAGE
DETAIL III 435506 S0004959986 V3

Credits: The Boeing Company.

Figure 1.5: B737-400 fuselage skin allowable damage for dents.

does not break the fibers. A dent can cause a delamination or disbond” .

Dent detection is a particularly subjective task as a depression may not be spotted or
even not reported because not considered a dent, like, for example, a depression across
a stringer or a frame. In this regard, often engineers need to use available or artificial
sources of light (e.g. a flashlight) to spot dents based on the reflectivity of the surface

(Fig.[1.6).

Figure 1.6: Light conditions affect dent detection. The same dent enclosed with tape is
seen with and without contrast of the available hangar light.

Moreover, the SRM requires measures of a dent, in terms of length, width and depth,
to be collected for the evaluation of the damage and the corresponding corrective actions.
For example Fig. shows the classification reported by the B737-400 SRM. Note that
it is the combined evaluation of depth and width/depth ratio (indicated as A/Y by Boeing)
that acts as main discriminating factor.

Length and width are mostly collected by a slightly flexible metal ruler. A rather prac-
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DEPTH A/Y RATIO CORRECTIVE ACTION
LESS THAN GREATER THAN 30 ALLOWABLE DAMAGE. NO REPAIRS NECESSARY.
0.125 INCH
DENT MUST BE REPAIRED PERMANENTLY. HOWEVER, YOU CAN DELAY
A/Y RATIO THE REPAIR IF:
LESS THAN BETWEEN 15 AND 30
0.125 INCH (15<A/Y<30) 1. YOU INITIALLY DO A DETAILED VISUAL INSPECTION OF THE DENT,

2. YOU DO AN HFEC INSPECTION WITHIN 4000 CYCLES,
3. YOU DO A DETAILED VISUAL INSPECTION EVERY 4,000 CYCLES, AND
4. A PERMANENT REPAIR IS MADE BEFORE 24,000 CYCLES.

DENT MUST BE REPAIRED PERMANENTLY. HOWEVER, YOU CAN DELAY

LESS THAN
THE REPAIR IF:
0.125 INCH LESS THAN 15

1. YOU INITIALLY DO A DETAILED VISUAL INSPECTION OF THE DENT,

DEPTH BETWEEN A/Y RATIO 2. YOU DO AN HFEC INSPECTION WITHIN 4000 CYCLES,
0.125 INCH AND BETWEEN 15 AND 30( 3. you DO A DETAILED VISUAL INSPECTION EVERY 4,000 CYCLES, AND
&4

0.25 INCH (15<A/Y<30)
(0.125<DEPTH<0.25) . A PERMANENT REPAIR IS MADE BEFORE 10,000 CYCLES.

DENT MUST BE REPAIRED PERMANENTLY. HOWEVER, YOU CAN DELAY

DEPTH BETWEEN THE REPAIR IF:

0.125 INCH AND
0.25 INCH
(0.125<DEPTH<0.25)

GREATER THAN 30 1. YOU INITIALLY DO A DETAILED VISUAL INSPECTION OF THE DENT,
2. YOU DO AN HFEC INSPECTION WITHIN 4000 CYCLES,
3. YOU DO A DETAILED VISUAL INSPECTION EVERY 4,000 CYCLES, AND

4. A PERMANENT REPAIR IS MADE BEFORE 16,000 CYCLES.

DENT MUST BE REPAIRED PERMANENTLY. HOWEVER, YOU CAN DELAY

GREATER THAN THE REPAIR IF:

0.125 INCH LESS THAN 15 1. YOU INITIALLY DO A DETAILED VISUAL INSPECTION OF THE DENT,

2. YOU DO AN HFEC INSPECTION WITHIN 500 CYCLES,
GREATER THAN
0.25 INCH ALL 3. YOU DO A DETAILED VISUAL INSPECTION EVERY 500 CYCLES, AND

4. A PERMANENT REPAIR IS MADE BEFORE 6,000 CYCLES.

Credits: The Boeing Company.

Figure 1.7: Corrective actions for dents on the fuselage skin with respect to their mea-
sures.

tical method to confirm the presence of a dent and measure its width involves using a torch
to highlight the actual gap between the ruler and the surface (Fig.[I.8)). Obviously, the hu-
man nature greatly affects the final outcome. For example, as represented in Fig. [I.9] the

boundaries cannot be safely established and thus the width measure is highly subjective.

Figure 1.8: The use of a flashlight may help to highlight the gap between surface and
ruler.

The most common way to measure depth is the depth gauge. Although the resolution
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M.l....|....l....l....l....h..@gL_

Figure 1.9: The boundaries of a dent are not clearly defined, thus measures with a ruler
are highly subjective.

is generally at submillimetre level, tilting the gauge or using a too short bar compared
to the actual dent width (Fig. [I.10) inevitably affects the measure that, again, is highly

dependent on human interpretation.

vl

(a) The gauge bar is too short with re- (b) A wrong depth is measured by inad-
spect to dent width. vertently tilting the gauge.

Figure 1.10: Common depth gauge measuring errors.

In addition, the evaluation of the damage also depends on the dent position with re-
spect to other aircraft elements and other dents. For example, two dents cannot be present
in two adjacent bays EI at some fuselage zones, even if within the limits of allowable

damage [24].

As highlighted by Lawrence C. [25]], the widespread use of composite materials in-
creases the difficulties related to dent inspections. Aviation personnel is well experienced
in evaluating damages on metal, but the same knowledge does not directly translate to
composites. In the same study, the detection reliability was related to damage size, surface
colour and finish. After a heavy impact, little or no damage may be visible on compos-
ites, while a metal surface subject to the same impact would present more evident signs of
damage. However, composites may hide underlying damage that eventually would lead
to cracks and structural failure. Therefore, new and more efficient ways to detect such

damage must be developed [26]].

Regardless of the material, the detection of dents remains challenging, as they lack

of clear boundaries and a rigorous shape definition, and are difficult to spot without con-

%A bay is the almost rectangular area falling between stringers and frames.
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trolled light or other aids. Even when found, dent measures remains disputable: human

factors influence the outcome that in most cases is not repeatable at all.

The state-of-the-art in MRO proposes the introduction of handheld 3D scanning tools.
Commercial 3D scanning solutions normally project multiple different patterns to get 3D
data from a given scene. Although they offer high accuracy and repeatabilityﬂ their use
remains limited due to short operating distances and absence of fully automated solutions.
In fact, while such devices compensate for movements by using high-speed electronics,
they cannot generally be employed with vibrations or in a scenario with fast relative move-

ments, e.g. from a UAV.

Therefore, despite the potential of today’s technologies gradually entering MRO, dent
detection, measuring and evaluation is still left mainly to the engineer’s critical judgement
under the more traditional inspection method, which is inevitably subjective even when
based on many years of experience. This subjectivity undermines the implementation of
process standards that, instead, provide common performance evaluation and interchange-

ability, increased efficiency, quality and, ultimately, safety of maintenance operations.

The likely introduction of automation in the foreseeable future is thus expected to

enhance a large group of aspects, as happened in many other sectors.

1.4 Considerations for automating MRO inspections

In general, the study of autonomous solutions for aircraft inspection and maintenance
can be done for two distinct but interconnected reasons: reducing costs by replacing the
human inspector and improving the overall performance (including safety). With mainte-
nance accounting for a relevant part of the total operating costs, cost management is the
major driver to explore autonomous solutions. Being generally faster, machines can de-
crease downtime costs, while the resulting standard and repeatable inspections will further

reduce indirect costs and lead to a more reliable maintenance scheduling.

Nevertheless, comparing human with machine performance in MRO is not straight-
forward and many aspects have to be considered (Tab. [I.I)): today human engineers are
entrusted almost all of the tasks because they are capable of great flexibility and context
awareness with respect to machines. Humans are also expensive and valuable resources

for a company, not least, when their safety is at stake. On the other hand, tireless and

3See Glossary in Ch.
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cheaper machines (often empowered by artificial intelligence) are getting closer and closer
to overcoming human performance for certain tasks [27]]. Their downside is that they may
generate catastrophic outcomes in the occurrence of unplanned or unexpected events. As

such, careful design is intended to guide the gradual transition to more automated MRO.

Human Machine
Tireless
Flexible thinking Faster
Pros Context-aware Cheaper
Expendable (in terms of safety)
Repeatable standard outcome
Prone to stress, tiredness and errors
Slower Limited reasoning
Cons Subjective outcome Affected by unplanned errors
Expensive (training, salary, etc.) Lack of out-of-the-box thinking

Valuable (also in terms of safety)

Table 1.1: Comparing humans and machines performance in MRO inspections.

In addition, the increasingly common employment of UAVs was taken into account
during the development of the project. The advantages of using drones are already tan-
gible with respect to lightning checks [28]]: flexible inspections, reaching difficult areas
without climbing equipment or even outdoor [19], in much shorter amount of time and

with reduced costs.

Here it is argued that drone versatility can be transferred to dent inspections as well,
if the appropriate end-effector is found. In this regard, the recent beginning of a collab-
oration between Donecle, a leading company for drone inspection in aviation, and Stree,
a company specialised in 3D surface inspection tools, confirms the current interest of the

industry in this topic [29].

1.5 Aim and objectives

The overall aim of this research project is the design of a solution to advance aircraft
dent inspections, standardise their outcome and reduce human factors in the process. This
is achieved by focusing the research on visual skin inspections and designing a fully-

automated process for scanning, identifying, measuring and evaluating dents.

The objectives of this research project were identified in two groups, as follows:
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* Research gap identification

1. Narrow down the current industry needs in the context of aircraft inspections,
investigating common damages and critical issues during their inspection and

highlighting the potential benefits that automation can introduce.

2. Designate a target damage in relation to its relevance and automated inspec-
tion feasibility, particularly with respect to available technologies that could

be employed for data acquisition in the MRO context.
» System design and validation

3. Design a reliable scanning system, capable of delivering a satisfactory level
of accuracy in the detection of the designated damage, and suitable to fully

automate the inspection process (e.g. working on UAVs).

4. Develop and test an algorithm for the automatic identification of relevant dam-

age from the acquired raw data.

5. Propose the adoption of a novel method for inspection reporting to improve

standardisation and effectiveness of MRO inspections.

6. Discuss the feasibility and the limitations of the proposed solution for its actual

application to MRO inspections.
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1.6 Overall thesis structure

Review of Non-contact Methods for
Automated Aircraft Inspections
Chapter 2

4

Advancing aircraft inspections by automating dent
identification, measure and evaluation via visual
methods

*‘

Passive stereo Active stereo
vision vision
Rectifying N Automated Aircraft Dent
Homographies for Inspection via a
Stereo Vision: Modified Fourier
Analytical Solution for Transform Profilometry
Minimal Distortion Algorithm
N Chapter 3 Chapter 4

v

Automating dent
identification

( Automatic N

Segmentation of
Aircraft Dents in
Point Clouds
Chapter 5

Result analysis and
measurements

Sl

Aircraft Skin
Inspections: Towards

a New Model for
Dent Evaluation
Chapter 6

. Objective category
D Research activity

D Paper

Figure 1.11: Overall structure of the research activity.
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Fig. [[.T1] shows the flow of the research carried out during the project. Dark green rep-
resents objective categories and light green the research activities undertaken. The main

outcome is presented in this thesis as a collection of the five papers highlighted in yellow.

A brief summary of the thesis rationale, linking the papers together, is reported here-

after:

 Aircraft inspections and critical MRO aspects were initially investigated. From the
considerations already underlined in Sec. [I.1]and [I.2] skin inspection was consid-

ered particularly suited for the introduction of fully automated tasks.

* Non-contact methods for its inspection were reviewed in Ch. [2] The choice to limit
the review to non-contact methods originates from both the need of avoiding further
damage during inspections and allowing quick inspections by means of a UAV free

to move around the aircraft.

Dents were chosen as primary target of this research activity due their high fre-
quency of occurrence and the limited employment of advanced tools for their eval-
uation. From the literature review, it appeared clear that dent inspections could
benefit of stereo vision technology, already employed in some advanced, yet not
fully autonomous, tools in MRO and that the joint use of UAVs with 3D scanning
technologies was mostly an unexplored field of research, despite UAVs being al-

ready present in MRO.

* Stereo vision fundamentals and the general stereo correspondence problem were
then taken into account. Passive stereo setups were firstly considered, as these are
easy to realise and suitable for both indoor hangar and outdoor light conditions.

Calibration, rectification and stereo matching algorithms were taken into account.

A paper proposing an improved stereo rectification algorithm, is shown in Ch.
Experiments highlighted the lack of texture over aircraft skin as a critical issue,
showing that passive stereo is incapable to reach the accuracy level required by

current regulations.

* Active stereo technologies, introducing a controlled light pattern, were then inves-
tigated for their capability of reaching higher levels of accuracy in several well-

known metrology applications, from quality control to forensic analysis.

An in-depth study of the underlying working principles highlighted the necessity
to account for vibrations or fast relative movements between the scanner and the

target. The acquisition of a clear projected pattern is paramount to solve the stereo
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correspondence problem and lead to a fully automated 3D scanning system enabled
by a UAV. These considerations yield to the choice of a single-shot approach, that
tries to extract as much information as possible to reconstruct the object 3D shape

from a single stereo image, acquired by projecting a fringe pattern.

Thus, Ch.[d]proposes a novel, single-shot algorithm based on Fourier transform pro-
filometry (FTP). Experiments proved the submillimetre accuracy of the proposed

algorithm even at increased distances and during movement.

* Strategies for point cloud segmentation were explored to enable the processing of
the thousands of point clouds that would normally be produced in a single inspec-

tion, and automatically detect damages.

A paper on the design, training and validation of a fully-convolutional neural net-
work, capable of autonomously assign a damaged or undamaged label to elements
of the 3D point cloud is presented in Ch. [3]

* The inappropriateness of the current dimensional classification of dents emerged.
In fact, while the SRM prescribes a classification limited only to width and depth,
a more advanced model was needed to exploit the accuracy of the 3D scanning

systems.

A paper formulating a novel mathematical model is proposed in Ch. [6] The model
is able to represent the shape of a dent using 7 parameters, enabling a more accurate

dimensional evaluation of dents.
* Overall discussion and system limitations are reported in in Ch.

e Conclusions and future work follow in Ch. [8]

1.7 Main achievements and contributions to knowledge

This work paves the way for the automation of aircraft dent inspections by the introduction

of three main novelties:

* The development and critical evaluation of a novel single-shot 3D scanning algo-

rithm specifically designed for aircraft dent inspections.

A prototype of the scanner was built with off-the-shelf components and experiments

proved its capability to acquire a faithful reconstruction of dented surfaces with a
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mean absolute error (MAE) of about 0.30mm at a distance of 120cm and less than

0.15mm at a distance of 60cm.

This also showed the possibility to overcome traditional MRO 3D scanner limita-
tions that, while being capable to reach higher accuracy, have an operating distance
of about 30cm and cannot cope with fast movements and vibrations typically found

on UAVs because of their multiple-shot technology.

The automatic analysis of the 3D point cloud data acquired.

A point cloud segmentation strategy was applied for the first time to the dent in-
spection scenario. The lack of data for the training of a FCN was overcame by a
pseudo-real dataset of damaged surfaces, where scanning noise error was taken into

account.

Although the intersection over unio (IoU) decreased from 92.66% to 84.76% by
using such noise-added dataset, when the network was applied to real 3D scans
of dents it proved high robustness in identifying dent damage and demonstrate the

validity of the suggested approach.

The introduction of a compact but meaningful representation of complex dent shapes

by using only 7 dimensional parameters.

The proposed model can potentially establish a novel standards by enhancing the
comparability against historical data and structural evaluations, replacing the cur-
rent way imposed by the SRMs of evaluating dents by only width and depth/width

ratio, which is insufficient and ambiguous.
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Chapter 2

Review of Non-contact Methods for

Automated Aircraft Inspections
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Abstract

Damage on the aircraft structure can be caused by lightning strikes, hail, accidental im-
pacts or ageing. Scratches or dents on the aircraft surface are typical indications of
impact damage. General visual inspection (GVI) is the primary way in which to detect
such forms of damage. The inspection process is time consuming, raises safety concerns
for the inspector and is subject to variations due to human factors. Significant inspection
automation remains challenging, mainly because GVI requires the critical human ability
to assess anomalies. Also, damage specifications in maintenance manuals are influenced
by human interpretation. Some automated tools are beginning to be available for aircraft
inspection checks. However, none of them is capable of replacing the inspector judge-
ment yet. Humans still need to manually assess the location or the data generated by the
tools. Their performance is also affected by different environmental conditions, materials
and the overall characteristics of the damage. This review presents the main methods
for non-contact visual aircraft inspection, explaining their basic working principles and

limitations. Their suitability for automation in aircraft inspection is also discussed.

Keywords: Aircraft inspection; Pattern recognition; Triangulation; Stereo vision; Structured light; Time
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of flight; Thermography.

2.1 Introduction

To maintain performance and safety, aircraft are checked both pre-flight and periodically.
Pre-flight checks follow a defined checklist comprising an exterior walk around with vi-
sual inspection of critical parts such as sensors, probes, engine fans, landing gear and
structural components. The pilot looks for leakages, cracks or other abnormal circum-
stances. Periodic checks, instead, are more extensive. They are carried out by approved
maintenance, repair and overhaul (MRO) companies and, depending on type, may take

from hours to months to complete.

General visual inspection (GVI) is the primary way to detect anomalies. It is made
from within touching distance under available light conditions and oriented to detect ob-
vious damage, failure or irregularity [1]. GVI is frequent, time consuming and affected

by environmental circumstances.

For example, in traditional human GVI the probability of detection (POD) of dents
changes with different surface colour, finish (e.g. gloss surfaces are easier to inspect) and
light conditions. Also different depth and width/depth ratio affect the POD [2].

After a potential damage is found, a detailed inspection is performed. Detailed in-
spections usually require the part to be cleaned up and the use of specific tools to measure
the damage against the limits provided by the structural repair manual (SRM), issued by
the manufacturer. In both cases the inspector is required to get within touching distance
of the aircraft part. This could be at height on the upper-fuselage or wings, raising safety
concerns, slowing down the process and increasing costs. Moreover he/she is subjected

to a variable psycophysical state (e.g. boredom or fatigue) that may affect results.

Today many tools are readily available for the inspection process, but the final assess-
ment still relies on the inspector’s experience. Drones equipped with a camera combined
with pattern recognition algorithms are used to evaluate aircraft airworthiness after hail,
lightning strike or other accidental damages. Better GVI automation would decrease the
downtime of the aircraft while improving safety and reliability, so that the inspector’s ex-
pertise can be spent on evaluating the actual damage (detailed inspection) without having
to search over the whole aircraft structure. The aim of this paper is to evaluate non-

destructive inspection (NDI) technologies from the new perspective of their capability to
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be automated. In this review, only non-contact methods for external NDI of the aircraft
surface are included, as they are more suitable for GVI automation in the medium term.
Without contact, an end effector composed of multiple sensors could move fast and freely
around the aircraft, completing a scan within hours and potentially delivering a report

with sufficient level of certainty.

The research methodology is an integrative literature review. Published literature re-
ports a wide range of non-contact inspection technologies. This paper presents the basic

working principles of the key methods, and the context in which they are used.

Pattern recognition is briefly illustrated in Sec. [2.2] However this technology cannot
be applied to defects such as dents as they do not have sharp boundaries and require to
catch the third dimension. Automated 3D measurement methods using passive and ac-
tive triangulation are introduced in Sec. [2.3] while time of flight cameras are presented in
Sec. 2.4] Different materials do not react equally to damage. A carbon fibre reinforced
composite part, in fact, may show an almost invisible dent compared to an aluminium one
exposed to the same impact and yet present a subsurface delamination |3, then, again, the
judgment of the human inspector is critical. An attempt to detect subsurface damages can
be pursued with thermography, as introduced in Sec. Despite its pertinence to detect
delamination, ultrasound scanning is not discussed here because it generally requires con-
tact. As this review aims to address in situ aircraft inspection, methods that require highly
controlled environment or complex optical structures [4] are omitted. Sec. [2.6]concludes
with the applicability of each technology to different damage types, and the challenges to

automate these methods for aircraft inspection.

2.2 Pattern recognition

Pattern recognition is the process of classifying image data based on previously gathered
knowledge or statistical information extracted from other images, usually using machine

learning algorithms.

Pattern recognition has been widely applied in many fields, as well in aircraft inspec-
tions. Commercial drones equipped with a camereﬂ are already available on the aircraft
MRO market, thus allowing to scan the entire aircraft quickly. To some extent, the GVI

task can be interpreted as a 2D image classification problem, looking for recurring im-

!'Usually with the addition of a light detection and ranging (LIDAR) sensor for collision avoidance and
a positioning system relative to the aircraft itself.
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age patterns typically found as positive flaws by the inspector, e.g. lightning strikes or
scratches. Although there are several classification algorithms usable for this scope, the

state-of-the-art performances are reached using convolutional neural networks (CNN) [3].

(a) A direct match will not work. (b) Comparing small features works better.

-1)-1)-1]-1]-1]-1]-1]1]-

Credits: Brandon Rohrer, CCO (public domain).

Figure 2.1: Basic CNN approach.

An artificial neural network is a mathematical model made by an ensemble of nodes
called neurons and performing a function, interconnected by links called synapses, each
one with its own weight that is multiplied with values flowing through the network. Neu-
rons are organised in layers, with hidden layers between the first one (input) and the last

one (output).

The CNN scheme is particularly adept at visual tasks since is unaffected by position
shift and inspired by biological processes [6]. Its approach is to select relevant pieces
from the original image called features (Fig. 2.1), which are smaller two-dimensional
matrix that are most able to distinguish e.g. an “X” from a “O” [7]. The layers can be
stacked multiple times in every order (Fig. [2.2) and the network may have very different
configurations. As a rule of thumb, the more layers (so that the network is deep), the more

sophisticated features of the image that can be understood. CNNs require a significant
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Credits: Brandon Rohrer, CCO (public domain).

Figure 2.2: An example of complete CNN layout with two outputs.

amount of training data available, i.e. “damage” and “non-damage” labeled data so that
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the network can iteratively learn which features are more important to classify the input.
This is done calculating the error at each iteration and doing the backpropagation to adapt

weights accordingly.

2.2.1 Pros and cons

Using pattern recognition is a relatively cheap technique, with performances above 95%
for certain types of flaws [S]]. It can drastically reduce the time spent for a GVI and also
be integrated with MRO software systems to quickly generate reports. Nevertheless, it

cannot be considered a definitive solution because:

* [t requires huge amounts of training data. In many situations such data is not easy

to gather, for example because that kind of damage does not happen very often.

* It operates well only in diffused light conditions, while could easily fail in presence

of non-uniform light.

* Missing the third dimension, it is incapable to detect dents and other shape defor-

mations, while it works good for scratches or lightning strikes.

* The output is only a prediction that a part of an image belongs to classes of flaws
within a certain confidence. E.g. an image could have an output of 0.70 in the
class “scratch” and, at the same time, 0.40 in the class “lightning strike”. From
these values one may infer that the image contains a scratch with a probability of
70% and a lightning strike with a probability of 40%, but in any case this is giving
no quantitative evaluation of the damage. As a consequence, the inspector would

probably need to go through many false positives.

2.3 Triangulation

The basic principle to recover the depth z from images is to measure the triangle among
the object located in an unknown world point X and a couple of known pixel coordinates,
projections of the X point onto two planes. The two known planes are generally the
image planes of two cameras or of a camera and a light source. Using triangulation
without manipulating light sources is called passive triangulation [8]], active triangulation

otherwise. The nature of the problem between the two is different, because in passive
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methods a correspondence needs to be established between features from two different
camera images of the same scene, while in active methods the correspondence problem

has already been solved using an artificial source of illumination [9]].

Each camera is characterised by its intrinsic and extrinsic parameters. The former are
related to the actual camera structure, like the focal length and the principal point, while
the latter define the position and orientation of the camera in the 3D space with reference
to an origin system. Both intrinsic and extrinsic parameters are given as matrices, output
of a calibration procedure of the stereo system [10]. To correct lens distortion both radial
and tangential distortion are often taken into account as coefficients and used to correct
the image, so that stereo vision can make use of relatively cheap cameras too. While
some algorithms can make use of uncalibrated cameras [11]], the best accuracy generally

requires a well calibrated stereo pair of cameras.

In a given stereo system the so-called fundamental matrix establishes a relation be-
tween a point X7, in one image and an epipolar line onto the other one. Thanks to the
epipolar geometry, the stereo correspondence is a one-dimension problem that consists to
find the point Xy corresponding to X; on that epipolar line only (Fig. [2.3) without having

to span the whole image.

X X ¢
X, -
K
X3..-
eL
Left view Right view

Credits: Arne Nordmann, Wikipedia.org, CC BY-SA 3.0.

Figure 2.3: Given X1 as projection of the world point X on the left image, the search for
point Xg, projection of the same point on the right image, is restricted to the epipolar line
passing by eg. If the image is rectified, this line becomes horizontal.

Since epipolar lines are generally oblique, after the acquisition of an image pair it is
convenient to rectify the two images, i.e. transform the two images as if they were taken
with only a horizontal displacement and projected to a common image plane parallel to
the baseline. This reduces the matching problem on the x-axis only as the algorithm

searches for the corresponding points on a horizontal line [12]]. Although rectification is
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not a necessary step, it is largely used to speed up the matching process.

The stereo correspondence problem is to match features between two images. Being
able to identify the projection of the same point X in both the images, then, means to
solve it, as the triangle is completely known. The cameras’ focal length, the optical axis
orientations and the position of the cameras Oy, and Og are all given by calibration, with
B = 0; Ok as the baseline.

2.3.1 Passive triangulation

Photogrammetry is a passive triangulation method that involves using many perspective
views of the same scene. More than two points of views can be useful in some situa-
tions, e.g. where horizontal obstacles are present [13|]. Stereo vision is the sub-class of

photogrammetry that only involves two points of view to extract information (Fig. [2.4).
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Figure 2.4: Passive stereo system Figure 2.5: Recovering the depth informa-
elements. tion from disparity is based on similar tri-

angles. The triangle PC1C, is similar to the
union of triangles built on the segments Xp,
and Xp,.

On a rectified image pair, a point P; in the left image and the corresponding point P,
in the right image are displaced by a number of pixels dp = |xp, —xp,|, called disparity.
The disparity is inversely proportional to the depth, so that it is larger on the foreground
and smaller on the background. Disparity information is typically stored in a greyscale
image called disparity map, where dark pixels encode low disparity (high distances from
the camera) and vice versa. In a calibrated stereo system, the disparity map is sufficient

to reconstruct a metric 3D model of the recorded scene [14,|12]], achieving our final goal.
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The depth z of the corresponding pixel point P can be calculated with:

f-B
=— 2.1
=0 (2.1)
where f is the camera’s focal lengt and B is the stereo baseline (Fig. [2.5)). Note that in

case of cameras with different focal lengths, one can be rescaled to match the other one.

A naive approach to solve the matching problem would be, for every pixel P; of the
left image, to search along the corresponding horizontal line in the right image, and then
select the pixel P, whose colour is most similar to that of P; as a matching point. This
approach leads to very noisy disparity maps, because of the ambiguity of the data (similar
colours on different positions). Making the assumption that spatial neighbouring pixels
are likely to have similar disparities helps to reduce noise. Local and global algorithms
differentiate in how this assumption is made [15]]. In general local methods match small
image areas, while global methods try to define a disparity map of the whole image at the

same time.

Local algorithms simply assume that all pixels within a certain window have exactly
the same disparity. So, given a square window w centered on Py, a simplistic algorithm
looks for P, into a window w' in the right image shifted by d along the x-axis, varying d

so that the dissimilarity between w and w’ is minimised:

dp = argmin Y diff(x,x —d) (2.2)

0<d<dyax xew

where the function diff() calculates the dissimilarity between a pixel of the left and one
of the right image. The difference could be, for example, the sum of absolute differences

of RGB colour values. Here d;,, defines the maximum allowed disparity [14].

Many complex local methods have been developed replacing the window definition
and the cost function of Eq. (2.2) to obtain more accuracy and computational efficiency.

Most of the local approaches are based on:

* Adaptive windows: the principle is to keep windows large but without overlapping

disparity discontinuities, so to get clear edges.

* Weighted pixels: the key idea is to give a different weight to each pixel in influenc-

ing the matching process.

ZHere the focal length is expressed in pixels, as the calibration process is proportional to the pixel size.
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Figure 2.6: Local algorithms look for a window w shifted by dp so that the overall colour
differences between w and w' is minimised.

* Colour: takes into account adjacent colour areas which are likely to have the same

disparity.

Nowadays local methods seem to be the most used and best performing, although the
same window setting is not suitable for the whole image, e.g. both low textured areas and

object borders, so low texture areas and/or edges may remain highly ambiguous.

Global algorithms, instead, introduce an energy function that gives a measure of the
whole disparity map. The goal is to find the disparity map of lowest energy [14]. The

usual form of the energy function is:
E(D) = Eqata (D) + A - Egnooth (D) (2.3)

where D is a disparity map, A is a parameter that balances between Eyu, and Egoorh-
The term E,,;, measures photo consistency, i.e. the absolute difference of intensity values

between left image /; and the corresponding right image I, pixels:

Equa(D) =Y c(p.p—dp) (2.4)
PEL

with ¢() usually being the sum of absolute or squared differences. The Egypp, term,

instead, makes smooth disparity maps more preferable, assigning lower energy if values

are spatially smooth:

Esmoorn(D) =Y s(dp,dy) (2.5)
p.gcn

where 1 denotes all pairs of spatially neighbouring pixels in the left image and the s()

function assigns a penalty if the disparity is different.

The target of global methods is to find a disparity map that minimises the equa-
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tion (2.3), but finding the global minimum is, in general, an np-complete problem [16].
One way to reduce the complexity of the energy equation is to map neighbouring pixels
into a tree on the image grid, so that 1) does not contain cycles and an optimal solution
can be computed efficiently via dynamic programming. However, global methods also
find their limits because of the energy formulation, which does not efficiently represent
the stereo matching problem [14]], despite further developments have been made towards

better converging algorithms.

Pros and cons

Passive stereo vision (and photogrammetry in general) is an effective way to extract depth
information without touching the object and requiring simple hardware. However in NDI

it may not lead to an optimal choice for the following issues:

» Texture absence: in case the scene lacks of well-defined textures any matching algo-
rithm will fai]rf] because no reliable data can be extracted from pixels and the depth

remains ambiguous. Unfortunately this is a common case in aircraft inspections.

* Occlusion: not every pixel of the left image may find its correspondence into the
right one and vice versa. In fact there may be areas visible from a camera and not

visible from the other, so no match can be established.

* Calibration: the conversion from disparity measure to depth assumes a perfect cal-
ibrated system. In reality this is not to be taken for granted, especially if submil-

limetre accuracy is required.

* Distortions, noise, specular surfaces, transparent objects or repetitive patterns could

cause matching algorithms to fail.

The correspondence problem has not been completely solved yet, but performances of
the newest techniques are encouraging. Moreover, passive sensing keeps its importance
where there are overriding circumstantial constraints that prevent the use of artificial illu-
mination (e.g. automated cartography, aircraft navigation) [9] and also because it is much

more cheaper compared to other depth estimation methods.

For a benchmark evaluation many of the passive stereo matching algorithms refer to

a common evaluation dataset, e.g. KITTIﬂ To date the method with best performance is

3Note that also human eyes are deceived into perceiving the depth in front of a completely white wall.
“http://www.cvlibs.net/datasets/kitti/
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“LEAstereo”, achieving a 1.65% of outliers E] over the all ground truth pixels of the test
set of the 2015 KITTI dataset.

2.3.2 Active triangulation

Active triangulation introduces the control of light sources. In general the term active
stereo refers to a configuration with two cameras and one light source (Fig. [2.7a)), while
structured light refers to a configuration with one camera and one light source (Fig. [2.7b).
In both cases light is projected with a known pattern onto the object, so that the way how

shapes are observed becomes a new source of information.

Camera 1 Camera 2 .
Projector Camera Projector

(a) Active stereo configuration. (b) Structured light configuration.

Figure 2.7: Common active triangulation configurations.

Active stereo is more common as it allows to do triangulation between the two cameras
as in passive stereo, without the need to calibrate the projector. In fact, even if methods
for projector calibration have been designed [17, 18], it remains a laborious operation
as the projector is not capable to capture images, thus leading to lower overall accuracy.

Anyway the methods discussed below can be found in both configurations.

The basic example of structured light are point gauges to make one dimension mea-
surements [8]. A point gauge system is made by a camera and a light spot. The camera
focal axis is directed to the object and the light axis is inclined by 6 degrees (Fig. [2.8).
So, given the light displacement d = x, — x| between two unknown positions, the depth

difference can be easily calculated as:

d
7=

= 2.6
tan 0 (2.6)

The measure can be converted to metric if the system is appropriately calibrated.

>With a certain tolerance. Of course thresholds for inspection applications would be more demanding.
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Camera B ~ Light

Figure 2.8: Point gauges make one-dimension measures based on similar triangles.

The working principle of structured light is the same of the point gauge but, to match
multiple points simultaneously, complex patterns are projected instead of a single spot of
light. A naive way to speed up the process would be to project n stripes. That will divide
the required time by n but it will cause ambiguity, since the same pattern is repeated
multiple times (Fig. [2.9).

1

N
()
Projector Camera

Figure 2.9: Projecting an identical stripe multiple times causes ambiguity from the cam-
era perspective.

Approaches to resolve ambiguity follow temporally or spatially coding. An effective
temporally coded method is binary coding [19]: since the correspondence problem is
one-dimensional and simplified after rectification, the aim is to represent each vertical
stripe on the projector with a unique code. The code is realised by projecting a sequence
of black and white patterns, so that the camera knows exactly which vertical stripe the

pixel belongs to. In order to do this, binary encoded stripes are projected sequentially
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(Fig. [2.10a), such that the stripes have a crescent number from 0 to the maximum value.

The resolution is limited to half the width of the smaller stripe.

Higher the number of unique codes, higher the accuracy of the calculated depth, up
to physical limits. In fact, one of the problems is that transition pixels create uncertainty
areas for the camera: stripes cannot be too thin as the camera would perceive blurred
borders. A clever solution is then to minimise transitions in projected patterns, so the
Gray encoding was developed (Fig. [2.10b). Gray code is less prone to errors due to the
lower number of transition lines, still maintaining the same number of projected images
and corresponding unique codes generated. Moreover, the width of the stripes is bigger for
equal coding capacity, facilitating analysis on oblique surfaces and, since each neighbour
code has only 1 bit variation, any wrong decoding introduces a misplacement of one unit

only.
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(a) A typical binary encoding that assigns a (b) Gray encoding minimises transitions,

unique code to each vertical stripe. thus is less prone to errors.

Figure 2.10: Common stripe encoding strategies.

These encodings are widely used in commercial products, despite they are affected by
uncertainty and limited in resolution. Moreover, except for expensive hardware solutions,
they are slow, e.g. for a 1920 pixel horizontal resolution log, 1920 = 11 pattern projec-
tions are required. The acquisition speed is then constrained by projector and camera
frame rates, that need to be roughly synchronised. More importantly, the object must stay
still during the whole process.

In addition, surface texture and reflections could disturb the camera reading. A way to
reduce these errors is to project both the pattern and its inverse every time, assigning the
unique code with more confidence after comparing on/off thresholds [20]]. This approach,

evidently, requires twice the time.

More advanced techniques tend to reduce the number of projected patterns by in-
creasing the size of the alphabet: an alphabet of k& symbols encodes k™ stripes, with m

characters. With binary patterns kK = 2 only (white and black), but k& can be increased
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using multiple colours or diversifying the number of intensity levels used to encode the
stripes, although more similar the colour or intensity levels, higher the error rate, because

diffusion and ambient light affects camera perception.

Pure spatially coding requires larger alphabet, so that a single projected pattern is
enough to encode the image. A good example of it is the De Bruijn sequence method [21,
22|]. Apart from using colours to increase k, it introduces the concept of using neighbour
stripes to uniquely determine the associated code, so the algorithm is good at identifying
each stripe uniquely, e.g. the couple red-green occurs only once (Fig. [2.T1).

Figure 2.11: An example of De Bruijn sequence of order 2 over an alphabet of 4 symbols
mapped to 4 colours with no repetitions. A sequence of 2 colours uniquely identifies a
position.

The advantage of the De Bruijn sequence method is that it is a “one shot” method
(single projected pattern) so it can be applied to moving objects, e.g. to get near real time
3D reconstruction of a moving scene. Apart from transition errors, the major drawback
is that it requires many colours to develop a long sequence but a camera does not receive
neat colour stripes as they were projected, instead they appear mixed due to the original

colour of the object and light scattering.

Instead of remaining into discrete domain, fringe analysis introduces a continuous
way to map the position [19] projecting sinusoidal structured patterns, called fringe pat-
terns, onto the object. Then, recovering the phase from the camera perception image
allows to map every point using a continuous function, hence with sub-pixel accuracy.

Digital fringe projection (DFP) is the field that deals with the creation of these patterns.

Consider a single sinusoidal fringe pattern represented as:

[ej¢(x1y) + e_jq)(x’y)]
2

I(x,y) =1'(x,y) +1"(x,y) - cos[¢ (x,y)] = I'(x,y) +1"(x,y) - 2.7)

where I'(x,y) is the average or DC component of the signal, I”(x,y) is the intensity mod-
ulation and ¢ (x,y) the phase captured in the image point (x,y). Then, to obtain the phase,
a high-pass filter can be applied into the frequency domain to filter out the conjugate and

the DC component. The remaining signal is:

eJ9(xy)
2

I(x,y) =I"(x,y) - (2.8)
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From which the phase can be calculated as:

¢ (x,y) = arctan { Enm#y” } (2.9)

The calculated phase ¢ ranges in [—7,+7) as it is the output of the arctangent, so
@ (x,y) it is often called wrapped phase map. Since a continuous phase is necessary for
3D model reconstruction, the following process of phase unwrapping is needed to remove
discontinuities. Substantially, phase unwrapping consists in determining discontinuities
location, find the fringe order (i.e. how many 27 to add) and then remove discontinu-
ities [23]].

Phase unwrapping algorithms can be spatial or temporal. Spatial methods analyse
the wrapped phase map and determine fringe order for every position. These methods,
in practice, always assume a smooth surface: the object geometry must not introduce
sudden phase changes between two consecutive points, otherwise a reliable map cannot
be built. Temporal methods, instead, require to project two or more sinusoidal patterns
with different wavelengths. Two patterns would be sufficient in a noise-free system but,

in practice, more the number of patterns used, more the resilience to noise.

All the light patterns can be projected using visible incoherent light, e.g. with a com-
mon video projector, infrared, UV light or with a coherent source of light (laser) that can
be less affected by scattering. Lasers stay focused for longer distances, but typically, there
is no way to modulate individual stripes, such as with Gray codes.

Line laser scan technology involves building up an image one line at a time. The
line sensor is usually composed by a planar laser and a camera. It slowly moves over
the object (or, vice versa, the object moves under the sensor) following known positions
on the scanning line. For each position the triangulation is trivial as there will be only
one point (along the baseline direction) corresponding to the projected laser line. So,
if time is not an issue and the system is well calibrated, spacetime analysis [24] can be
used. Often, as in many laser optics applications, the laser beam is assumed to have
an irradiance profile that follows an ideal Gaussian distributiorﬁ [25]]. Given the above
assumption, for each image the camera will perceive only a few points of a Gaussian
curve. With these points the position of the middle point is exactly assigned and used for
triangulation. The advantage of this method over the previous ones is that it leads to sub-

pixel accuracy, however it requires a substantial amount of time during which the object

SNevertheless, all actual laser beams will have some deviation from ideal Gaussian behavior.
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must stay completely still [26]].

Pros and cons

Theoretically, structured light solves the matching problem because pixels are identified
with a unique mark, so that triangulation among object, camera and projector is easily
applicable. In fact, if the projected pattern is dense enough, the depth resolution can
be very accurate. Moreover, structured vision does not rely on object texture to solve
the matching problem, so it is suitable also for smooth single-colour surfaces, as many
aircraft surfaces are. The field of structured light has been widely developed and the
resulting depth accuracy is generally high (~ 50um on current commercial products),

especially with the use of laser beams which are less sensitive to ambient light.

Problems that, nevertheless, continue to affect structured light are:

* Short distance: many commercial product require short distances (~ 30 cm) to guar-

antee high accuracy.

» Reference targets: high precision devices need reference points, usually in the form

of dot reflective stickers, applied to the inspected part.

* Occlusion: if any part of the object can be seen only from the camera and not from

the projector, or vice versa, no depth can be calculated;

* Reflections: reflecting surfaces distort the pattern projection, thus preventing the

identification of the unique code relative to involved pixels;

* Environment conditions: the use in uncontrolled environment (e.g. outdoor) could

drastically reduce performance;

* Time: apart from one-shot methods and fast synchronised devices, it is generally
limited to objects that remain static during scanning. For extremely precise sys-
tems, like laser line scanning, the time spent may increase significantly up to many
hours [26].

Classic scanning systems oriented to manufacturing and reverse engineering usually
operate in a controlled environment, with the object staying still and having relatively

small dimensions. On the contrary, aircraft inspections are carried on in unconstrained
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environments and over large surfaces, so the compromise between accuracy and speed

may be difficult to achieve.

So far the problem has concerned the obtainment of depth of the scene and this is only
the first step of a comprehensive flaw detection system. In fact the output of triangulation
algorithms is a point cloud, that can be processed to build a 3D model of the object within
a certain degree of confidence. But a subsequent process must be adopted to actually
detect flaws and assess the damage. This may be difficult on articulated surfaces and
may rely on a comparison with the expected surface model to reduce false positives.

Furthermore, it may get computationally expensive as the resolution grows.

2.4 Time of flight

A time of flight (TOF) sensor is capable of measuring the light travel distance, through a
certain medium, from the source to the object and back. The working principle is similar
to a sonar: a wave is emitted and, after having been reflected on an object, it comes back
so that given the total journey time At and knowing the speed of light in the medium v,
the space measure is derived as v%. The term TOF camera may include a wide range of

systems like LIDAR and motion detection systems, all based on the same principle.

Different methods exist to calculate the time interval Az, here the followings are sum-

marised:

1. timed pulses (or direct).
2. continuous modulation.

3. on/off loop.

The timed pulses method, in theory, would be to send pulses and measure the time
interval until reflection. This naive approach requires very fast and expensive electronics,
because a clock speed of around 300 GHz would be needed to measure a time delay of
about 3.33 ps at speed of light, corresponding to a travel distance of 1 mm. Since such fre-
quencies are not easy to achieve in silicon nor cost effective, then the following alternative

methods were developed.

Continuous modulation is the basis of most high accuracy TOF cameras currently

on the market. It uses a sinusoidal modulated light source and measures the phase shift
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of the reflected wave, since the speed in a medium is known very precisely in different
conditions and the phase shift directly relates with time shift [27, [28]]. The emitted signal
frequency f to set depends on the maximum distance to measure A, also considering the
return journey [29]:

v=2A-f = f=7 (2.10)

where v is the speed on light in the medium. E.g. to measure objects within 7.5 m distance
(hence, a A = 15m journey), a wave with f = 20MHz could be used. The reflected light
will still be sinusoidal with a different amplitude (due to attenuation and background light)
and certain amount of phase shifting. There will be no phase shifting if the full journey is
exactly a multiple of A. A wave coming from farther away will cause ambiguity, that is
why TOF cameras usually come with a maximum operating range (which would be 7.5m
with f =20MHz), unless some phase unwrapping algorithm is used. Note that to actually
measure a wave with f = 20MHz, the effective clock frequency of the measuring system
speed must be at least 4 f using the four-quadrants method to approximate the arctangent

function.

The third method is to provide on/off loops transmitting a 50% duty cycle square wave
(stroboscopic light source) and record the amount of returned light in a specific interval
using CMOS imaging sensors, called smart pixels. These are particular LEDs having two
capacitors per pixel [28, 30]. The capacitors are alternately connected to the sensor, using
the same clock source of the stroboscopic light. This arrangement allows to directly relate
the differential charge in the capacitors to the phase offset, then to the distance as seen

above.

o c2

Figure 2.12: Schematics of a smart pixel. This arrangement allows to record the phase
shift as electric charge difference.
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2.4.1 Pros and cons

TOF cameras are a relatively new type of sensor, but their diffusion is rapidly increasing
because of key advantages such as speed, compactness, absence of moving parts, low

weight and power consumption. Nevertheless, they suffer of some unsolved issues:

* Limited resolution: to date, commercial TOF cameras have reached 640x480 pixel

resolution.
* Internal issues such as imperfections in sensors and lens [31].

* Noise (e.g. interaction with other TOF systems) and background light (e.g. in

outdoor environment) have to be filtered out, if possible.

* Ambiguity: the phase estimation is based on the reflected intensity of the signal that
may vary. It is known that darker object cause an error that depends on the distance

itself, non-linearly related [32].

* Reflections: the complexity of the scene causes double reflection (or retroreflec-
tion): light enters the sensor after bouncing on two (or more) surfaces instead than
only one and mixes with the proper main reflection that becomes indistinguish-
able [31].

g @
8¢
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Figure 2.13: Time of flight double reflection happens when the emitted light (black)
bounces two or more surfaces before entering the sensor (red, dotted).
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2.5 Thermography

All the objects with a temperature above absolute zero emit radiations caused by the
thermal motion of particles in the matter. An idealised opaque non-reflective body in
thermal equilibrium, called black body, emits radiations at different frequencies, with the
energy distribution described by Planck’s law. At any given temperature 7' the distribution
has its maximum for a specific wavelength A,,,,,, proportional to 7. Wien’s displacement
law assigns the wavelength A,,,, of the energy peak with:

Amax = = (2.11)

where b = 2.897771955 ... x 107> mK is the Wien’s displacement constant and 7 is the
temperature of the black body. For example, a black body at a temperature of 300K
has its peak of emitted energy at ~ 9.6 um, while a temperature of 400K corresponds to
~ 7.2 um.
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Figure 2.14: Planck’s law describes the radiation of a black-body, calculating the curve
for each different temperature.

Thermography allows to visualise temperature differences that reveal object structure
and is generally a non-contact method, although some applications make use of direct con-
tact with the object [33|]. Thermographic cameras are usually made to perceive infrared
wavelengths (range 700nm — 1 mm), in which energy peaks fall more often. Commonly
the measures are translated into a pseudo-colour image, called thermogram, to better ex-

press intensity changes.

The standard sensing structure is made by Focal Plane Arrays (FPA) that measure the
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excitation generated by incident photons as change of electrical conductivity or by mea-
suring a generated voltage. Some accurate but expensive technologies require cooling,

while uncooled ones are cheaper and compact, hence more popular.

Thermography can be of two types: active and passive [34]. Passive thermography
is limited to observe the object in ambient temperature conditions comparing with sur-
rounding parts. Active thermography, instead, uses an external source to heat or cool the
object to be inspected, thus allowing some characteristics to emerge more, also consider-
ing transient temperature measurements. Active techniques are the most used in NDI and

include pulse thermography (PT), step heating (SH) and lock-in thermography (LT).

PT uses a very short pulse to heat up the inspected object and then observing its
temperature decay curve. It only needs from a few microseconds to a few seconds of time,
directly proportional to the thermal conductivity of the material inspected (e.g. metal parts
are quicker). The presence of a defect reduces the diffusion rate so it appears as an area
of higher temperature with respect to the surrounding area. PT is particularly indicated
for near-surface defects [34]. SH, also called “long pulse” thermography, inverts the
previous approach and, instead of the decay, it monitors the increase of temperature while
continuously heating the surface with a low power source. The curve shape is directly
related to specimen features. LT stimulates the inspected object with periodic (usually
sinusoidal) waves. These cause attenuated, phase-shifted and dispersive thermal waves to
run inside the material with a certain regime. If the input wave reaches non-homogeneous
area (a defect), it is reflected. It is important to note that a defect may appear only if the
right pulse @ is chosen. Advanced NDT methods make use of periodic energy stimulation

to improve flaws detection [35,36]], even for military aircrafts [37].

2.5.1 Pros and cons

Thermography is very different from the other methods reported so far. In aerospace, it
is indeed the most appropriate non-contact way to find structural and subsurface defects,
being fast and with results relatively easy to interpret [34]. In particular PT thermography
has a fast inspection rate (a few m? at a time) and it is safe for the operator as there are no
harmful radiations, even if powerful flashes require protections. However thermography

comes with some disadvantages such as:

* Difficulties to obtain a uniform thermal stimulation over large surfaces. Defects

seen by thermal images usually have high variability [38] due to different environ-
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mental temperature (e.g. outdoor), materials, perspective, etc.
¢ Effect of thermal losses which induces unwanted contrasts (noise).
* Ability to inspect materials of a limited thickness.

* In general, limited to defects that cause a measurable change of thermal properties
(e.g. cracks are detected only if they induce thermal resistance) [34]].

2.6 Conclusions

The aim of this paper is to consider the suitability for automation of aircraft inspections.
The previous sections introduced the working principles of the major non-contact NDI
methods. Their performance as reported in literature cannot be directly compared because
of different equipment, conditions and inspected materials. A qualitative comparison is
summed up (Fig. [2.15) with respect to speed, cost-effectiveness and ease of use and best
use-case accuracyﬂ

W Speed
B Cost-effectiveness
Ease of use

m Accuracy (best use-case)

Pattern recognition Passive stereo Active stereo Time of flight Thermography

Figure 2.15: Indicative features of the discussed technologies.

Different inspection purposes benefit from different characteristics. In the case of air-
craft NDI, accuracy is surely an important factor while higher costs could be overlooked.
Apart from the use of high power lasers or some thermography applications, safety is gen-
erally not a concern for these NDI techniques. Nevertheless collisions may be an issue
if drones are employed in a busy environment (e.g. a MRO hangar), although this is not
related to the NDI technologies themselves.

Different NDI technologies work differently with respect to main damage types (Fig.[2.16).

"This is an indicative reference as levels may vary significantly among different methods of the same
technology.
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Dents | Delamination
N/A N/A
N/A

Pattern recognition
Passive stereo

Active stereo N/A IN/A N/A
Time of flight N/A Average |N/A
Thermography Average Good [N/A Good

Figure 2.16: Comparison of technologies with respect to types of damage.

Lightning strikes: Pattern recognition is particularly adequate for the identification
of lightning strikes, assumed that there is a quality training set to train a CNN. Many com-
mercial solutions make use of this technology, but relying on the final inspector say (also
because of regulatory compliance). Pulse thermography is also effective on composites

as lightning strikes deteriorate resin structure [38].

Scratches: Similarly to lightning, pattern recognition is a good choice for scratches,
if neat contours are visible. Some thermography techniques allow to see differences in
the coating of materials, so they are suitable and probably more accurate for this task, but

slower and more expensive.

Cracks: A crack may or may not cause a change in thermal conductivity. If it does,
thermography can identify it. A crack may also have a small 3D offset that an accurate
laser-based active stereo may be able to detect, as successfully experimented for pipeline

inspections [39].

Dents: Dents (and other shape deformations) are 3D damages that a single camera
cannot see. A millimetre level accuracy or less is required but they come without neat
contours and are difficult to be identified even by the human eye. The best option to
detect them is to use active stereo [40]. The absence of texture prevents an effective use

of passive stereo, while time of flight is still not achieving such levels of detail.

Delamination: Since it often has no noticeable anomaly on the outside, the only
practical non-contact method to discover delamination would be thermography. However
the results are extremely variable and there are no standard datasets available for training,

so automatic detection remains a significant challenge.

In conclusion, aircraft NDI is an important but time-consuming process, a real bottle-
neck for airlines considering the high downtime costs. Introducing automation in inspec-
tions will significantly cut the costs and increase the reliability of inspections that still
rely completely on human assessment. Although human inspectors have the best capabil-
ities in understanding the context and interpret the output of different tools, they are also

affected by errors and factors such as stress. Automation of current technology has many



CHAPTER 2. REVIEW OF NON-CONTACT METHODS 45

challenges. A major hurdle is the lack of quality damages dataset on which algorithms

can be trained to detect and assess damages. Substantial development is still needed to

get highly automated damage detection techniques that perform better than humans. A

combination of the above methods together with high volumes of quality data to train

artificial intelligence algorithms is probably the best way forward for future aircraft NDI.
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Chapter 3

Rectifying Homographies for Stereo
Vision: Analytical Solution for Minimal

Distortion

Published as P. Lafiosca, M. Ceccaroni in: Intelligent Computing, 2022, doi;10.1007/978-
3-031-10464-0_33.

Abstract

Stereo rectification is the determination of two image transformations (or homographies)
that map corresponding points on the two images, projections of the same point in the
3D space, onto the same horizontal line in the transformed images. Rectification is used
to simplify the subsequent stereo correspondence problem and speeding up the match-
ing process. Rectifying transformations, in general, introduce perspective distortion on
the obtained images, which shall be minimised to improve the accuracy of the following
algorithm dealing with the stereo correspondence problem. The search for the optimal
transformations is usually carried out relying on numerical optimisation. This work pro-
poses a closed-form solution for the rectifying homographies that minimise perspective
distortion. The experimental comparison confirms its capability to solve the convergence

issues of the previous formulation. Its Python implementation is provided.

Keywords: Epipolar geometry; Image rectification, Stereo image processing; Stereo vision.
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3.1 Introduction

Stereo vision gained a prominent role among Computer Vision technologies as it allows
machines to perceive depth. Thanks to pinhole camera model, calibration and epipolar
geometry, a considerable simplification can be performed before attempting to solve the
stereo correspondence. Among these simplifications, rectification is almost always con-
ducted to obtain horizontal and aligned epipolar lines, so that the following stereo match-

ing algorithm can work along the x-axis only, with significant performance increase.

However, rectification transformations generally introduce distortion, which, in turn,
impairs the performance of the following stereo matching algorithm. For this reason,
minimal-distortion algorithms are proposed in the literature. In this paper the closed-form
solution of the rectifying homographies that minimise perspective distortion is derived by
means of the metric introduced by Loop and Zhang [1]]. This is applied to a calibrated

stereo rig, where all the intrinsic and extrinsic parameters are known.

The hereby presented formulation of the minimising solution is enabled by a new ge-
ometrical interpretation of the problem, which simplifies the distortion metric expression.
The solution found is general and, therefore, valid for every relative position of a given
stereo rig, even in extreme configurations and when the previous algorithm [/1] fails to pro-
vide an initial guess for minimisation (see Sec. [3.5)). Furthermore, the proposed method
overcomes the need for optimisation libraries and is thus computationally more efficient

by avoiding numerical minimisation loops.

3.1.1 Background

Emulating the human vision system, stereo vision derives 3D information by comparison
of 2D digital images taken from two distinct camera positions, usually known from cali-
bration [2]. Given a stereo image pair, the third coordinate of each object in the scene is
extracted by first solving the stereo correspondence problem [3, 4], namely the problem
of locating the projections of that object in the two images, and then applying triangula-
tion [5]] to recover the position of the object in the 3D world (refer to Fig.[2.3). Taking
advantage of the geometric relations between the 3D points and their projections onto
the 2D images, the so-called epipolar constraint, the stereo correspondence problem can
be reduced to one dimension. This means that the search of each pair of corresponding

points is thus carried on along one, usually oblique, epipolar line in each picture. To
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further simplify the problem, image rectifications can be applied, transforming the stereo
correspondence problem into a search along a horizontal line, with a consequent, signifi-

cant improvement in efficiency.

Image rectifications are a family of 2D transformations that can be applied to a couple
of non-coplanar stereo images to re-project them onto a rectifying plane such that, on
the transformed images, corresponding points will lie on the same horizontal line. The
drawback of rectification is that it introduces a certain amount of distortion in the resulting
images, that decreases the accuracy of the subsequent stereo matching algorithms. Hence,
the importance of identifying, among the rectifying transformations in the family, the ones
that minimise distortion. Hereafter, in continuity with the previous algorithm [[1], we will

refer to perspective distortion simply as distortion.

This paper make the rectifications minimising distortion explicit, finding their analytic
formulation via a geometrical derivation. The basic notation and metric are given in
Sec. Our novelties, the geometrical interpretation and derivation of the closed form
solution, are reported in Sec.[3.3] The main steps of the algorithm are listed in Sec. [3.4]
followed by a discussion and examples in Sec. [3.5] Conclusions follow in Sec.[3.6] The

Python 3 implementation of the algorithm is also provided.

3.1.2 Previous work

Several algorithms for stereo image rectification are available in the literature. Among the
mostly accepted and applied, the one by Fusiello et al. [6] essentially fixes the rectifying
plane using the sole orientation of one of the two cameras. Despite being a simple and
compact, this algorithm is based on an arbitrary non-optimal choice of one rectifying
plane (see Sec.[3.5.1)). This choice leads, for highly skew configurations of the cameras,
to the introduction of a massive amount of distortion in the transformed images, with
the consequence of worsening the performances of the algorithm dealing with the stereo

correspondence.

The importance of minimising the distortion introduced by the rectifying transfor-
mations is highlighted by Loop and Zhang [1]. In their work, the authors decompose
rectifying homographies as a combination of a perspective, a similarity and a shearing
sub-transformations, and minimise the global distortion. A metric for measuring perspec-
tive distortion is thus presented. Finally, using an iterative, numerical procedure, the pair

of homographies introducing the minimum perspective distortion is found. However, the



CHAPTER 3. RECTIFYING HOMOGRAPHIES FOR STEREO VISION 52

initial guess thereby suggested cannot always be found [7].

With the aim to minimise distortions at pixel level, a different distortion metric was
proposed by Gluckman and Nayar [8]], making use of the Jacobian of the transformation
to track changes in local image areas. This method proposes an approximate solution or

requires to follow a complex iterative procedure to obtain the optimal one.

A first-attempt of a closed-form solution was proposed by Sun [9]. Here the rectifi-
cation transformations are readily found estimating the fundamental matrix. However, it

leads to a particular solution without the criteria of reducing perspective distortion.

Lately the attention of researchers has been focused on strategies for rectifying un-
calibrated stereo rigs [10, 11, 12, 13, [14]. These methods do not require a calibration
process and try to estimate camera parameters using the scene itself. For example, a
handy solution for uncalibrated dual lens cameras [12] relies on key-points that have to
be matched in the images. This approach is based on the very limiting assumption of a
small-drift between the cameras poses. Obviously this does not apply to general cam-
era poses, like verging cameras, and calibration is still important to reach high accuracy
and efficiency levels. Different approaches focus on rectifying fisheye images [15, |16,
17]. Uncalibrated and fisheye rectification algorithms are outside the scope of this article.
To date, the vast majority of stereo vision systems employs calibration, that allows for a

metric reconstruction with the subsequent triangulation.

3.2 Setting the problem

This Section summarises the work of Loop and Zhang [1]] to provide the basis for the

following closed-form solution.

3.2.1 Pinhole cameras and epipolar geometry

Let us consider a calibrated stereo rig composed of two pinhole cameras, where distortion
caused by lens imperfections has been already corrected. As most definitions hereafter
will be analogous for both cameras, we will define them only for one camera (definitions
for the second camera will be obtained replacing the subscript with 2). Let A; € R3*3 be
the intrinsic matrix of the left camera, with R; € R3*3 and t; € R? its rotation matrix and

translation vector, respectively, describing the position of the first Camera Coordinate
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System (CCS) with respect to World Coordinate System (WCS), as represented in Fig.

with a slight abuse of notation for axes names to ease visualisation.

WCS 2z,
Y4
_ — .
ICS v _
\ N X
s \ ccs
y
Y

Figure 3.1: Representation of coordinate systems. CCSs are in red, dot-dashed. ICSs are
in blue. WCS is in grey and the baseline is dashed black.

Call 01 = —Rl_1 -t the position of the optical center in the WCS. Hereafter, unless
otherwise stated, elements are expressed in WCS. The baseline is the vector b = 0, — 0y
going from the first to the second camera center. Additionally, an Image Coordinate
System (ICS) is defined on the image plane of each camera, where the left image /; forms
(located at z =1 in CCS) with the x and y axes parallel to the respective CCS ones and

[Ai]13 [Ai]o3

origin in the upper left corner of the image, corresponding to [—m “Adn 1| in

CCS. The notation [A];; indicates the (i, j) element of A;. The ICS system is shown in

Fig.[3.1]as well.

Given two corresponding image points p; € /1 and p, € I, each one in its ICS and
expressed as homogeneous coordinates (i.e. p; € R?, with unitary 3¢ coordinate), the

epipolar geometry constraint is defined as:
T —
py F-p=0 (3.1

where F is the fundamental matrix, a 3 X 3 matrix of rank 2 that can only be determined

up to a scale factor [3, |18]], assumed as known. F maps a point on /; to a line on I, and
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vice versa (using its transpose). Given that we work in a projective space, all the points

are defined up to an arbitrary scaling factor.

On each image all the epipolar lines will intersect in a single point called epipole. Let
e; € I; and e; € I, be the two epipoles in homogeneous ICS, they can be defined as the
left and right kernels of F, so that:

F~e1:[0 0 O]T:FT'ez (3.2)

Geometrically, e; is the projection of 0, on the image /;. Similarly for e;. It is worth
noticing that each pair of corresponding epipolar lines lies on a same plane together with

the baseline.

3.2.2 Rectification

Rectification is the problem of determining two homographies that map corresponding
epipolar lines onto parallel horizontal lines sharing the same y-coordinate (i.e. sending
the epipoles to o). Thus, rectified images must have the new fundamental matrix in the
form [J3]]:

o

(3.3)

|

I
o O O
- O O

|

—

(an)

Defining the rectified points p; = H; - p; and p, = H; - p2, then, from Eq. (3.1), we
get:

=p.-F-p, (3.4)

where H| and H, are the left and right sought-after homographies, respectively.
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3.2.3 Perspective distortion

Following the original procedure [1]], given a generic homography H;, we scale it by its

last element and decompose as:

Ulg U1 Ulc
Hi = |viy vip vie| =Hia-Hyp (3.5)

wig wip 1

where Hj, is an affine transformation and Hj, is a purely perspective transformation in
the form:

1 0 O
Hi,=1|0 1 0 (3.6)

wig wip 1

H,, is the sole responsible for introducing perspective distortion. The affine transforma-

tion will then be:
Ulg —UIcW1la UIp —UIWID Ulc

His = | vig—VieWia Vb —VicWip  Vie (3.7)
0 0 1

H;, can be decomposed further in a shearing transformation, followed by a similarity

transformation [1]. The same decomposition is derived for Hj.

Let p; = [x; y1 1]7 be a generic point on I}, in homogeneous ICS, then the perspective

transformed point is:

p; = Hi,-p

X1
= V1
| WiaX1 +wipyr +1

X1

= 1
T

W1 -P1

(3.8)

X1
WlT'Pl
o< %]1
W1 P1

1

where WIT = [Wla Wip 1].
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The codomain of I; through H;, must be intended as including the point oo, as per the

hyperplane model defined to handle perspective transformations [19].

Notice that if wi, = wy; = 0 there is no perspective component in the rectifying trans-
formations, then Hj is a purely affine transformation. If this is true also for H,, then the
stereo rig is perfectly frontoparallel and the image pair is already rectified. However this,

in general, does not happen.

3.2.4 Distortion metric

We refer to the distortion metric introduced by Loop and Zhang [/1]]. The aim is to select
H; and H; “as affine as possible”, meaning that the elements wy,, w1, wa, and wy;, should

be chosen so to introduce less distortion.

Taking the average point pj. = % Y., pi; as reference, with n; total number of pixels

of I;, the amount of distortion on /; is defined as:

i wl - (p1i—pie)

(3.9
S wipi
The goal is to find the global minimum of the sum of the distortion of both images:
ni T . L ny T . L
Z W (glz p1c> n Z Wy (521 ch) (3.10)
i=1 W1 Ple i=1 W2 P2
Then (3.10) can be rewritten in matrix form as:
WIT-Pl-P{-Wl Wg-Pz-Pg-Wz (311)
WIT 'Pcl . PZI W1 Wg -Pcz 'PZZ ' Wo .
where:
" wri—=1 0 0
Pl-PT:% 0 -1 0 (3.12)
0 0 0
and:
(w—1)? (w=1)(h—1)  (w=1)
1 4 2
Pc] 'PZI — (w—lz‘(h—l) (h—41) (h;l) (3_13)
(w—1) (h—1) ]
2 2

where w and & are pixel width and height of ;. Similarly applies to /.
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3.3 Geometric interpretation and analytical derivation of

the minimum

A geometric interpretation of the family of rectifying homographies is introduced here-
after, which paves the way to find the analytical formulation for the global minimum of
Eq.[3.10]and build the corresponding rectifying homographies that minimise perspective

distortion.

3.3.1 Geometric interpretation

It is known that finding rectifying transformations can alternatively be seen as determining
a new common orientation for a pair of novel virtual cameras projecting the images on

the same principal plane, such that epipolar lines become horizontal (Fig.[3.2).

In this subsection we will demonstrate that this can only be achieved if the %-axis of
the new common orientation is chosen parallel to the baseline, while the Z-axis can be

arbitrarily chosen, thus generating the full rectifying family.

Figure 3.2: Common orientation of the virtual camera pair (red), projecting on a common
plane (gray). X is parallel to the baseline b (black, dashed). The corresponding epipolar
lines (blue, green) and Z are identified by y| (magenta). Rectified epipolar lines are green
and blue, dashed.
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The new common orientation will thus be defined as:

T

>
N]

R = |§ (3.14)
7

N

where X = II%H (the versor of the baseline) while Z and § can be chosen accordingly to

form a Cartesian coordinate system.

Each homography will have to cancel the corresponding intrinsic camera matrix and
camera rotation, re-orient the camera with the new chosen orientation and apply another

affine transformation, namely:

H, = K;-R"™. (Al -Rl)il

(3.15)
H, = K, -R"™". (A2 . Rz)il

where K|, K, € R3*3 are arbitrary affine transformations.

The geometric interpretation above is based on the following Theorem.

Theorem 1 The epipolar lines of two cameras are corresponding horizontal lines if and
only if the two cameras share the same orientation, with the X-axis parallel to their base-

line.
To prove this theorem we first introduce two Lemmas.

Theorem 1 The fundamental matrix F, with an abuse of notation, can be written as:

[G]Z [%]3* - [G]3 [%]2*
Foc G x = | [Gly[#],. - [G], [, (3.16)
[G]l [%]2* - [G]Z [’%ﬂ]l*

where G =A,-Ry-beR3 and 7 = Ay Ry - (A4 -Rl)f1 e R33. The i'" row of a matrix

is denoted as | |ix-

Proof (Lemma : letbe X eR3 a point in WCS and x; € I} and x, € [, its projections
in ICS, then X is a non-trivial solution of the linear system [20]:

(3.17)

Al'(Rl -X—l—tl) = Axy
Ay (Ry-X+1ty) = lux;
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where A, 1 € R. Setting X = A, - (R - X +t;), yields:

I;-X =2
3T * (3.18)
H-X-G = 125.9)
where I3 € R3*3 is the identity matrix. Therefore:
I; 0 0
Der(| 2 7 M ~0 (3.19)
H G 0 X2
which is linear in both x; and x, and can thus be rewritten as:
X, F-x;=0 (3.20)
with:
[F|;j = (—1)/Det(2™), Vi, j=1,2,3. (3.21)
Hij 4x4 . I 0 66 th
where 2"/ € R*** is equal to the matrix 2 = w € R°*® with the /" and (3 +
7)™ rows dropped. Furthermore:
[F|;j = (—1)""'Det(A") (3.22)

with the first column of .#*/ € R?*? equal to the j* column of the matrix .7 with the

i"" row dropped, and the second column equal to G with the i’ element dropped. Then

Eq. (3.22)) is equivalent to Eq. (3.16) [J.

Remark: it can be shown that the matrix .77 is the matrix representing the axes of the

first CCS as seen from the second CCS and that e; = ﬁ Therefore the fundamental

matrix can be expressed as F o< ey x .77, similarly to Eq. (3.16).

Theorem 2 The epipolar lines of the second camera are horizontal if and only if the

x-axis of the second camera is parallel to the baseline.

Proof (Lemma [2)): by the definition of the fundamental matrix (see Sec. [3.2.1), the
epipolar lines of the second camera are horizontal if and only if the first row of the funda-
mental matrix F is null. Using LemmalI|the first row of F can be expressed as:

G, [ 715

—[Gl;[7], (3.23)

* *

From the remark above, the rows of .7 form a base of linearly independent vectors,
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therefore the only linear combination that can set the formula (3.23) to zero is the trivial
one, with [G], = [G]; = 0, that is equivalent to state that the x-axis of the second camera

is parallel to the baseline [].
We can now demonstrate Theorem

Proof (Theorem [I): by Lemma [I] and Lemma [2], if the epipolar lines of the second

camera are horizontal, the fundamental matrix can be reduced to the form:

0
Fo |- [#]s, (3.24)
[‘%0]2*
Using Eq. (3.3) we impose:
=10 1 0]
(3.25)

That is equivalent to require that the y and z axes of the first CCS, as seen from the
second CCS system of reference (respectively [.7],, and [J7],), must be parallel to the

corresponding axes of the second camera [].

3.3.2 Analytic derivation of the minimising rectification

By Egs. (3.14) and (3.13), finding the global minimum of Eq. (3.10) is equivalent to find

the optimal common orientation R"" of the virtual cameras. Since X is imposed by the

baseline, the problem is reduced to finding the Z so that distortion is minimised. Setting

¥y = Z x X, will then determine R"*".

Choosing the minimising Z, in turn, is equivalent, by construction, to finding the pair
of corresponding epipolar lines to become the new horizon lines (see Fig. [3.2), which
will lay at the intersection of the plane § = 0 and the rectified images. Actually only one
horizon line must be determined, as the corresponding one is readily found by means of
F.

Finally, the minimisation problem is reduced to a single parameter problem, noticing

that an epipolar line is uniquely determined by its y-intercept (0,y;) € I; in ICS. Such
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y-intercept, in WCS, takes the form:

I r
yi=R; (A7 -0 y 1 t) (3.26)

The 7 axes of the virtual cameras will thus be the direction of the line z perpendicular
to b, passing through y, calculated as the difference between the vector going from 0, to
y1 and its projection on the baseline (its derivation is done by means of the outer product
®@ [21]]):

T

z=(y;—01)— —o01) -XX
(y1—oy) [A(Y1A 1) %] (3.27)
=(y1—01) —X®%-(y; —01)
Then follows:
f= 2 (3.28)
]|
Using Egs. (3.14)), (3.13) and (3.27)), yields:
w]T:[HI]3*
= [K;-R"™ - (A;-Ry)™ s
— (A1~R1>71
T
Y/
_ AR 1
o (A1 R
T
0 0 (3.29)
= | R/VATH |y | k9% R7-AT |y,
1 1
-(A1~R1)*1
=[o y 1]-(ArR)T (15-3e8)
-(A1-R1)_1

where K| has been omitted as it does not affect the 3" row of what follows (being an

affine transformation, its last row is [0 0 1] ), and ||z|| has been discarded noticing that
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in Eq. (3.11)) it appears both at numerator and denominator. Rearranging:

0
W] = (A] ~R1)7T~(H3—ﬁ®ﬁ)'(A1 ~R1)71~ Vi
1

0

=Li-|»n

1

where the matrix:
Ll = (Al -Rl)_T . (]Ig, —ﬁ@ﬁ) . (Al -Rl)_l
Similarly for wy:

wy=Lo- |y

where:
L, = (Az -Rz)_T . (]13 —ﬁ@ﬁ) . (Al -Rl)_l

62

(3.30)

(3.31)

(3.32)

(3.33)

Our goal is to minimise the distortion from Eq. (3.11]), that can now be written as:

T

=

1[0)/11

]T
oo
|
oo

|:O yll

]
o 1)
]
]

=
®!

1

<

0 y 1

<

[O yi 1

Oy11

N
[0 v o1

5
T
Cy-

where:

M, =LT.p,.-PT.L,
M, =L} -P,-P] L,
c,=Ll.p, Pl L
C,=L1-P,-P, L,

(3.34)

(3.35)

The terms of Eq. (3.34) can be now expanded as polynomial expressions in y;. It can
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Distortion

)

¥

Figure 3.3: Possible trend of the distortion value in Eq. as a function of y1, value of
the y-coordinate on the first camera image (ICS). Global minimum is identified by dashed
lines.

be verified that Eq. (3.34) takes the form:

fibn) f20n)
@00 (g200) (350

with fi = fi(y1), f2 = fo(y1) second degree polynomials and g; = g1(y1), g2 = g2(1)
first degree polynomials. Deriving to find the extreme points yields:

( ho f ) " s183f1 81823 —2f1838) — 228185 (3.37)

g & I35

where the terms of 5 degree cancel out. Discarding the denominatmﬂ the extreme points

are thus found as the solution of a 4 degree polynomial:
4 3 2 _
ay| +by] +cyi+dy; +e=0 (3.38)

with a,b,c¢,d,e € R. The solutions of Eq. (3.38)) can be found using any solving formula
for homogeneous polynomials of 4/ degree. Full calculations are reported in Appendix
A.

'Tt can be shown that approaching the roots of the denominator of the distortion function both from the
upper and lower limit, the function always goes to +oo, therefore the global minimum never reaches —oo, as

in Fig.3.3]
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Fig.[3.3shows a possible behavior of Eq. (3.34). Among the acceptable real solutions
of Eq. (3.38)), the one representing the global minimum depends on the initial position of
the cameras, and therefore can only be determined by directly comparing the value of the
distortion in Eq. (3.34)) for each solution.

It must be remarked that, in the very peculiar (unrealistic) case in which the two
cameras are identical (i.e. A; = A,, P; = P; and P,y = P.) and share the exact same
orientation R; = R, (not necessarily frontoparallel), then (3.36) takes the form:

(3.39)

leading, once derived, to a first degree polynomial, thus to a single minimum.

The analytical expression of w and w, minimising perspective distortion is therefore
found, so that Hy, and Hy, are directly determined. In order to find the complete ex-
pression of the rectifying homographies H; and Hj, the respective affine components, as

shearing and similarity transformations, can be easily calculated []1]].

3.4 Algorithm summary

The steps of the direct rectifying algorithm explained above are summarised as follows:

1. The weights w; and w; of the perspective components of the rectifying homogra-
phies are written as polynomial expression in y;, the y-intercept of the horizon

epipolar line on /;.

2. Distortion is written as function of y; and auxiliary matrices are defined to calculate

the coefficients of the quartic polynomial.
3. The acceptable solutions (either 2 or 4) are calculated.

4. The global minimum is determined by direct comparison of the distortion values

obtained.
5. The minimising w; and w are calculated as last row of the matrices in Eq. (3.15).
6. The similarity and shearing transformations are calculated [1]].

7. The rectification transformations H; and Hj are fully determined.
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The full Python 3 code is made available at https://github.com/decadenza/Dir

ectStereoRectification.

3.5 Discussion

Rectifying homographies are transformations that dramatically reduce the search space
for correspondences between a couple of stereo images, thus making the stereo matching

problem computationally affordable.

The optimal transformations are traditionally found making use of numerical minimi-
sation (see [1]), which prevents the use of rectification when low computational power
is available (e.g. space assets). Furthermore, the application of the traditional method is
limited by a convergence issue, due to the matrices decomposition used therein and thus
not avoidable, that will be discussed in the reminder of this Section. For both these rea-
sons, most present applications [22, 23] prefer to use the arbitrary, non-optimal solution
proposed by Fusiello et al. [6], that, for peculiar configurations introduces high distortion
levels (Sec. [3.5.1)), thus impairing performance of the following stereo matching algo-

rithm.

This paper explicits and demonstrates the formula for the optimal rectifying homogra-
phies. The formula is valid for every pair of stereo images, independently from the config-
uration parameters. Being an exact formulation, it eliminates the need for minimisation,
while still providing the optimal transformation, thus enabling the use of rectification in
scenarios with very limited computational capabilities, as for example for autonomous

navigation of space satellites. Future work will concentrate on such applications.

The reminder of this section discusses a limiting convergence issue of the traditional
method proposed by Loop and Zhang [[1]. Indeed, the convergence of this algorithm
cannot be guaranteed as it depends upon finding a suitable initial guess, derived assuming

A and A’ to be positive-definite, which cannot be guaranteed for all configurations [7].

Consider, for example, the case in which the first CCS is coincident with the WCS
and an identical second camera is placed in [1 a b] ! (with a,b € R), oriented as the
first one but rotated around the x-axis of an angle 0,. For all cases in which b = atan 6,,
the first element of A’ will be null, thus, as a straightforward consequence of Sylvester’s

Theorem, A’ will not be positive-definite. Then, Loop and Zhang’s algorithm fails.
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Moreover, numerical simulations confirm that the configurations for which positive-
definite assumption is violated are a numerous and therefore relevant in limiting the ap-
plicability of the traditional algorithm. Indeed, considering a setup with fixed intrinsic
and randomly generating one million of extrinsic parameters (i.e. relative position and
rotation between the two cameras), it was found that Loop and Zhang’s algorithm failed
in over the 50% of the cases, in spite of all the configurations being perfectly legitimate.
This happened mostly because of numerical errors in computing Cholesky decomposition
of A and A’. The proposed analytic method, instead, does not need an initial guess and

directly provides the optimal solution.

To the best of the author’s knowledge, for the cases mentioned above, all algorithms
present in the literature fail in providing the optimal rectifying homography (introducing
minimum distortion), found instead by the formula derived in this work and not affected

by the configuration settings.

Furthermore, Fig. shows the optimal solution found by our algorithm in case of
extremely skewed camera positions configuration, for which Loop and Zhang’s initial
guess cannot be retrieved. Finally it must be mentioned that the direct algorithm here
presented is capable of providing the optimal solution also in the case of one camera
entering the field of view of the other, i.e. when the epipoles lie within image boundaries,

which causes convergence issues when employing numerical algorithms.

In summary, the formula here presented guarantees convergence for every configura-
tion, avoids the need of external libraries and saves computational time as it does not make
use of minimisation. Indeed, comparing the computational cost, in our implementation
on an Intel 17-7500U CPU 2.70GHz, the original algorithm by Loop and Zhang requires
8.899ms on average to calculate the rectifying homographies, while the proposed method
takes 7.655 ms.

3.5.1 Rectification examples

A synthetic example of rectification is shown in Fig. 3.5] The original left and right
images are first shown. The images, as rectified following our direct algorithm, are then
listed, where arbitrary horizontal lines have been drawn as a reference. Here the effects
of rectification are clearly visible, as corresponding points are aligned. This example is

included in the Python code.

The couple of images on the third line of Fig.[3.5] shows the same image pair rectified



CHAPTER 3. RECTIFYING HOMOGRAPHIES FOR STEREO VISION 67

Figure 3.4: Left and right image of a synthetic scene with extremely skewed camera
positions (top-left and top-right, respectively). In this case the numerical minimisation
of [1|] fails. Corresponding rectified image pair using our algorithm is showed (bottom).
Horizontal lines are drawn for reference on the rectified image.

following the algorithm in [6]. As expected, while the value of the minimum distortion
introduced in the second row is 46252, the homographies found by Fusiello’s algorithm
and generating the third pair of images are non optimal and introduce a distortion of
48207, about 4% higher than the minimum.

In Fig. 3.6 a real scene stereo pair is rectified. Despite the cameras are placed al-
most frontoparallel, corresponding points still lie on different scan-lines, so rectification
is needed. In real applications, calibration [2] is required to accurately fit the stereo rig to
the pinhole camera model. Apart from lens distortion correction, the algorithm finds no
difference between real-case and synthetic images, since it starts from the same premises

(i.e. both camera projection matrices).

3.6 Conclusions

A direct rectification algorithm for calibrated stereo rigs has been proposed. Our method
improves the well-known approach by Loop and Zhang to calculate the optimal rectifying

homographies.
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Figure 3.5: Left and right image of a synthetic scene (top-left and top-right, respectively)
and corresponding rectified image pair as rectified using the direct algorithm (center) and
the algorithm in [6](bottom). Horizontal lines are drawn for reference on the rectified
images.

Thanks to an alternative geometrical interpretation of the problem, the proposed al-
gorithm is able to find the formula for the rectifying homographies that introduce the
minimal perspective distortion for any camera configurations, even in extremely skewed

relative positions, and without depending on minimisation libraries.

The Python 3 code has been made publicly available at https://github.com/dec

adenza/DirectStereoRectificationl

Because of the lower computational cost, the value of having an analytic solution may
be particularly relevant for hardware-limited applications (e.g. space applications, minia-
turised devices), where each change of camera extrinsic or intrinsic parameters would

require the computation of new rectifying homographies. Future work might formulate
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Figure 3.6: Left and right image of a real scene (top-left and top-right, respectively) and
corresponding rectified image pair (bottom). Horizontal lines are drawn for reference on
both images, showing effects of rectification. Lens distortion correction is also noticeable.

the analytic solution for a distortion metric that includes pixel resampling effects and
applications to scenarios with very limited computational capabilities.

References

[1] Charles Loop and Zhengyou Zhang. “Computing rectifying homographies for stereo
vision”. In: Computer Vision and Pattern Recognition, 1999. IEEE Computer So-
ciety Conference on. Vol. 1. 1999. ISBN: 0-7695-0149-4. pO1:/10.1109/CVPR. 19
99.786928.

[2] Zhengyou Zhang. “A Flexible New Technique for Camera Calibration”. In: Pattern
Analysis and Machine Intelligence, IEEE Transactions on 22 (2000-12), pp. 1330-
1334. DOI1:110.1109/34.888718.

[3] Richard Hartley and Andrew Zisserman. Multiple View Geometry in Computer Vi-
sion. 2nd ed. Cambridge, UK: Cambridge University Press, 2003.

[4] Hornberg. “Handbook of Machine and Computer Vision.” In: Wiley-VCH, 2017.

[5S] PJ. Besl. Active Optical Range Imaging Sensors. New York, NY: Springer, 1989.


https://doi.org/10.1109/CVPR.1999.786928
https://doi.org/10.1109/CVPR.1999.786928
https://doi.org/10.1109/34.888718

CHAPTER 3. RECTIFYING HOMOGRAPHIES FOR STEREO VISION 70

[6]

[7]

[10]

[11]

[12]

[13]

[14]

[15]

[16]

[17]

Andrea Fusiello, Emanuele Trucco, and Alessandro Verri. “A Compact Algorithm
for Rectification of Stereo Pairs”. In: Machine Vision and Applications 12 (2000).
DOI:/10.1007/s001380050120.

Liansheng Sui, Zhang Jiulong, and Cui Duwu. “Image Rectification Using Affine
Epipolar Geometric Constraint”. In: International Symposium on Computer Sci-
ence and Computational Technology. 2009. DOI: 10.1109/ISCSCT.2008.76.

J. Gluckman and S.K. Nayar. “Rectifying transformations that minimize resam-
pling effects”. In: Proceedings of the 2001 IEEE Computer Society Conference on
Computer Vision and Pattern Recognition. CVPR 2001. 2001. 1SBN: 0-7695-1272-
0. DOI1:110.1109/CVPR.2001.990463.

Changming Sun. “Closed-Form Stereo Image Rectification”. In: Association for
Computing Machinery, 2012. DOI: 10.1145/2425836 . 2425866.

Zezhi Chen, Chengke Wu, and Hung Tsui. “A New Image Rectification Algo-
rithm”. In: Pattern Recognition Letters (2003-01). DOI: 10 . 1016 /S0167 - 8655
(02)00239-8.

S. Kumar, C. Micheloni, C. Piciarelli, and G.L. Foresti. “Stereo rectification of
uncalibrated and heterogeneous images”. In: Pattern Recognition Letters (2010).
DOI: 10.1016/j.patrec.2010.03.019.

Xiao Ruichao, Sun Wenxiu, Pang Jiahao, Yan Qiong, and Ren Jimmy. “DSR:
Direct Self-Rectification for Uncalibrated Dual-Lens Cameras”. In: International
Conference on 3D Vision (2018). DOI: 10.1109/3DV.2018.00070.

R. Deriche, Zhengyou Zhang, Q.-T Luong, and Olivier Faugeras. “Robust Recov-
ery of the Epipolar Geometry for an Uncalibrated Stereo Rig”. In: Proceedings of
the Third European Conference on Computer Vision, vol. 1, Stockholm, Sweden
(2001).

Pascal Monasse, Jean-Michel Morel, and Zhongwei Tang. “Three-step image rec-
tification”. In: BMVC 2010-British Machine Vision Conference. 2010. DOI: |10 .52
44/C.24.89.

Steffen Abraham and W. Forstner. “Fish-Eye-Stereo Calibration and Epipolar Rec-
tification”. In: Isprs Journal of Photogrammetry and Remote Sensing (2005).

Xue Zhucun, Nan Xue, Gui-Song Xia, and Weiming Shen. “Learning to Calibrate
Straight Lines for Fisheye Image Rectification”. In: (2019-04).

Xiaoqing Yin, Xinchao Wang, Jun Yu, et al. “Fisheyerecnet: A multi-context col-
laborative deep network for fisheye image rectification”. In: Proceedings of the

European conference on computer vision (ECCV). 2018.


https://doi.org/10.1007/s001380050120
https://doi.org/10.1109/ISCSCT.2008.76
https://doi.org/10.1109/CVPR.2001.990463
https://doi.org/10.1145/2425836.2425866
https://doi.org/10.1016/S0167-8655(02)00239-8
https://doi.org/10.1016/S0167-8655(02)00239-8
https://doi.org/10.1016/j.patrec.2010.03.019
https://doi.org/10.1109/3DV.2018.00070
https://doi.org/10.5244/C.24.89
https://doi.org/10.5244/C.24.89

CHAPTER 3. RECTIFYING HOMOGRAPHIES FOR STEREO VISION 71

[18]

[19]

[20]

[21]

[22]

[23]

Quan-Tuan Luong and Olivier Faugeras. “The Fundamental Matrix: Theory, Al-
gorithms, and Stability Analysis”. In: International Journal of Computer Vision
(1996). por: 10.1007/BF00127818.

Jean Gallier. “Basics of Projective Geometry”. In: Geometric Methods and Appli-
cations: For Computer Science and Engineering. Springer New York, 2011. ISBN:
978-1-4419-9961-0. DOI:|10.1007/978-1-4419-9961-0_5.

Cristina Turrini. Geometria per la ricostruzione tridimensionale. 2017. URL: htt
p://matematica.unibocconi.it/sites/default/files/turrini_trento
.pdf (visited on 2020-05-24).

Haiping Lu, Konstantinos Plataniotis, and A.N. Venetsanopoulos. Multilinear Sub-
space Learning: Dimensionality Reduction of Multidimensional Data. Chapman &
Hall/CRC, 2013-01. pOI1:/10.1201/b16252.

Renbo Xia, Run Su, Jibin Zhao, et al. “An accurate and robust method for the mea-
surement of circular holes based on binocular vision”. In: Measurement Science
and Technology (2019).

Timo Hinzmann, Johannes L Schonberger, Marc Pollefeys, and Roland Siegwart.
“Mapping on the fly: Real-time 3D dense reconstruction, digital surface map and
incremental orthomosaic generation for unmanned aerial vehicles”. In: Field and
Service Robotics. 2018.

Appendix A

The coefficients of the 4" order polynomial expression in y; of Eq. (3.38)) are:

a = momy + mems

b = mymy 4 3mpymzmy + msmg + 3megnmymg

c =3mimzmy + 3m2m%m4 + 3msmymg + 3m6m%mg (3.40)
d= 3m1m§m4 + m2m§m4 + 3m5m%mg + m6m%m8

e= m1m§m4 + msm%mg
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with:
my = [Mi]y3[Ci]y; — [Mil33[Cila,
my = [Mi],; [Ci]p3 — [Mi]53 [Ci]
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The four roots of the equation are given by:

—b 1 S
= Q4402 —2p+ 2 42
=0 2\/ ' =2p+ 5 (3.42)

with:
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— o =Zpr—(Ag+L
Q 2\/ 3p+3a< 0+A0)

_ 8a’d —4abc + b’

S
8a3
1
2_4.3\°3
Ag = <w> (3.43)
_ 8ac—3b?
pP= 8a?

g = 12ae —3bd + ¢*
s = 27ad?* — T2ace +27b%*e — 9bcd + 2¢°

Remark: for the case A| = Ay, P; =P,, P, =P, and R| = Ry, the solution is given
by:

m
yi=——t (3.44)
my
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Abstract

The search for dents is a consistent part of the aircraft inspection workload. The engineer
is required to find, measure, and report each dent over the aircraft skin. This process is
not only hazardous, but also extremely subject to human factors and environmental con-
ditions. This study discusses the feasibility of automated dent scanning via a single-shot
triangular stereo Fourier transform algorithm, designed to be compatible with the use of
an unmanned aerial vehicle. The original algorithm is modified introducing two main
contributions. First, the automatic estimation of the pass-band filter removes the user
interaction in the phase filtering process. Secondly, the employment of a virtual refer-
ence plane reduces unwrapping errors, leading to improved accuracy independently of
the chosen unwrapping algorithm. Static experiments reached a mean absolute error of
~0.1mm at a distance of 60cm, while dynamic experiments showed ~0.3mm at a dis-
tance of 120cm. On average, the mean absolute error decreased by ~34%, proving the
validity of the proposed single-shot 3D reconstruction algorithm and suggesting its ap-

plicability for future automated dent inspections.
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4.1 Introduction

Maintenance, repair and overhaul (MRO) companies have an interest in the progressive
automation of aircraft inspections. These are not only hazardous, but also costly, time-
consuming, labour-intensive, and subject to human error [1], yet they are critical for the
airworthiness assessment. The potential advantages of automation are evident: improved
safety, higher productivity, reduced aircraft downtime, and standard output. Therefore,
the general problem of automating inspections has been attracting the attention of many
researchers lately, targeting damages on aircraft skin for its extent and its desirable char-
acteristic of being directly accessible. Understandably, unmanned aerial vehicles (UAVs)
are often considered to reach areas of the skin at a certain height, relieving the engineer
from connected safety risks [2]: in 2018, Airbus launched an indoor inspection drone [3]]
and recently approved UAVs for lightning checks [4]]. Similarly, other companies, such
as easyJet and Air France Industries-KLLM, are pioneering the adoption of UAVs for in-

spections.

Among inspection technologies that enable the use of UAVs [5], pattern recognition
is at the basis of several commercial products recently introduced in MRO. It has the
advantage of being easy to implement, not requiring particular hardware except for a high-
definition camera, and has been successfully applied for detecting scratches and lightning
damage. Thermal imaging has also been proposed for its capability to detect delamination
and corrosion [6]. Despite their relevance and frequency of occurrence on the aircraft
skin, little has been carried out for dents. Maintenance procedures require periodic and
comprehensive inspections during which dents must be found, measured, and reported.
However, automation of dent inspections poses new challenges due to the nature of this

damage.

A dent is smooth and without well-defined boundaries, with depth easily lower than
I'mm. As the aircraft skin is generally single-coloured and lacking in texture, a dent may
not be clearly distinguishable even by trained engineers, who usually rely on reflections
or on the light of a torch that seeps under a ruler placed on the surface, to highlight
depth variations and spot dent locations during general visual inspections. Furthermore,
measures of depth and width are required to classify a dent as allowable damage or not [ 7).

In traditional inspections, measures are collected by means of a depth gauge and a ruler.
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Although high-accuracy handheld 3D scanning tools are available, quick but less-accurate
traditional methods still account for the most part [8, 9] and 3D scanners are reserved for
special inspections. The reason is probably to be found in the relatively short operating
distances of these devices and in the fact that the aircraft skin includes locations at height
normally reached by platforms and climbing equipment. As such, handheld scanning
devices not only still require the engineer to reach those locations, they also add practical

difficulties for carrying them and increased setup time and scan data analysis effort.

Among the few works addressing dent inspections, Jovancevi€ et al. [10] proposed the
use of Air-Cobot equipped with commercial 3D scanners and a region-growing algorithm
for the automatic segmentation of dented areas. However, it left open the problem of
reaching the upper part of the aircraft. Dogru et al. [[1 1] proposed a convolutional neural
network to detect dents, suggesting the use of UAVs to achieve full automation. Still,
the use of monocular images not only prevents measuring the damage but also results in
low accuracy. The capability to detect a dent with this method is virtually zero for shallow
dents over non-textured skin, which are the most common and nevertheless must be found

and reported. Hence, the acquisition of 3D data cannot be avoided.

In the above mentioned context, this article discusses the feasibility of automated dent
scanning via a single-shot structured-light 3D scanner. With respect to multiple-shot,
the choice of a single-shot algorithm makes the system resilient to fast movements and
vibration during scanning. With further development, such a system could be integrated

on a UAYV, enabling quick and effective automated dent inspections.

After a brief review of the available structured-light codification strategies, an algo-
rithm based on the Fourier transform profilometry (FTP) is tested for the scope. The use

of a virtual reference plane is proposed for:

* The automatic band-pass estimation (Sec. 4.2.2)), thus eliminating the user interac-
tion in the filtering process.

* The reduction of errors in the phase unwrapping process via a virtual reference

image (Sec. 4.2.4).

Simulations (Sec. 4.3)) and experiments (Sec. .4) on both static and moving surfaces
presenting artificial dents prove the validity of the proposed algorithm and show that the
use of FTP is promising for the automation of aircraft dent inspections. Discussion and
Conclusions follow in Sec. 4.5 and 4.6l
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4.1.1 Structured-light codification strategies

Considering the purpose of this work, only the codification strategies applicable to a mini-
mal structured-light system, composed of a camera and a projector, are taken into account.
Therefore, strategies involving the use of multiple cameras, additional constraints in the

system geometry, or restricted depth range are omitted.

Coding approaches can usually be classified as time-multiplexing or spatial neigh-
bourhood. Time-multiplexing (or multiple-shot) is capable of obtaining higher resolution
and accuracy. Techniques in this group can be roughly divided into Gray coding and tem-
poral phase shifting, or a combination of the two [[12]. The main advantage of phase-based
coding over Gray coding is to provide sub-pixel accuracy, thanks to the use of continuous
functions. The large number of projected patterns makes time-multiplexing unsuitable for
moving objects [13]. Methods using a limited number of patterns (>2) and high-speed
devices can be found in the literature [[14} |15} 16]]; however, their employment on moving
objects, outside laboratory conditions, and without high-end hardware is still an active

field of research.

Spatial neighbourhood (or single-shot) enables the measurement of moving surfaces
and is insensitive to vibrational noise [17]. This comes at the price of lower accuracy,
as the coding information must be contained in one pattern only, and local smoothness
must be assumed for the neighbourhood to be correctly decoded. Spatial methods can
use colour or greyscale values. In colour-based approaches, a compromise is to be found
between the number of colours and noise sensitivity, while the use of greyscale intensity
values results in more robustness [[13]]. Similarly to time-multiplexing, also spatial cod-
ing can be divided into discrete and continuous. The De Bruijn colour sequence [|18]] is
probably the most representative discrete method, from which several techniques have
followed [19, [20, 21]]. Discrete methods extract codewords from local areas, which in
most cases require several pixels, limiting resolution. Continuous spatial coding, instead,

uses a smooth pattern to obtain a dense surface reconstruction.

Among the latter, Fourier transform profilometry (FTP) aims at calculating the con-
tinuous phase value from a single projected pattern through a filter in the frequency do-
main [22| 23]]. The filtering is a critical step, and aliasing may prevent the extraction of
the fundamental spectrum. It also poses a limit to the phase derivative along the fringe
direction, but not directly to the maximum measurable height [22]. With nonstationary
signals, the classic FTP may have difficulties in isolating the first harmonic. In order to

solve this, windowed FTP and wavelet transform provide a space—frequency represen-
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tation demanding high computational cost [17, |24, |25, [26] and the choice of additional
system parameters, although approaches for the automatic selection of the window size

have been proposed [27, 28]].

Finally, in both time-multiplexing approaches and FTP, the phase is used to calculate
the object 3D coordinates. However, while time-multiplexing is generally able to obtain
the absolute phase directly (via temporal unwrapping), FTP can only provide a wrapped
phase that needs to be processed through a spatial unwrapping algorithm and offset to
obtain the absolute phase, not without difficulties [29, 30]. The absolute phase can then
be used to find a correspondence between camera and projector, and thus proceed with
stereo triangulation 31, 32], or the depth can be seen as a function of the phase difference
from a physical reference plane [30, 22, |33]].

4.2 Proposed Method

In this study, a modified triangular stereo FTP method is implemented to discuss its com-
patibility and performance towards automated dent inspections. In addition, two contri-

butions are presented.

First, the automatic estimation of the band-pass filter is proposed (Sec. 4.2.2)). This
feature is essential, as the first-spectrum band varies with the distance from the scanned

surface and the system should be able to proceed without user interaction.

Secondly, a strategy for the reduction of phase unwrapping errors is shown (Sec.d.2.4)).
All phase-based single-shot methods initially output a wrapped (or modulo 27) phase.
After spatial unwrapping, two methods can be found in the literature to relate phase with
depth. In systems calibrated using the pinhole model [34], the object phase can be directly
used to solve the stereo correspondence problem, thus proceeding with triangulation [31,
32]. Alternatively, the depth can be seen as a function of the phase shift of the object,
calculated with respect to a reference plane, as commonly performed in phase-height
mapping methods [22] 33]]. While triangular stereo methods are generally more accurate,
suitable for extended depth range measurements, and easier to calibrate out of the lab [35,
30], here it is shown that the employment of the phase shift has the benefit of reducing
unwrapping errors and that its advantage can be brought to triangular stereo methods by

means of a virtual reference plane.
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4.2.1 Notation and system geometry

Throughout the article, the pinhole camera model is used for both camera and projec-
tor [34]. Without loss of generality, the camera optical centre is placed in the world
origin O, = (0,0,0), oriented in the same way so that the world z-axis corresponds to
the camera optical axis. K¢ is the camera intrinsic matrix, while its rotation matrix and
translation vector, due to its position, are simply R¢ = I (3 x 3 identity matrix) and t. =0,
respectively. The projector optical center is placed in O, = (x,y),z2,), freely oriented.
Its intrinsic matrix, rotation matrix, and translation vector are identified by K;, Ry, and
tp, respectively. Lens distortion correction is managed using the radial and tangential
model [34], but is not explicitly reported in the following formulae. Camera-projector
calibration is assumed as known, following one of the several methods available in the
literature [36, 37, 31, |38]]. The described system geometry is represented in Figure

Object by

Figure 4.1: System configuration: camera and projector are freely positioned (optical
axes in blue solid). Without loss of generality, camera is placed in the world origin and a
virtual reference plane % lays in front of the camera.

I. and I, are the camera and projector image planes, respectively. In particular, I.
is the plane where the image acquired by the camera lays after distortion correction has
been applied, while the distortion-free fringe image chosen as projector input lays on /,,.
On each image, a pixel coordinate system is defined, with (u.,v.) € I and (u,,v,) €1,

being two generic points laying on camera and projector images, respectively.

A sinusoidal fringe pattern is chosen with fringes perpendicular to the u,-axis, having

period 7, (in pixels) and frequency f, = 1/7),. A red-coloured stripe is drawn for one cen-
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tral period, following the intensity trend (Figure#.2)). After projection, the corresponding
points can be identified from the camera using a weighted average of red intensity values
over the u-axis, producing sub-pixel accuracy. The use of a similar centerline was also

proposed in [31]].

Figure 4.2: A fringe pattern with period T,, with a central red-coloured stripe.

The equation of the virtual reference plane % is considered at z = /., thus laying
perfectly in front of the camera, where /. is chosen as the average depth of the red stripe

world points, readily calculated by triangulation.

The aim of FTP is to find the generic 3D point H belonging to the object, observed as
A € 1. and H,, € I,, with A being the intersection of the ray O.H and %.

4.2.2 Automatic band-pass filter

In FTP, a band-pass filter must be applied to isolate the fundamental spectrum and fil-
ter out DC component and upper harmonics [22, |17, 29]. The band of interest can be
identified by the interval [f. — r, f. + r|, where f, is the fundamental frequency, as seen
from the camera, and r is an appropriate radius. Experimentally, it can be shown that the
fundamental spectrum varies significantly when scanning objects at different distances,
requiring the human interaction for the manual selection of the band-pass at each scan.
This becomes impractical when dealing with a large number of scans with varying dis-

tances. The automatic band-pass filter solves this problem.

The estimation of f. assumes that the area of major interest is at depth z = [, (as
calculated in Sec. 4.2.1). The intersection of camera optical axis and % is simply C,, =
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(0,0,1,)T, that is projected on the projector image plane to find C, = (up,v,) € I:

v, | = Normalise | Ky, - [Rp|tp] | O 4.1)
1 le

where Normalise() is a function that divides a homogeneous coordinate by its 3" element.

On I,,, two points can be identified as

T, T,
up =75 . up+ 5
it =1 v, cpgtt =1y, 4.2)
1 1

covering a full period T),. Then, Cﬁff " is deprojected back to % and, from here, to the

camera:
C'/" = Normalise | Kc-M-
T, 4.3)
Up =75
Normalise [ (K,-Rp) ™" Vp
1
where:
le—2zp 0 Xp
M=| 0 l-z y 4.4)
0 0 I,
The same applies to Cj¢", giving C/'*"". Lens distortion is corrected accordingly in

all of the steps. CX/" and CZ" lie on I. at a distance corresponding to the projector

period and its orientation. From Pythagorean geometry, 7, is calculated as the projection
of Céef tCZ’ght over the uc-axis. Finally, f. = 1/T, and, throughout this paper, r = f./2.

The band-pass estimation does not require any user input and allows for some au-
tomation [35, 29] and extended adaptability of FTP in different system geometries and at
varying distances from the object, particularly when scanning surfaces roughly placed in
front of the camera, as in the application here discussed. The automatic band-pass can
successfully isolate the main spectrum (Fig. and it was successfully used in all the
following simulations (Sec. [4.3)) and experiments (Sec. {.4).
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Figure 4.3: Module of the FFT on both reference (dotted red) and object (solid blue)
images along middle row for a real dent sample. Spectrum around the fundamental fre-
quency (solid vertical) is isolated with the automatic band-pass filter (dotted vertical).

4.2.3 Virtual reference image

On the domain of the points of &% observed from the camera and illuminated by the
projector, the relation between projector and camera image planes is bijective. This allows

to virtually build a reference image as seen from the camera.

The generic point A, = (u?, vﬁ) € I, is projected to the world point A € %, which is,

in turn, observed from the camera as A = (u2,v2) € I.. A, is calculated from A, as

u?
u‘z v;\
vﬁ = Normalise | Kp - [lcRngl\tp] 1C 4.5)
1

1

In other words, the effect of Equation (4.5)) is to find the line passing through O, and
A that intersects % at a certain world point A, and then project A onto /,. As usual,

camera and projector coordinates are also corrected for lens distortion.

With this simple strategy, each point of the camera image is mapped to its correspond-
ing point and its intensity value on the projected fringe image on I,. As the mapping
generally produces noninteger numbers, the final camera image is derived with cubic in-

terpolation. The red stripe is not needed in this image.
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The phase variation due to perspective is clearly visible in Figure 4.4} As for its fre-
quency content, the virtual reference image is the same as the one that would be acquired
placing a real plane at the same position. However, the effects of light diffusion, object

albedo, and environment illumination are not introduced.

I Il

hmmu |

Figure 4.4: Virtually built reference image with sinusoidal fringes. Perspective affects
frequency components.

The virtual reference image is then used to calculate the phase shift, similarly to
phase-height methods [22, [33]] but without a physical plane. The usefulness of this is
explained below.

4.2.4 Reduction of noise effect over phase jumps

With single-shot FTP, the choice of unwrapping algorithms is limited to the spatial ones.
To calculate the absolute phase @, estimated as D, spatial phase unwrapping cannot rely
on information other than the phase map ®" that, due to the presence of noise, may
present genuine or fake 27-jumps [39]]. The two are indistinguishable, making the spatial

unwrapping such a challenging task [40].

In both stereo triangulation and phase-height mapping methods, @ is related to the
world z coordinate. While stereo triangulation directly relates Dtoa point on [, [31,[32],
phase-height mapping estimates z as a function of the phase shift A® from a reference

phase @ calculated over a plane [22, 33].

Although the proposed method uses a stereo triangulation approach, it also exploits
the calculation of A® with respect to a virtual reference image (Sec. i to reduce the
number of 27-jumps, both genuine and fake ones. Consequently, unwrapping errors are

reduced, as there is less probability for the noise to interfere with 27-jumps.
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The virtual reference and the object intensity values observed from the camera can be

represented, respectively, as:

go(uc,vc) :A()(l + cos (P())

(4.6)
= Ao{l + COS[277v'fcuc + (pO(qu VC)]}

and
g(ue,ve) =A(14cos D)

= A{1+cos[2x feue + @ (uc,ve)] }
where f is the fundamental frequency (Sec.4.2.2), A = A(uc,v.) and Ag = Ao (uc,v.) are

intensity modulations, ¢y (u,v.) represents the phase modulation over the virtual refer-

4.7)

ence image (caused by perspective only), and ¢ (u,,v.) is the phase modulation over the

object caused by perspective, object depth, and noise.

After fast Fourier transform (FFT), filtering and inverse FFT (without aliasing) of g,
the wrapped object phase can be obtained as:

A .
(Dw(uavc> =arg |:§elqb(u“’v“):| = W[zﬂffcuc + (P(ucﬂ/c)] (4.8)
where W|-] stands for the wrapping operation (or modulo 27). Then, the classic direct

method estimates the unwrapped object phase as:

D" (uc,ve) = U[DP" (uc,ve)] 4.9)

where U|[-] represents a generic spatial unwrapping algorithm. Note that P’ is still a

relative phase, with uncertain fringe order.

Furthermore, as in phase-height mapping methods [22} 33], the wrapped phase shift
can be calculated from a new signal obtained as the filtered object signal multiplied by
the complex conjugate of the filtered reference [22]:

A(Pw(uc,vc) = arg éeidb(uc,vc) . @e—idlo(uc,vc)

) 7 (4.10)
=W(e(uc,ve) — @o(ue,ve)]

and the unwrapped object phase can be obtained also, as:

Cf)r(uc,vc) = Dy(ue,ve) + UADP" (uc,ve)]

~ “4.11)
= Dy (uc,ve) + AP (ue,ve)
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where @ (uc,v.) is the absolute reference phase and AP is the unwrapped phase shift.

Equations and should lead to the same result. However, the interaction
of noise over 27-jumps will be greater in Equation (4.9) than in Equation @#.TT)). In fact,
under the general assumption of FTP, ¢ and ¢y must vary very slowly compared to the
fundamental frequency f. [22], and as a direct consequence, AP" presents less 27-jumps

compared to ¢". An example is shown in Figure {.5]

Object and reference phases

Phase

Wrapped object phase

Phase
o
=

Wrapped phase shift

0 20 40 60 80 100
Pixel

Figure 4.5: (Top) Illustrative reference Py (blue) and object P (red) phases. (Middle)
The wrapped object phase @Y presents many more 27-jumps compared to the (bottom)
wrapped phase shift ADP".

Therefore, Equation (4.11)) allows to deal with the unwrapping of the signal A@" that
contains a slower trend superimposed modulo 27 on the same noise distribution found on
&% (which originates from the sole object image, as the virtual reference is noise-free).

This leads to a more faithful unwrapped phase.

To show the practical effect of this, a white noise (o = 0.6) is added to &P of the same
example of Figure[4.5] The wrapped object phase and phase shift are shown in Figure 4.6}
it is clear that the task of unwrapping becomes more challenging due to noise interaction
with jumps and that the probability for it to interfere are lower in the second case, due to

fewer 27-jumps.

The unwrapped phase using the algorithm by Itoh [41]] is shown in Figure Even in
this very simple case, noise causes a genuine jump right after u, = 20 to be missed, thus
propagating the error to the right. The unwrapping of A®" in Equation (4.11)), instead, is

more robust and outputs the correct result.
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Wrapped object phase

Wrapped phase shift

0 20 40 . 60 80 100
Pixel

Figure 4.6: (Top) Wrapped object phase ®" and (bottom) wrapped phase shift A®" with
the same white noise (¢ = 0.6) added.

Basic single-shot structured-light applications cannot rely on additional knowledge to
eliminate noise, and a spatial unwrapping algorithm cannot count on information other
than the wrapped phase itself. Therefore, the reduction of 27-jumps increases perfor-
mance, regardless of the unwrapping algorithm used. This was confirmed by the follow-

ing simulations (Sec. [4.3)) and experiments (Sec. {.4).

Furthermore, simulations in the absence of noise revealed that the use of Equation (4.11)
in place of Equation (4.9) increases the numerical precision. This can be explained by the
fact that, in computers, complex numbers are generally stored in algebraic form and the
argument is extracted by means of the arctan2 function. Numerically, its asymptote re-
gions are more sensitive to machine precision error, and Equation leads to reduced
error, as the slow-growing signal crosses those regions fewer times. Depending on sam-

pling and period, the error || @ — @|| decreased up to 10~°.

4.2.5 Stereo correspondence

Before proceeding with triangulation, the relative unwrapped phase &’ must be shifted

accordingly to obtain the absolute phase P, following:

=" +2%n (4.12)
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Unwrapped object phase

Reference + Unwrapped shift

0 20 40 ) 60 80 100
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Figure 4.7: The unwrapped object phase i (uc,ve) using (top) Equation (@) and (bot-
tom) Equation ({#.11) with respect to the original phase (dashed blue). In the first case,
the noise causes the unwrapping algorithm to discard a genuine jump right after u. = 20,
introducing error. This does not happen in the second case due to the reduced presence
of 2;-jumps.

where k € K is the difference from the correct fringe order [40].

Additional information is needed to find (5, for example, the absolute phase value in

correspondence of the red stripe [31]:

N =
D b q) cHVe
¢(u67vc) - ¢r(uc,vc) — Zn:O ]’\l,(u % )

(4.13)

where N is the number of pixels of the red stripe and CEn(uwvc) phase values at stripe

locations. Then, each 5(uc,vc) value may be directly associated with its u;,, coordinate,

as: _

W, - @ (uc,ve)
— p T\To T 4.14

“p 2 (4.14)

where W), is the projector resolution along the u,-axis.
Equivalently, Equation (#.12)) can be rewritten as
2R fypp = 2T fouly + AD" (1} V) + 2kT0 (4.15)
where u? is obtained through Equation (4.5). Applying the above relation for each of

the red stripe u-coordinate found on I, allows to resolve for k. The average k is selected
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and rounded to the nearest integer. Numerically, the latter approach delivers increased

accuracy, as k is correctly forced to be an integer.

Once k is known, Equation (4.15) can be used to retrieve all the u,, points with respect
to each camera point. Finally, v, is calculated via epipolar geometry, and having all the
corresponding couples, (uc,v.) € I and (up,v,) € I,, one may proceed with stereo trian-

gulation.

4.3 Computer Simulations

In the aircraft structural repair manual, a dent is defined as a damaged area pushed from
its normal contour that presents smooth edges [7]. The length of a dent is the longest
distance from one end to the other, while the width is the maximum distance measured at
90° from the direction of the length. The depth is measured at their intersection. A dent
is usually classified by its width, depth, and width/depth ratio.

In the absence of a formal shape definition, the following was chosen as representative

dent function:
—e 1-72 ifr] <1
7= (4.16)
0 elsewhere
where r = \/x2 + y2. As for real dents, the function presents a smooth trend and vanishing

boundaries (Figure {.8). It can be rescaled and rotated to resemble different dents.

z
0.4

0.2

-1

Figure 4.8: Section of the reference dent function. Maximum depth is 0.368 and just
0.005 at x =0.9.

A simulated dent with maximum depth 3 mm and width 30 mm was scanned from 1 m
of distance with a resolution of 1280 x 720 pixels and 7, = 8. White noise (¢ = 0.6)
was added, similarly to Sec. The object phase maps and the middle row signals
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are shown in Figure 4.9) and respectively.  Due to noise, Itoh’s unwrapping al-

s

(a) Object phase P". (b) Phase shift A®Y.

Figure 4.9: Compared to the (a) object phase @Y, the slower trend of the (b) phase shift
ADY is clearly visible in a simulated dent with added white noise (¢ = 0.6).

Wrapped object phase

Phase
<

“ |

Wrapped phase shift

Phase
o
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Figure 4.10: (Top) Wrapped phase ®" and (bottom) phase shift A®" at middle row.
Unwrapping of @ has to manage many more 27-jumps.

gorithm missed 27-jumps on more occasions when using Equation (4.9) compared to
Equation @.TT). In Figure d.11] the detail of a missed genuine 27-jump is showed.

The mean absolute error (MAE) was chosen as a metric, calculated as the distance
between the expected mesh to the point cloud [42]. After 3D reconstruction, the MAE
from the original simulated dent was 6.820 mm (its standard deviation was ¢ = 7.174 mm)
with the direct method, and 3.827mm (¢ = 7.090mm) with the proposed method. Re-
constructed 3D points are shown in Figure §.12]
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Figure 4.11: Unwrapping of the simulated dent signal with added white noise (6 = 0.6)
using Itoh’s algorithm. Detail of one of the several genuine 27-jumps missed using Equa-

tion (top) but not using Equation (bottom).

The simulation was repeated using the noise-robust unwrapping algorithm by
Estrada et al. [43]]. With 7 = 0.8, the MAE from the original 3D dent was 7.597 mm
(0 = 4.822mm) with the direct method and 1.591mm (o = 1.339mm) with the pro-
posed method.

In this case, the unwrapping was also more effective using the virtual reference. As
shown in Figure .13] in the first case, Estrada’s algorithm is unable to correctly unwrap
the phase, leaving a visible artefact. This does not happen with the proposed method due

to a reduced number of 27-jumps to deal with.

Decreasing to 7 = 0.7 for higher noise suppression (or regularisation), the recon-
struction was free of artefacts in both methods at the price of lower dynamic range [43]).
The MAEs were 1.241 mm (0 = 1.047mm) and 1.221 mm (o = 1.032 mm), respectively.

Although less evident, the improvement of a virtual reference still applies.

While using Estrada’s noise-robust unwrapping algorithm results in a better recon-
struction over Itoh’s algorithm, the proposed virtual reference method visibly improves

the final result independently from the choice of unwrapping algorithm.

The average running time for the Python implementation was 0.36s for the direct
method and 1.18s for the proposed method, higher due to the reference image generation

and processing.



CHAPTER 4. INSPECTION VIA A MODIFIED FTP ALGORITHM 90

(b)

Figure 4.12: Comparison of 3D reconstruction of the simulated dent (as heatmap of
MAE) using Itoh’s algorithm with the (a) direct mapping and the (b) virtual refer-
ence methods.

4.4 Experiments

4.4.1 Static scenario

An inexpensive and lightweight experimental setup was composed of an ELP USB cam-
era (resolution of 1920 x 1080 pixels at 30 FPS) and an AnyBeam class 1 laser projector
(resolution of 1280 x 720 pixels). To correct lens distortion, three coefficients for the ra-
dial distortion and two for the tangential one were used. The system was calibrated using
a method similar to and the resulting baseline was b = 235.040mm. Although not
indicative of the accuracy over arbitrary objects [38], Table 4.1 shows the RMS reprojec-

tion errors.

Camera Projector Stereo
0.477 1.231 2.686

Table 4.1: RMS reprojection errors of the first configuration.

Following the dent function defined above (Egg. {.16), four different dented surface
samples were modeled and 3D printed as 15cm x 15cm tiles with a white matt finish.
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(b)

Figure 4.13: Comparison of 3D reconstruction of the simulated dent (as heatmap of
MAE) using Estrada’s noise-robust algorithm (T = 0.8) with the (a) direct mapping
method and the (b) proposed virtual reference method.

The samples were scanned from a distance of circa 60cm using 7, = 8. Images were
cropped to 760 x 640 pixels to select only the tile and remove the background. The
characteristics of the samples are reported in Table 4.2] Captured image and calculated

virtual reference plane for sample A are showed in Figure [4.14]

Sample Length (mm) Width (mm) Depth (mm)

A 60 40 2
B 120 100 2
C 100 80 3
D 120 80 1

Table 4.2: Dimensions of dent samples.

Figure [4.T5| reports the depth and its error along the middle row of sample A. The
causes of the shown noise distribution include reflections, laser speckle, sampling, spec-
tral leakage, border artefacts in the Fourier transform, and systematic error of the 3D

printing process.

The MAE and its standard deviation are reported for each sample, comparing the
direct mapping and the virtual reference methods using 2D Itoh’s (Table[d.3) and Estrada’s
(Table [d.4) unwrapping algorithms.
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Figure 4.14: Input images for sample A. (a) Captured object image. Red values are
converted to greyscale before FFT. (b) Virtual reference image.

Direct mapping Proposed Difference
Sample MAE (std) in mm MAE (std) in mm mm (%)
A 0.158 (0.176) 0.126 (0.115) 0.032 (22.5%)
B 0.167 (0.202) 0.144 (0.151) 0.023 (10.1%)
C 0.259 (0.616) 0.154 (0.494) 0.105 (50.8%)
D 0.158 (0.566) 0.144 (0.537) 0.014 (9.3%)

Table 4.3: Compared MAE (and standard deviation) of the direct mapping versus the
proposed virtual reference method with 2D Itoh’s unwrapping algorithm. Last column
reports the absolute and percentage difference.

Independently from the unwrapping algorithm, the proposed method can generally
deliver more accurate 3D reconstructions. The difference is visible, for example, in Fig-
ure .16 showing the sample C reconstruction using Estrada’s unwrapping. Border arte-
facts were responsible for the most of the outliers, accounting for approximately 10%
of MAE. In future, the windowed FTP or the wavelet transform could be considered to

reduce these errors.

4.4.2 Dynamic scenario

The class 1 laser projector employed above has the advantage of being focus-free, that is,
the projected image is always in focus at any distance from the object. This technology
is made possible by the use of microelectromechanical systems (MEMS) that drive laser

beams with a certain refresh rate, independent from camera exposure time.
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Figure 4.15: Calculated (solid) and ground truth (dashed) depth of sample A (top) and
error (bottom) along the middle section using direct mapping (left) and proposed virtual
reference method (right). Overall MAE was 0.158 mm and 0.126 mm, respectively.

Direct mapping Proposed Difference
Sample MAE (std) in mm MAE (std) in mm mm (%)
A 0.153 (0.174) 0.120 (0.110) 0.033 (24.2%)
B 0.165 (0.190) 0.135 (0.130) 0.030 (20.0%)
C 0.202 (0.162) 0.115 (0.114) 0.087 (54.9%)
D 0.213 (0.368) 0.124 (0.131) 0.089 (52.8%)

Table 4.4: Compared MAE (and standard deviation) of the direct mapping versus the
proposed virtual reference method with Estrada’s unwrapping algorithm (Tt = 0.8). Last
column reports the absolute and percentage difference.

This also causes a flickering effect in the camera image, that in the experiments above
was compensated by setting high exposure times. Consequently, such a system cannot
be used to scan moving objects as is. To maintain the focus-free benefit, the best so-
lution would be to employ a synchronised hardware, so that the camera exposure time

corresponds to one projector refresh cycle.

Unfortunately, such technology was not available during this work, thus the projector
was replaced with a common LCD one of the same resolution, and the system was recal-
ibrated to test the algorithm over moving objects. Table {.5| shows the RMS reprojection

errors in this second configuration (b = 266.784 mm).

Samples were scanned while moving at a speed of about 0.1 m/s along the x-axis at
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(@)

(b)

Figure 4.16: Comparison of 3D reconstruction for sample C (as heatmap of MAE) using
Estrada’s unwrapping algorithm with the (a) direct mapping and the (b) proposed virtual
reference methods. Blue areas correspond to lower error than green ones. The border
artefacts of the Fourier transform are visible as high-error areas (yellow and red).

Camera Projector Stereo

0.282 0.772 2.625

Table 4.5: RMS reprojection error of the second configuration.

a distance of circa 120cm. As before, compared results between the two methods are
reported in Table 4.6] This time, only Estrada’s unwrapping algorithm was used, and,
for reference, all the values from dynamic scenes were compared with the corresponding
static ones of the current setup, to highlight the effect of movement. Fig. shows the

results for sample C.

As expected, dynamic MAE does not consistently increase when compared with the
static one, as the single-shot acquisition is not significantly affected by movement and
vibration, provided that motion blur is suppressed by a short exposure time with respect
to the speed of the object. MAE is much more affected by other factors, such as object

albedo and distance, which are independent of movement.

Overall, if compared with the first configuration, the reduced performance is due to
the change of projector and the increased distance. In addition, for this setup, the use of
the phase shift, calculated with respect to the virtual reference, performed better than the

direct mapping in all the cases. On average, the MAE difference was 0.138 mm, even
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Figure 4.17: Comparison of 3D reconstruction for sample C acquired during move-
ment using Estrada’s unwrapping algorithm with the (a) direct mapping and the (b) pro-
posed virtual reference methods. Blue areas correspond to lower error than green ones.
The border artefacts of the Fourier transform are visible as high-error areas (yellow and

red).

Direct mapping Proposed
Sample Type MAE (std) inmm MAE (std) in mm
A Dynamic 0.381 (0.456) 0.280 (0.307)
Static 0.504 (0.486) 0.285 (0.217)
B Dynamic 0.419 (0.438) 0.309 (0.396)
Static 0.432 (0.329) 0.287 (0.255)
C Dynamic 0.436 (0.443) 0.271 (0.265)
Static 0.493 (0.546) 0.320 (0.468)
D Dynamic 0.411 (0.394) 0.295 (0.294)
Static 0.370 (0.357) 0.293 (0.401)

Table 4.6: Compared MAE (and standard deviation) of the direct mapping versus the
proposed virtual reference method with Estrada’s unwrapping algorithm (T = 0.8) over
both static and dynamic samples.

more relevant than in the first configuration.
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4.5 Discussion

To date, most of the UAV-based systems developed for aircraft inspections make use of
a monocular camera as a primary acquisition device and are thus incapable of detecting
shallow dents or collecting measures [[11]]. As the acquisition of measures is essential for
damage evaluation [7]], 3D scanning must be considered for proper automation. How-
ever, the employment of 3D scanning technology on UAVs is not straightforward: high-
accuracy 3D scanners are generally based on multiple-shot algorithms, as the projection
of many different patterns allows for detailed codification, and are incompatible with fast

movements and vibration that would be experienced while scanning from a flying drone.

This work showed that the FTP should be considered to automate aircraft dent in-
spections. The single-shot nature of the method, together with its high phase sensitivity
to depth variations, constitutes an appropriate solution for the integration with UAVs,
ultimately providing fast and effective inspections. Table summarises existing dent

inspection approaches, comparing their pros and cons against the proposed one.

Approach Pros Cons
No special hardware re- Hazardous
Traditional quirements Subjective output
Straightforward Time-consuming
Handheld 3D scanner High accuracy Hazardous .
Repeatable Time-consuming
Fast No measures
Monocular camera UAV Repeatable Shallow dents not de-
Safe tectable
EiSteatable Complex light control
UAV equipped with FTP Safi Smoothness assumption

Measures collected

Table 4.7: Detection and measures of dents in MRO. Summary of pros and cons for
different inspection approaches.

FTP is naturally resilient to movement and vibration, although codification informa-
tion must be condensed into a single pattern, implying local smoothness. While the local
smoothness assumption is true for most of the aircraft skin, the major challenge for ef-

fective application in the field is the increase of signal-to-noise ratio, especially from
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longer distances. This translates into overcoming surface albedo and employing a projec-
tion technology capable of operating in common indoor or even outdoor light conditions,

generally not dark enough.

The use of light sources outside the visible spectrum or higher class lasers might be
considered. However, while the use of a laser projector highly improves the contrast
of the projected pattern, it normally introduces the speckle phenomenon, presented as a
granular pattern over the camera image that affects the filtered phase and, consequently,
produces noise in the final measures. Speckle can be corrected with different types of
despecklers [44].

4.6 Conclusions

The aviation industry is increasingly making use of UAVs for aircraft inspections. To date,
a UAV-based solution for the detection and measurement of dents has yet to be found,
as high-accuracy 3D scanners usually work with multiple-shot algorithms and are thus

incompatible with fast movements and vibration.

Triangular stereo Fourier transform profilometry (FTP) was proposed here to evaluate
its potential towards automated aircraft dent inspections. Additionally, two modifications
to the FTP algorithm were introduced. First, the automatic band-pass estimation was
presented via a virtual reference plane, thus eliminating the user interaction in the filtering
process. Secondly, after showing that the interaction of noise over 27-jumps is lower

using the phase shift, a virfual reference image was employed to increase accuracy.

Overall, the proposed method was able to faithfully reconstruct the 3D point clouds
of demonstrative dents at distances of 60cm and 120cm, delivering submillimetre ac-
curacy despite the use of unsophisticated hardware. Simulations and experiments with
3D-printed dent samples showed that the employment of the virtual reference delivers

better results, independent of the choice of unwrapping algorithm.

With additional research, an FTP-based system could be integrated with a UAV, en-
abling quick and effective dent inspection. Solutions to deal with light conditions in
common operational environments are to be found. It must also be noted that a successful
3D data acquisition is just the first step for comprehensive automation, as the difficulties
in detecting dents in the physical world are somehow translated into the digital world.

As such, an end-to-end automatic system for dent detection and measurement remains an
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open challenge in MRO.
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Automatic Segmentation of Aircraft

Dents in Point Clouds

Published as P. Lafiosca, I.S. Fan, N.P. Avdelidis in: SAE Technical Paper - AeroTech,
doi:10.4271/2022-01-0022.

Abstract

Dents on the aircraft skin are frequent and may easily go undetected during airworthi-
ness checks, as their inspection process is tedious and extremely subject to human factors
and environmental conditions. Nowadays, 3D scanning technologies are being proposed
for more reliable, human-independent measurements, yet the process of inspection and
reporting remains laborious and time consuming because data acquisition and validation
are still carried out by the engineer. For full automation of dent inspection, the acquired
point cloud data must be analysed via a reliable segmentation algorithm, releasing hu-
mans from the search and evaluation of damage. This paper reports on two developments
towards automated dent inspection. The first is a method to generate a synthetic dataset
of dented surfaces to train a fully convolutional neural network. The training of ma-
chine learning algorithms needs a substantial volume of dent data, which is not readily
available. Dents are thus simulated in random positions and shapes, within criteria and
definitions of a Boeing 737 structural repair manual. The noise distribution from the
scanning apparatus is then added to reflect the complete process of 3D point acquisition
on the training. The second proposition is a surface fitting strategy to convert 3D point

clouds to 2.5D. This allows higher resolution point clouds to be processed with a small
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amount of memory compared with state-of-the-art methods involving 3D sampling ap-
proaches. Simulations with available ground truth data show that the proposed technique
reaches an intersection-over-union of over 80%. Experiments over dent samples prove an

effective detection of dents with a speed of over 500000 points per second.

Keywords: Aircraft inspection; Fully convolutional network; Point cloud segmentation.

5.1 Introduction

Aircraft visual inspections are costly, time-consuming and sometimes hazardous proce-
dures, yet essential for the airworthiness assessment. Research also reveals the subjective
nature of engineers’ evaluations [1, 2]]. Machine vision, on the other hand, is progressing
at an incredible rate, surpassing humans in many occasions [3], with great potential to

increase both efficiency and efficacy of inspections.

Nevertheless, the automation of aircraft visual inspections is still very limited. Au-
tomation of dent inspections, in particular, is challenging due to the nature of the damage
itself. A dent is smooth, without clear boundaries and difficult to identify even by trained
engineers. In addition, its evaluation demands to collect measures as prescribed by the
structural repair manual (SRM). Hence, 2D pattern recognition of monocular images is

useless for the scope, because metric information is absent.

Even if it solves a part of the problem producing metric data, the use of 3D scanning
technologies leaves the operator with a substantial amount of raw data, or point clouds,
from which information has to be extracted manually. As such, the correct labeling of
each point as belonging to a dent or not, also known as semantic segmentation, becomes
essential for comprehensive automation. With the segmentation strategy here proposed,
dent damage can be automatically found in 3D data points, so that additional algorithms
may be able to measure and evaluate its dimensions and other characteristics with respect
to the rules dictated by each aircraft SRM.

While the use of ad hoc rule-based algorithms is anachronistic, the actual application
of machine learning technologies is not straightforward, mainly for two reasons. First,
the lack of a publicly accessible, labelled and substantial dent dataset required for the
training and validation. Secondly, because dent segmentation is very different from the
segmentation of general objects, as local features are not particularly distinctive over the

aircraft skin.
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This study addresses the problem of semantic segmentation in aircraft dent inspec-
tions, proposing two concepts. First, an innovative process to build a virtual dataset:
dented surfaces are randomly generated according to the model explained below and
mixed with noise signals extracted from the chosen 3D scanning apparatus, adding ro-
bustness during training. To the best of our knowledge, no similar approach was found in

the literature to address the lack of real data.

The dataset generated in such way is accompanied by its ground truth data, i.e. the
true classification for each one of the points, labelled as dented or not dented. Being
virtually generated, this classification is exact and not subject to measuring or evaluation
errors, and provides the basis for error backpropagation during the training of a machine
learning algorithm. Secondly, the problem dimensionality is reduced by the employment
of an effective surface fitting strategy, where 3D points are reduced to 2D by projection
onto the fitted bivariate quadric surface. Then, for each point is possible to calculate
a residual or distance from the fitted surface. The 2D residuals are then fed to a fully
convolutional network (FCN) inspired from U-Net [4]] for quick, lightweight and accurate

surface segmentation.

Simulations with available ground truth data show that the proposed segmentation
technique reaches an intersection-over-union (IoU) (or Jaccard index) of over 80%. Ex-
periments over dent samples prove the effective segmentation of dents with a speed of
over 500000 points per second.

5.2 Previous work

The general problem of segmentation has been extensively discussed in the literature,
while only a few articles dealing with dent segmentation. Methods can be classified as
2D or 3D, according to their input dimensionality, and considering whether they employ

machine learning or ad hoc algorithms based on handcrafted features and rules [J5].

Among the latter, region growing has been applied to both 2D and 3D data and uses
criteria to combine features of local points, merging them together if they have similar
properties. JovanceviC et al. [6] proposed a method to detect and characterise aircraft
dents based on the estimation of normal and curvature values. The defect is characterised
after 2D projection and further processing. As point-wise calculation is generally slow,
the processing time reported was 20s for 30000 points, and up to 120s for denser point
clouds (on a PC with 2.4 GHz Core 17 CPU, 8GB RAM). Other non-Al approaches are,
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for example, clustering and model fitting [5]. For all non-Al methods, preprocessing pa-
rameters and thresholds affect the algorithm sensitivity and must be tuned accordingly for
each scenario. Since the user interaction is continuously required, no proper automation

can be achieved. As such, recent research is mostly oriented towards machine learning.

In [7] a Mask R-CNN [8]] was used to detect and segment pictures of aircraft dents
with average IoU of 36.54%. The use of R-CNN was also tested for the sole detection
of car dents [9]. In this case light bands were projected on the surface to highlight its
deformations. Although methods processing 2D images via CNNs are the de facto stan-
dard for image classification, object detection and segmentation [4]], they come with two
main problems when applied to aircraft inspections. First, measures cannot generally be
provided as absent in the original input, usually consisting in monocular images. Since
measures are the discriminating factor for evaluating defects as allowable damage or not,
as prescribed by the SRM, the usefulness of doing an inspection without acquiring them
is questionable. Secondly, while scratches and lightning may be detected reasonably well,
the lack of texture and distinctive features over the single-coloured aircraft skin makes the
detection of a dent particularly challenging. Therefore, methods acquiring and processing

3D metric data are more interesting for the scope.

Convolution cannot be applied directly to unordered point clouds [5]. The most
straightforward way to apply 2D CNN to 3D data are projection-based approaches. While
these allow seamlessly to transfer the same technology to 3D data, projecting in 2D gener-
ally causes loss of information and the results are highly dependent on the chosen points of
view. Alternatively, vaxel address the need of having an ordered structure to apply con-
volution, creating low resolution, equally-spaced data points. These strategies organise all
the volume, including empty space, into some structure [[10}|11]], resulting in high compu-
tational cost and memory requirements, often beyond the availability of the average user.
A third and innovative approach is to directly process the point coordinates. PointNet [[12]]
pioneered the use of a symmetric function achieving permutation invariance. Also, the in-
put size is often predefined because the data is processed via multilayer perceptron (MLP)
layers. As PointNet is not effective at capturing local features, its derivations introduce
expensive preprocessing and neighbouring operations [13, |14]]. A substantial number of
architectures based on a combination of the above principles is present in the literature,
summarised in [5} |15]], however, a general approach that outperforms the others is yet to
be found.

I'A voxels represents an element of an equally-spaced three dimensional grid in the space. It may also
be considered as the 3D version of a pixel.
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5.3 DentNet segmentation strategy

The B737-400 SRM defines a dent as “a damaged area that is pushed in from its normal
contour” and has “smooth” edges [16]. However, no formal shape definition is given. For
the scope of this work, a pseudo-realistic synthetic dataset of surfaces is created: dents
are simulated in random positions and shapes, following an analytical model within the
above SRM criteria and definitions. To increase robustness, the noise distribution from the
scanning apparatus is then acquired and added over the synthetic data during the training
of the FCN.

The network can thus be used for segmentation of real 3D scan data. The proposed
method exploits the nature of surface inspection to deal with the sparsity of point cloud
data, making use of a 2.5D strategy. This allows higher resolution point clouds to be

processed with a small amount of memory compared with state-of-the-art methods.

5.3.1 Virtual dataset

As anticipated above, the virtual dataset generation is necessary to overcome the lack of
real data. Curved surfaces are considered with shapes compatible with most of the aircraft

areas. These are then virtually dented.

The world xy-dimensions of the surface are fixed as X x Y (metric units), sampled

over a grid of w x h pixels. For each sample, xy-values are fed to a parabola function:
zo = ax’ + By (5.1)

with a and B randomly chosen within a certain range, compatible with the curvature of
the aircraft surfaces to be inspected. Later, noise from a uniform distribution is added to

xy-values.

A dent is modeled by:

1
—e 177 if |[r] <1
Zd = (5.2)
0 elsewhere

where r = \/x% + y2. The function is randomly rescaled in x and y to cover different dent
dimensions and proportions, rotated and shifted with respect to the surface. A dent is
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added to the surface with a certain probability p. Further dents are added to the same

surface with exponential decreasing probability.

The depth of the sample is finally obtained as:

7= Zg+max (z(dl),...,zg”)>+zw (5.3)
where 7 is the total number of dents and z,, represents a Gaussian white noise distribution,
added for extra robustness during training. xy-values and z-values are joined together to
form the final dented surface, which is then randomly rotated along all the three world
axes, covering the possible angles of a real scanning scenario. The surface here generated
is thus represented by 3D coordinates, still ordered into a w X h matrix that preserves

relative proximity of points.

5.3.2 Noise signals

The noise distribution when scanning real samples is not necessarily Gaussian and de-
pends on the selected scanning apparatus and its 3D reconstruction algorithm. The noise
may include frequency filtering and quantisation effects, imperfect calibration and dis-
tortion correction of both camera and projector, light scattering, laser speckle and other
unwanted effects. Although mixing virtual and real data for training is not a new concept
in literature [17, |18]], the innovative procedure here proposed consists in mixing virtual

data with only noise signals from real world.

The signals are obtained scanning flat a white board several times and in different
positions with the 3D scanner. In this case a system based on Fourier transform profilom-
etry [19, 20] was chosen. An example of its noise distribution over a flat board about
40cm wide is shown in Fig.[5.1]

The acquired signals are augmented via random cropping and flipping, and then added
to the z value of Eq. (5.3) before proceeding with preprocessing and training. An example
of resulting dented surface is shown in Fig.[5.2]

The above strategy allows to produce more plausible data (accompanied by its ground
truth), which is used to train a neural network that can eventually translate its knowledge
to real dent samples. Compared to the addition of only Gaussian noise, this strategy leads
to a considerable improvement of the predictions when scanning real samples with the

same apparatus, as confirmed by the following experiments.
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Figure 5.1: Example of noise distribution of the scanning apparatus.

Figure 5.2: Virtual dented surface with ground truth (dents in green).

5.3.3 Input preprocessing

Input 3D data consist in a point cloud, i.e. a list of xyz coordinates derived from any 3D
scanning device. For quick and effective segmentation, a bivariate quadratic function is
first fitted to the 3D points, then the residuals are calculated as distances along z-axis,
de facto providing 2D data that can be used as input to a FCN. The data preprocessing

pipeline consists in:

1. Canonical rotation of the surface;
2. Bivariate quadratic function fitting;

3. Extraction of the 2D matrix of residuals.

First, the surface is oriented so that its average normal direction 7 is parallel the world
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direction Z (coincident with the scanner optical axis). Given that the scanned objects are
rather wide surfaces, 7 is calculated by simply fitting a plane. This expedient ensures
that the depth information lays on the new z-axis, that later will be mapped to an intensity
value over an conventional greyscale image. Thus, the rotation to be applied to the original

point cloud is found as:

B 1

R:H+[ZXﬁ]x+[an]xm

(5.4)

where I is the 3 x 3 identity matrix and [ | indicates the cross-product skew-symmetric

matrix. In our setup is always Z-A # —1.

Then, a bivariate quadratic function expressed as:
2(x,y) = a+bx+ cy+dx* + exy + dy* (5.5)

is fitted to the surface. z(x,y) is general enough to represent the shape of most of the
aircraft skin, neglecting the potential dents there present and following its baseline. The
residuals (or distances from the fitted surface) of this fitting are thus used as input for the
FCN in the form of a w X h matrix. In such way dents will appear as consistent high-
residual areas, which the network should learn to segment comparing its predictions with
the ground truth and ignoring noise (Fig.[5.3).

Figure 5.3: Residual image as a result of the pre-processing step, allowing depth infor-
mation to be quantised as an intensity value and then to be fed to the machine learning
algorithm.

Dents do not have distinctive characteristics and the conversion of 3D points to dis-
tances from the quadratic function is essential to highlight deformations that the FCN can
discriminate. Furthermore, point data is reduced to 2D for quick and lightweight process-

ing. No expensive neighbouring searching mechanism is used and the preprocessing is
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reasonably fast, taking on average 0.4s for 614400 points (Intel i7-7500U CPU, 12 GB
of RAM).

5.3.4 Network architecture

U-Net is a FCN that was developed for medical image segmentation [4]]. It is composed
by a downsampling part that converts the input image to a compressed set of features,
similarly to what is done for image classification where these are then linked to labels.
However, with U-Net these features are not linked to labels but fed to an upsampling part,
symmetric to the previous one, that expands the dimensions back to the original ones,

delivering a label for each input value (segmentation).

The proposed network is fully convolutional, inspired from U-Net and with a sim-
ilar number of trainable parameters, although with some key differences. The encoder
part consists in the repeated application of two convolution operations with kernel size
3 x 3 and padding size 1. The first, identified with Conv, has stride 1. The second one,
identified with DownConv, has stride 2: it halves the dimensions while doubling the num-
ber of channels. The decoder part has repeated application of Conv followed by a trans-
posed convolution layer, or UpConv, having kernel size 3 x 3 and both padding and output

padding set to 1, doubling the dimensions and halving the number of channels.

Each convolution is followed by a batch normalisation (BN), that enables faster and
stable training [21]], and a rectifier linear unit (ReLU) as activation function. In the output
layer, the latter is replaced by a sigmoid. The addition of a dropout layer after each Conv
was found to impair performance, thus it was omitted. For better localisation, a skip con-
nection is introduced after each Conv in the encoder to increase localisation capabilities.
The number of channels is reduced via a 1 x 1 convolution and the features are concate-

nated at the same level in the decoder part. The network diagram is shown in Fig. [5.4]

The training is performed by using binary cross entropy (BCE) as loss function. How-
ever, the input data may be unbalanced: dented areas (positive) are generally much less
than non-dented areas (negative). Thus, a balancing weight is estimated from the input
data and applied during loss calculation, increasing recall. The network can accept any
input size with dimensions multiple of 16, nevertheless, the point density (points per mm)

of the test set is expected to be roughly the same as the one in the training set.
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Figure 5.4: Network diagram.
5.4 Simulations and experiments

A dataset of 30000 dented surfaces was generated as shown above, each one containing
960 x 640 points over a spatial dimension of 50 x 33cm. The dataset was split assigning
80% for training and 20% for validation. The network was trained using two Nvidia V100
64GB GPUs and each epoch trained in about 2h. The goal was to achieve the maximum

IoU over the validation set.

For comparison, the network was trained first with Gaussian noise only (0 = 2mm),
without the use of noise signals. The confusion matrix is shown in Table[5.1] In this case
the network reached a IoU of 92.66%. Precision and recall were 94.88% and 97.54%,
respectively. This result, however, is affected by the more predictable noise distribution
and does not necessarily translate to better performance when the network is used on real

dent samples, as shown in the experiments below.

Afterwards, 20 flat surfaces with a resolution of circa 1800 x 900 pixels were acquired
with the scanning apparatus and their error values calculated and augmented as for classic

2D images, then the network was trained again with both these noise signals and Gaussian
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Prediction
Positive | Negative
| Positive 1 o | 0.29%
S | (dented)
< | Negative | o0 | 87.60%
(non dented)

Table 5.1: Confusion matrix resulting from training with Gaussian noise only. loU was
92.66%.

noise (0 = 1 mm) added to the virtual dents. The xy noise and all the other parameters

were left unchanged.

In this second case, the IoU reached was 84.76%, lower, as expected, due to the
presence of the irregular noise signals that the network has to model. Precision and recall
were 89.35% and 94.25%, respectively, while the accuracy 98.05%. The confusion matrix

of this second case is shown in Table[5.21

Prediction
Positive | Negative
< | Positive |16 60 | 0.66%
3 | (dented)
< | Negative | o0 | 87049
(non dented)

Table 5.2: Confusion matrix resulting from training with both noise signals and Gaussian
noise. loU was 84.76%.

The prediction over one of the virtual surfaces in the validation set is shown in Fig.[5.5]
It presents a rather shallow and wide dent, generally the kind more difficult to detect by
humans [2]]. In this case, results can be compared with ground-truth data and, like for

human engineers, the boundaries result as the most challenging to identify.

However, the most interesting fact is to see if the knowledge learnt by the network is
applicable to real scan data. For this experiment, four different surface samples were mod-
eled, each one with a dent of different size (Table [5.3) following the shape of Eq. (5.2),
then 3D printed as 15 x 15cm tiles, sanded and painted. The samples were scanned using
the same apparatus used to acquire the noise signals above. The comparison of the output
predictions by means of the network trained without and with the noise signals is showed
in Fig.[5.6] Regions predicted as dented are in green. The average processing time was
only 0.74 s for 481280 points (Intel 17-7500U CPU, 12 GB of RAM).
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Figure 5.5: Prediction results over one of the validation samples. True positive are in
green, false positive in red and false negative in blue.

Sample | Length (mm) | Width (mm) | Depth (mm)
A 60 40 2
B 120 100 2
C 100 80 3
D 120 80 1

Table 5.3: Dimensions of dent samples.

Although no rigorous ground truth is available for these samples, the network trained
using the noise signals was able to correctly segment the dented areas almost completely.
The network trained using only Gaussian noise, instead, performed poorly in all the cases.

As it happens for human engineers, the identification of the dent boundaries remains
a challenging task. In fact, the samples B and D produced less than clear boundaries.
This seems to confirm the thesis that, even for artificial networks, the wider and longer
the dent, the more difficult its detection [2]. The sample D, in particular, presented a
maximum depth of only 1 mm and the higher width/depth ratio, hence its segmentation
is harder and some false negative spots are clearly visible. Some minor false positive
spots are also noticeable in sample A and D. Nevertheless, for the most part, the proposed
method correctly distinguished dents from the undamaged surface with evident difference

of performance compared to the first approach not involving the acquired noise signals.
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5.5 Conclusions

The automation of aircraft dent inspection can count on modern and accurate 3D scanning
technologies to acquire raw data in the form of point clouds. Without comprehensive
automation, however, the task of analysing them is left to the operator. As such, point
cloud segmentation plays a fundamental role for the future of automated inspections.
Dent segmentation, in particular, is difficult because, similarly to real world inspections,
the dent does not present distinctive features. Another issue is the lack of a substantial

dataset containing annotated point clouds of dented surfaces.

The proposed method reduces the problem to 2D segmentation by the fitting of a
quadratic function. The matrix of residuals is then fed to a fully convolutional network,
with an overall processing speed of over 500000 points per second on an Intel 17-7500U
CPU. The lack of a suitable dataset was addressed by using virtual data. To prepare
the network for real case scenarios, noise signals were acquired by the chosen scanning
apparatus and added to the dataset during training. Thus, the network effectively learns
to filter out the scanner noise and is able to correctly predict dents in real scan data, even

if trained with virtual samples only.

Once the dent is correctly segmented, further post-processing algorithms may be ap-
plied to extract measures and show a full report to the engineer for the final damage
evaluation. When available, the use of a labelled dataset of real dent scans could be used
for fine tuning of the model, improving performance and robustness for the effective field

application.
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Figure 5.6: Prediction comparison between the network trained without (left column)
and with (right column) noise signals of samples A,B,C and D (from top to bottom).
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Chapter 6

Aircraft Skin Inspections: Towards a

New Model for Dent Evaluation

Submitted for publication as P. Lafiosca, I.S. Fan, N.P. Avdelidis.

Abstract

Aircraft maintenance, repair and overhaul (MRO) industry is gradually switching to 3D
scanning for dent inspection. High-accuracy devices allow quick and repeatable mea-
surements, which translate into efficient reporting and a more objective damage evalua-
tion. However, the potential of 3D scanners is not fully exploited yet. This is due to the
traditional way in which the structural repair manual (SRM) deals with dents: it defines
length, width and depth as the only relevant measures and evaluates a dent by its width
and width-over-depth ratio. This causes high degrees of ambiguity, with very different
dent shapes (and corresponding fatigue life) being classified as the same, and nullifies
the effort of acquiring such great amount of information from high-accuracy 3D scan-
ners. Benefiting from the combination with 3D scanning technologies, the model here
introduced proposes using T dimensional parameters to better describe the actual shape
of the damage. The compact set of values can then be compared against historical data
and structural evaluations based on the same model. Thus, the proposed approach can
bring increased capability to evaluate damage, enabling more targeted interventions and,

ultimately, saving costs.
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6.1 Introduction

Aircraft skin is generally built with aluminium alloys or fibre-reinforced composites. Re-
gardless of the differences in weight, fatigue performance, corrosion resistance and other

material properties, the skin is exposed to various types of damage [/1} 2, 3.

Dents, in particular, are extremely common during operations due to accidental im-
pact with service vehicles, hail, small rocks on the runway or any other object that may
cause damage, also known as foreign object debris (FOD). They affect structural perfor-
mance of the thin aircraft skin, shortening fatigue life and contributing in the propagation
of cracks [4, |5, |6]. For this reason, during maintenance tasks, the skin is thoroughly in-

spected, seeking for dents among many other anomalies that must be carefully evaluated.

The structural repair manual (SRM) is an important document containing information
to identify and repair damages on primary and secondary structures. The former includes
all those structures that contribute significantly to carrying flight, ground and pressurisa-
tion loads, with most of the skin usually falling into this category, as for example stated
in the Boeing 737-400 SRM [7], here used as reference.

The Boeing 737 SRM defines a dent on metal as “a damaged area that is pushed in
from its normal contour with no change in the cross-sectional area of the material. The
edges of the damaged area are smooth. This damage is usually caused by a hit from
a smoothly contoured object. The length of the dent is the longest distance from one
end to the other end. The width of the dent is the second longest distance across the
dent, measured at 90 degrees to the direction of the length” (see Fig.[6.1). The depth is
measured where the width is taken. There must be no other kind of damages like gouges
or cracks at the same location. Similarly, a dent on composites is a concave depression
which does not break the fibers.

During MRO operations dents must be found, measured and evaluated in order to
identify the necessary repair actions, if any [8]]. In the event that the appropriate repair
procedure is not contained in the SRM, the repair instructions must be obtained from the
aircraft manufacturer. In this case, the need of a reliable damage representation is even

more evident.

However, the traditional dimensional parameters are not sufficient to represent the
complexity of dent damage: in particular, they cannot properly represent dents where the

boundary is irregular or when the deepest point is not in the centre or, also, indicate how
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‘/ Dent boundary
|

Original
contour

Figure 6.1: Traditional dimensional evaluation of dents.

quickly the maximum depth is reached. This work addresses the clear need for a more
accurate model for dent evaluation in the current context of MRO, where new 3D scanning
devices are being introduced to improve inspection and maintenance processes, while the

way in which dents are evaluated has not changed yet.

6.2 Problem statement

As anticipated above, the SRM first classifies a dent by its dimensional characteristics,
namely length, width and depth. Apart from other properties, like the type of material and
the position with respect to certain aircraft parts or other dents, the measures of width and
width/depth ratio are the only dimensional ones used to classify the damage as allowable
or not allowable, the latter meaning that a repair is needed, immediately or within a
certain number of cycles (if some conditions are met). This information is then reported
in the dent and buckle chart. Often a representation of the damage is sent to the aircraft
manufacturer, who provides detailed instructions about how to conduct the repair. Despite
the dimensional characteristics being paramount for a proper evaluation, their reliability

is undermined by many factors [2].

In fact, in the vast majority of cases, measures are collected manually by engineers by
using a depth gauge and a ruler, thus a certain degree of subjectivity and error is always

present. In attempt to introduce measurement repeatability, 3D scanning devices are being
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gradually introduced in MRO. These devices produce a point cloud representation of the
scanned surface and help the engineer producing a report. For example, in a study carried
out by the company S8tree the average standard deviation of traditional measuring methods
was 23.2, and only 1.3 when using their 3D scanning device [9].

Nevertheless, 3D scanning does not entirely solve the problem: while the subjectivity
of the measure is eliminated and the damage representation is moved from the physical to
the digital world as 3D point cloud, most of the shape information is lost when comparing
against the simplistic dimensional description and evaluation procedure prescribed by the
SRM. In other words, despite the remarkable accuracy reached by 3D scanners for MRO
(currently in the range of 25 um), the assessment of the damage follows a model that does
not take into account the actual shape and, instead, is typically made according to depth

and width, nullifying the effort to acquire such great level of detail.

Indeed, a model provides a simplified representation of reality, that does not include
all the real attributes, but only those that are relevant to the issue under consideration,
within a given tolerance [10]. The current SRM dent model, however, is ambiguous
and insufficient for an objective evaluation of the damage, especially with respect to the

amount of information available by 3D scanning.

Consider, for example, the three illustrative dents represented in Fig.[6.2] By following

Figure 6.2: These three illustrative dents have all the same length, width and depth (as
heatmap) and are thus classified in the same way by the SRM. However, they have evi-
dently different shapes.

the SRM to the letter, these dents should be classified in the exact same way, yet they have
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completely different shapes. In all likelihood, also their structural characteristics will be
different.

Hence it follows the need for a more accurate model, against which tailored struc-
tural evaluations may be carried out, redefining the allowable damage thresholds accord-
ingly. In practice, this translates into avoiding unnecessary repairs and, ultimately, re-

duced costs.

The next section proposes a mathematical model for the shape of a generic dent. When
coupled with 3D scanning, it paves the way towards a new benchmark for dent classifica-
tion and evaluation, and it may also facilitate the introduction of noise-robust automated

measuring, as covered in later section.

6.3 Proposed model

6.3.1 Definition

The model here reported is an elaboration of the so-called bump function [11], having
characteristics ascribable to a dent: smooth shape and vanishing boundaries. While a
simpler derivation has been used to conduct simulations and build specimens [12], it does
not have the capability to resemble asymmetric and irregular shapes. The general model
here presented, instead, introduces egg-like boundaries, xy-shifted maximal depth and
variable exponential base for a better representation of the dimensional characteristics,
providing 4 extra parameters in addition to the traditional 3 (length, width and depth)
already employed in the SRM.

The proposed dent model is first introduced by defining a reference dent:

( B . :| B
b[l 2] flx) <y < f(x)
Nsy=0As,=0
A [—%Jr(x—g )2t g o)
refDent(x,y) £ { pl 17260 T (1m200)2 —flx) <y < f(x) 6.1)
2r(sx,Sy)3—;(sx,Sy) X ] 9 Als 0V s 0
(y_Sy) (1-12(x,))2 ]—TZ(A'xﬂs'y) ( X ;é y ;é )

\ undefined, elsewhere
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The depth is always zero along the boundary, beyond which the dent ceases to be such

and the function is considered undefined. The helper function r(x,y) is defined as:

/2 2
£ VXY (6.2)

"

with %(x,y) and g—;(x,y) its partial derivatives and:

F(6) £ 1/0.25 — (x+0.5)7 —0.5)2 6.3)

The following 4 extra parameters are thus employed to characterise a dent:

* The base b € (1,00) is responsible for how fast the depth increases, going inward.

Faster for values close to 1;

* The egg-factor p € (0,2) produces the egg-shaped boundary and it is adapted from
the work of T.C. Carter [13]]. Note that for p = 1 the boundary is a circumference

and its behaviour is not symmetric between lower and greater values;
* sy € (—0.5,0.5) is the shift of the deepest point along the x-axis;

* 5, € (—0.5,0.5) is the shift of the deepest point along the y-axis.

(a) Top view. (b) General view.

Figure 6.3: Reference dent function refDent(x,y) with unitary xyz dimensions, p = 1,
sy=8sy=0andb=e.
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The reference function refDent(x,y) showed in Fig. has unitary dimensions along

the three axis and can be easily rescaled to produce a general dent:

24. ry
dent(x,y) = d - refDent ( T w) (6.4)

where [, w and d are the length, width and depth of the dent, respectively. Here the terms
length and width are used for the dimensions along the x-axis and y-axis, respectively,
and may be swapped with respect to the SRM definition (where the length is always the

longest dimension).

6.3.2 Examples

Before discussing the possible applications in the following section, some shapes obtained
with the proposed model are shown in Table 6.1 accompanied by their corresponding

parameters. Depth values have been intentionally exaggerated for visualisation purposes.

Top view Overall view Parameters
=30
w =30
d=5
b=2
p=1
sy =0
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Top view Overall view Parameters

[ =30
w =30
d=5
b=e
p=0.8

sy =20

sy =0

=30
w =30
d=35
b=e
p=12

sy =0

sy =0
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Top view

Overall view
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=30
w=15
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Top view Overall view Parameters

=30
w =30
d=5
b=e
p=0.7
sy =—0.2
sy =—0.1

Table 6.1: Examples of the proposed dent model for different parameter values, where e
stands for the Euler’s number.

6.4 Use cases

The model introduced in the previous section proposes using 7 parameters that all have a
physical meaning. However, they cannot be easily measured manually (e.g. with rules,
gauges, etc.) and, thus, the model benefits from the combination with 3D scanning tech-

nologies. The intended workflow is displayed in Fig. 6.4}

Starting from the physical surface to be assessed, its point cloud representation is
acquired. Then a segmentation of some sort must be applied in order to actually isolate
each dent by separating dented and non-dented areas [[12]. Up to this point, this procedure

is exactly the same as for most MRO products employing 3D scanning.

The next step aims at reducing the amount of information and making the measure
intelligible and comparable. To date this is done by just extracting length, width and
depth as prescribed by the SRM [14]. However, it was shown above that this does not
adequately represent the actual shape and creates high degree of ambiguity. A more ac-
curate alternative, instead, is available by means of the model of Eq. (]@, which can be

fitted by numerical optimisation to each group of points representing a dent, providing the
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optimal set of 7 parameters representing that particular dent damage. This compact set
of values can then be compared against historical data and structural evaluations that had
been based on the same model, while such comparison would not be possible by directly

using raw point cloud data.

P : Segmented Compact
Object: Surface Point cloud ‘ point cloud representation
Action: | 3D scanning | Segmentation| | Maodel fitting Compare

Purpose: ( Acquire > < Find > < Reduce » < Evaluate O

Figure 6.4: Expected workflow of an automated dent inspection system.

The added benefit is that storing or sharing the raw point cloud can be avoided, and
only 7 numbers are enough for a fairly accurate representation of the real shape of the

damage.

For example, Fig. [6.5] shows a dent manually marked by the engineers, photographed
and then added into a graphical report together with its measures. While this method may
appear approximated and cumbersome, it responds to the need for communicating more
about the actual dent shape, and thus obtain specific instructions for repair, than simply
reporting length, width and depth, which are insufficient for the ultimate goal. On the
other hand, one may represent the damage by its full 3D point cloud. While this is rich of

data, it is not easily comparable and manageable.

Instead, the shape calculated by means of Eq. (6.4) and showed in Fig. [6.6] easily
approximates the actual one and with an intelligible set of only 7 parameters. In fact, while
length, width and depth are the same as in Fig.[6.5] the 4 extra degrees of freedom address
the necessity of an accurate and compact description that was previously attempted by

manual drawings only.

The approach proposed in Fig. [6.4] can lead to more targeted interventions, ultimately
saving costs. In order to accomplish this, the current practices are supposed to be revised
and updated to embrace the increased capabilities brought by 3D scanning. This process
of change has already started with the introduction of new devices, however, as part of a

highly regulated and safety-critical industry, it is likely to take several years.



CHAPTER 6. TOWARDS A NEW MODEL FOR DENT EVALUATION 129

Figure 6.5: The complex shape of a dent cannot be expressed by only a combination of
length, width and depth. In this picture the engineer relied on drawings to express the
actual shape and the position of maximum depth, so that a better structural evaluation
could be carried on. Even using 3D scanning, such great amount of data is ineffective if
comparison is then done by means of depth and width/depth ratio only.

Figure 6.6: Shape obtained withb=2.7,1=2.3, w=23.8, d=0.075, p=0.85, s, = —0.2
and sy = —0.12 which could potentially represent the dent of Fig. @

6.5 Conclusions

The MRO industry is gradually embracing 3D scanning devices for dent inspections.
However, the accuracy and the amount of data that such devices offer has not been fully
exploited yet. This is due to the way in which the dimensional properties of dents are
evaluated by the SRM, namely by width and width/depth ratio only.

While complex shapes are easily acquired by 3D scanners, this valuable information
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is lost when dents are evaluated only by their basic measures. Furthermore, a full point
cloud or a drawing representing the dent is not readily intelligible nor easily comparable,

because it cannot be represented as a compact set of parameters.

In this work a new model enables the representation of complex dent shapes by adding
4 dimensional parameters (b, p, s, and sy) to the traditional 3 defined in the SRM, namely
length, width and depth. The optimal parameters are also suitable to be automatically
calculated by numerical optimisation from a point cloud, derived, in turn, by any 3D

scanning system.

The model here introduced proposes a compact and convenient way to describe dent
damage that can potentially pave the way for a novel dent definition in the SRM and an
efficient reformulation of allowable damage thresholds. This, in turn, would allow more
accurate reporting, more targeted repairs and, ultimately, reduced costs. In future, the

model may be revised and improved to represent other properties of dent damage.
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Chapter 7

Discussion and Limitations

7.1 Overview of the proposed process

Each chapter of this work addresses a specific aspect related to the automation of aircraft
dent inspection. In Ch.[2]the attention was focussed on data acquisition technologies com-
patible with the use of UAVs. Although this choice imposed the design of a single-shot
3D scanning algorithm, it also allows portability and flexibility for the MRO engineer,

who would be the final user.

In this regard, Ch. 4| proposed a new single-shot algorithm, i.e. capable to collect 3D
point clouds from a single image. The immediate advantage is that data can be acquired
even when fast movement and vibrations are preset, conditions that are common from the

point of view of a UAV.

Ch. [5] showed how 3D point cloud data can be automatically analysed, or segmented,
to extract damaged areas by means of a machine learning algorithm. After this stage the

damage can be evaluated and measured, as point cloud data is in metric units.

Finally, Ch. [6] challenges the current way in which dents are evaluated in the SRM,
taking the B737-400 SRM as a reference. Since the traditional evaluation is subject to am-
biguity and cannot properly communicate the damage shape, also the following evaluation
and repair instructions are affected by this gross approximation. Thus a new mathematical

model to describe the shape of a general dent was proposed.

All these steps can be then integrated together into a new system for automatic, safe

and non-invasive inspection of aircraft dents.

132
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7.2 Demonstrative experiment on an aircraft rudder

In order to show the full working process proposed in this thesis, a demonstrative exper-
iment was carried out on a rudder belonging to an Evektor-Aerotechnik Eurostar aircraft
(Fig. and available in the Accident Investigation Laboratory of Cranfield University.
Other than several minor damages, the rudder presented a relatively large dent (Fig.[7.2)
with a length of 65 mm, a width of 37 mm and a maximum depth of 2.5 mm approximately.

Figure 7.1: The dented Eurostar rudder used in the experiment.

Figure 7.2: Detail of the dent on the Eurostar rudder.
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7.2.1 Scanning

Due to the partially reflective surface of the unpainted rudder, an anti-reflective spray[l was
applied before scanning. Camera and projector were placed at a distance of about 70cm
and the surface was scanned using the algorithm presented in Ch. ] under the available

soft light of the hangar (Fig.[7.3)), as it was not possible to operate in full dark condition.

Figure 7.3: Demonstrative experiment setup in the Accident Investigation Laboratory.

Despite the fact that the conditions were far from a controlled scenario, the single-
shot scanning algorithm was able to capture the resulting point cloud shown in Fig. [7.4]
where the points are presented as heatmap in function of the deviation from a quadratic
function and the main dented area is clearly noticeable. This expedient is necessary for
visualisation purposes, as the original undamaged (undented) surface itself is not perfectly
flat.

As the shape (perfect 3D model) of the scanned surface is unknown, no mean absolute
error (MAE) can be rigorously calculated to evaluate the performance of the scanner;

contrary to what has been done during the evaluation of the algorithm in Ch. @] where

I AESUB white anti-reflective spray for 3D laser scanning.
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Figure 7.4: Scanned point cloud of the dented area on the Eurostar rudder coloured as
distance error from a fitted quadric (blue = Omm and red = 3 mm).

known 3D printed target dents were scanned.

A detail of the same point cloud is also shown in Fig. The evident wave-shaped
irregularities correspond to imperfect phase reconstruction (see Ch. ), mostly due to laser

speckle, responsible for introducing high-frequency noise as discussed in the following

Sec.[73l

Figure 7.5: Point cloud detail of the same dent. Error trend is visible.

7.2.2 Segmenting

Since it would be unfeasible to manually evaluate thousands of point clouds during the
inspection of an entire aircraft, the following step of the process proposed in this thesis is
the automatic identification of the damage. Thus, the aim of point cloud segmentation is

to bring only the relevant damage to the attention of the engineer.
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As shown in Ch. [5] the fully convolutional network (FCN) was trained on pseudo-
real data and it was fed with data coming from a real scan. Compared to the 3D printed
samples scanned earlier, this time the task was harder as the rudder is much more different
from the ideal surface used in training. In fact, by directly applying the standard 0.5
threshold to the prediction of the FCN, the unsatisfactory result of Fig. is obtained.

Figure 7.6: Segmentation result with standard threshold of 0.5. Blue corresponds to areas
predicted as undamaged, red corresponds to damage prediction.

Input data was imbalanced during the training of the FCN (because dented areas are
normally fewer than regular surface) and a manual rescaling weight was applied to com-
pensate for this in the total loss calculatiorﬁ While this seemed to work well for the
experiments conducted in Ch. [5] the high rate of false positive found on the rudder point
cloud (Fig. shows that the network cannot identify the irregular dent shape there

present and is deceived by the irregularities of the surface, as visible in Fig.

By analysing the predictions for each 3D point, it was evident that the distribution
of values was uneven, with non-damaged areas very close to 0 and other areas rapidly
reaching values around 0.99 (where 1 means 100% probability of damage). Therefore,
a simple threshold-moving strategy []1, |2] was considered. By moving the threshold to
0.99 or even 0.9999, the rate of false positive is decreased and the damage prediction is

generally improved, as shown in Fig.[7./

As previously suggested, a fine tuning of the FCN by adding a reasonable amount
of manually-labelled dents in both the training and validation sets will improve the final
segmentation performance. Despite the insufficient data available during this research,
the machine learning approach is nevertheless considered worth pursuing in the future

development to enable proper automated damage identification.

ZRefer to pytorch.nn.BCEWithLogitsLoss() documentation.
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(a) Threshold increased to 0.99. (b) Threshold increased to 0.9999.

Figure 7.7: Segmentation result with increased thresholds. Blue corresponds to areas
predicted as undamaged, red corresponds to damage prediction.

7.2.3 Measuring

Finally, supposing that all the points belonging to the dent are correctly classified as dam-
age and isolated from the rest of the regular undamaged surface, measures must be ex-

tracted to comply with the SRM instructions.

The disadvantages and the subjectivity of manual measurements have been already
discussed in Sec.[I.3] In addition, Ch. [|highlighted how traditional measures do not allow
a proper evaluation of the damage, and are instead neglecting important information about
its shape. In fact, even when using high-accuracy 3D scanners, most of the information
acquired in the point cloud is discarded because dents are evaluated only by their depth
and width (and the ratio between the two), thus very different shapes may actually produce

the same evaluation.

Consequently, the alternative model proposed in Ch. [6] represents dent shapes with a
limited number of parameters, which is very well applicable in the event of 3D scanning
inspections, not only in the process suggested by this thesis but also with today’s handheld
devices. The model is based on a mathematical function that can represent the shape of a
dent more closely by taking in input 4 more parameters, in addition to length, width and
depth as defined in the SRM.

By manually fitting the function with values of length, width and depth of 62.20 mm,
42.60mm and 2.23 mm, respectively, and extra parameters p = 0.90, s, = —0.12, 5, =
0.00 and b = 2.77 the shape of Fig. is more faithfully resembled. In fact, by taking
into account common irregularities as the non-elliptical boundary, a decentralised deepest
point and different curvature, the model provides a better approximation of the actual dent

shape found on the rudder than the traditional approach.

Although the parameters used in the proposed model have all a physical meaning,
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(a) Top view. (b) General view.

Figure 7.8: Shape manually fitted to the rudder dent showed in Fig Red corresponds
to the deepest point (2.23 mm).

it is unrealistic to manually measure them for each dent: the function can be instead
numerically optimised to fit the damage point cloud. Consequently, further work beyond
the scope of this research is required to design a proper cost function and employ an
optimisation algorithm 5], so that measures are obtained automatically with such

fitting strategy and eventually reported to the engineer in the desired format.

7.3 Light source and laser speckle effect
Part of the content of this section was contributed by Nathan Spiller, Department of En-

gineering Science, Oxford University.

The use of an incoherent light source while scanning, like common LCD projectors, gen-
erally results in short depth of field, as the projected pattern is sharp within a limited
interval of distance. Consequently the operating range of the whole scanner is limited,
adding practical difficulties that jeopardise system flexibility. Strategies that employ an
out-of-focus projector have been proposed, although they may decrease the accuracy and

introduce some other constraints [6]].

On the other hand, the use of a coherent light source (laser) greatly extends the work-
ing range of the structured light system: the projector has no focal length setting and the
pattern stays in focus at much greater distances. Overall, this leads to increased depth of

field for the whole system, limited only by the camera settings.

However, the use of laser introduces two technical challenges. First, the refreshing
period of the laser pointer must be synchronised with camera exposure time: if this is
not done, the camera image would present artifacts in the form of horizontal bandings
(flickering). This technical issue can be addressed by building integrated hardware that

shares the clock signal between camera and projector module, so that the camera exposure
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time is an integer multiple of the refreshing period.

Secondly and more importantly, the projected pattern is affected by laser speckle, a
granular distortion present when a coherent light source is scattered from an optically
rough surface [[7]. Indeed most surfaces are rough when compared with the optical wave-
length of the light source, and the aircraft skin is no exception. Any observer point may
be subject to incident light from multiple spatially separated points on the scattering sur-
face. As a result of the coherence, light contributions will interfere constructively and
destructively and the camera will thus observe a high contrast, time invariant, high spatial
frequency speckle pattern superimposed upon the desired image (Fig. [7.9d). This phe-
nomenon is unwanted because it interferes with the original frequency components of the

projected pattern, lowering scanner accuracy.

(a) Detail of a fringe pattern projected (b) Detail of the same pattern projected
by a class 1 laser projector. by a common LCD projector.

Figure 7.9: Although focus-free, laser projection causes the speckle effect, which de-
grades pattern definition.

More specifically, each pixel, the lowest sampling unit for the camera, has an intensity
value obtained as the average of the light rays focusing on that particular sensor. Such
unwanted noise overlaps onto the projected fringe. Due to its random nature, the speckle
signal has high frequency components that can easily be equal or higher than 0.5/pixels,

whereas the sampling frequency of the image is fixed at 1/pixels.

The Nyquist—-Shannon sampling theorem states that a sampling frequency f; at least
twice the maximum frequency f,,, contained in a band-limited signal is required to re-
construct the original signal. Besides the fact that the band-limited assumption cannot
be guaranteed, the theorem is thus violated even before the application of the algorithm
presented in Ch.[4] and high frequencies appear as if they were lower ones. An illustrative
example of this effect is presented in Fig. [7.10]

Hence, if laser source is used for the discussed scanning application, low-frequency
artifacts enter the band filtered during the application of the FTP algorithm presented in
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Figure 7.10: Violation of the sampling theorem: original sinusoidal signal (solid red)
having f, = 3 is sampled at the insufficient frequency f; = 4. The reconstructed signal
having f, = 1 (dashed blue) is incorrect.

Ch. [ (see also Fig. 4.3)), resulting in smooth noise patterns noticeable, for example, over
the point cloud of Fig.

For an image of uniform intensity, the level of speckle present in an image is quantified
by the speckle contrast parameter: -
1
C= 7 (7.1)
where o7 represents the standard deviation of the intensities, / represents the individual
pixel intensities and / represents the mean intensity of the image. The parameter can take
any value between 0 and 1, where 1 represents fully developed speckle where the intensity

fluctuations are on the same order as the average intensity.

Speckle is a distortion linked to the fundamental coherence properties of the light
source and it cannot be removed without destroying the coherence of the source (such as
using an LED instead of a laser). General methods to reduce the perception of speckle
exploit the finite temporal response and spatial resolution of the detector, while spatial
filtering of the image would be ineffective, as it also causes loss of information from the
desired signal. The appropriate solution is rather to equip the scanning system with a
despeckler [8, 9|], a device that can reduce the speckle contrast by partially breaking the

coherence of the laser beam, so that its effect becomes negligible.

The common approach to reducing speckle comes from averaging N statistically in-
dependent (non-interfering and decorrelated) speckle patterns. For the case where the
speckle patterns have equal mean intensities, the resulting speckle contrast is [10]:

C= (7.2)

-
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Therefore, the speckle contrast decreases as the number of independent speckle patterns
averaged in the integration time of the detector increases. Typically, there are 3 methods to
generating statistically independent speckle patterns by diversification of three parameters
of the light [11]:

* Angle diversity: speckle can be reduced by altering the angle of the illumination of

the light source.

* Polarisation diversity: when a polarised light source (such as a laser) is scattered
it will experience depolarising. The resulting speckle pattern can be decomposed
into two orthogonal and independent polarisation states, thus a reduction of 1/ V2

is gained.

* Wavelength diversity: speckle patterns from two light sources with different wave-
lengths will become uncorrelated if the wavelengths are separated by more than a
threshold distance.

Practical methods of reducing speckle tend to focus on the first approach. Common
examples include rotating (or vibrating) a ground glass diffuser, rotating a rectangular
light pipe and vibrating a diffractive beam shaper with the aim to create lots of random
patterns in the integration time of the detector (camera). If their number is large enough,

speckle will be thus reduced through averaging.

These methods all suffer from some drawbacks: they introduce vibrations into the

system, use bulky power consuming parts and may be sophisticated or expensive.

A novel approach that seemed noteworthy and particularly suited for the discussed
application was instead proposed by the Soft Matter Photonics Group at the University
of Oxford [12, |13]. Due to the anisotropy of liquid crystal (LC) molecules, and their
ability to flow, LC devices can act as a dynamic scatterer (similarly to some of the above
methods such as a rotating ground glass diffuser) without the need for moving parts. This
is achieved by applying an AC electric field across the device. Additionally, these devices
require little power and can be very compact (LC layer is on the order of a few pm)
(Fig.[7.11). Experiments showed that in the appropriate conditions the LC despeckler can
reduce speckle contrast by 80% or more [|13]]. The practical effect is visible in Fig.

All these advantages mean that speckle-reducing LC devices would be compatible
with precision measurements or drone based optical systems. However, for the case of a

scanning laser projector new ideas need to be developed as both the traditional methods
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Credits: Department of Engineering Science, Oxford University.

Figure 7.11: Liquid crystal cell with an active region of 5mm? and a few um thickness.

The field applied between the two electrodes causes the light to produce different speckle
patterns.

involving rotating a glass diffuser and the previous volume scattering LC cells aim at
scattering the light, and this inevitably results in the final image becoming blurred. As
such, other methods involving a mixture of angle and polarisation diversity need to be

explored for maintaining the spatial shape of the beam.

Speckle reducer off Speckle reducer on

33mm
—

Credits: Department of Engineering Science, Oxford University.

Figure 7.12: Reduction of speckle contrast by means of the LC despeckler can reach 80%
in the appropriate conditions.
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7.4 Ambient light conditions

Ambient light is one of the factors that most influence the final output accuracy of any
structured light scanner [14]. Even if the use of laser source may improve the contrast
of the projected pattern (see Sec.[7.3), camera input image will always contain a certain

amount of ambient light noise.

The quantification of such factor is not straightforward as the effect of ambient light
mixes with random scanning errors. In this regard, Li et al. [15] showed that the structured
light system GOM ATOS III Triple Scan used in the experiment is capable to achieve
similar performance under different ambient illuminance values (0, 280 and 6601x), with
ambient light error being negligible with respect to random one. However, many are the
factors to consider for a reliable evaluation, like algorithm type, distance from the object

or light source.

In relation to the specific algorithm proposed during this work, its calculation are
based on the phase shift rather than absolute intensity values. As such, at least in theory,
uniform diffused light should not affect phase extraction via Fourier transform. Neverthe-
less, digital quantisation and camera exposure play a big role for the final quality of the

image.

Furthermore, latest commercial scanners use a blue light source, believed to reduce
errors as its shorter wavelength can be more easily filtered from the rest of the ambient
light [[16]. While this has been investigated for dental applications [17]], an experimental
confirmation for general applications could not be found in the literature.

Today’s use of such scanning systems in MRO hangars, while at relatively short dis-
tances, seems to suggest their effectiveness for the indoor use cases. Further experiments
and solutions are to be found, instead, for an outdoor use, where sunlight comes into
play [18]. In this last regard, possible areas of research may involve polarised light,
sometimes considered for NDT [[19]], or even particular wavelengths, like for example
ultraviolet (UV): as the sunlight passes through the atmosphere most of its UV light is
filtered out, meaning that the outdoor scenario is almost black at those wavelengths. As
such, a UV projector may be able to provide a clear pattern even outdoor. To date, research

appears to have covered these important aspects only marginally [20].



CHAPTER 7. DISCUSSION AND LIMITATIONS 144

7.5 Surface reflections

While human inspectors have a distinct advantage in spotting dents or other anomalies
over highly reflective surfaces [21]], these have always been a challenge for structured

light 3D scanners.

Structured light scanners work well when the scanned object exhibits roughly Lam-
bertian reflectance, an ideal matte finish that reflects the incident light uniformly in all
directions. Most of the real world objects, however, are not Lambertian reflectors, and
indeed many applications require to scan highly reflective materials [22]. Also the air-
craft skin, depending on the particular finish, may have high reflectivity levels that make

the scanned point cloud partially or completely unreliable, as confirmed by experiments

(Fig.[1.13).

Figure 7.13: Reflection over Cranfield B737-400 fuselage. Detail of the projected pattern
that becomes unreadable in the reflection area.

Several approaches have been tried to deal with this issue. Generally the use of fewer
grey levels when choosing the projected pattern showed better results for reflective ob-
jects [23]], but it is far from being the definitive solution. Researchers also proposed a
method to automatically adapt camera exposure based on surface reflectivity [24]. A
more geometric approach is to use multiple cameras and projectors: since light reflections
depend on the angles, this simple technique increases the likelihood to capture reflection-
free areas [22].

Some solutions, possibly based on the above approaches, have been implemented in

commercial products. GOM ATOS scanners, for example, makes use of two cameras and
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a projector and are successfully employed to scan reflective car bodies. Other suggestions
from commercial providers involve setting scanner sensitivity or preparing the surface

with scanning spray.

The use case scenario proposed in this work does not allow any surface preparation
and the one-camera, one-projector setup is motivated by obvious compactness constraints,
due to the limited payload of UAVs. Therefore, the automatic camera exposure adaptation
is likely to be the most viable and straightforward method to reduce the errors caused by
reflections. Where this may not be sufficient, the proposed use case scenario may itself

help in mitigating the problem.

In fact, during the continuous scanning, the same area of the skin is actually scanned
multiple times from different point of views. Thus, a practical strategy for future devel-
opment could be to programmatically identify and discard those areas presenting high

reflections, so that the final point cloud can be build by combining acceptable areas only.

Dark non-reflecting surfaces introduce issues as well as high reflective ones. If the
surface absorbs most of the projected light (or the projecting light is not powerful enough)

the pattern is not clearly visible and accurate 3D scanning is not possible.

In the conditions of one of the experiments the two issues appeared even at the same
time, like shown in Fig.

Figure 7.14: Scan of dark blue fuselage on the Cranfield B737-400 resulted in poor
image quality, from which 3D information cannot be extracted. The surface is dark and
highly reflective at the same time. Reflections disturb the right part of the image in several
points. The white circle is a reflective numbered sticker applied to identify damages during
previous inspections.
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7.6 Employment of UAVs inside and outside the hangar

A UAV can inspect the entire aircraft body efficiently and quickly, saving a considerable
amount of time. Companies like Mainbladeﬂ Donecleﬂ or Rapiaﬂ are innovating visual
MRO inspections by reducing inspection time to as little as one hour and simplifying the
reporting, although to date this is limited to certain types of damage like lightning. At the
same time, the combination of UAVs with advanced solutions is being studied to cover
more elusive damages like dents. Due to the commercial relevance, it is reasonable to

expect such solutions to reach the market over the next few years, if not months.

Nevertheless, the employment of UAV side by side with humans during operations
has to be considered in the context of safety and compliance [25, 26]], even more so when

dealing with autonomous systems and their unintended consequences.

Current regulations impose limits to UAV weight and flight radius [27], together with
licences and insurance policies. UAVs are generally forbidden from certain areas. Air-
ports, airfields and spaceports are restricted zones where permission to fly a drone must
be granted by the airport itself. Flying a UAV indoor, or in any case without the possibil-
ity for the drone to escape, relaxes most of the rules, as it is not subject to air navigation

legislation and cannot affect air traffic. However, general health and safety provisions still

apply.

As such, issues that may arise in operating UAVs during MRO operations can be

related to the following factors:

* Compliance: being able to comply with the strict regulations and standards of the

aviation industry.

 Safety and collision avoidance: control the UAVs in the busy operating environment

while avoiding accidents that may result in relevant threat and serious damage.

* Completeness: ensure that the inspection carried out by the UAV covers the in-
tended areas, without producing false negative reports and being aware of occluded

areas.

* Human resources: qualified and trained personnel is required to supervise the pro-

cess and ensure system operability.

3https://mainblades.com/
“https://www.donecle.com/
>http://www.mrodrone.net/
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Figure 7.15: Netting in place to contain UAVs during experiments at the Digital Aviation
and Technology Centre, Cranfield University.

Today’s increasing presence of UAVs in MRO shows that these issues are being over-

come and that UAVs are a winning bet for aircraft inspection optimisation.
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Chapter 8

Conclusions and Future Work

Aircraft inspections to date lack a fully automated end-to-end system, capable of au-
tonomously scan, identify, measure and report any damages found on the skin. The ad-
vantages of automating such tasks range from reduced costs to increased safety, from
higher accuracy to repeatability of measurements. These far outweigh the challenges to
research, develop and introduce such new technologies while being compliant with strin-
gent regulations. As such, aircraft inspections are set to see increased automation, as

occurred to many other industrial processes.

Among the numerous aspects covered by aircraft inspections, this work treated the
specific and rather frequent dent damage on the aircraft skin. It showed that the tedious
and highly subjective task of manually inspecting, evaluating and reporting dents on the

skin can in principle be fully automated by developing an end-to-end system.

In order to do so, a quick and convenient way of moving around the entire surface
must be coupled with the appropriate set of algorithms responsible for extracting and
processing data. The practical advantage brought to MRO industry by UAVs is undeniable
but, to date, limited to monocular vision applications (e.g. lightning damage detection)
and thus leaving important questions open, like the detection of dents or other 3D damages

and, in general, the reliable acquisition of measures discussed in this work.

Therefore, an improved Fourier-based 3D scanning algorithm was developed for the
scope and tested in different conditions. The proposed single-shot approach inverts the
paradigm: it tries to extract as much information is possible from a single picture, in-
stead of relying on the multiple pattern acquisitions as commonly done by commercial

3D scanners. This immediately provides a great advantage for UAV applications, as the

150
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approach is directly compatible with fast movements and vibrations.

Experiments conducted with a prototype of the proposed scanner showed that the sys-
tem is already able to scan representative dents with submillimetre accuracy even during
movement, with inexpensive equipment and at increased operating distance when com-
pared to commercial 3D scanners, proving the compatibility of the algorithm for the sug-
gested use case. Future results can also be enhanced by improving quality of the hardware
and, with further research, by combining single-shot acquisitions from different poses or

considering more advanced acquisition technologies. The Python code was made publicly
availabld!]

Acquisition of accurate data does not directly imply having quality information. Since
the amount of data extracted from the skin of an average aircraft is potentially huge, a way
to automatically segment 3D point clouds was proposed by means of a FCN. To overcome
the lack of real data, a novel strategy was found to build a pseudo-real dataset, in which
synthetic point clouds were mixed with noise signals extracted from the actual scanning

system.

The new dent segmentation algorithm showed IoU higher than 80% and fast execution
times, despite the non-distinctive nature of dent damage. The trained network was able
to transfer such segmentation ability when real 3D points were given in input and, by
fine tuning the network with a small labelled dataset, performance is set to increase to an
even higher level of confidence, sufficient to programmatically identify damages from a
large amount of point clouds and highlight only those relevant areas to the attention of the

engineer.

During this work, the way that aircraft dents are traditionally evaluated was also criti-
cally revised, especially because the MRO industry has not yet taken full advantage of the
high levels of accuracy brought by 3D scanning technologies. Private discussions with
MRO engineers confirmed how in many occasions the use of high-accuracy handheld 3D
scanning was eventually limited to special situations or dropped altogether, as the amount

of data and the increased complexity was not justifiable in terms of efficiency.

It was argued that a high detailed 3D point cloud is difficult to evaluate by comparison
with some standards or even previous damages while, on the other hand, the dimensional
properties prescribed by the SRM are not representative of the actual damage. Therefore,
a novel model for dent evaluation was introduced by providing a purely mathematical

function that can represent complex dent-like shapes by means of 7 parameters, accom-

!GitHub repository: https://github.com/decadenza/SimpleStereo
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panied by some practical examples.

Overall, this study concluded the feasibility of automated dent inspections and pointed

towards possible ways to overcome the shortcomings of the actual application in MRO.

Several future work directions may arise from this study. First and foremost, the data
acquisition technology should deal with sub-optimal environmental conditions, affected
by several sources of noise like, for example, natural light and laser speckle phenomenon.
Such improvements may be achieved by considering custom hardware solutions, like high
power projectors or despecklers discussed above, and also by exploring alternative algo-
rithms for data retrieval that present reduced spectral leakage, unavoidable effect in the

discrete Fourier transform.

The use of machine learning for the analysis of 3D data is yet another area where a
multitude of algorithms may be introduced for the scope of this work. In fact, while the
2.5D strategy proposed with the U-Net segmentation showed the capability to correctly
predict dents in point clouds, it also introduced an approximation of the input data when
projecting over a plane. In the future this may be avoided by more advanced machine
learning algorithms capable to process 3D data directly, however, these solutions intro-

duce additional challenges in terms of convergence.

The literature on how damage measurements are affected by human factors is still
limited and lacking a quantification of the tolerances involved, so that corrective actions
may be considered by the operators, like the introduction of more autonomous solutions.
Furthermore, the model proposed to describe dent shapes shall be integrated by a rigorous
finite element analysis, aimed at the correlation between the shape and the real structural
performance and fatigue life, also by means of structural laboratory trials on different

materials.

Finally, all the above processes are to be collected into a data pipeline and integrated in
routine MRO processes, resulting in a higher technology readiness level and thus enabling

safer, more reliable and cost-effective autonomous aircraft inspections.



Glossary

Accuracy, closeness of agreement between a measured value and a reference value
of a measurand. The measured value is generally considered to be a quantity that can be
evaluated [1]. The actual method with which the measure is done may vary considering

the properties of such quantity.

Epipolar constraint, geometrical property of a pair of stereo images, where two
points taken on each image and corresponding to the same world object, together with
the camera centers define a plane, that can be represented as an epipolar line on each

image and can be used to simplify the problem of stereo correspondence [2]. See also

Fig.

Fatigue life, number of loading (stress) cycles or time span that a specimen can sustain

without presenting failure or damage. It includes mechanical, thermal loads and more [3].

Image plane, in optics and photography, that plane in the world space that contains
the projection of the object, generally coincident with the acquisition sensor. Similarly, in

computer graphics, it is that plane where the image is being rendered.

Intersection over union (or Jaccard index), a statistic used for gauging the similarity
and diversity of sample sets [4], often used to evaluate object detection and segmentation
algorithms. It can be defined as the ratio between the size of the intersection divided by

the size of the union, or:

_lAnB| |ANB]

J(A,B) = =
(4,B) |AUB|  |A|+|B|—|ANB]

(8.1)

Mean absolute error, in statistics, the measure of error between paired observations
of the same phenomenon calculated as the sum of the absolute errors divided by the

sample size.
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Repeatability, condition of measurement that is held fixed while performing two or

more measurements over a short period of time [ 1.
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