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Abstract—Quantifying uncertainty significantly enhances the
reliability of perception in autonomous vehicles and provides
more comprehensive environmental information for downstream
modules. However, most existing perception methods lack the
capacity to effectively estimate the associated uncertainty. To
address this gap, we propose a BatchEnsemble-based network
for uncertainty quantification in 3D object detection using point
cloud data. Specifically, a BatchEnsemble-based convolutional
layer is designed to reduce the memory overhead associated
with ensemble-based paradigms. Building upon this, a series
of probabilistic object detection networks are constructed by
directly modeling object attributes using multivariate Gaussian
distributions, thereby enabling the parallel extraction of both
object features and their associated variances. Subsequently,
an uncertainty-aware fusion strategy is introduced to integrate
and filter multiple detection results based on an uncertainty
quantification metric—namely, the Uncertainty Index—thereby
yielding more reliable and comprehensive outputs. The proposed
method is validated on the KITTI dataset. Experimental results
demonstrate its competitive accuracy performance and effec-
tiveness across various scenarios, including objects of differing
detection difficulty, identification of false-positive results, and
under adverse conditions such as snowy weather and sensor
degradation.

Index Terms—uncertainty quantification, 3D object detection,
perception uncertainty, autonomous driving

I. INTRODUCTION

Autonomous driving technology has witnessed substantial
advancements in recent years [1], [2]. The environmental
perception module, similar to a driver’s vision, is responsi-
ble for interpreting the surrounding environment to inform
downstream modules such as decision-making, planning, and
control. Modern perception systems, predominantly driven by
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deep neural networks, have demonstrated impressive perfor-
mance across various benchmarks [3], [4]. Nevertheless, the
performance achieved under controlled datasets often fails
to generalize to the unpredictable and adverse conditions
encountered in real-world deployments. As a result, existing
perception models often yield uncertain or erroneous pre-
dictions under adverse conditions—such as snowy weather
or sensor degradation—without conveying any warning of
the underlying uncertainty [5]. These perception inaccuracies
can generally be categorized into two types: existence bias,
where the model detects non-existent objects, and attribute
bias, where the model mispredicts object properties (e.g.,
size, velocity, or orientation). Ideally, the perception module
should quantify the uncertainty associated with both types of
bias, thereby enabling downstream modules to account for
potential errors in their reasoning and, if necessary, alert the
driver to take over control of the vehicle. However, most
existing perception methods lack the capability to estimate
the uncertainty of their outputs. Consequently, downstream
modules are forced to act upon raw predictions—including
false positives and those with high uncertainty. This limitation
not only increases the computational and reasoning burden on
subsequent modules but also undermines the overall robustness
and safety of the autonomous driving system. Therefore, quan-
tifying the uncertainty of the perception system and identifying
the boundaries of model capability is of significant importance
[6].

Recent research has increasingly focused on uncertainty
quantification (UQ) as a means of providing calibrated con-
fidence estimates alongside predictions. UQ distinguishes be-
tween two primary forms of uncertainty: epistemic uncertainty
and aleatoric uncertainty. Epistemic uncertainty reflects the
model’s inherent limitations and arises due to factors such
as insufficient training data, suboptimal training strategies,
or constraints in model architecture. Two predominant ap-
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proaches for estimating epistemic uncertainty are Monte Carlo
(MC) Dropout and deep ensembles. MC Dropout involves
applying dropout during both training and inference, effec-
tively simulating a distribution over model parameters. This
approach is often viewed as a pseudo-ensemble method, as
each forward pass samples a slightly different network due
to the stochastic omission of neurons [7]. Deep ensembles, by
contrast, consist of multiple models with identical architectures
but independently trained parameters. Their aggregated outputs
provide a robust estimate of both the final prediction and the
associated epistemic uncertainty [8]. Aleatoric uncertainty, on
the other hand, arises from irreducible noise in the input data,
such as sensor degradation or adverse weather conditions. To
quantify aleatoric uncertainty, many studies adopt a Bayesian
framework, wherein a prior distribution is placed over the
network parameters and updated via observed data to obtain a
posterior distribution [9]. Additionally, several direct modeling
approaches have been proposed in the object detection, which
involve assuming a parametric distribution over the model’s
outputs and training the network to predict the parameters
of this distribution directly [10]. However, direct modeling
approaches often require non-trivial architectural modifications
and complete retraining, which can negatively affect per-
ception performance. Although ensemble-based methods can
alleviate such performance degradation, they generally incur
significant computational overhead, making them impractical
for deployment.

To address these challenges, this paper proposes an un-
certainty quantification method based on BatchEnsemble—a
lightweight ensemble paradigm [11]. The proposed approach
alleviates the memory overhead typically associated with
uncertainty estimation, providing a more efficient and de-
ployable solution. Specifically, we design a BatchEnsemble-
based Convolutional Layer (BECL) to reduce the computa-
tional cost of convolutional layers in conventional ensemble
networks. Based on this design, multiple probabilistic object
detection models are constructed. Subsequently, we employ an
uncertainty-aware fusion strategy that integrates the multiple
sets of predictions generated by the ensemble members using
a novel uncertainty metric—Uncertainty Index. Our method
provides downstream modules with enhanced and uncertainty-
aware perception information, ultimately improving the robust-
ness and reliability of autonomous decision-making.

The main contributions of this paper can be summarized as
follows:

o We propose a BatchEnsemble-based uncertainty quantifi-
cation method for 3D object detection in point clouds.
The method constructs probabilistic detection models
based on multivariate Gaussian distributions and incor-
porates an uncertainty-aware fusion strategy alongside
a dedicated uncertainty quantification metric to produce
comprehensive perception results with associated confi-
dence estimates.

o We propose a BatchEnsemble-based convolutional layer,
which optimizes the number of parameters in ensemble
networks and significantly reduces memory overhead.

o The proposed method has been validated on the KITTI
dataset. Experimental results demonstrate competitive de-
tection accuracy and effectiveness across diverse scenar-
i0s.

II. RELATED WORKS

This study is closely related to 3D object detection in
point clouds and uncertainty quantification. The mainstream
methods about these topics are briefly introduced.

A. 3D Object Detection in Point-Cloud

3D object detection in point clouds, which aims to accu-
rately identify and localize specific objects within the vehicle’s
surrounding environment, is a fundamental perception task
in autonomous driving. In recent years, deep learning-based
methods have significantly outperformed traditional methods
that rely on handcrafted features, achieving state-of-the-art
performance across various benchmark datasets [3], [12].
PointNet pioneered the direct processing of raw point clouds,
offering high efficiency and flexibility [13]. Building on this,
VoxelNet introduced an end-to-end voxel-based framework
that improved detection accuracy [14]. PointPillars further
enhanced efficiency by encoding point clouds into pillar-based
features and eliminating costly 3D convolutions, enabling fast
and accurate detection suitable for real-time applications [15].
CenterPoint formulates detection as a center-based keypoint
estimation problem, leveraging point cloud data to identify
object centers and regress their properties with high accuracy
and efficiency [16]. The Point Transformer leverages self-
attention mechanisms to model both local and global de-
pendencies among points, thereby facilitating more effective
feature learning for 3D vision tasks [17]. PillarNeXt improves
feature extraction and utilizes an efficient network architecture
to achieve higher accuracy and speed in 3D object detection
[18]. In contrast to the aforementioned approaches, this pa-
per proposes a novel paradigm for uncertainty quantification
within the environmental perception process.

B. Uncertainty Quantification

Several studies on uncertainty quantification have been
proposed with the widespread application of deep learning
[5], [19], [20]. The Bayesian formalism remains the dominant
approach, and various approximations have been proposed
to mitigate its computational challenges in neural networks
[21], [22]. Several methods requiring multiple inferences, such
as MC-Dropout and deep ensembles, have proven effective
in capturing epistemic uncertainty [7], [8], [23]. To mitigate
the computational cost associated with ensemble methods,
Packed-Ensembles utilizes group convolutions to parallelize
ensemble models into a single shared backbone, enhancing
both training and inference efficiency [24]. In addition, de-
terministic networks have been developed to model outputs
as probability distributions rather than single-point estimates
to capture aleatoric uncertainty. For instance, Gaussian-based
bounding box regression loss has been proposed for ob-
ject detection, allowing for simultaneous prediction of the
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tion. The shared kernel weights Wy are combined with multiple sets of
ensemble-specific modulation vectors to generate diverse effective weights

Tllustration of the BatchEnsemble-based convolutional opera-

{W1,Wa,...,Wys}, enabling efficient ensemble learning with minimal
memory overhead.

bounding boxes and associated variances [25]. Furthermore,
uncertainty from interactions has also been investigated. [26]
and [27] introduce the concept of collaborative uncertainty,
modeling interactive environment uncertainties using Gaussian
and Laplace distributions in deterministic networks.

III. METHOD
A. BatchEnsemble-based Convolution Layer

In this section, we propose BatchEnsemble-based Convolu-
tional Layer (BECL), a novel convolutional layer based on the
BatchEnsemble methodology. As shown in Fig. 1, let W, de-
note the shared weight tensor of a standard convolutional layer.
Assume that the input and output channel dimensions are cj,
and coy, respectively, and the kernel size is (k1, k2 ). Therefore,
the weight tensor is defined as W € R¢nX CouxFk1xkz

In contrast to the standard convolutional layer, BECL op-
timizes the storage of convolutional kernels by representing
each ensemble member’s weight as a tuple of trainable vectors
r € RénXcauxkixl gpnd ¢ ¢ RenXCuX1xk2 jnetead of allocat-
ing a full set of parameters per member. A new convolutional
kernel for each ensemble member can then be generated by
performing a Hadamard product between the shared base
kernel and the corresponding r and s vectors, as follows:

W =Wy0Ors (D

where W’ denotes the weight of the BECL, and © represents
the Hadamard product.

Compared to conventional convolution operations, the pro-
posed method reduces the memory overhead of convolutional
layers by a factor of 1 — (é + ,3—2) For example, when
k1 = ko = 3, the memory consumption can be reduced
by approximately 33%. Compared with deep ensembles, the
ensemble network constructed based on BECL only requires
storing the feature modulation vectors r and s, significantly
reducing memory usage across other layers.

B. BatchEnsemble-based Neural Network

We designed a BatchEnsemble-based network, which con-
sists of a shared probabilistic objection detection network and
M sub-networks. The shared model adopts a fully BECL
network based on PointPillars as the backbone encoder, along
with three fully convolutional decoders. First, the point cloud
is converted into a sparse pseudo-image and encoded into a
high-level representation of the environment. Subsequently,
the classification decoder identifies the categories of objects
such as pedestrians, cyclists, and vehicles. Simultaneously, the
regression decoder determined the precise attributes of the 3D
bounding boxes of the detected objects, which are essential
for the accurate spatial awareness and autonomous vehicles.
In addition to the two branches mentioned above, the variance-
inference decoder estimates the variance associated with the
attributes of the 3D bounding boxes. These variances allow for
the estimation of the uncertainty associated.During both the
training and inference stages, each sub-network only retains
only the feature vectors of its convolutional kernels, denoted
as Ry, = {r1,72,...,r.} and S,, = {s1, $2,..., 81}, where
m € [0, M] indicates the index of the sub-network and L
indicates the number of BECL in each sub-network. The
case m = 0 corresponds to the shared base network, in
which both rg and sq are tensors filled with ones, serving as
identity scaling factors for the shared convolutional weights.
The convolutional weights of each sub-network are generated
using Equation. 1, ensuring that all sub-networks share the
same architecture but differ in parameters. This enables the
construction of an efficient deep ensemble framework with
significantly reduced memory and computational overhead.

We use X to indicate the point cloud data as input.
Each X contains N objects O = {o01,02,...,0n}, Where
each object is characterized by a category ¢, and bounding
box B, = {Tn,Yns2n, Wn,ln, hn, s}, where the coordi-
nates (%n,Yyn,2n) indicate the location of the object o,,
and (wp,lpn, hp,T,) describe the dimension and orientation
of their bounding box. Therefore, the set of ground-truth
Y in X can be described as Y = {{c,,B,})_,}. For
the m-th sub-network, the prediction results are denoted as
Y,, = {{én,l’S’men}nNgl}, where N,,, indicates the number
of predicted objects. ¢,, denotes the category of the predicted
object o,,, and B,, is the predicted bounding box consisting of
K attributes, similar to ,,. f]n is a K x K covariance matrix.

The transformation process for m-th sub-network can be
described as follows:

9m = f(Rma Sm) ()
Fr = fenc(X§ 9m) 3)
ém = Deis(Fpn; ) )
By = Dreg(Fn; Om) 5)
S = Duyar(Fui 0m) (6)

where f(-) indicates the transformation from parameter set
0o t0 Oy fenc(:;0mm) indicates the point cloud encoding
process over the parameter set 6,,. I, indicates the higher-
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Fig. 2. Illustration of the proposed method. Dashed lines indicate the construction of model parameters, while solid lines represent the data flow within the
model. Multiple probabilistic object detection sub-networks are constructed by combining shared weights 6y with sub-network-specific modulation vectors.
The resulting sets of perception outputs are then passed to the uncertainty-aware fusion module, where the uncertainty index is computed and the final detection

results along with their corresponding uncertainties are generated.

order feature map of the environment. D5 (-, 8,,), Dyeg(-, Om)
and D,q. (-, 0,,) indicate the classification decoder, regression
decoder, and variance-inference decoder process over the
parameter set 6,,, respectively. Additionally, a softplus layer
was added to the final layer of the variance-inference decoder
to ensure that the output was strictly positive.

Evaluating uncertainty remains a challenging task due to the
absence of ground-truth uncertainty labels [8]. Therefore, we
adopt a direct modeling approach, wherein the object bounding
boxes are assumed to follow a multivariate Gaussian distribu-
tion. The model is trained to learn the optimal parameters
0,, by minimizing the discrepancy between predicted objects
and their ground-truth. Instead of predicting only deterministic
bounding box attributes, the network estimates a set of parame-
ters characterizing the full probability distribution for each ob-
ject. The mean vector of the multivariate Gaussian represents
the attributes of predicted object, while the covariance matrix
S, quantifies the uncertainty associated with each attribute. To
ensure both computational efficiency and numerical stability in
estimating S, We apply the Cholesky decomposition, which
guarantees a symmetric positive-definite covariance matrix.
This process is formally expressed in Equation (7).

% exp (Bn — Bn)T 22;1 (Bn — Bn>
\/ 27 [ Xn|
' (7

where 6, is the learnable parameters of m-th sub-network.
n € {1,2,..., N, } indicates the index of objects. |-| indicates
the determinant of matrix. >, indicates the inverse of matrix

P, =

3,.. Note that we assume that each attribute of the bounding
box is independent and X, is a diagonal matrix.

The ground truth of the bounding box can similarly be mod-
eled as a multivariate Gaussian distribution, wherein ¢ — 0
effectively becomes a Dirac delta function [25]. It can be
described as:

Pg =6(Bn — Bn) ®)

where Pg denotes the probability distribution of the ground
truth. (-) denotes the Dirac delta function.

For each sub-network, we need to find the optimal parameter
O that minimizes the discrepancy between P; and Pg over
dataset D, as shown in Equation. (9).

0,, = argmin Z Dxr, (Ps,, (v), Pa(z)) ©)
xz~D

where Dy (-, ) indicates the Kullback-Leibler(KL) diver-
gence between the two distributions.

We adopt the focal loss for the classification task and the
softmax-based cross-entropy loss for orientation prediction
[15], [28]. For bounding box regression and variance estima-
tion, we adopt the KL divergence as the loss function, denoted



by Lxr. The complete loss function is formulated as follows:

L = BasLes + BrrLLrr + BairLair (10
1 N
Lk = I > Drr(Py(@)||Pa(e)) (11)
n=1
B, — B,)TS Y (B, — By) + log |2,

2
12)

where f.s, Bk and Bg;- are the coefficients of the classi-
fication, regression, and direction loss, respectively. All the
sub-networks share these coefficients.

During the training phase, the proposed method consists
of two stages. First, the shared network is trained by setting
the vectors Ry and Sy as all-one tensors set, resulting in the
parameter set 6y. In the second stage, each sub-networks are
trained based on the pretrained 6, all network parameters are
frozen except for R,,, and S,,. The network is fine-tuned using
different initialization parameters and the shuffled dataset to
obtain a set of ensemble parameters {67, 6s,...,0x}.

C. Uncertatinty-aware Fusion Strategy

It is well-known that neural networks with identical archi-
tectures but different parameter can yield diverse outputs even
when provided with the same input. Consequently, naively
aggregating these outputs to produce a final prediction can
result in erroneous and redundant results, which degrade the
overall detection accuracy and impose substantial computa-
tional burdens on downstream modules. Therefore, an effec-
tive fusion strategy is required to aggregate predictions from
multiple networks in a manner that preserves reliability while
minimizing noise and redundancy. In this paper, we employ an
uncertainty-aware fusion strategy that consolidates and filters
object detection results based on their associated uncertain-
ties. Given M sets of predictions {}71,)72,...,)7A1}—each
comprising category labels, bounding boxes, and variance
estimates generated by the sub-networks described above—the
final object detection outputs and corresponding uncertainty
metrics are obtained through the following steps:

First, we iterate through the detection outputs. For each
object category, the predictions are grouped into overlapping
and non-overlapping sets based on the Intersection over Union
(IoU) metric. If the IoU between predictions from different
ensemble members exceeds a predefined threshold, they are
classified as a group of overlapping results. In contrast, pre-
dictions that do not meet the threshold with any other result
are treated as non-overlapping results. For the overlapping
results, we treat the results as a uniformly weighted mixture
strategy and combine the predictions, which further improves
the detection accuracy. This is described by Equation. (13).

M
B=M"" B,

m=1

13)

where M is the number of models in overlapping results.

Therefore, the variance of the detected object can be calcu-
lated as follows:

T=M"1

M=

(im + B?n) _B (14)

m=1

In the sections above, the variances of object attributes
can be obtained. However, relying solely on the variance is
insufficient for a comprehensive assessment of an object’s
uncertainty. Variance fails to account for false-positive pre-
dictions, and different object categories may exhibit varying
sensitivities to the scale of attribute values. To address these
limitations, we adopt the Uncertainty Index (UI), a novel
metric designed to uniformly quantify uncertainty in 3D object
detection results. This metric leverages the Gaussian error
function—a well-established concept in probability theory and
statistics—to evaluate the dispersion of predicted distributions.
The Gaussian error function effectively measures how data
points deviate from the mean, making it a suitable tool for
capturing the uncertainty inherent in the predictions of 3D
object detection models.

Additionally, for the uncertainty index of ensemble net-
works, the degree of consensus among multiple models re-
garding object detection serves as an important indicator of an
object’s existence reliability. When an object is consistently
detected by a majority of networks, it implies higher confi-
dence and should correspond to a lower uncertainty index. In
contrast, if an object is detected by only a single network,
the associated uncertainty should be higher, suggesting that
the object may be a false positive. To accurately quantify this
aspect of epistemic uncertainty, it is essential to incorporate
the number of ensemble members that successfully detect a
given object into the construction of the UI. To this end,
we introduce the concept of hard voting into the uncertainty
index formulation. This mechanism ensures that the final
index reflects both the statistical dispersion and the consensus
of the model, providing a more comprehensive measure of
uncertainty. The formulation is described in Equation (15).

o & VE
o\

UI=Hy x A X edn | (19)

where U denotes the uncertainty index of a prediction. U/ is
set within the range [0, 1], a larger U indicates higher uncer-
tainty and lower confidence in the result; conversely, a smaller
U1 indicates lower uncertainty and higher confidence. A is a
proportionality coefficient that depends on the object category.
H is a vector reflecting the impact of the number of models on
the index. In this paper, we set H = {1.2,1.0,0.8,0.6,0.4}.
For the non-overlapping results, we compute U for each
object and establish a category-specific threshold. If the U1
exceeds the threshold, the object is retained in the final result
Y otherwise, it is regarded as a false-positive detection.
Finally, the proposed method outputs both the environmental
perception results and their corresponding uncertainty esti-
mates. These comprehensive results can be further utilized



TABLE I
PERFORMANCE COMPARISON AMONG DIFFERENT METHODS ON KITTI 3-D VALIDATION SET

. Pedestrian Cyclist Car
Method uncertainty output mAP Easy Mod. Hard Easy Mod. Hard Easy Mod. Hard
PointPillars X 63.9082  48.5506 44.6239 41.3760 81.7063 629372  60.6820  85.7048  76.1309  73.4627
Shared Detector v 62.6148 46.8686 42.5368  38.2561  78.8958 60.9305 58.0010  87.4758  76.5609  74.0080
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Fig. 3. Statistical analysis results of the Uncertainty Index. (a) illustrates the U for easy, moderate, and hard detection difficulty levels. The results indicate

that the perception model exhibits higher uncertainty when detecting challenging objects, such as smaller or more occluded targets like pedestrians and
cyclists. For each object category, the differences in uncertainty across difficulty levels are statistically significant. (b) illustrates the U I for true-positive and
false-positive results. The results indicate that the perception model exhibits higher uncertainty for false-positive results compared to true-positive results.
(c) illustrates the U1 under various weather conditions. The results indicate that the model exhibits higher uncertainty in adverse conditions, and there is a

statistically significant difference between these conditions.

by the vehicle’s decision-making and planning modules to
enhance autonomous driving safety and reliability.

IV. EXPERIMENT

In this study, all experiments were conducted using an Intel
Core(R) 19-10920X CPU @ 3.50 GHz (Turbo 4.60 GHz),
an NVIDIA GeForce(R) RTX 3090 24-GB GPU, under the
Ubuntu 16.04 LTS operating system. All programming tasks
were executed in Python 3.8, using PyTorch 1.8.1.

A. Implementation Details

In the implementation, we adopted fully BECL as both the
encoder and decoder based on PointPillars [15]. Similar to [8],
the number of ensemble members was set to M = 5. For the
shared network, the feature vectors R and Sy were initialized
as all-one tensors with their gradients frozen, and the network
was trained for 150 epochs to obtain the shared parameters
6. Then, based on the pre-trained shared parameters 6y,
each ensemble member was fine-tuned by updating only its
member-specific feature vectors R, and S, for an additional
50 epochs. The Adam optimizer was adopted and the learning
rate was dynamically adjusted using the OneCycleLR policy
across both phases. For the Uncertainty-aware Fusion Strategy,
the IoU threshold was set to 0.5. The thresholds of the uncer-
tainty index filter were 0.8 for pedestrians, 0.7 for cyclists, and
0.5 for cars. This differentiation optimizes the fusion process
to enhance detection accuracy and reliability across various
object types.

To validate the proposed method, experiments were con-
ducted using the KITTI dataset, which is a widely recognized
benchmark for autonomous driving [29]. KITTI consists of
7481 annotated training samples and 7518 testing samples.
Each training sample includes comprehensive annotations.
The dataset categorizes samples into three levels of diffi-
culty—easy, moderate, and hard—based on criteria such as
occlusion, visibility, and bounding box size. In addition, we
utilized KITTI-C, a variant of the original KITTI dataset
designed to evaluate the robustness under adverse conditions
[30]. For the experiments, we further divided the dataset
training samples into 3712 samples for training and 3769
samples for validation.

We conducted performance comparisons among several
models. As shown in Table. I, PointPillars serves as our
baseline model, which does not incorporate uncertainty quan-
tification. The Shared Detector refers to the model constructed
based solely on the shared parameters 6y, without applying en-
semble integration. Experimental results demonstrate that the
proposed method outperforms both the original baseline and
the Shared Detector in terms of average precision, highlighting
the effectiveness of our uncertainty-aware framework.

B. Uncertainty Quantification

Several experiments were conducted to validate the capac-
ity of the uncertainty quantification method. Because of the
absence of ground-truth uncertainty labels, directly assessing
the proposed uncertainty index is not feasible. Therefore, a



series of statistical analyses were conducted on the proposed
method across the dataset to evaluate its effectiveness.

Firstly, the UI across objects with varying detection dif-
ficulty levels was evaluated using the KITTI dataset. As
shown in Fig. 3a, our method assesses the U associated with
objects of different difficulty. Experimental results indicate
that objects located at greater distances, those occluded by
surrounding things, or those corresponding to false-positive
detections tend to exhibit higher UI. In contrast, objects
that are closer to the ego vehicle and fully visible generally
yield lower U, indicating more confident predictions by the
perception system. Specifically, for pedestrians, the median U [
for moderately difficult objects was 32.95% higher than that
for easy objects, while the median U for hard objects was
50.78% higher than for easy ones. For cyclists, the median
UI of moderately difficult cases exceeded that of easy cases
by 27.46%, and hard cases exceeded easy cases by 122.83%.
For cars, moderate-difficulty objects had a median U1 59.92%
higher than that of easy objects, and hard objects exhibited
a 111.59% increase over easy ones. In addition, the exper-
imental results reveal that the U associated with detecting
larger objects, such as cars, is significantly lower than that
for smaller objects, such as pedestrians. This observation
highlights a fundamental limitation of the LiDAR-based object
detection method. Furthermore, the Kruskal-Wallis (KW) test
was conducted to statistically assess the differences in UJ
values across difficulty levels within the same category. The
results indicate that for all categories, the differences in Ul
across difficulty levels are highly significant, with p-values
less than 0.001. These findings support the effectiveness of
the proposed method in quantifying uncertainty across varying
levels of detection difficulty.

Secondly, we conducted experiments to evaluate the effec-
tiveness of the proposed method in identifying false-positive
detections. As illustrated in Fig. 3b, the results show that false-
positive results exhibit significantly higher uncertainty com-
pared to true-positive results. This suggests that the proposed
approach can effectively distinguish false-positive detections,
thereby substantially reducing the burden on the decision-
making and planning modules of autonomous vehicles. Quan-
titatively, the median UI of false-positive results was 4.28,
5.38, and 3.04 times higher than that of true-positive results
for pedestrians, cyclists, and cars, respectively. Furthermore,
we conducted the Mann—Whitney U test—a non-parametric
method suitable for comparing two independent groups with-
out assuming normality—across all object categories. The
results show that the U I of false-positive results is significantly
higher than that of true-positive results (p < 0.001), indicating
that the proposed method effectively distinguishes between
true and false detections based on uncertainty.

Finally, we evaluated the performance of the proposed
method in quantifying uncertainty under adverse conditions
using the KITTI-C dataset, which includes two representative
scenarios: snowy weather and LiDAR beam-missing faults,
as shown in Fig. 3c. Compared with normal conditions (i.e.,
clear weather and fully functional sensors), the Ul showed a

noticeable increase under both types of disturbances. Specif-
ically, under snowy conditions, the median U increased by
9.32% for pedestrians, 56.79% for cyclists, and 109.57% for
cars. In the presence of LiDAR beam-missing faults, the
median UI increased by 14.28% for pedestrians, 41.39%
for cyclists, and 13.71% for cars. To statistically validate
these differences, we employed the Mann—Whitney U test,
which revealed significant disparities between abnormal and
normal conditions across all object categories (p < 0.001).
These results demonstrate the effectiveness of the proposed
method in capturing and quantifying uncertainty under adverse
environmental and sensor-degradation scenarios, thereby fur-
ther confirming its potential to enhance perception reliability
in autonomous driving applications. This allows downstream
modules to respond more appropriately to uncertain perception
outputs, improving overall system robustness.

V. CONCLUSION

In this study, we propose a BatchEnsemble-based Network
to quantify uncertainty for 3D object detection in point clouds.
Specifically, a BatchEnsemble-based convolutional layer is
designed, upon which a probabilistic object detection model
is constructed. This model maintains a single set of shared
parameters along with multiple sets of feature vectors, achiev-
ing ensemble-like performance in a memory-efficient manner.
Furthermore, an uncertainty-aware fusion strategy is employed
to integrate and filter the outputs based on the uncertainty
index, producing more reliable perception results along with
corresponding uncertainty estimates. We conduct extensive
experiments on the KITTI and KITTI-C datasets. The re-
sults demonstrate that our method outperforms the original
baseline in terms of detection accuracy while providing effec-
tive uncertainty quantification. For uncertainty quantification,
our method yields significantly higher U values for small,
occluded, and distant objects, as well as for false-positive
detections. In addition, the proposed approach yields higher
U1 values under adverse weather conditions and sensor degra-
dation. The statistical significance of these results is validated
through the Kruskal-Wallis test and the Mann—Whitney U test.
These experimental findings confirm the effectiveness of the
proposed method. The network architecture adopted in this
study 1is relatively simple, and primarily aimed at validating
the effectiveness of constructing convolutional neural networks
based on BECL in uncertainty quantification. In future work,
we plan to explore more comprehensive and high-performance
models to achieve a better balance among uncertainty quan-
tification, perception accuracy, and other key metrics.
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