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Abstract

Accurate forecasting of airport passenger flows is critical for efficient airport operations,
supporting decisions such as gate and stand allocation, staffing, disruption management,
and long-term infrastructure planning. Current forecasting practice faces two persistent
limitations. First, long-horizon passenger flow is affected by non-stationarity, horizon
variability, and sudden exogenous shocks (e.g., policy changes and major events), which
can cause rapid performance degradation and brittle behaviour outside the training regime.
Second, although modern neural forecasters can be highly accurate in certain settings, they
are typically opaque, and their post-hoc explanations are often scenario dependent and
rarely presented in a form that supports auditing, comparison across time, or operational
reuse. As a result, decision-makers may receive forecasts without defensible answers to
what drove a change, which inputs mattered at which times, and whether an explanation is
trustworthy.

This thesis addresses these limitations by combining data construction, explanation
evaluation, and model design. The thesis is organised on a paper basis. Chapter[I]introduces
the research questions and overall methodology. Chapter 2] performs a controlled evaluation
of post-hoc explainability methods using synthetic data with attribution ground truth and
real-world airport passenger flow datasets, and demonstrates that explanation quality can
vary strongly by scenario and is only weakly coupled to forecast accuracy. Chapter [3]
addresses practical shortcomings of saliency outputs by introducing sparse, normalised, and
time-aligned post-processing, producing explanations that are easier to interpret and can be
reused downstream (e.g., for data augmentation). Chapter 4] tackles opacity by developing
an intrinsically interpretable forecasting model based on a structured neural decomposition
of trend, seasonality, and residual components, allowing transparent diagnostics of model
behaviour. Chapter [5] targets long-horizon robustness under horizon variability and shocks

through variable-horizon patch-autoregressive training, semantic anchoring, and scenario-

il



based sensitivity analysis. Chapter [0] synthesises findings and outlines future directions.
The Appendix |A|and Appendix [B|document dataset construction (Freedom of Information
Act (FOIA) throughput and custom Global Database of Events, Language, and Tone
(GDELT) indices) and review explainable interfaces for human—autonomy teaming.

The main contributions are fivefold. First, a high-resolution airport passenger-flow
dataset is constructed by integrating FOIA throughput records with tailored GDELT-based
external covariates. Second, a systematic evaluation framework for post-hoc explainability
is developed, demonstrating strong scenario dependence and a weak coupling between
forecast accuracy and post hoc explanation quality. Third, a principled post-processing
approach is introduced to produce sparse, normalised, and time-aligned explanations,
improving interpretability and enabling downstream reuse. Fourth, an intrinsically in-
terpretable forecasting model is proposed via structured neural decomposition, allowing
transparent attribution of trend, seasonality, and residual dynamics. Fifth, robustness
for variable-horizon forecasting is improved through patch-autoregressive with semantic

anchoring and scenario-based sensitivity analysis.

Keywords:

airport passenger flow; time-series forecasting; interpretability; post-hoc attribution; sa-
liency maps; feature importance; neural decomposition; trend-seasonality modelling;
long-horizon prediction; horizon variability; exogenous shocks; robustness diagnostics;
sensitivity analysis.
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Introduction and Research Framework

Airport passenger flow forecasting is a core capability for modern air transportation sys-
tems, supporting operational decisions such as transfer passenger flow management [5],
gate and stand allocation based on flight schedules [[10]], and terminal capacity expansion
planning [[11]. These high-stakes decisions increasingly rely on multivariate time-series
forecasting models that ingest heterogeneous signals (e.g., historical passenger flows
across multiple terminals or routes, calendar effects, and exogenous covariates) [[14} 9]. As
forecasting pipelines become more complex and more consequential, practitioners and
regulators face a familiar tension: the strongest predictive models are often less trans-
parent, yet regulatory frameworks increasingly mandate transparency and explainability.
The European Union Aviation Safety Agency (EASA) advocates for human-centric Al
approaches that prioritise transparency [3]], the UK Civil Aviation Authority (CAA) has
established strategies for regulating Al and advanced automation in aerospace [13]], and
the EU Artificial Intelligence Act mandates transparency obligations for high-risk Al
systems [2]]. These requirements reflect the critical need for trust, auditing, and actionable
diagnosis in high-stakes decision-making contexts.

This thesis studies explainable multivariate time-series forecasting with a focus on
airport passenger flow and related high-dimensional forecasting settings. The main task
is formulated as a regression problem: given historical observations of one or more time
series and optionally exogenous covariates, the objective is to predict future values (or

multi-step trajectories) of the target series over a specified horizon. The goal is not only to
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improve predictive accuracy, but to produce explanations that are reliable enough to support
scientific understanding and operational decision-making. In this thesis, explainability
refers to the ability to articulate why a model produces a given forecast or which inputs
and structures drive it; the specific form of explanation varies by chapter. Chapter [2]and
Chapter [3|focus on post-hoc explainability: attribution of predictions to input time steps
and variables (e.g., via saliency or Shapley-style methods), with Chapter [3]improving the
usability of such attributions through sparse, aligned saliency. Chapter [ offers intrinsic
explainability by design: the proposed model (iDecPred) decomposes the series into trend,
seasonal, and residual components and forecasts each explicitly, so that explanations are
the component-level outputs themselves. Chapter [5| provides semantic and scenario-based
explainability: concept-level descriptions of patch dynamics via semantic anchoring, and

robustness diagnostics under alternative exogenous scenarios.

1.1 Airport Passenger Flow Forecasting as a High-Stakes
Decision Problem

In this thesis, the term airport passenger flow denotes the volume of passengers passing
through an airport or a designated part of it, such as a terminal or boarding area, per unit
of time. It is typically measured as throughput, for example in hourly or daily passenger
counts. Airport passenger flow exhibits strong temporal structure, including seasonality,
long-term trends, and irregular shocks, as well as cross-series interactions driven by shared
factors such as terminal usage, airline schedules, and macro-level events [6]. Forecasts
are required at multiple lead times. Short-term forecasts support operational control
over horizons ranging from hours to days, while longer-term forecasts inform planning
and budgeting over weeks to months. In real deployments, these horizons are rarely
independent. Decision-makers require coherent forecasts across horizons and need to
understand when and why forecasts change under alternative assumptions about future

conditions.
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From a decision perspective, forecast errors can be costly: under-forecasting can lead to
congestion and service degradation, while over-forecasting can lead to overstaffing, wasted
capacity, and inefficient capital allocation [1]]. In this context, explainable forecasting is not
merely desirable but essential. Operational and planning decisions are made by humans
who must understand and trust the basis of a forecast before committing resources; keeping
humans in the loop is a requirement in these settings, and explainability is what makes such
oversight effective. Black-box predictions are less likely to be adopted or correctly acted
upon. When forecasts go wrong, stakeholders need to diagnose whether failures stem from
data quality, model assumptions, or external shocks, so that processes can be corrected
and future forecasts improved. In addition, aviation is a heavily regulated sector where
transparency, auditability, and human-in-the-loop oversight are increasingly mandated
for high-impact Al systems, as reflected in the regulatory references above. For these
reasons, this thesis treats explainability as a core requirement for airport passenger flow
forecasting, not an optional add-on. Explainability can reduce the risks above by enabling
model diagnostics (e.g., detecting spurious reliance on proxy features) and improving

communication between model developers and operational stakeholders.

1.2 Challenges of Explainability in Time-Series

Applying explainability methods to time-series forecasting introduces challenges that are

less prominent in static prediction tasks:

* Temporal dependence and autocorrelation. Inputs are not independent; explana-
tions must reflect temporal dynamics rather than treating time steps as interchange-

able features.

* High dimensionality from multivariate signals and windowing. Sliding-window
construction can multiply the effective input dimension, producing dense and noisy

attribution maps that are difficult for humans to interpret.
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* Model and explainer mismatch. Many popular explainers were designed for vision
or tabular settings and may behave differently under forecasting objectives and

sequential architectures.

* Lack of ground-truth explanations in real data. Unlike synthetic benchmarks
where generating processes can define attribution ground truth, real-world airport

data rarely provides an oracle notion of “correct” feature importance.

* Faithfulness versus usefulness. A visually plausible explanation may not be faithful
to the model, and a faithful explanation may not improve decision quality. This

creates a three-way tension between accuracy, faithfulness, and decision utility.

These challenges motivate careful empirical evaluation and the development of explan-
ation strategies tailored to forecasting settings, where the explanation object is not a single

class label but a multi-step future trajectory.

1.3 Research Gaps and Motivation

Despite rapid progress in explainable Al, three gaps remain particularly important for

multivariate time-series forecasting in transportation:

* Limited evidence-based guidance for post-hoc explainers in forecasting. In
practice, explainers are often selected by convenience, yet their quality can vary

substantially across architectures, temporal patterns, and datasets.

* Human interpretability of saliency in multivariate forecasting. Standard saliency
outputs are often dense and noisy, especially under windowed inputs, making it

difficult to translate attribution into actionable insights.

* Need for structured, intrinsically and semantically interpretable forecasting

models. Post-hoc explanations alone may not provide the kind of temporal,
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component-wise, or scenario-level (semantic) understanding required in high-stakes

deployment, particularly for long-horizon forecasts and exogenous shocks.

This thesis aims to address these research gaps through three complementary avenues:
(1) conducting large-scale, systematic evaluations of post-hoc explainers in the context of
multivariate time-series forecasting; (2) developing improved post-processing techniques
for saliency maps, enabling more interpretable and actionable explanations that benefit
both human users and downstream tasks; and (3) proposing intrinsically interpretable
forecasting model architectures and diagnostic tools tailored for long-horizon and scenario-

based airport passenger flow prediction.

1.4 Research Questions

Guided by the above gaps, the thesis investigates the following research questions:

* RQ1: How do widely used post-hoc explainability methods behave for multivariate
time-series forecasting, and how sensitive is explanation quality to temporal patterns,

forecasting architectures, and explainer choice?

* RQ2: How can saliency-based explanations be post-processed or aggregated over
time, features, or semantic groupings to improve human interpretability in multivari-
ate forecasting, and can such explanations be used to improve downstream model

performance or to guide model simplification?

* RQ3: Beyond token-level (time-step or feature-level) explanations, what forms of
structured or higher-level explanations can be provided for time-series forecasts, and

how can these be made reliable and actionable for decision-makers?

* RQ4: Can we design forecasting models that are intrinsically interpretable by con-
struction (e.g., through explicit trend/seasonal/residual or concept components) while
maintaining accuracy and computational efficiency for long-horizon multivariate

forecasting?
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* RQS: How can forecast explanations support horizon-generalizable forecasting
under exogenous-shock scenarios, especially using concept-based and scenario-

driven interpretability frameworks?

1.5 Thesis Contributions

The main contributions of this thesis can be summarised as follows:

* An hourly airport passenger flow dataset with external features. An integ-
rated hourly passenger-flow dataset was constructed from Freedom of Information
Act (FOIA)-released airport throughput data [12]] and custom Global Database of
Events, Language, and Tone (GDELT)-based indices capturing external informa-
tion signals [4]. The external features contain two standardised indices built from
aviation-related news: (i) health-related information, measuring the intensity of cov-
erage linking epidemiological risk (e.g., COVID-19, pandemic, outbreak) to aviation;
and (ii) control-related information, measuring coverage of travel restrictions, border
controls, and operational measures affecting air travel. The detailed construction
process is described in Appendix [Al These covariates enable multivariate forecast-
ing with explicit external drivers and facilitate robustness-oriented analyses under

evolving information environments.

* Evidence-based evaluation of post-hoc explainers for airport passenger flow
forecasting. A systematic empirical evaluation of widely used explainers across
multiple forecasting architectures was conducted, using both synthetic datasets
with attribution ground truth and real-world airport passenger flow datasets. The
experiments show that no single explainer consistently dominates across scenarios

and that predictive accuracy and explanation quality can be weakly correlated.

* Sparse, normalised saliency for improved interpretability and practical benefit.

A flexible post-processing approach is proposed to generate sparse saliency maps
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(with optional window aggregation/alignment) to better match human intuition in
multivariate time series. Saliency-guided data augmentation is further explored, and
improvements are demonstrated when transferring saliency-derived information to

simpler models.

* Forecasting future values of each component and the overall series via decom-
position. A framework is proposed that predicts the future trajectories of trend,
seasonality, and residual elements separately, as well as the recombined total forecast.
This enables interpretable forecasting by providing visibility into how each decom-

posed part contributes to the final prediction, moving beyond post-hoc explanations.

* Variable-horizon patch-autoregressive forecasting with semantic anchoring and
robustness diagnostics. A unified framework is presented for forecasting across
multiple horizons with a single model via patch-level rollouts; semantic anchoring is
introduced to improve interpretability of latent dynamics, and robustness is analysed

under exogenous shocks using scenario-based sensitivity analysis.

1.6 Thesis Structure

This thesis is organised on a paper basis. Figure[I.T] provides an overview of the thesis
structure and the logical connections between chapters; the narrative progresses from post-
hoc explanation evaluation, through more usable and intrinsically interpretable forecasting

models, to deployment-relevant diagnostics.

* Chapter 2| evaluates post-hoc explainability methods for multivariate time-series

forecasting using synthetic and real-world airport passenger flow datasets.

* Chapter [3|introduces sparse saliency post-processing to improve explanation read-

ability and usability.

* Chapter [ presents iDecPred, an intrinsically interpretable neural decomposition

model for long-horizon multivariate forecasting.

7
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* Chapter |5 addresses deployment-relevant variable-horizon forecasting with se-

mantic anchoring and scenario-based robustness analysis.

* Chapter [6] summarises the thesis contributions and discusses limitations and future

research directions.

The chapters form a progressive build-up: the empirical explainer evaluation in
Chapter [2] motivates the need for more human-readable and reusable explanations in
Chapter 3} limitations of purely post-hoc attribution motivate the intrinsically interpretable
decomposition approach in Chapter 4 and the variable-horizon deployment setting motiv-
ates the methods developed in Chapter[5| which are synthesised in Chapter[6] The airport
passenger flow dataset and GDELT-based external features used in several of these chapters
are documented in Appendix

Appendix [A]documents the construction of the airport passenger flow dataset and the
GDELT-based external features used throughout the thesis. The core chapters focus on
developing explainability methods at the model level. Appendix [B|complements this by
addressing explainable interfaces for human-autonomy teaming (HAT) from a conceptual
and design perspective [8]. It clarifies the distinction between model explainability, explan-
ations, and explainable interfaces, and surveys design and evaluation considerations for
HAT. Thus Appendix [B|provides the broader deployment context within which the time-
series explainability methods developed in this thesis can be situated when explanations

are presented to operators or stakeholders in high-stakes settings.

1.7 Publications and Manuscripts in Preparation

This thesis is submitted to Cranfield University in partial fulfilment of the requirements
for the degree of Doctor of Philosophy. The work presented is original and was carried
out during my period of study at Cranfield University. This thesis has not been submitted
previously, in whole or in part, for any other degree or qualification. Publications and

manuscripts arising from this research are listed below.

9
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* Evaluating Explainability Methods for Multivariate Time-Series Forecasting in
Airport Passenger Demand. Xiangqi Kong, Yang Xing, Zeyu Liu, Antonios Tsourdos,

and Andreas Wikander (to submit)

* Enhancing Performance and Interpretability of Multivariate Time-Series Model
Through Sparse Saliency. Xiangqi Kong, Yang Xing, Zeyu Liu, Antonios Tsourdos,
and Andreas Wikander In Proceedings of the IEEE 27th International Conference
on Intelligent Transportation Systems (ITSC), Edmonton, Canada, September 24-27,

2024. IEEE, 2024. DOI: 10.1109/ITSC58415.2024.10920008. [[7] (published)

* iDecPred: A Lightweight and Interpretable Extrapolative Neural Decomposition
Model for Multivariate Time Series Forecasting. Xiangqi Kong, Yang Xing, Zeyu
Liu, Antonios Tsourdos, and Andreas Wikander (IEEE Transactions on Neural

Networks and Learning Systems under review)

* Variable-Horizon Patch-Autoregressive Forecasting with Semantic Anchoring and
Scenario-Based Robustness Analysis. Xiangqi Kong, Yang Xing, Zeyu Liu, Antonios

Tsourdos, and Andreas Wikander (to submit)

* International Exposure and Heterogeneous Recovery of U.S. Airports after COVID-
19. Xiangqi Kong, Yang Xing, Antonios Tsourdos, and Andreas Wikander (to

submit)

» Explainable Interface for Human-Autonomy Teaming: A Survey. Xiangqi Kong,
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PAPER I - Post-hoc Explainability Evaluation

Evaluating Explainability Methods for
Multivariate Time-Series Forecasting in Airport

Passenger Flow



Abstract

Explainability is increasingly important for multivariate time series forecasting in trans-
portation research, where complex models are used to analyse flow patterns and temporal
dynamics. However, most Explainable Artificial Intelligence (XAI) methods have been
developed for other domains, and their behaviour in time series forecasting tasks, particu-
larly for airport passenger flow, remains insufficiently understood. This chapter presents a
systematic empirical evaluation of post-hoc explainability methods for multivariate time
series forecasting in airport passenger flow, focusing on attribution for a fixed forecast
target.

Five widely used explainability methods, Integrated Gradients (IG), DeepLift (DL),
GradientSHAP (GS), Local Interpretable Model-agnostic Explanations (LIME), and Shap-
ley Additive Explanations (SHAP), are evaluated across six forecasting models, including
recurrent, convolutional, attention based, and tree based architectures. The evaluation
is conducted on nine datasets, comprising five synthetic datasets with known attribution
ground truth. To address the lack of ground truth explanations in real world data, a dual
evaluation setting is adopted that combines oracle based assessment on synthetic data with
behavioural evaluation on real world data.

The results indicate that explainability performance is strongly influenced by temporal
pattern characteristics, forecasting architecture, and explainer choice, and that no single ex-
plainability method consistently performs well across all scenarios. Associations between
prediction accuracy and explainability diagnostics are metric-dependent: on synthetic data,
combination-level correlations between test MSE and oracle scores are generally weak,
whereas on real-world data test MSE can co-vary strongly with deletion-based behavioural

scores while relating weakly to other diagnostics. Evaluation on real-world data also
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highlights limitations of commonly used behavioural metrics when applied to time series
forecasting. Together, these findings provide empirical, evidence based guidance for the
selection and interpretation of post-hoc explainability methods in transportation time series

forecasting studies.

2.1 Introduction

In this chapter, explainability is taken to mean post-hoc attribution: the assignment of
importance scores to input time steps and variables that indicate their contribution to a
specific forecast. Instead of proposing a new forecasting model, this chapter focuses
on evaluating how well existing post-hoc explainers (Integrated Gradients, DeepLift,
GradientSHAP, LIME, and SHAP) provide such attributions when applied to trained
forecasting models, and under what conditions their outputs align with ground truth or with
model behaviour. The explainability offered here is therefore that of attribution maps over
the input window, interpretable as temporal and variable-wise importance for a chosen
forecast target.

Forecasting airport passenger flow is a fundamental task in air transportation research,
with applications in capacity planning, congestion analysis, and long term infrastructure
assessment [33]. Recent advances in multivariate time series forecasting have led to
the widespread adoption of data driven models capable of capturing complex temporal
dependencies and interactions across multiple passenger flow streams [6]. Deep learning
based approaches, including recurrent, convolutional, and attention based architectures,
have demonstrated strong predictive performance on airport passenger flow data, with
comparative studies showing their advantages over traditional time series methods [[16].
However, the increasing complexity of these models has also reduced their interpretability,
limiting their usefulness for analysis and raising concerns regarding transparency and trust
in transportation forecasting studies and regulatory contexts.

Explainability has therefore emerged as an important consideration in transportation
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related forecasting research, particularly when models are used to analyse flow drivers
or assess the impact of external factors such as disruptions, policy changes, or long term
trends [1]. A wide range of post-hoc XAl methods have been proposed to attribute model
predictions to input features, including gradient based and model agnostic approaches
(9, 125, 127,136, 11]]. While these methods have been extensively studied in domains such as
computer vision and natural language processing, their behaviour in time series forecasting
remains less well understood [3]]. Existing work on time series explainability has focused
primarily on classification tasks [35], whereas multivariate time series forecasting poses
distinct challenges due to temporal dependence, feature redundancy, and interactions across
variables and time steps.

A central challenge in this context is the evaluation of explainability methods for real
world airport passenger flow data, where ground truth explanations are unavailable. In
the absence of ground truth, prior studies often rely on behavioural evaluation metrics,
such as feature deletion or model randomisation tests, to assess whether explanations are
consistent with model behaviour [30, [7].

In this chapter, a systematic empirical evaluation of post-hoc explainability methods
for multivariate time series forecasting in airport passenger flow is presented. Multiple
explainability techniques are evaluated across diverse forecasting architectures using both
synthetic datasets with known attribution ground truth and real-world airport passenger
flow datasets. To address the absence of ground truth in real-world data, a dual evalu-
ation framework is adopted that combines oracle-based evaluation on synthetic data with
behavioural evaluation on real-world data.

The main contributions of this work are twofold. First, a large-scale empirical evalu-
ation of post-hoc explainability methods for multivariate time series forecasting is conduc-
ted under a fixed-target protocol, together with a dual evaluation framework that separates
explanation correctness, assessed on synthetic data, from behavioural properties observed
on real-world data, enabling controlled and principled comparison across models, explain-

ers, and datasets. Second, based on this framework, the strengths and limitations of existing

19



Chapter 2. Post-hoc Explainability Evaluation

explainability methods are systematically characterised, and evidence-based guidance is
provided for their selection and interpretation in transportation time series forecasting

studies.

2.2 Related Work

2.2.1 Time Series Forecasting in Transportation Research

Time series forecasting has been widely studied in transportation research, with applica-
tions including traffic flow prediction, passenger flow analysis, and transportation system
planning. In the aviation domain, airport passenger flow forecasting has been used to
support studies on congestion patterns, capacity assessment, and long-term infrastructure
development. Early work primarily relied on statistical models such as ARIMA, SARIMA,
SARIMAX [16l], which provide interpretability but are often limited in their ability to
model nonlinear temporal dynamics during periods of volatility.

In recent years, transportation forecasting has increasingly transitioned toward data
driven methodologies. Deep learning architectures such as recurrent neural networks
(RNNs), temporal convolutional networks (TCNs), and attention based models including
Transformers have demonstrated strong predictive performance by capturing long range
temporal dependencies and complex interactions across multiple passenger flow streams
[13, 21]]. Representative models including Long Short Term Memory (LSTM), Gated
Recurrent Unit (GRU), TCNs, Transformer based variants, as well as approaches incor-
porating Generative Adversarial Networks (GANs) and Graph Neural Networks (GNNs)
have been widely applied to transportation forecasting tasks such as airport passenger
flow prediction [26, [19]]. Despite these methodological advances, most existing studies
primarily emphasize predictive accuracy, while the interpretability of learned models and

their decision making mechanisms remains relatively underexplored.

20



Chapter 2. Post-hoc Explainability Evaluation

2.2.2 Post-hoc Explainability Methods for Time Series Models

Post-hoc explainability has become a predominant paradigm for interpreting complex time
series models. Although the choice between intrinsically interpretable models and post-hoc
explanation methods remains debated in the literature [29, 24], the increasing reliance on
highly expressive deep learning architectures and the need to explain already-deployed
black-box systems make post-hoc approaches practically unavoidable in many real-world
time series applications, as it enables explanation without modifying the underlying
forecasting or classification architecture. Existing approaches can be broadly categorized
into attribution-based methods, segment- or pattern-based explanations, counterfactual
explanations, and post-hoc intervention frameworks.

Attribution-based methods assign importance scores to input features or time steps
to explain individual predictions. Representative techniques include LIME [28]], which
fits a local surrogate model around a target instance, and SHAP [23]], which provides a
unified Shapley-value-based framework with theoretical guarantees such as consistency
and local accuracy. Integrated Gradients [32] further extends gradient-based attribution by
enforcing axiomatic properties, making it a common baseline for deep time series models.
To better adapt attribution to sequential data, TimeSHAP [3] introduces sequence-aware
perturbations and produces explanations at multiple granularities, including feature-, time-
step-, and event-level importance. Despite their flexibility, these methods typically operate
at the level of individual time points, which may limit their semantic interpretability for
long or highly structured sequences.

To address the limitations of pointwise attribution, recent work has shifted toward
segment- or pattern-level explanations. ShapeX [[17] proposes a shapelet-driven post-hoc
explanation framework for time series classification, where explanations are expressed in
terms of salient subsequences rather than isolated time steps, improving causal fidelity and
interpretability. Complementary to explanation generation, WAE [7] introduces a window-
based quantitative evaluation metric for attribution-based explanations in time series

forecasting. By measuring attribution errors at the window level, WAE enables systematic
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comparison of explainability methods and highlights the importance of temporally coherent
explanation units.

Another line of work focuses on counterfactual explanations, which aim to answer how
a prediction would change under minimal and plausible modifications of the input sequence.
Native-Guide [[10] generates counterfactuals by leveraging nearest-neighbor instances from
alternative classes, ensuring realism and feasibility. Counterfactual explanations for mul-
tivariate time series [4] further extends counterfactual reasoning to multivariate time series
by explicitly accounting for inter-variable dependencies and temporal coherence. While
counterfactual explanations provide actionable insights, they are often computationally
expensive and sensitive to data distribution assumptions.

Beyond explanation, recent studies explore post-hoc intervention mechanisms that
directly improve model outputs. PIR [22] introduces an instance-aware post-hoc revision
framework for time series forecasting, which identifies unreliable predictions and refines
them using both local contextual adjustment and global retrieval of similar historical
instances. Unlike traditional explainability methods that focus on interpretation alone, PIR
demonstrates that post-hoc analysis can be leveraged to enhance instance-level reliability
and forecasting performance.

Overall, existing post-hoc explainability methods offer diverse perspectives on inter-
preting time series models, yet challenges remain in balancing semantic interpretability,
faithfulness, and practical utility, particularly for long-horizon and instance-specific fore-
casting scenarios.

In transportation time series explainability domain, early work focuses on feature-
and temporal-level explanations in traffic forecasting. LSTM-based predictors are often
paired with saliency methods such as Integrated Gradients or attention mechanisms to
highlight key time steps and exogenous factors affecting traffic patterns [26, 31]. Graph-
based transportation models further incorporate spatial dependencies, and explainability
methods are adapted accordingly: for example, GNNExplainer and related perturbation-

based approaches are used to identify critical links and nodes in spatio-temporal traffic
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graphs [40, 20]. Counterfactual frameworks generate minimal changes to input signals (e.g.,
sensor data) that would alter a predicted congestion event, helping planners understand the

sensitivity of forecasts to specific temporal patterns [38].

2.2.3 [Evaluation of Explainability Methods

Evaluating explainability methods for time series forecasting models remains challenging
due to the absence of ground-truth explanations in real-world data. In practical applica-
tions, the underlying data-generating processes and factors driving model predictions are
unknown, making direct assessment of explanation correctness difficult.

To address this challenge, sanity check-based evaluations verify whether explanations
are sensitive to learned model parameters. Adebayo et al. [2] introduced model parameter
randomisation tests, comparing explanations from trained models against those from
randomly initialised models. If explanations remain unchanged, the method may not reflect
the model’s learned representations.

Explanation fidelity is often evaluated using perturbation-based behavioural tests [[12].
Hooker et al. [[14] proposed the Remove-And-Retrain (ROAR) framework, which removes
important features and retrains the model, providing a more reliable fidelity measure than
direct deletion by mitigating distribution shift effects.

For time series settings, Ismail et al. [18] demonstrated that many attribution methods
developed for static data fail to disentangle temporal and feature-wise importance in
multivariate time series. They introduced controlled synthetic benchmarks with predefined
attribution targets, enabling principled evaluation along temporal and feature dimensions.

Robustness to input perturbations is another important evaluation criterion. Formal
metrics such as explanation fidelity and sensitivity [39] quantify the consistency between
explanations and model behavior. Although these behavioural tests do not provide direct
ground-truth validation, they offer complementary perspectives on faithfulness, robustness,
and reliability for evaluating post-hoc explainability methods in multivariate time series

forecasting.
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2.2.4 Positioning of This Work

This chapter builds on existing research on time series explainability and its evaluation [18|
35] by providing a systematic empirical evaluation of post-hoc explainability methods for
multivariate time series forecasting in airport passenger flow. By explicitly distinguishing
between explanation correctness on synthetic data and behavioural properties on real-world
data, this work provides a clearer assessment of the strengths and limitations of post-hoc

explainability methods for transportation time series forecasting.

2.3 Problem Setting and Evaluation Framework

This study focuses on evaluating post-hoc explainability methods for multivariate time
series forecasting in airport passenger flow. The objective of this section is to formalise
the forecasting problem, define the explainability objectives, and describe the evaluation

framework adopted in this work.

2.3.1 Multivariate Time Series Forecasting for Airport Passenger

Flow

Let X € RT*V denote a multivariate time series, where T is the input sequence length and
V is the number of variables. Given a historical input window X; 71, the forecasting

task aims to predict the next H steps:

Vicvorwn = fo(X-1414), Yiprarm € RV, 2.1

In this implementation, 7' = t;;, and H = horizon are used. The values of (,,horizon) are
dataset-dependent; Section [2.4.3] gives the full description of the real-world and synthetic
datasets used in this chapter, including the input length and forecast horizon for each (see

Table [2.3|for real-world data).
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2.3.2 Explainability Objectives in Time Series Forecasting

Explainability in multivariate time series forecasting aims to identify which components
of the input sequence contribute most to a given prediction. In the context of airport pas-
senger flow, explanations should capture both temporal relevance and variable importance.

Specifically, the following objectives are considered:

* Temporal attribution: identify influential time steps within the input window.

* Variable attribution: identify the relative importance of different passenger-flow

related variables.

* Time-variable interactions: identify which variable at which time step is most

influential for a specific forecast target.

Post-hoc explainability methods in our framework produce an attribution tensor A €
R7*V for a chosen scalar target output (by default, a specific horizon index and variable
index). This supports joint quantitative analysis across both the temporal and variable

dimensions.

2.3.3 Dual Evaluation Strategy

Evaluating explainability methods for real world transportation data is challenging due to
the absence of ground truth explanations. Prior studies often rely on behavioural evaluation
metrics that assess explanation consistency with model outputs rather than correctness.
However, many behavioural metrics were originally developed for other data modalities
and may not be well suited to time series forecasting, where temporal autocorrelation
and feature redundancy are prevalent, complicating the interpretation of attribution-based
evaluations.

To address these challenges, a dual evaluation strategy is adopted that combines oracle
based evaluation on synthetic datasets with behavioural evaluation on real world airport

passenger datasets.
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Synthetic datasets are constructed with predefined temporal and variable importance
patterns, enabling direct comparison between attribution results and known ground truth.
This allows assessment of explanation correctness under controlled conditions.

Real world datasets do not provide ground truth explanations. For these datasets,
explainability methods are evaluated using behavioural metrics that examine how model
performance responds to input perturbations or model modifications. While such metrics
do not establish explanation correctness, they provide insight into the consistency and
robustness of explanations in practical forecasting settings.

By combining these two evaluation perspectives, this evaluation framework aims to
clarify both the strengths and limitations of existing explainability methods when applied
to multivariate time series forecasting in airport passenger flow. Figure [2.T| summarises the
evaluation setup.

RTXV

Formally, for an input window X € and a forecasting model fy that outputs

Y = fo(X) € REXV ascalar forecast target is defined
Sh,v(X) = )’}h,w (2.2)

where h € {0,...,H—1} and v € {0,...,V — 1}. An explainer produces an attribution
map for this target,

Al (x) e RTXV (2.3)

To evaluate attributions along the temporal and variable axes, normalised attribution mass

distributions are derived:

Py(1) ~ AST&V)(XW 2.4)
A )= s .
rh x|
Yo Az(,hﬁv)(X)‘
Pa(v) = 25)

Y Xl Al (x)

For synthetic datasets, the data generator provides oracle information & (e.g., time
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importance, variable importance, dominant frequencies, or lag structure). Oracle-based
evaluation measures alignment between AlY) (X) (or the induced distributions P4) and
O using task-appropriate metrics. For real-world datasets, where & is unavailable, beha-
vioural evaluation measures how model performance and attribution maps change under
input perturbations or model randomisation. Details on synthetic data generation and oracle
definitions are described in Section [2.4.3.1] and metric definitions and implementation

settings are provided in Section [2.4.4]

g )
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Figure 2.1: Dual evaluation framework for explainability. Synthetic datasets enable oracle-based
evaluation against predefined attribution targets, while real-world datasets are assessed using
behavioural metrics that probe model sensitivity and attribution robustness.

2.4 Experimental Design

This section describes the forecasting models, explainability methods, datasets, and evalu-
ation metrics used in the empirical study. The experimental design is intended to support a
systematic and reproducible comparison of explainability methods for multivariate time

series forecasting in airport passenger flow.
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2.4.1 Forecasting Models

Explainability methods are evaluated across six forecasting models that represent com-
monly used modelling paradigms for time series forecasting, including recurrent, convolu-
tion based, attention based, state space based, and tree based approaches.

The neural network models include Long Short Term Memory networks and Gated
Recurrent Units, which model temporal dependencies through recurrent structures; Tem-
poral Convolutional Networks, which capture temporal patterns using dilated convolutions;
Transformer based models that rely on self attention mechanisms; and State Space Net-
works (SSN), which model temporal dynamics through latent state transitions. In addition,
Extreme Gradient Boosting (XGBoost) is included as a representative tree based model
commonly used for structured forecasting tasks.

All neural network models are implemented using consistent architectural config-
urations to improve comparability. Models are trained on standardised input data and
evaluated on held out test sets. XGBoost models use a multi output regression formula-
tion for multivariate forecasting. Detailed architectural settings, training procedures, and
hyperparameter choices are provided in the appendix.

Unless otherwise stated, neural models use hidden dimension 64, 2 layers, and dropout
0.1. LSTM and GRU use a sequence encoder followed by a linear decoder from the last
hidden state to horizon x V. The Transformer uses dpyodel = 64, Nhead = 4, two encoder
layers, and a feedforward dimension of 256, with learnable horizon query embeddings.
The State Space Network (SSN) uses dpodel = 64, dstate = 16, and two stacked state-
space blocks. The TCN uses three temporal blocks with channels [64,64,64], kernel size
3, and dropout 0.2. For neural models, Mean Squared Error (MSE) is optimised with
Adaptive Moment Estimation (Adam) (learning rate 0.001) for up to 50 epochs with batch
size 32, selecting the best checkpoint by validation loss. These choices are motivated
by comparability and standard practice: the learning rate 0.001 is the default for Adam
in common deep-learning frameworks and is widely used for time-series and sequence

models, balancing convergence speed and stability; 50 epochs provides an upper bound
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that is sufficient for validation loss to plateau on our dataset sizes while keeping training
tractable for the large number of model-explainer—dataset combinations; and batch size 32
is a standard choice that balances gradient noise and memory use for the input dimensions
and model sizes considered here. Model selection by validation loss effectively acts as
early stopping, so the best checkpoint may occur before the final epoch.

For Extreme Gradient Boosting (XGBoost), inputs are flattened into lag features of
dimension 7 -V and regressors are trained using squared error loss (default settings: 100
estimators, maximum tree depth 6, learning rate 0.1). By default, a separate regressor
is trained for each (h,v) output; an optional multi-output training mode is available to

accelerate training.

Table 2.1: Overview of forecasting models and the compatible explainability methods evaluated in
this study.

Model Category Model(s) Explainers
Neural LSTM, GRU, TCN, Transformer, SSN IG, DL, GS, LIME, SHAP
Tree-based XGBoost SHAP, LIME

2.4.2 Explainability Methods

Five post-hoc explainability methods are considered: 1G, DL, GS, LIME, and SHAP. These
methods cover both gradient based and model agnostic approaches and are widely used in
explainability research.

Gradient based methods compute attributions by propagating gradients or activation
differences through the model, while model agnostic methods rely on input perturbations
and surrogate models to estimate feature importance. All methods produce attribution
scores for each variable and time step, enabling joint temporal and variable level analysis.

GradientSHAP (GS) differs from SHAP in its computational approach: GradientSHAP
is a gradient-based approximation of SHAP values that uses gradients of the model output
with respect to inputs, making it applicable only to differentiable models (neural networks).

In contrast, SHAP uses different implementations depending on the model type: for tree-
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based models like XGBoost, the built-in TreeSHAP algorithm is used (which exploits
the tree structure for exact Shapley value computation), while for neural models, the
model-agnostic kernel SHAP explainer is used to estimate Shapley values through input
perturbations.

For gradient based methods, a zero baseline is used given the standardised input data.
For LIME, a time series specific masking strategy is employed to generate perturbed
samples. For XGBoost models, the built-in TreeSHAP implementation provided by the
XGBoost library is used, which computes exact Shapley values efficiently by leveraging
the tree structure.

All explainers produce attribution maps over the input window with shape (7,V) for
a scalar prediction target (h,v). While forecasting models output a full prediction matrix
¥ € REXV | computing attributions for all possible targets would increase the computational
cost of explanation and evaluation by a factor of H -V, making large-scale comparisons
across models, explainers, datasets, and random seeds impractical. To ensure tractability
and avoid post-hoc target selection, a deterministic explanation target is fixed across all
experiments: the first forecast horizon (A = 0) and the first variable (v = 0). This choice
corresponds to the most near-term prediction, which is often of primary operational interest,
and ensures consistent, reproducible comparisons without cherry-picking targets that may
favor specific explainers.

For IG, 50 integration steps and a zero baseline are used unless otherwise specified. DL
also uses a zero baseline unless otherwise specified. For GS, five samples are used; when a
baseline is not provided, the per-sample mean over time is used as a single baseline.

For LIME, a time-series-specific masking strategy is implemented with a weighted local
linear surrogate (Ridge regression with o = 0.1). For each explained sample, 50 perturbed
binary masks are generated, sampled i.i.d. (independent and identically distributed) from a
Bernoulli(0.5) distribution, and the all-ones mask is included as the unperturbed sample.
Distances are computed as the Hamming distance to the all-ones mask and converted to

weights by an exponential kernel with width 0.75+/d, where d is the number of interpretable
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features. Masked inputs are created by setting masked time—variable regions to zero. Three
masking granularities are supported: masking time segments jointly across variables;
masking variable—segment pairs (default); and masking individual time—variable pairs.
When segment-based masking is used, the segment length is 5 time steps.

For SHAP, different implementations are used depending on the model architecture.
For XGBoost, the built-in TreeSHAP algorithm is used (via XGBoost’s native contribution
output), which computes exact Shapley values by exploiting the tree structure and is
computationally efficient. For neural models, the model-agnostic kernel SHAP explainer
is used with a background set constructed from the input distribution (mean, zero, and

randomly selected samples), using 100 background samples by default.

2.4.3 Datasets for Evaluation

The evaluation includes both synthetic datasets and real-world airport passenger datasets.
All datasets are normalised using standard preprocessing procedures and divided into

training, validation, and test sets.

2.4.3.1 Synthetic Datasets

Synthetic datasets are designed to represent common temporal patterns in transportation
time series, including trends, periodic behaviour, variable coupling, and regime switching.
Each synthetic dataset is constructed with known ground truth attribution patterns, enabling
oracle-based evaluation. Five synthetic dataset types are generated to cover trend, single-
frequency, multi-frequency, variable-coupling, and regime-switching patterns. Table
summarises each type and its oracle; the generation procedure and oracle definitions are
detailed below.

All synthetic datasets produce input—output pairs (X,Y) with X € RT*V and Y € R7*V,
By default, T = 50, H = 10, and V = 5 are used. The alignment is temporal: X is the input
window over time steps t = 0,...,7 — 1 and variables v=1,...,V, and Y is the target

window over the immediately following H time steps, indexed by h =0,...,H — 1. Thus
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X;,v and Y, ,, refer to the same variable v at consecutive segments of time; the forecasting
task is to predict ¥ given X. Unless otherwise stated, n = 1000 samples per dataset are
generated, Gaussian noise with standard deviation 0.1 is used, and the random seed is
fixed to 42 for reproducibility. Each synthetic dataset is split 70%/10%/20% into train,

validation, and test sets.

Table 2.2: Synthetic datasets used for oracle-based evaluation. Each dataset isolates a specific
temporal or multivariate structure and provides corresponding ground-truth relevance used to assess
attribution quality.

Dataset type

Targeted structure

Oracle relevance definition

Trend

Single-frequency

Multi-frequency

Variable coupling

Regime

switching

Variable-specific trends with
recency-weighted temporal relevance

Single dominant periodic component

Multiple periodic components across

variables

Cross-variable lag dependence (VAR
dynamics)
Regime-dependent relevance with

structural changes

Variable importance and temporal
importance profile

Dominant frequency and relevant
variable; uniform temporal relevance
Dominant frequencies and relative
variable relevance of signal
components

Lag-dependent coupling structure and
lag-importance profile
Regime-specific variable relevance
and recency-weighted temporal

relevance

Trend dataset. The trend dataset is designed so that different variables exhibit different

trend strengths and more recent input time steps are more informative. A non-negative
variable-importance vector w € R is sampled from an exponential distribution and nor-
malised so that ¥, w, = 1. A recency profile r € R7 is defined by r; < exp(A,) with A; a
linear ramp from —2 to O overt =0,...,7 — 1, then normalised so that }',r; = 1. Both w
and r are drawn once per dataset and fixed across samples.

The vector w enters the generative model through the trend coefficients. For each
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sample, B € RV is drawn by scaling a standard Gaussian vector element-wise by w:
B, = &w, with &, iy (0,1). Thus w sets the scale of f3; variables with larger w, tend

to have larger |f3,| and contribute more to both input and forecast. The observations are

t+1 T+h+1
Xt,v:ﬁvT+8t,v> t:()?"'7T_1; Yh,\/:ﬁvT—i_nh,w h:()a"'vH_la

(2.6)
where &, and 1y, are independent Gaussian noise. So variable importance is present
implicitly as B = { ©®w. The recency profile r is not used to generate X or Y it is stored
in the oracle as the ground-truth temporal importance for evaluation, indicating which
input time steps are more informative for predicting Y under this trend model (later steps
are more informative for linear extrapolation). The profile r is used only when evaluating
whether an explainer’s temporal attributions align with this ground truth. The oracle
thus contains w (variable importance) and r (time-step importance) as the reference for
attribution evaluation.

Single-frequency dataset. The single-frequency dataset is designed to contain a
dominant periodic component in one variable. A sinusoid is generated with a fixed
dominant frequency f (default f = 0.1 cycles per time unit), random phase, and random
amplitude. The first variable contains the sinusoid plus noise, while all other variables
are independent noise. The oracle identifies the dominant frequency and the responsible
variable, and uses a uniform temporal relevance profile.

Multi-frequency dataset. The multi-frequency dataset extends the single-frequency
case by placing two sinusoidal components in two variables (default frequencies f; = 0.1
and f, = 0.2), each with independently sampled phase and amplitude. Remaining variables
are noise-only. The oracle reports the two dominant frequencies and the intended relative
importance of the two signal variables (default weights 0.6 and 0.4).

Variable-coupling dataset. The variable-coupling dataset is generated from a vector
autoregressive process of order p (default p = 1), intended to test recovery of cross-variable

dependencies and lag structure. One coupling matrix per lag, {A(l), e ,A(p)}, is sampled
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with entries drawn from a zero-mean Gaussian distribution and scaled by an exponentially
decaying lag-weight profile so that more recent lags are stronger. If necessary, the matrices
are rescaled to ensure stability of the autoregressive dynamics.

For each sample, a sequence of length T + H + p is generated using the recursion

p
=Y. AUs 1+, 2.7
(=1

with Gaussian noise &, and then take X and Y as consecutive windows from the generated
sequence.

The oracle includes the full set of lag matrices {A(g)} and a lag-importance profile
computed from the magnitudes of the coefficients (normalised per predicted variable across
lags).

Regime-switching dataset. The regime-switching dataset is designed to simulate
structural changes. A Markov regime sequence of length 7'+ H is sampled with a transition
matrix that favours staying in the same regime (default: 0.7 self-transition probability).
Each regime has its own variable-importance distribution over V variables, sampled
randomly and normalised to sum to one.

Given the regime at time 7, the value of variable v is generated from a noisy regime-
dependent signal:

2y =W (14 8.,) + &, (2.8)

where k; is the regime index, wk) is the variable-importance vector for regime k, and & ,,
and & , are Gaussian noise terms. The input X uses the first 7' time steps and the forecast
Y uses the next H time steps. A recency profile over the input window is additionally
defined, analogous to the trend dataset, to support time-focused oracle evaluation. The
oracle includes the regime-specific variable-importance vectors and the input-window

recency profile.
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2.4.3.2 Real-World Datasets

The real-world datasets consist of airport passenger flow data from multiple major United
States airports, covering different spatial aggregation levels and multiple years. No ground
truth explanations are available for these datasets.

For the main real-world evaluation (Section @, four representative datasets are
selected based on diversity in scale and aggregation level.

1. Airport-level multivariate series (LAX and ATL). The dataset comprises 974 daily
observations for each of five major U.S. airports (ATL, DEN, DFW, LAX, ORD), covering
15 February 2020 to 15 October 2022 [15]. For the present evaluation, only the LAX and
ATL series are used. Each observation is airport-level (one row per airport per day). The 12
variables are: pax (daily airport passenger flow from aggregated TSA security checkpoint
throughput); retail, groc, park, transit, work, resident (Google Community Mobility Report
metrics for the county containing the airport); srch_cov, srch_flght, srch_airprt (Google
Trends search intensity for “COVID”, “flight”, and “airport”); and cov_death, cov_case
(county-level daily COVID-19 deaths and confirmed cases from the Johns Hopkins CSSE
COVID-19 Data Repository). Temporal granularity is daily.

2. Top 20 busiest U.S. airports (aggregated multi-airport). A single multivariate
series of 2,345 daily observations from 30 December 2018 to 31 May 2025 [34]. Each of
the 20 variables is the total passenger count (enplanements or equivalent throughput) for
one of the 20 busiest U.S. airports (ATL, BOS, CLT, DEN, DFW, DTW, EWR, FLL, IAH,
JFK, LAS, LAX, LGA, MCO, MIA, MSP, ORD, PHX, SEA, SFO). Each column is the
total passenger count for one airport. Temporal granularity is daily.

3. SFO boarding-area departures. A single multivariate series of 315 monthly
observations from 1 July 1999 to 1 September 2025 for San Francisco International Airport
(SFO) [8]. Each of the 8 variables is the monthly departure count for each of the eight
boarding areas (A through G plus “Other”). The spatial granularity is boarding-area level.
Temporal granularity is monthly.

For real-world datasets, a contiguous split along time is used with adaptive ratios
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based on dataset length: if ng g, < 500, 60%/20%/20% (train/val/test) is used; otherwise,

T70%/10%/20% is used. Table summarises main statistics for each dataset.

Table 2.3: Summary of real-world datasets used for evaluation: key statistics for each split and
temporal window.

Dataset Vars Rows Train Val Test (7,H) Granularity
LAX 12 974 681 97 196 (76, 20) Daily
ATL 12 974 681 97 196 (76, 20) Daily

Top 20 busiest 20 2,345 1,641 235 469 (96, 12) Daily

SFO boarding 8 315 189 63 63 (49,13) Monthly

Notes: Samples are created via a rolling window: each sample uses an input window of length T and
predicts the subsequent horizon of length H (i.e., ngpli — T — H + 1 samples per split). The nominal setting
(T,H) = (96, 12) requires at least 108 rows per split. When the smallest split has fewer than T + H rows,
the data loader reduces the window to fit: the usable length is determined from the smallest split, and 80% of
it is allocated to T and 20% to H. In this table, LAX and ATL therefore use (T, H) = (76,20) (the validation
split, 97 rows, is limiting); the Top 20 busiest series uses the nominal (96, 12); and the SFO boarding-area

monthly series uses (49, 13) under its shorter split lengths.

2.4.4 Evaluation Metrics and Baseline Strategy

A dual evaluation framework aligned with Section is adopted, distinguishing between
oracle-based metrics on synthetic datasets and behavioural metrics on real-world datasets.
The former enables direct comparison with known ground-truth attribution structures,
while the latter evaluates consistency with model sensitivity and robustness in the absence
of oracle supervision. In both settings, random attribution baselines are incorporated to
distinguish meaningful explanations from spurious or structure-agnostic patterns. All

default configurations used in the main experiments are explicitly stated.
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2.4.4.1 Oracle-based Metrics (Synthetic Datasets)

Let A"V)(X) € RT*Y denote the attribution map. Marginal importance distributions over

time and variables are constructed based on absolute attribution mass:

_ Zthl |At7v

PA(I) _ Z}//:l |Al‘7V| _
Zt’,v’ |At’,v”

- ’ Py (V)
Zt’,v’ |At’,v”

(2.9)

When the oracle specifies a temporal importance profile Py (t), temporal alignment is

quantified using the Kullback—Leibler divergence:

T
Py(t
D (Ba(0) | P (1) = Y. P log 120 2.10)
=1 Pﬁ (t)
together with the entropy of the attribution distribution,
T
H(Py(1)) = — ) Pa(r)log Pa(1), 2.11)

t=1

which captures the concentration or dispersion of temporal importance.

When the oracle provides a variable-importance vector Py (v), (i) the Spearman rank
correlation between P4 (v) and Py (v) is reported, and (ii) top-k precision is reported, defined
as the fraction of oracle top-k variables recovered by the attribution ranking. Throughout
all experiments, k = 3.

For frequency-based synthetic datasets, where the oracle specifies a dominant frequency
f*, attribution mass is aggregated over variables, the discrete Fourier transform of }, [A; , |
is computed, and a frequency saliency score is defined as the proportion of total spectral
power concentrated at the frequency bin closest to f*.

For variable-coupling datasets, the oracle provides a joint lag-variable importance
structure. Temporal indices are mapped to lag space (most recent timestep corresponding to
lag 0) to obtain an attribution-derived lag-variable representation. Evaluation is performed
using (i) Pearson correlation between flattened attribution and oracle arrays, and (ii) top-k

recovery of lag-variable pairs, with k = 3.
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2.4.4.2 Behavioural Metrics (Real-World Datasets)

In the absence of ground-truth attributions, explainers are evaluated using three comple-
mentary behavioural probes assessing faithfulness, model dependence, and robustness.

Deletion test. The goal is to measure whether inputs flagged as important by the
attribution are also important for the trained model’s prediction under a simple perturbation
protocol. For each proportion p € 0.1,0.2,...,1.0, the attribution map is flattened to a
vector over all (¢, v) positions in the input window, entries are ranked by [A("") (X)], and the
top p fraction of positions is selected (by absolute attribution magnitude). X (P) is formed
by zeroing those selected entries and leaving all other time—variable values unchanged,
which is equivalent to applying a multiplicative mask with zeros at removed positions and
ones elsewhere. This evaluation masking is unrelated to the reference baseline inputs used
internally by gradient-based explainers (Integrated Gradients, DeepLift, etc.) to define
path integrals; here only the forward pass input to fjy is altered.

Let . denote the mean squared error. The curve is defined as

Z(fo(X),Y)
ZL(fo(X),Y)+e

Perf(p) = 1— (2.12)

where € ensures numerical stability. When removing attributed-important mass increases
error, Perf(p) becomes more negative. The deletion AUC is the area under the Perf(p)
curve computed by trapezoidal integration over the fixed grid {0.1,...,1.0}; more negative
values indicate stronger cumulative performance degradation under progressive deletion,
which is consistent with higher behavioural faithfulness of the map to the model, subject
to redundancy among correlated inputs (see Section [2.6.1)).

Model randomisation test. For neural models, parameters are fully randomised
by sampling each weight from .#7(0,0.01), and attributions are recomputed. Similarity
between original and randomised attributions is measured via cosine similarity after flat-
tening and /, normalisation. Results are averaged over N = 5 independent randomisations.

This test is not applicable to non-neural models, which are excluded from this evaluation.
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Noise stability test. Robustness under small input perturbations is assessed by
sampling X" = X + 1" where n(™ ~ 4 (0,62). The stability score is the average ¢,

distance between original and perturbed attributions:
1 M
— Z 1A (x) — A2 (x Iy |, (2.13)
M =
m=
In all experiments, ¢ = 0.01 and M = 10, with lower values indicating greater robustness.

2.4.4.3 Baseline Definitions and Evaluation Setup

This section specifies the baseline configurations used in evaluation and explanation,
and clarifies the distinction between two conceptually different baselines. The random
baseline serves as an external comparator for benchmarking attribution quality, whereas
the attribution baseline is an internal reference input used by certain explainers.

Random baseline (evaluation comparator). To contextualise both oracle-based and
behavioural scores, the same metrics are computed using random attribution maps R €
R”*V In the main experiments, R is generated by i.i.d. sampling from Uniform([—1,1]),
with a fixed global seed and a deterministic sample-level offset to ensure reproducibility.
This same default is used for both synthetic and real-world evaluations. Alternative
variants (Gaussian .4"(0, 1) and shuffled-uniform) are implemented but used only for
supplementary analysis.

Attribution baseline selection. The attribution baseline is an explainer-internal refer-
ence input used only by gradient-based methods to compute attribution differences; it is
distinct from the random baseline, which is a separate comparator used for metric-level
benchmarking. For gradient-based explainers (Integrated Gradients, DeepLift, Gradient-
SHAP), a zero reference baseline (same shape as the input, all entries set to zero) is used
in all main experiments because inputs are standardised and this choice provides a neutral
and consistent reference across datasets and models. Two alternative attribution baselines

are implemented for robustness analysis: (i) a mean baseline defined as the training-data
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average input window, and (ii) a representative baseline corresponding to a domain-specific
reference instance. These alternatives are not used in primary results.

Perturbation-based methods (LIME and SHAP) do not require such baselines. LIME
relies on local perturbations, while SHAP operates on background distributions; any
provided baseline is ignored for LIME and only used in SHAP when explicitly specified as
background data.

Summary of default configuration. The main experiments consistently use: top-k = 3,
N = 5 randomisations, M = 10 perturbations, ¢ = 0.01, uniform random baseline maps for
benchmark comparison, and a zero attribution baseline (reference input) for gradient-based
explainers. All alternative configurations are implemented but restricted to supplementary

or robustness analyses.

2.5 Results on Synthetic Data

This section presents the evaluation results on synthetic datasets with known ground truth
attribution patterns. The purpose of these experiments is to assess the correctness of
explainability methods under controlled conditions and to examine how their performance
varies across forecasting models and temporal patterns.

Unless otherwise stated in this section, synthetic score visualisations use a unified
normalization and aggregation protocol: for each dataset type, each oracle metric is min—
max normalized to [0, 1] over all valid runs in that dataset slice, lower-better metrics are
inverted, and explainer scores are computed as weighted averages of these normalized

metrics. This protocol is used consistently for Figure 2.2|and Figure

2.5.1 Overall Performance Across Temporal Patterns

The evaluation results show notable differences in explainability performance across
temporal patterns. No single explainability method consistently performs best across all

synthetic datasets. Instead, performance is strongly influenced by the characteristics of the
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underlying temporal structure. Unless otherwise stated, the primary dataset-specific oracle
metric is: Trend = variable-importance Spearman correlation, Frequency (single/multi) =
frequency saliency, Variable-coupling = lag—variable correlation, and Regime-switching =
temporal entropy (lower is better).

Figure [2.2| visualises the regenerated oracle-score heatmap (all seeds) under the unified

normalization protocol defined at the start of this section.
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Figure 2.2: Oracle-score heatmap on synthetic datasets using the regenerated analysis output (all
seeds), following the unified normalization protocol defined in Section

Under this normalized composite scoring, the leading explainer varies by temporal
pattern: LIME performs best on trend (0.733) and var-coupling (0.690), DeepLift performs
best on frequency-single (0.483) and frequency-multi (0.529), and regime-switching yields
a tie between GradientSHAP and LIME (both 1.000). These aggregate rankings show that
explainability effectiveness is pattern-dependent and that no single method dominates all
synthetic structures.

The dataset-specific primary oracle metrics partly reinforce this conclusion while
also showing where the composite view changes the ranking. On trend datasets, DeepLift
achieves the strongest mean Spearman correlation (0.306), followed by 1G (0.278), whereas
SHAP performs poorly overall with negative mean Spearman (—0.016), indicating weak
alignment with the ground-truth variable relevance. On frequency datasets, SHAP is
strongest on frequency-single (0.017) and DeepLift is strongest on frequency-multi (0.019),

whereas GradientSHAP consistently fails to recover the dominant frequency pattern and
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yields zero saliency scores across all 30 runs. For variable-coupling datasets, LIME is
clearly strongest (mean lag—variable correlation 0.229), while GradientSHAP again fails to
recover the target structure and produces zero lag—variable correlation across all 15 runs.
For regime-switching datasets, both LIME and GradientSHAP attain the minimum mean
entropy (0.000), but such near-zero entropy should be interpreted cautiously because it
may reflect trivially concentrated attribution mass rather than meaningful alignment with
regime boundaries.

To guard against trivial alignment, each explainer is additionally compared against
a random attribution baseline evaluated with the same oracle metrics. Using i.i.d. uni-
form random attributions on [—1, 1], the primary-metric baseline levels are near chance
(mean baseline across runs: Trend Spearman ~ —0.023, Frequency saliency ~ 0.001,
Var Coupling lag—variable correlation ~ —0.001, Regime Switching temporal entropy
~ 3.877). Most explainers outperform these baselines on their corresponding primary
metric, but failures do occur for some method—model pairs. Notably, GradientSHAP on
frequency datasets produces zero saliency scores across all models and seeds (0/30 runs
better than random), and SHAP on trend shows negative mean correlations (mean Spear-
man = —0.016) with 9 out of 18 model-seed combinations performing worse than random.
These comparisons help identify explainers that can produce uninformative attributions
despite nontrivial-looking heatmaps.

Table[2.4] summarises synthetic performance from the updated aggregated outputs, with
baseline-relative statistics. This table reports each explainer’s performance relative to a
random attribution baseline; it is a validity check against randomness rather than a direct

explainer-to-explainer ranking.
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Table 2.4: Explainer performance relative to a random baseline. Success rate is the percentage
of runs that beat random baseline. Average improvement is a coarse cross-dataset summary over
primary metrics and should be interpreted cautiously because metric scales and directions differ
across datasets (e.g., entropy is lower-better for regime switching). Best/worst datasets are based
on success rate and improvement magnitude.

Explainer Success Rate  Avg Improvement Best / Worst Dataset

Integrated Gradients 86.7% 0.463 Regime Switching / Var Coupling
DeepLift 88.3% 0.581 Regime Switching / Var Coupling
GradientSHAP 46.7% 0.780 Regime Switching / Frequency Single
LIME 52.2% 0.863 Regime Switching / Frequency Single
SHAP 83.3% 0.471 Regime Switching / Trend

2.5.2 Model and Explainer Interactions

The interaction between forecasting model architecture and explainability method sig-
nificantly influences attribution quality. Different models exhibit distinct patterns of
explainability performance, and the optimal explainer choice varies substantially across
model types. Figure [2.3| presents faceted model—-explainer heatmaps of dataset-specific
composite explainability scores. N/A marks an inapplicable pair, not missing data: XG-
Boost is not differentiable with respect to inputs, so IG, DeepLift, and GradientSHAP are
omitted and only LIME and SHAP are evaluated.

Several interaction patterns are evident. On trend datasets, the composite scores in
Figure [2.3|favour LIME much more strongly than the primary-metric view alone would
suggest: LIME is the top explainer for every compatible model, with the highest score
obtained by SSN-LIME (0.750) and similarly strong values for GRU, TCN, and XGBoost
(all about 0.731-0.732). Integrated Gradients remains competitive for selected architectures
such as SSN (0.738).

On frequency datasets, the preferred explainer depends more strongly on the fore-
casting model. Transformer—DeepLift is the strongest combination in both panels (0.572

for Frequency Single and 0.628 for Frequency Multi), whereas LIME is preferred for
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most recurrent and convolutional models on Frequency Single and IG becomes highly
competitive on SSN and Transformer for Frequency Multi. SHAP remains relevant for
XGBoost and some recurrent settings, but it is not the dominant explainer across the
frequency panels in the composite interaction view.

In contrast, variable-coupling datasets show a much more stable pattern, with LIME
consistently ranking first for every compatible model. The strongest cells lie between
0.671 and 0.711, with LSTM-LIME, TCN-LIME, and Transformer-LIME all performing
well, indicating that sparse lag-structure recovery is comparatively robust to the underlying
forecasting architecture under this composite score.

The regime-switching setting further illustrates that strong heatmap values do not al-
ways imply equally informative explanations. In Figure[2.3] both LIME and GradientSHAP
attain the ceiling score for many model combinations, and all available XGBoost cells
for this dataset are also maximal under LIME. As discussed in the preceding subsection,
however, near-zero entropy may arise either from meaningful focus on regime boundaries
or from trivially concentrated attribution mass.

Overall, the results show that explainer selection should be conditioned jointly on
forecasting architecture and dataset structure. No single method dominates across all
model classes, and conclusions based on model-averaged rankings alone would obscure

the architecture-specific interaction patterns visible in Figure 2.3
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Figure 2.3: Model-explainer interaction heatmap on synthetic datasets, showing composite ex-
plainability scores across forecasting models and dataset types under the unified normalization
protocol defined in Section@

2.5.3 Relationship Between Prediction Accuracy and Explainability
Quality

Whether forecasting accuracy is associated with explainability quality is examined by
correlating prediction error (test MSE) with dataset-specific oracle metrics. Two com-
plementary views are used. (i) Aggregate across combinations: one point per model—
explainer pair, using mean test MSE and mean oracle metric on seed 42 only. Different
seeds correspond to different synthetic realizations; holding seed fixed avoids confounding
cross-dataset patterns with changes in data generation. (ii) Within fixed combinations:
per-test-sample points pooled across seeds 42—44 (100 test samples per run, three seeds),
for three representative pairs (one per dataset type: SSN—DeepLift on trend, Transformer—
DeepLift on frequency-single, TCN-LIME on variable-coupling) to illustrate behaviour at
finer granularity. Table [2.5|reports the same data seed-by-seed.

At the aggregate level (seed 42), estimated linear associations between test MSE
and the oracle metric are small in magnitude. None reach statistical significance at

o = 0.05, although the Spearman trend panel is borderline (p = 0.352, p = 0.078). These
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results are nevertheless consistent with no clear linear relationship in these panels: trend
(variable-importance Spearman; Pearson r = 0.287, p = 0.155; Spearman p = 0.352,
p =0.078; n =26); frequency-single (frequency saliency; r =0.076, p =0.714; p = 0.150,
p = 0.466; n = 26); variable-coupling (lag—variable correlation; r = 0.169, p = 0.409;
p =0.142, p = 0.490; n = 26).

The pooled per-sample analysis uses a larger effective n and a different unit of analysis
than the aggregate panels, so correlation magnitudes and significance need not match
the combination-level scatterplots. For SSN—DeepLift on trend, small but statistically
significant linear associations are obtained (Pearson r = 0.144, p = 0.013; Spearman
p =0.148, p =0.010; n = 300). For Transformer—DeepLift on frequency-single, estimates
remain small and non-significant (r = 0.063, p = 0.278; p = 0.043, p = 0.457; n = 300).
For TCN-LIME on variable-coupling, Pearson » = 0.131 (p = 0.023) is significant while
Spearman p = 0.112 is borderline (p = 0.052; n = 300).

Figure 2.4] visualises the aggregate (combination-level) analysis for seed 42: each panel
plots one point per model—explainer pair (dataset-specific oracle metric versus mean test

MSE), coloured by model type, with n = 26 per panel.
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Figure 2.4: Aggregate relationship between prediction error (mean test MSE) and dataset-specific
oracle metrics for seed 42. Each point is one model—-explainer combination; each panel (trend,
frequency-single, var-coupling) has n = 26 points.
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Table 2.5: Seed-wise correlations between prediction accuracy (test MSE) and explainability
metrics for three representative model-explainer combinations (seeds 42-44).

Comb. Data Seed n  Pearsonr (p) Spearman p (p)

42100 0.139 (0.168) 0.137 (0.174)
SSN-DeeplLift Trend 43 100 0.160 (0.112) 0.171 (0.088)
44 100 -0.011 (0.912) 0.011 (0.917)

42 100 0.024 (0.812) -0.007 (0.945)
Transformer—DeepLift Freq. Single 43 100 0.109 (0.279) 0.062 (0.541)
44 100 0.037(0.714) -0.013(0.902)

42100 0.006 (0.950) —-0.007 (0.945)
TCN-LIME Var Coupling 43 100 —0.090 (0.374) —0.194 (0.053)
44 100 —0.067 (0.508) —0.051 (0.617)

Overall, test MSE and oracle explainability scores do not show a strong or robust linear
coupling in the aggregate panels (n = 26), and the combination-level evidence is consistent
with treating prediction quality and explanation quality as largely distinct dimensions.
Pooled per-sample analyses can detect very small linear trends with larger n, but effect
sizes remain modest and seed-wise diagnostics (Table[2.5) show that associations are not
stable across seeds for these illustrative pairs. High prediction accuracy therefore does not
guarantee reliable explanations, and models with higher error may still yield attributions
that align well with ground-truth structure under the chosen metrics.

These findings emphasise the importance of evaluating explainability independently
of prediction performance and suggest that explainability should be treated as a distinct

model property rather than a byproduct of predictive accuracy.

2.5.4 Robustness Analysis Across Random Seeds

Each model—explainer pair is compared across seeds 42—44 in the multi-seed synthetic
aggregation. Figure[2.5]has one panel per dataset type (primary oracle metric per panel):
models on the horizontal axis, explainers colour-coded, each box summarising three seed-

level values. With only three seeds per box, the figure should be interpreted as a descriptive
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stability check rather than as a distributional estimate.

Read robustness together with metric meaning. On trend, frequency, and variable-
coupling, values near zero usually mean failure to recover oracle structure, so stable near-
zero boxes indicate stable underperformance, not good robustness. On regime-switching,
temporal entropy falls when attribution concentrates; entropy near zero can reflect mean-
ingful alignment with regimes or trivial mass collapse. In those cases, interpretation should
also use cross-seed dispersion.

Trend. Strong pairs coexist with unstable gradient-based behaviour: cross-seed stand-
ard deviations range from 0.000 (GradientSHAP, identically zero here) to 0.737 (LSTM—
Integrated Gradients). SSN—DeepLift combines high mean Spearman (0.774) with low
dispersion (std 0.068); SSN-Integrated Gradients is still strong (mean 0.729) but less stable
(std 0.135). LSTM-Integrated Gradients and Transformer-DeepLift vary strongly across
seeds, so high trend attribution is not uniformly robust within gradient families.

Frequency. Top performers fluctuate while some failures are stably poor. Frequency-
single: Transformer—DeepLift has the highest mean saliency (0.028) but large std (0.020);
SHAP-GRU is lower on average (0.021) but tightly clustered (std 0.001). Frequency-multi:
Transformer—DeepLift again leads (mean 0.032, std 0.013); SHAP and SSN combinations
are lower but steadier. GradientSHAP is zero on both frequency types for all models and
seeds, which reflects systematic failure rather than robust success.

Variable-coupling. LIME stays competitive (mean lag—variable correlation about
0.20-0.26; std roughly 0.22—0.37) but remains seed-sensitive. Transformer—DeepLift is
the starkest unstable case (mean 0.139, std 0.509), so the correlation sign can flip across
seeds: strong average recovery need not imply stable recovery.

Regime-switching. LIME shows entropy 0.000 for every model and seed; Gradi-
entSHAP does so for many pairs. Those zeros denote very narrow temporal mass, not
automatically superior explanations. DeepLift—-SSN contrasts as the lowest non-zero mean
entropy among gradient examples (0.292, std 0.442); Integrated Gradients tends toward

higher entropy and more seed spread.
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In sum, robustness is dataset- and method-specific. Trend: SSN-DeepLift is the clearest
stable high performer; LSTM-Integrated Gradients stays seed-sensitive. Frequency: best
average (Transformer—DeepLift) tracks high variance; SHAP—GRU trades mean for sta-
bility. Variable-coupling: LIME is the strongest family on average, with non-negligible
dispersion. Regime-switching: LIME and GradientSHAP stably yield near-zero entropy,
indicating robust temporal concentration but not guaranteed explanation quality. Prefer
pairs with both strong mean oracle scores and limited cross-seed spread, rather than high

means or apparent stability alone.
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Figure 2.5: Cross-seed variability of synthetic oracle metrics (seeds 42-44). Panels correspond to
the five synthetic dataset types and use each dataset’s primary oracle metric. Within each panel,
models are on the x-axis, explainers are colour-coded, and each box summarises three seed values
for one model—explainer pair (with jittered seed points).

2.5.5 Batch Experiment Failure Analysis

Before summarising the synthetic-data findings, failure cases observed during the full
synthetic batch run are documented (configuration: synthetic, all models, all explainers,
seed=42). The batch comprised 150 planned model/explainer/dataset combinations. Of
these, 130 succeeded (86.7%) and 20 failed (13.3%). All failures correspond to known in-
compatibilities or library limitations and were excluded from downstream aggregation; the

following subsection (Summary of Synthetic Data Findings) applies to the 130 successful
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combinations.

Failure Type A: TCN + DeepLift (5 failures). All five failures occurred for the
TCN model when using DeepLift, across all five synthetic dataset types. The root cause
is a DeepLift limitation: Captum’s DeepLift requires per-module input/output attributes
tracked via hooks, and can fail when a module (e.g., nn.ReLU) is used multiple times in a
single forward pass. In the TCN implementation, ReLLU modules within temporal blocks
are invoked multiple times (including the residual branch), triggering the error.

Failure Type B: XGBoost + gradient-based explainers (15 failures). Fifteen failures
occurred for XGBoost when attempting to use gradient-based explainers (IG, DeepLift,
GradientSHAP) across all five synthetic dataset types. This incompatibility is fundamental:
tree-based models are not differentiable with respect to inputs, so gradient-based attribution
methods are not applicable. The codebase explicitly checks this condition and raises an

error before running attribution.

2.5.6 Summary of Synthetic Data Findings

The evaluation on synthetic datasets with known ground truth attribution patterns yields the
following synthesis; it applies to the 130 successful model-explainer—dataset combinations.
20 planned combinations failed and were excluded from aggregation (Section[2.5.5]).
Overall performance and primary metrics (Figure[2.2]and Section[2.5.2)). Explainab-
ility is strongly shaped by temporal pattern, forecasting architecture, and explainer choice;
no single method wins every scenario. When averaged across models and seeds using the
primary oracle metric, DeepLift leads on trend (Spearman), SHAP on frequency-single,
DeepLift on frequency-multi, and LIME on variable-coupling. For regime-switching,
GradientSHAP and LIME attain mean temporal entropy = 0.0, which signals strong tem-
poral concentration but may also reflect trivially collapsed mass, so careful interpretation
is needed. Separately, under the unified normalized composite scores visualised in
Figure 2.2] and Figure [2.3] rankings need not coincide with primary-metric means: for

example, composite cells on trend favour LIME strongly for many compatible models (Sec-
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tion [2.5.2)), whereas primary-metric means emphasise DeepLift and Integrated Gradients.
Reporting both views avoids overstating a single “best” explainer.

Model-explainer interactions (Figure2.3). Cell-level heatmaps make architecture
conditioning explicit: Transformer—DeepLift is strongest on both frequency panels un-
der the composite score, whereas variable-coupling shows LIME ranked first for every
compatible model. The regime-switching panel again shows ceiling scores for LIME and
GradientSHAP for many cells; as above, read those values alongside metric semantics
rather than as automatic superiority.

Robustness across seeds (Figure 2.5). Cross-seed stability is dataset- and pair-
dependent, not a property of one explainer family uniformly. Illustratively, SSN-DeepLift
combines high trend Spearman with relatively tight dispersion, while LSTM-Integrated
Gradients and Transformer—DeepLift can vary sharply across seeds; on frequency, strong
mean performance can co-occur with large seed-level spread (e.g., Transformer—DeepLift),
and GradientSHAP remains identically zero on frequency throughout. LIME stays com-
petitive on variable-coupling but exhibits non-negligible dispersion across seeds. On
regime-switching, repeated near-zero entropy for LIME and GradientSHAP indicates
stable temporal concentration, which is not the same as guaranteed explanation quality.
Multi-seed evaluation is therefore essential, and preferred combinations should jointly
show strong mean oracle alignment and limited cross-seed spread where applicable.

Prediction error versus explainability (Section Figure 2.4). Combination-
level aggregates for a fixed seed (42) show weak linear associations between test MSE
and the primary oracle metrics in the three panels reported (n = 26 each); none reach
significance at @ = 0.05, with the Spearman trend panel borderline (p = 0.078). Pooled
per-sample analyses use a different unit of analysis and larger effective n, so correlation
magnitudes and significance need not match the aggregate scatterplots; they can reveal
small significant trends with modest effect sizes. Seed-wise diagnostics for representative
pairs (Table [2.5) further show that associations are not stable across seeds. High test MSE

therefore does not preclude good oracle scores, and low MSE does not guarantee faithful
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explanations under the chosen metrics.

Comparison to random attribution baselines (Table 2.4). Relative to i.i.d. uniform
random attributions evaluated with the same oracle metrics, most explainers usually
outperform the baseline on the corresponding primary metric, but systematic failures
appear for specific pairs: GradientSHAP collapses to zero saliency on frequency and
variable-coupling (never beating random on those primary metrics in our runs), and SHAP
underperforms on trend with frequent worse-than-random outcomes. These checks surface
methods that can yield uninformative maps despite visually nontrivial heatmaps.

In short, explainability should be assessed with both primary and composite oracle
views where relevant, across multiple seeds, and without equating regime entropy near
zero with explanation quality without additional scrutiny; prediction accuracy remains an

imperfect proxy for explanation correctness in this setting.

2.6 Results on Real World Airport Data

This section presents the evaluation results on real world airport passenger flow datasets.
Unlike synthetic data, these datasets do not provide ground truth explanations, so explain-
ability methods are assessed using behavioural evaluation metrics. The goal of this analysis
is to examine how explainability methods behave in practical transportation forecasting
settings and to identify consistent patterns and limitations.

Experimental configuration. Based on the findings from synthetic data evaluation
(Section [2.5), the top-performing explainability methods are selected for real-world evalu-
ation: DeepLift, LIME, and SHAP. These three explainers reflect the updated synthetic
aggregation (LIME and SHAP are strong on several dataset types, while DeepLift remains
competitive on selected model—dataset pairs) and match the focused real-world benchmark
configuration. All six forecasting models (LSTM, GRU, TCN, Transformer, SSN, and XG-
Boost) are evaluated on four representative real-world datasets: LAX (12 variables), ATL

(12 variables), top 20 busiest airports (20 variables), and SFO boarding-area departures (8
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variables). The focused benchmark records 64 successful model-explainer—dataset runs in
the real-world aggregation; the four omitted combinations are TCN with DeepLift, which
fails under the same Captum limitation documented for synthetic runs (Section [2.5.5). The
selected datasets span different scales (8, 12, and 20 variables) and aggregation levels

(airport-level and boarding-area-level).

2.6.1 Deletion-based Evaluation in Airport Passenger Flow

In airport passenger flow forecasting, input variables and time steps are often highly
correlated due to shared seasonal patterns, network effects, and aggregation across multiple
passenger flow streams. As a result, deletion-based evaluation in this setting does not
solely reflect explanation correctness, but also captures structural redundancy inherent in
transportation passenger flow time series.

Across all evaluated real-world airport datasets, deletion AUC values exhibit substantial
variation across model—explainer combinations (see Table [2.6). Aggregating across the
four representative datasets, DeepLift tends to yield more negative deletion AUC on neural
models (e.g., GRU: —2.723 £4.071, LSTM: —2.200 4 3.648), whereas LIME and SHAP
typically produce smaller performance degradation (e.g., SSN-LIME: —0.111 £0.127;
SSN-SHAP: —0.189 £0.160). For XGBoost, SHAP exhibits substantially larger deletion
impact (—2.258 +£4.102) than LIME (—0.471 £ 1.081). The large standard deviations
indicate strong dataset dependence, consistent with redundancy and scale differences
across airport passenger flow series.

Importantly, smaller performance degradation under deletion does not necessarily
indicate weaker explanations in this context. In airport passenger flow data, multiple
time steps and variables may convey overlapping information (e.g., adjacent temporal
windows during peak seasons or correlated flows across terminals). Consequently, deletion
AUC reflects a combination of attribution selectivity and model redundancy, rather than
explanation quality alone. Therefore, deletion-based metrics on real-world airport data

should be interpreted comparatively rather than absolutely. In practice, deletion AUC is
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most informative when used to compare explainers within the same forecasting model and

dataset, rather than as a standalone indicator of explanation reliability.

Table 2.6: Deletion AUC on real-world airport data (more negative = larger degradation under
deletion). Values are mean and standard deviation across the four representative datasets (ATL,
LAX, Top 20 busiest airports, and SFO boarding-area departures), computed from per-run model—
explainer—dataset deletion AUC means.

Model-Explainer Mean Deletion AUC  Std Dev
GRU-DeepLift -2.723 4.071
GRU-LIME -0.523 0.904
GRU-SHAP -0.532 0.903
LSTM-DeepLift -2.200 3.648
LSTM-LIME -0.242 0.489
LSTM-SHAP -0.191 0.393
SSN-DeepLift -1.651 1.788
SSN-LIME -0.111 0.127
SSN-SHAP -0.189 0.160
TCN-LIME -0.277 0.442
TCN-SHAP -0.366 0.460
Transformer—DeepLift -1.795 2782
Transformer—-LIME -0.607 1.268
Transformer—SHAP -0.640 1.077
XGBoost-LIME -0.471 1.081
XGBoost-SHAP -2.258 4.102

2.6.2 Model Randomisation and Attribution Stability Diagnostics

Model randomisation and input-noise stability are best interpreted here as diagnostic rather
than ranking metrics. Figure summarises both in a comparative format: the middle
panel reports mean model-randomisation similarity, and the right panel reports median
log-scale instability under input perturbations.

Model randomisation provides limited discrimination on real-world airport data. The
middle panel shows that mean attribution similarity between original and randomised

models remains close to zero for most neural model-explainer pairs, with only modest
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positive values for a few GRU and Transformer cases. This weak separation suggests that
randomisation adds little comparative insight in this domain. A plausible reason is that
transportation time series are strongly autocorrelated and smooth, so even randomised
models can respond similarly to structured input patterns. In addition, some neural-
model LIME cells are shown as N/A because randomised-model attributions can collapse
to degenerate (near-zero) vectors, making cosine similarity numerically undefined and
producing NaN aggregates. Model randomisation is therefore treated here as a basic sanity
check rather than as a primary ranking criterion.

Input-noise stability is more informative as a numerical reliability diagnostic. In the
right panel of Figure DeepLift tends to yield the smallest median log-scale instability,
whereas SHAP remains unstable for several architectures even after aggregation across
datasets. LIME often falls near zero under the current implementation, which should
be interpreted cautiously rather than read as automatic superiority. Because individual
SHAP runs can reach raw instability on the order of 10!, the figure reports the median
of log; (1 + noise stability) across the four datasets for each model-explainer pair. This
aggregation reduces the influence of single extreme runs while preserving the broader
contrast between numerically stable and unstable settings.

In several configurations, extremely large instability values are observed, indicating
numerical sensitivity rather than meaningful changes in attribution structure. In practice,
such instability should be interpreted as a warning about numerical reliability, rather than
as evidence of stronger explanatory power.

For transportation forecasting studies, unstable attributions can hinder longitudinal
analysis and policy interpretation, even when deletion-based metrics appear favourable.
Stability analysis therefore serves primarily as a diagnostic tool to identify explainability

configurations that require cautious interpretation.
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Figure 2.6: Overview of behavioural explainability metrics on real-world airport data, aggregated
across the four representative datasets. Rows correspond to forecasting models and columns to
explainers. Left: mean deletion AUC (more negative = larger performance degradation under
deletion). Middle: mean model-randomisation similarity (cosine similarity between original and
randomised-model attributions; values near zero indicate stronger sensitivity to learnt parameters).
Right: median log,,(1 4+ noise stability) under input perturbations. N/A indicates an inapplicable
or undefined case: TCN—DeepLift is omitted for the same Captum limitation as in the synthetic
benchmark; XGBoost randomisation is not defined in this pipeline; and some neural-model LIME
randomisation entries are undefined due to degenerate randomised-model attribution vectors (NalN
cosine similarity).

2.6.3 Relationship between Prediction Accuracy and Explainability

Quality on Real-world Data

The relationship between forecasting accuracy and explainability performance is further
examined using the three behavioural metrics defined for real-world data: deletion AUC,
model-randomisation similarity, and log-transformed noise stability. Here, prediction
accuracy is quantified by test MSE, rather than by correlation between predicted and
observed time-series values. To characterise run-level association between test MSE and
each behavioural metric across successful model-explainer—dataset runs, both Pearson
correlation (linear association) and Spearman rank correlation (monotonic association) are
reported. These statistics are used descriptively only: they do not assess forecast accuracy
on their own, do not imply causality, and, in the absence of ground-truth explanations,
do not establish explanation correctness. Correlation analysis nevertheless helps indicate

whether more accurate forecasting models also tend to exhibit systematically different
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behavioural explainability scores (see Table[2.7).

Across model—-explainer—dataset runs, test MSE shows a moderate positive correlation
with deletion AUC (Pearson r = 0.430, p < 0.001; Spearman p = 0.715, p = 3.1 x 10~ !1;
n = 64), indicating that lower test error tends to coincide with more negative deletion
AUC (larger performance degradation under deletion). Correlations between test MSE and
randomisation similarity are weak for neural models where this score is defined (n = 36).
Correlations with log-scaled noise instability are not statistically significant at o« = 0.05
(Pearson p = 0.084; Spearman p = 0.651; n = 64; Table .

Taken together, these associations are mixed rather than uniform across explainability
diagnostics. Test MSE and deletion AUC exhibit a substantial positive association in
this benchmark, so runs with lower error also tend to show more negative deletion AUC
(stronger degradation when attributed inputs are removed). This pattern should not be read
as evidence of ground-truth explanation quality: deletion AUC probes consistency with
the trained model under a fixed masking protocol and can be affected by redundancy and
scale, and correlation across runs does not establish causality. By contrast, associations
with randomisation similarity and log-scaled noise instability are weak or non-significant
here, which cautions against treating a single accuracy—deletion relationship as a general
summary of “explainability”. As in the synthetic setting, dedicated behavioural and,
where possible, oracle-aligned metrics are therefore recommended, rather than inferring

explanation reliability from test MSE alone.

Table 2.7: Prediction accuracy vs explainability metrics on real-world airport data. Correlations
use test MSE and each behavioural metric over successful runs. Pearson and Spearman coefficients
are descriptive summaries of linear and monotonic association. Sample sizes: deletion AUC and
log noise stability, n = 64; randomisation similarity, n = 36 (neural models only; XGBoost omitted
because randomisation is undefined). Noise stability is transformed as log;,(1 + noise stability)
due to heavy SHAP tails.

Metric Pair Pearson r p-value Spearmanp  p-value
MSE-Deletion AUC 0.430  0.00039 0.715 3.1x 107!
MSE-Randomization 0.092 0.595 -0.173 0.314
MSE—-Noise Stability (log) -0.218 0.084 -0.058 0.651
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2.7 Discussion and Practical Implications

2.7.1 Implications of Synthetic and Real-world Results

Results from synthetic datasets indicate that explainability performance is strongly in-
fluenced by temporal pattern characteristics and forecasting architecture. Different ex-
plainability methods capture different aspects of temporal structure, and no single method
consistently performs well across all scenarios.

Analysis on real-world airport passenger data further shows that explainability beha-
viour observed under controlled conditions does not always translate directly to operational
datasets. Behavioural evaluation metrics provide insight into model sensitivity and robust-
ness, but do not offer definitive measures of explanation correctness.

Together, these findings indicate that explainability in transportation time series fore-
casting should not be treated as a model-independent property, but rather interpreted in

relation to data characteristics, forecasting architecture, and evaluation context.

2.7.2 Practical Insights on Explainability

By combining insights from synthetic and real-world evaluations, several practical consid-
erations emerge for transportation forecasting studies.

First, explainer selection should be informed by dominant temporal patterns in the data.
Under the primary oracle metrics reported for each synthetic dataset type (Section [2.5)),
DeepLift leads on trend (variable-importance Spearman), SHAP is strongest on frequency-
single and DeepLift on frequency-multi, and LIME is strongest on variable-coupling;
rankings under the separate unified composite score can differ, so practical choices should
consider both views rather than a single aggregate label.

Second, real-world attribution results should be treated as exploratory analytical tools
rather than definitive indicators of causal influence. In airport passenger flow forecasting,
explanations are most informative when used to identify broad temporal regions or variable

groups of interest, rather than precise time—variable pairs.
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Third, explainability metrics should be selected and interpreted with care. Deletion-
based evaluation provides limited but useful comparative information when model re-
dundancy is acknowledged, while stability analysis is valuable for identifying numerically
unreliable explanations. Model randomisation tests appear less informative in highly
correlated transportation time series.

Overall, effective use of explainability in airport passenger flow forecasting requires
alignment between forecasting models, explainer choice, data characteristics, and evalu-

ation objectives.

2.7.3 On SHAP Instability and Numerical Reliability

The real-world stability results reveal extremely large instability values for some SHAP
configurations. This behaviour can be attributed to the use of model-agnostic kernel
SHAP in high-dimensional, strongly correlated time—variable spaces, where the surrogate
regression becomes ill-conditioned.

Small perturbations to the input or background set can lead to disproportionately large
attribution magnitude changes, inflating norm-based stability metrics. In this work, extreme
instability is interpreted as a warning about numerical reliability rather than as evidence of
stronger explanatory power.

Potential mitigation strategies include reducing the dimensionality of the interpretable
space, improving background set summarization, applying stronger regularisation, or using
model-specific SHAP variants when available. In practice, reporting robust summaries
and log-scaled stability metrics can help prevent extreme values from dominating ag-
gregate conclusions. More broadly, the discussion above reinforces that explainability is
heterogeneous across models and metrics, and that no single diagnostic should dominate

interpretation without cross-checks from complementary probes.
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2.8 Conclusion

This chapter presented an empirical evaluation of post-hoc explainability methods for
multivariate time series forecasting in airport passenger flow, focusing on attribution for
a fixed forecast target. By examining multiple explainability techniques across diverse
forecasting architectures, the study aimed to clarify how existing methods behave in
transportation time series settings and to identify their strengths and limitations.

Using a dual evaluation strategy that combines synthetic datasets with known ground
truth and real-world airport passenger flow data, the results indicate that explainability
performance is strongly influenced by temporal pattern characteristics, forecasting archi-
tecture, and explainer choice. No single explainability method consistently performs well
across all scenarios, and different methods are better suited to different temporal structures.
The relationship between prediction accuracy and explainability diagnostics is not uniform:
on synthetic data, combination-level associations between test MSE and oracle metrics
are generally weak (Section [2.5.3), whereas on real-world data test MSE can co-vary
strongly with deletion AUC yet weakly with randomisation similarity and log-scaled noise
instability (Table[2.7). Explainability should therefore be assessed with dedicated metrics
and not inferred from forecasting accuracy alone.

Evaluation on real-world data further reveals limitations of commonly used behavioural
metrics for time series forecasting [37)]. While such metrics provide useful insights into
model sensitivity and robustness, they often offer limited discriminative power and can be
difficult to interpret in the presence of strong temporal dependence and feature redundancy.

Overall, the findings of this study provide empirical guidance for the selection and
interpretation of post-hoc explainability methods in transportation time series forecasting.
They also highlight the need for future research on evaluation methodologies that are better

aligned with the structural characteristics of multivariate temporal data.
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PAPER II - Sparse Saliency Methods

Enhancing Performance and Interpretability of
Multivariate Time-Series Models Through

Sparse Saliency



Abstract

Explainable time-series modelling is essential for modern Intelligent Transportation Sys-
tems (ITS), but balancing accuracy with interpretability in multivariate time-series fore-
casting remains a significant challenge. This difficulty arises from the need to discern
the importance of features and their temporal dynamics. Autocorrelations and data pro-
cessing techniques such as sliding windows increase feature dimensions, complicating
the use of traditional post-hoc explanation methods. To address these issues, a flexible
post-processing approach is proposed that generates sparse, normalised saliency values
based on existing saliency generation methods such as GradientSHAP. An optional win-
dow aggregation and alignment strategy is also introduced to match the saliency with the
original time series data, thereby aligning aggregated saliency with the original monthly
series for visual comparison. Additionally, it is explored how sparse saliency can be
used for data augmentation to improve model performance. Using naturalistic data from
San Francisco airport, this approach is demonstrated in the context of ITS time-series
prediction and explanation. Evaluation results show that integrating sparse saliency from
high-performing models not only increases XGBoost performance by 10.92% but also
reduces model complexity; post-processing yields sparser saliency heatmaps than dense

GradientSHAP outputs.

3.1 INTRODUCTION

3.1.1 Motivation

Multivariate time series forecasting plays a crucial role in ITS, which includes domains

such as traffic management, autonomous driving, and fault diagnostics [31]. Traffic
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prediction plays a pivotal role in traffic planning and network optimisation, enabling the
anticipation of future trends and states of interconnected variables critical for informed
decision-making and strategic planning. Moreover, the analysis of large-scale time series
data from ITS often necessitates human intervention [20], either in real-time or post-hoc, to
adhere to ethical and regulatory policies [8]. To mitigate the decision-making risks inherent
in black-box models such as Transformers and recurrent neural networks, researchers are
focusing on two primary approaches: enhancing model transparency [15] and utilising
post-hoc explanations to interpret model predictions [30]]. In this chapter, explainability
refers to the same post-hoc attribution perspective as in Chapter [2} importance scores
over input time steps and variables (saliency) that explain a model’s forecast. We do not
introduce a new explainability method from scratch; instead, we take existing saliency
outputs from black-box forecasters and improve their interpretability and usability through
sparse normalisation and optional time-axis alignment. Thus the explainability offered
here remains attribution-based, but in a form that is sparser, easier to read, and reusable for
saliency-guided data augmentation and model simplification.

Among the post-hoc techniques, extracting and analysing feature importance through
saliency values have gained prominence [10][26][4]. However, the understandability of
these techniques heavily depends on the performance of the underlying models and the
explanation methods used [[1][27][24]. Common attribution methods such as Gradient-
SHAP (GS) [18] often struggle with interpreting time series data, producing dense and
noisy outputs that obscure relevant information, especially when the data has underlying
temporal or latent patterns [22]]. Furthermore, the rising dimensionality in multivariate time
series introduces complexities due to autocorrelation and the application of data processing
techniques, such as sliding window methods. These factors complicate the extraction of
meaningful insights and make it difficult for humans to derive clear understandings from
saliency maps.

In response to these challenges, this study introduces a method that enhances current

saliency techniques by integrating sparse and normalisation strategies, thereby reducing
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complexity and minimising minor disturbances. Additionally, it aggregates fine-grained
saliency maps over training windows so they can be compared with the original time
series. Furthermore, it is explored whether sparse saliency values from advanced models
can enhance the predictive capabilities of simpler models like XGBoost, which are com-
monly used in multivariate time series analysis but may underperform compared to more

sophisticated neural network architectures.

3.1.2 Contribution

This study makes several key contributions:

* Sparser Saliency Maps: existing saliency (e.g., GradientSHAP) is post-processed
to produce sparser tensors A’ (Section[3.3), which appear less cluttered in heatmap

form than dense attributions.

* Performance Enhancement Validation: the effectiveness of sparse saliency in im-
proving the performance of underperforming models is empirically validated. The
final results demonstrate the efficiency of the proposed sparse saliency enhancement

methodology.

* Reduction of Model Complexity: experiments show that integrating sparse saliency
into the learning process can reduce the overall complexity of the XGBoost model

(less estimators) while simultaneously enhancing its performance.

3.2 Related Works

3.2.1 Time Series Modelling

Researchers have proposed multivariate models to capture the complex interactions and
correlations among different traffic variables. One such model is SARIMAX [3]], which

incorporates seasonal autoregressive integrated moving average principles to account
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for seasonal patterns. However, traditional prediction methods may not be effective in
situations where external exceptional events, such as pandemics, introduce significant
uncertainty in forecasting. To address these challenges, machine learning models have
been employed. LightGBM has shown superior performance compared to baseline models
that rely solely on historical passenger data, time-related inputs, and quarterly Gross
Domestic Product (GDP) by considering epidemic-related variables to predict future air
passenger flow [25]]. In bus passenger flow prediction tasks that integrate point-of-interest
data, XGBoost has shown better training efficiency and prediction accuracy compared to
other models [[19].

Deep recurrent neural networks like Long Short-Term Memory (LSTM) capture long-
term dependencies in sequential data [11]. Gated Recurrent Units (GRU) simplify the
architecture by update and reset gates, making it computationally more efficient while still
effectively capturing temporal dependencies [7]]. For large datasets and long forecasting
horizons, transformer-based models have proven to be effective due to their ability to
model complex dependencies in time series data. The Temporal Fusion Transformer (TFT)
integrates static and time-varying data to capture global and local temporal patterns, enhan-
cing forecasting accuracy and interpretability with attention mechanism [15]. Autoformer
improves upon traditional Transformer architectures by integrating an automatic decom-
position mechanism [29]]. In addition, the Timexer model excels in time series forecasting
with exogenous variables, especially in handling low-quality exogenous data and capturing
inflection points in the target variable. This model supports multi-level prediction and
can forecast multiple future time steps. Techniques like inverted embedding and patch
embedding are incorporated to enhance its performance [28]. Constructing auxiliary time
series from the original time series, which incorporates inter-series relationships also
improve performance. This approach, combined with a simple 2-layer MLP as the core

predictor, significantly reduces complexity and parameter count [17].
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3.2.2 Saliency Methods for Time Series

Saliency generation in time series data can be categorised into three main methods:
gradient-based, perturbation-based, and attention-based. Gradient-based methods com-
pute gradients of the model’s output with respect to the input time series, using these
gradients to create saliency maps that highlight influential segments or features. Attention
mechanisms, exemplified by the self-attention in Transformers, generate saliency maps
by computing attention weights for each timestep or feature, indicating their importance
for model predictions. However, traditional saliency techniques like Gradient-weighted
Class Activation Mapping (Grad-CAM) [23], Shapley Additive Explanations (SHAP) [18],
originally designed for image and natural language processing, do not naturally suit time
series data. These methods often fail in tasks where the detection of latent patterns—such
as dominant frequencies or trend dependencies—is essential, which is common in applic-
ations like physiological signal analysis and fault diagnosis. Evaluations on time series
classification tasks reveal that existing perturbation and gradient-based methods sometimes
lack consistency and robustness [27][22].

Recently, several saliency generation methods specific to time series have been pro-
posed, Series saliency method extracts “series images” from sliding windows of the time
series and applies a saliency map segmentation based on the smallest destroying region
principle. This approach considers both the feature and temporal dimensions, improving
accuracy and interpretability [21]. Jonathan Crabbé et al. introduce Dynamic Masks, which
employ perturbation masks tailored to time series data to capture temporal dependencies
and identify relevant features for predictions. These masks are optimised for parsimony
and legibility, improving feature importance identification [4]]. Joseph Enguehard [3]]
proposes learning perturbations to explain time series predictions, where a trainable mask
is used to perturb the input and identify influential features and their timing. This approach
learns both the masks and associated perturbations, resulting in enhanced explanations.
Additionally, the Time Interpret library extends Captum for temporal data explanation,

providing saliency generation methods and evaluation tools [6]]. The ContralLSP frame-
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work combines contrastive learning and sparse gate techniques, introduces counterfactual
samples and maintains the distribution of the data, resulting in improved explanation
quality and alleviating distribution shift issues [[16].

The core idea behind saliency guided training is to focus the model’s attention on the
most prominent regions of the input during the training process, instead of treating all parts
equally [14]. The saliency guided training procedure involves iteratively masking features
that have small and possibly noisy gradients, while also aiming to maximise the similarity
of model outputs for both the masked and unmasked inputs. This approach has shown
effectiveness in various domains, including images, language, and multivariate time series

[12].

3.3 Methodology

3.3.1 Overall Framework

As depicted in Figure this chapter proposes a novel framework that incorporates sparse
saliency tensors to enhance interpretability and accuracy in time series prediction models.
The process begins with dataset preparation, where the raw dataset tensor D undergoes
a windowing technique to create sequences that capture temporal dependencies. The
symbol seq_len denotes the number of time steps or observations included in each window

extracted from D. The i-th window is expressed as:

W, =DJi:i+seq.len] (1)

/

Following data preparation, the windowed training tensor D,

is obtained, multiple

/

forecasters {M;} are then trained using Dy .,

and the optimal model M is selected based
on performance metrics. An explainer subsequently generates the original saliency tensor
A from M. Let A € RMW>T*F denote the tensor of GradientSHAP attributions aligned with

D{rain, where N,, is the number of training windows, T = seq_len, and F is the number of
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features (variables). Hereafter, A and A’ are referred to as saliency tensors (real-valued
attributions); a slice A,,. . forw =1,...,N,, may be displayed as a time—feature heatmap.
The auxiliary mask used inside E is not what is denoted by A’.

The sparse saliency generation phase processes A through a proposed sparse and
normalise function E, resulting in the sparse saliency tensor A’ that emphasises the most
impactful features. The data dimensions are then aggregated from (N,, X T X F) to (T x F).
The approach of utilising post-processing to introduce sparsity provides the framework
with enhanced flexibility.

In this study, for dataset augmentation part, the sparse saliency tensor A’ is simply

/

integrated with the corresponding positions of the windowed training tensor D ..

using
element-wise multiplication, denoted as:

1/ — A/ @ D/ (2)

train train

This enhanced dataset serves in the final phase, model update, where M is retrained or
updated with D!’ . . resulting in an enhanced model M’ that incorporates refined insights

train®

for improved performance and interpretability.

3.3.2 Sparse Normalised Saliency

This section clarifies the sparse saliency generation phase and introduces the proposed
function E, designed to enhance the clarity and readability of saliency tensors by integrating
mask filtering with adaptive scaling techniques. Function E selectively emphasises the
most impactful features, thereby producing sparser tensors A’ than the original A; heatmaps
of A’ retain non-zero attributions only where the mask M is true.

Given the original saliency tensor A generated by an explainer, which signifies the
importance assigned to each feature by a model, the function aims to normalise these
attributions using scaling and thresholding mechanisms controlled by the parameters

percentile p, scalar o, and normalisation method. In the piecewise expressions below, i
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Figure 3.1: Illustration of the proposed framework integrating saliency tensors into the forecasting
model lifecycle. The diagram highlights the process of normalising and sparsifying saliency tensors
to enhance predictive accuracy and interpretability.

indexes elements of A and A’ in a fixed flattening (consistent with M[]).

First, a threshold 7 is defined based on the given percentile p of the absolute values of

attributions A:

T = quantile <|A|, ﬁ) 3)

The scale factor S is computed using the standard deviation ¢ of the attributions A and
the given scalar o, which influences how much the standard deviation of the attributions

affects the scaling of the data:

S=— )

A mask M is created to identify elements in A that are greater than or equal to the

threshold 7':

M=|A|>T 5)
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Depending on the chosen method .7, scaled attributions A’ are calculated. For the

hyperbolic tangent method (.Z =tanh):

Sl SAL
S if M[i] = True

[Al]l‘ — gs [A]l+e s [A]z (6)
0 otherwise

When .7/ =So ftmax:

<SR M) = True

[A/]i — Z.ie] 6Xp(S~[AL‘) (7)
0 otherwise

where J is the set of indices where M is True.
To represent the function E in a formalised manner, the steps can be summarised and

combined into a sequence of operations. The entire process can be expressed in a formula:

E(A,p,o, /) = A’ 8)

In summary, by applying mask M and normalisation operations using the fanh or
softmax methods, the sparsity of the original saliency tensor A derived from the model
M is increased while the redundant information from dense attributions is reduced. Con-

sequently, a smaller subset of time—feature cells carries non-zero attribution in A’.

3.4 Experiments and Analysis

3.4.1 Experiment Setup

This section details the experimental setup, designed as follows:
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3.4.1.1 Data Preparation

In this study, the Airport Passenger Flow Dataset obtained from San Francisco Airport
[2] was used as the primary data source. This dataset allowed analysis of the monthly
passenger flow across eight different boarding areas (A-G, Other). To forecast future traffic
for a specific subsequent month, the data were segmented into 12-month windows and an
85% training and 15% testing split was utilised. To provide a comprehensive understanding
of the variations in passenger flow influenced by external factors, pandemic-related search
trends from Google Trends [9]] were also incorporated as an exogenous variable, enriching

the dataset. In addition, when incorporating the sparse saliency tensor A’, element-wise

/

multiplication with the windowed training tensor D,

was used and scaling using the
median of entries of A’ was applied to the entire testing set. This approach allowed effective
integration of A’ into the analysis, ensuring consistency in the scaling process across both

the training and testing datasets.

3.4.1.2 Sparse Saliency Integration

A suite of basic forecasters tailored to multivariate time series analysis was employed,
including XGBoost, LSTM, GRU, and Transformer models. The model delivering the best
performance was then used to generate the original saliency tensor A using GradientSHAP.
Sparse normalisation techniques were applied with a mask percentile P of 0, 5, 10, 50,
90, a scalar o of 1, and a hyperbolic tangent activation function. The training dataset
was augmented by element-wise multiplication with the sparsely normalised tensor A’,
whereas the testing set was scaled using the median of A’ computed from the training split.
This approach confined the saliency generation process to the training data, preventing
data leakage and its potential impact on the results. Then, the modified datasets were
utilised for model update. The effects of varying mask percentiles on the XGBoost
model’s performance were analysed, along with the performance variability across different
estimators, which serve as indicators of the model’s complexity. Based on preliminary

empirical tests, use of the tanh function is recommended when there are many extremely
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low saliency values, as it converges rapidly near zero and effectively filters out more noise.

3.4.1.3 Measurement metrics

The effectiveness of the forecasting models is quantitatively assessed using four standard
error metrics: Mean Absolute Error (MAE), Mean Squared Error (MSE), Symmetric
Mean Absolute Percentage Error (SMAPE), and Coefficient of Determination (R2). These
metrics provide a comprehensive evaluation of the models’ accuracy in forecasting future
values. Considering that different normalisations of A’ may introduce varying scaling
factors to the augmented training dataset in data preparation process, the need for consistent
model evaluation across different scenarios is taken into account. Therefore, all values
are descaled to their original scale before conducting the comparative analysis. This
approach allows fair and accurate comparisons among the different models, regardless of

the variations introduced by A’.

3.4.2 Results Analysis

Based on the results presented in Table [3.1] “XGBoost+” refers to using a dataset en-
hanced by the GRU model, without exogenous variables at a 10% mask percentile. The
more powerful Transformer model does not show a significant advantage with this relat-
ively small dataset. On the contrary, the lightweight GRU model demonstrates the best
performance on the original dataset, both with and without the inclusion of exogenous
variables.

In Figure the predictions of GRU and XGBoost models on the test dataset with
exogenous variables are compared. It is evident that XGBoost initially exhibits a significant
discrepancy with the actual values, particularly in boarding area D, as indicated by the
red circle. By utilising the sparse saliency enhanced dataset generated by the GRU
model with exogenous variables and a mask percentile p = 10, the performance of the
XGBoost model with same estimators as before shows a substantial improvement. This

update effectively resolves the prediction issue in boarding area D, addressing the earlier
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Table 3.1: Comparison of models with and without exogenous variables.

MAE MSE sMAPE R2

only history data

XGBoost 6.63E+04 9.59E+09 341.0656 0.2072
LSTM 7.68E+04 1.03E+10 337.1754 0.7716
GRU 6.96E+04 8.89E+09 321.5465 0.8230
Transformer 1.10E+05 2.21E+10 383.1288 0.5237

XGBoost+ 6.20E+04 8.21E+09 308.5541 0.3485

with exogenous variables

XGBoost 6.64E+04 9.63E+09 341.0782 0.2327
LSTM 7.52E+04 1.04E+10 339.0567 0.7872
GRU 6.73E+04 8.01E+09 324.1746 0.8237
Transformer 9.64E+04 1.63E+10 366.8931 0.5646

XGBoost+  6.21E+04 8.25E+09 308.5801 0.3486

discrepancy observed.

Table [3.2| presents results demonstrating the influence of different mask percentile val-
ues of sparse saliency on the performance of the XGBoost model. Notably, even when the
number of XGBoost estimators was reduced to 20, optimal performance was achieved with
a mask percentile of 10. This finding underscores the improvement in model performance
through the use of an updated model with an appropriate mask percentile for sparse sali-
ency. The MAE metric indicates that XGBoost+, with a score of 6.21e+04, outperformed
the previous best performance achieved by GRU, which scored 6.73e+04, resulting in a
7.73% improvement for data with exogenous variables and a 10.92% improvement for data
without exogenous variables. Conversely, when directly using the dense GradientSHAP
saliency tensor without sparse normalisation, the model’s performance decreased.

As illustrated in Table an excessive mask percentile p, such as 90, results in signi-
ficant information loss, negatively impacting outcomes. However, as depicted in Figure[3.3]
these higher p yield sparser heatmaps; the figure places aggregated A, aggregated A’, and
monthly passenger flows side by side for the same period so readers can compare saliency

structure against the series.
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Figure 3.2: Comparison of GRU, XGBoost, and XGBoost+ predictions against ground truth for
boarding areas A—G and Other (targets 1-8).
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Table 3.2: Performance comparison for different sparse saliency tensor settings (mask percentiles)
and XGBoost estimator counts.

mask xgboost Descaled Descaled Descaled
Percentile estimators MAE MSE SMAPE R2
0 10 6.57E+04 8.58E+09 314.0539 0.3186
0 20 6.26E+04 8.38E+09 309.4975 0.3344
0 40 7.01E+04 1.04E+10 320.8295 0.2339
0 60 7.21E+04 1.10E+10 324.9005 0.1864
0 80 7.26E+04 1.12E+10 325.7797 0.1690
0 100 7.32E+04 1.14E+10 326.9381 0.1548
5 10 6.57TE+04 8.58E+09 314.0543 0.3186
5 20 6.26E+04 8.38E+09 309.4980 0.3344
5 40 7.01E+04 1.04E+10 320.8301 0.2339
5 60 7.21E+04 1.10E+10 324.9010 0.1864
5 80 7.27TE+04 1.12E+10 326.0429 0.1672
5 100 7.33E+04 1.14E+10 327.0487 0.1528
10 10 6.58E+04 8.60E+09 314.1743 0.3179
10 20 6.20E+04 8.21E+09 308.5541 0.3485
10 40 6.99E+04 1.06E+10 320.7102 0.2303
10 60 7.19E+04 1.13E+10 324.5954 0.1647
10 80 7.28E+04 1.16E+10 326.0260 0.1459
10 100 7.39E+04 1.20E+10 327.8790 0.1233
50 10 6.63E+04 9.03E+09 315.6055 0.2611
50 20 6.91E+04 9.78E+09 320.2657 0.2250
50 40 7.74E+04 1.25E+10 336.0832 0.0589
50 60 8.14E+04 1.35E+10 342.9682 -0.0791
50 80 8.42E+04 1.46E+10 347.2121 -0.1596
50 100 8.51E+04 1.50E+10 347.7131 -0.1912
90 10 1.03E+05 1.98E+10 368.6473 -0.4944
90 20 1.12E+05 2.46E+10 387.9443 -0.7831
90 40 1.20E+05 3.22E+10 399.8461 -1.2336
90 60 1.26E+05 3.71E+10 405.6978 -1.7085
90 80 1.26E+05 3.91E+10 403.8361 -1.8246
90 100 1.26E+05 4.00E+10 403.9194 -1.9232
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Figure 3.3: Readability comparison of saliency visualisations (heatmaps of the same tensors):
(A) aggregated original saliency tensor A; (B) aggregated sparse saliency tensor A’; (C) monthly
passenger flow for San Francisco Airport boarding areas.

3.5 Conclusions and Future Work

This chapter examined sparse normalisation of GradientSHAP saliency and its use in
saliency-guided data augmentation for multivariate airport passenger-flow forecasting.
Under the evaluated configurations, the processed saliency improved forecast accuracy
and reduced XGBoost complexity. Figure 3.3 provides a qualitative comparison between
aggregated dense and sparse saliency and the monthly flow series. The improved visual
readability claims are based on qualitative inspection rather than a formal user study.
However, the universal applicability of this approach across various time series tasks
remains to be explored. Future work should include a comparative analysis of the impact
of saliency tensors generated by different explainers after undergoing sparsification and
normalisation to gain further insights. Additionally, the selection of explainers and the
development of improved data augmentation methods merit further investigation.
Systematic evaluation of explainable interfaces would complement the qualitative
comparisons presented here. As this study is based on a small-scale, coarse-grained
dataset with monthly resolution and limited real-time requirements, future work should
extend the evaluation to larger and finer-grained datasets to assess scalability and real-time

applicability.
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PAPER III - Interpretable Decomposition Forecasting

iDecPred: A Lightweight and Interpretable
Extrapolative Neural Decomposition Model for

Multivariate Time Series Forecasting



Abstract

Forecasting multivariate time series in high-stakes domains requires models that are ac-
curate, interpretable, and computationally efficient. While recent neural architectures
deliver strong predictive performance, they often rely on opaque latent representations
and lack structured decomposition. This chapter introduces Interpretable Decomposition
Prediction (iDecPred), a lightweight and interpretable neural decomposition framework
that formulates forecasting as an extrapolative process. The model explicitly disentangles
temporal dynamics into three components: (i) a spline-based trend extrapolator with af-
fine augmentation for long-horizon forecasting, (ii) a channel-aware seasonal encoder
with harmonic decoders to capture heterogeneous and non-stationary periodicities, and
(iii) a residual predictor for irregular variations. These are adaptively fused through a
channel-wise gating mechanism to produce interpretable forecasts. Experiments on seven
real-world benchmarks (ETTh1/2, ETTm1/2, Electricity, Traffic, and Weather) and 16
synthetic datasets with ground-truth decompositions demonstrate that iDecPred achieves
state-of-the-art or competitive accuracy while using up to 10x fewer parameters and
offering 10-20x lower inference latency on high dimension datasets (862 channels) com-
pared to transformer-based baselines. Beyond accuracy, iDecPred directly outputs trend,
seasonal, and residual components during forecasting, enabling transparent diagnostics and
faithful component-wise interpretation without post-hoc analysis. By bridging classical
decomposition principles with modern neural design, iDecPred establishes a compact yet

effective paradigm for interpretable long-horizon time series forecasting.
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4.1 Introduction

In this chapter, explainability is understood as intrinsic interpretability by decomposition:
the model (iDecPred) explicitly decomposes each series into trend, seasonal, and residual
components and produces a forecast for each. Explanations are not obtained via a separate
post-hoc explainer but arise directly from the model outputs, which include the predicted
trajectories of each component and offer interpretable insights into how their dynamics
shape the final prediction.

Multivariate time series forecasting is a fundamental problem with wide ranging
applications in energy systems [36], finance [2], transportation [S3]], and industrial auto-
mation [54]. In these domains, accurate and interpretable predictions are essential to
ensure operational reliability, enable risk management, and support scientific discovery
[21]]. For example, in power systems, decomposing the load series into trend, seasonal,
and residual parts improves both robustness and interpretability under extreme events,
thereby supporting capacity planning and emergency scheduling [23]. In transportation,
spatiotemporal-aware trend-seasonality decomposition improves traffic flow prediction
accuracy while enabling interpretable diagnostics at the network level, which is crucial
for congestion management and infrastructure planning [46, [/, 42]. Explicitly separating
long-term trends, seasonal patterns, and short-term noise enhances transparency and yields
semantically meaningful representations [39].

Classical statistical approaches such as Autoregressive Integrated Moving Average
(ARIMA) [1]] and exponential smoothing methods [27] perform explicit trend-seasonal
decomposition, but their reliance on strong assumptions such as linearity or stationarity
limits their ability to model complex real-world signals. Fourier transform-based meth-
ods are effective for interpolation but cannot reliably extrapolate into the future [13]].
Neural Ordinary Differential Equation (ODE) variants can better capture smooth temporal
dynamics but often incur excessive computational cost [19]]. Recent neural forecasting
architectures, such as Recurrent Neural Networks (RNN) and Transformer-based variants

achieve strong predictive accuracy but usually depend on opaque latent representations
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without imposing a structured decomposition of temporal dynamics. Even in synthetic
signals with simple known periodicity, leading architectures such as iTransformer [26]
may not recover meaningful seasonal components [S6]].

Some works have incorporated decomposition ideas into neural forecasting by explicitly
modelling trend, seasonal, or residual components. For example, Neural Basis Expansion
Analysis for Interpretable Time Series Forecasting (N-BEATS) [30] employs forward and
backward basis expansions to approximate trend and seasonality. While it achieves strong
accuracy on stationary and smooth time series, its reliance on global fully connected blocks
limits adaptability to complex or non-stationary dynamics. Autoformer [S0]] and Frequency
Enhanced Decomposed Transformer (FEDformer) [64] adopt simple moving average to
extract trend and embed decomposition blocks within Transformer architectures; however,
their designs mainly aim to improve sequence modelling efficiency rather than to ensure
faithful component-wise forecasts.

Other popular architectures such as Patch Time Series Transformer (PatchTST) [29]
and Inverted Transformer for Time Series Forecasting (iTransformer) [26] achieve strong
accuracy through patch representations or variable-wise attention. However, they remain
largely black-box predictors that do not guarantee interpretable or extrapolative decompos-
ition. Moreover, their reliance on large Transformer backbones results in higher parameter
counts and greater computational demands.

Despite recent progress, existing models still lack efficient, accurate, and robust mech-
anisms for forecast-oriented decomposition that predict future trend, seasonal, and residual
components instead of reconstructing past signals [13} 3, 130, 49]]. This chapter intro-
duces iDecPred, a neural framework that forecasts each component through a spline-based
trend extrapolator, a channel-aware Fourier seasonal decoder, and a lightweight residual
predictor. Integrated with a compact attention gate, iDecPred combines classical decompos-
ition principles with modern deep learning to achieve interpretable, accurate, and efficient
forecasting.

This work makes the following key contributions:
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* Forecast-oriented decomposition framework. iDecPred is proposed as a light-
weight neural model that explicitly decomposes multivariate time series into trend,
seasonal, and residual components and forecasts them jointly. Unlike existing meth-
ods, iDecPred is designed for extrapolative forecasting rather than interpolation,

thereby aligning decomposition with the predictive task.

* Novel architectural modules. This chapter introduces (i) a spline-based trend
extrapolator with affine augmentation for long-horizon forecasting, (ii) a novel
channel-aware seasonal module with harmonic decoders to capture heterogeneous
and non-stationary periodicities, and (iii) a lightweight residual predictor for irreg-
ular variations. These are fused through a channel-wise adaptive gate, ensuring

interpretability and efficiency.

* Comprehensive empirical validation. Extensive experiments on seven real-world
benchmarks and sixteen synthetic datasets with ground-truth decompositions demon-
strate that iDecPred achieves state-of-the-art (SOTA) or competitive accuracy while
requiring up to 10x fewer parameters and reduced training time and inference

latency compared with existing baselines.

* Interpretability and diagnostic insights. Beyond accuracy, iDecPred directly
outputs interpretable trend, seasonal, and residual components during forecasting,
enabling transparent diagnostics and structured evaluation of decomposition quality

without post-hoc explanation.

The remainder of this chapter is organised as follows. Section 4.2 reviews related work
in time series decomposition and frequency-aware neural forecasting. Section [4.3] presents
the architecture of iDecPred. Section [4.4]describes the experimental setup, followed by
results and analysis in Section[4.5] Sectiond.6|discusses limitations and future directions,

and Section 4.7 concludes the chapter.
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4.2 Related Work

This section reviews previous research on time series decomposition, decomposition-based
forecasting, frequency-aware modelling, and evaluation frameworks. These areas form the

intellectual foundation of iDecPred.

4.2.1 Classical Decomposition and the Need for Interpretability

Classical time series analysis is based on the assumption that signals can be decomposed
into structured components such as long-term trends, seasonal cycles, and stochastic
residuals [[15]. Statistical models including ARIMA [1] and Holt—Winters exponential
smoothing [27, 48] explicitly capture these components within additive or multiplicative
frameworks. Seasonal-Trend Decomposition using Loess (STL) [8, [15] extends this idea
through nonparametric smoothing, while variants such as Multiple Seasonal-Trend Decom-
position using Loess (MSTL) [4] and Robust Seasonal-Trend Decomposition Algorithm
(RobustSTL) [47] enhance adaptability to multiple seasonalities and improve robustness
to outliers. Spectral methods, including Fourier and wavelet transforms [24], provide
complementary perspectives on periodic behaviour, although they rely on fixed bases and
generally remain decoupled from end-to-end forecasting pipelines. Taken together, these
methods offer interpretability but rely on restrictive assumptions of linearity, stationarity,
or fixed periodicity, which limit their scalability for modern multivariate forecasting.
Equally critical is the question of evaluation. Beyond measuring aggregate forecast
errors, reliable decomposition requires assessing whether extracted components align
with underlying structures and whether residuals exhibit expected statistical properties
[15)5]. Synthetic benchmarks with known ground truth [4], residual diagnostics (e.g.,
autocorrelation tests), and domain-informed validation like known daily or weekly cycles
are all used in practice. Recent work proposes hybrid evaluation frameworks that combine
quantitative diagnostics with visual inspection and domain knowledge [49, 32]]. Within

this perspective, interpretability is assessed not only through predictive accuracy but also
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through the fidelity of the decomposed components.

Although classical statistical approaches naturally provide interpretable components,
most neural forecasting architectures behave as black boxes, which hinders their adoption
in high-stakes domains where understanding the drivers of predictions is essential [21}162].
Post-hoc explanation techniques such as Shapley Additive Explanations (SHAP) [28]],
Local Interpretable Model-agnostic Explanations (LIME) [35], and their time-series adapt-
ations [33}160] have been proposed. However, these methods are often computationally
expensive and sensitive to input perturbations, which can undermine their reliability in
practice [55}137]].

In summary, while classical decomposition methods offer transparency through explicit
modelling of trend, seasonality, and residuals, they rely on restrictive assumptions that
limit scalability to complex, multivariate settings. Conversely, modern neural forecasters
achieve strong accuracy but often sacrifice interpretability. Bridging these paradigms calls
for models that retain the structural clarity of classical decomposition while leveraging the

representational power of deep learning.

4.2.2 Decomposition-Based Neural Forecasting

Recent neural forecasting models revisit classical decomposition ideas, aiming to couple
the interpretability of trend—seasonal separation with the representational power of deep
learning. These architectures can be broadly grouped into static decomposition, parametric
decomposition, and learnable decomposition.

Several models apply fixed filters to separate trend and seasonal components before
forecasting. For example, DLinear [S9] uses a moving-average filter to extract trend and
feeds the residual into linear layers. Similarly, FEDformer, an extension of Autoformer,
relies on moving averages for trend removal while leveraging Fourier attention to capture
seasonalities. These methods inherit interpretability from explicit filtering, but because
the decomposition is static and not optimised jointly with forecasting, they often lack

adaptability to domain-specific dynamics.
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Architectures such as N-BEATS [30] model signals via combinations of polynomial
and harmonic bases. While interpretable variants of N-BEATS explicitly parameterize
trend and seasonal blocks, they generally sacrifice predictive performance compared to
their unconstrained counterparts. It demonstrates interpretability by imposing structure,
but at the expense of flexibility.

A more principled line of work integrates decomposition into the architecture itself.
ETSformer [49] uses Exponential Smoothing Attention and Frequency Attention to output
level, growth, and seasonal components, achieving interpretable representations with near-
linear complexity. Leddam [57] further replaces manual filters with learnable convolutional
kernels and dual-attention mechanisms, enhancing adaptability in multivariate contexts.
However, most models do not enforce explicit constraints such as orthogonality or semantic
labeling, which limits the interpretability of their outputs.

In summary, current neural models often draw inspiration from decomposition but
stop short of producing explicit, component-wise forecasts. Static filters lack adaptability,
basis expansions trade off flexibility, and end-to-end learnable approaches rarely enforce
interpretability guarantees. This motivates new frameworks that achieve both accuracy and

semantically meaningful decomposition in multivariate, non-stationary settings.

4.2.3 Frequency-Aware and Harmonic modelling

Many real-world sequences exhibit strong periodic structure, motivating spectral modelling
as a natural extension of decomposition. Existing approaches can be organised into
parametric spectral models, neural architectures with frequency bias, and wavelet or
multi-resolution frameworks.

Prophet [40] and Trigonometric Box-Cox ARIMA Trend Seasonal (TBATS) [27]
use truncated Fourier series or trigonometric state-space models to represent seasonality.
While they offer interpretability, their applicability is constrained by the need for manually
specified periods and strong assumptions such as slowly evolving seasonality, and they are

mainly designed for univariate data.
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Early designs like Long- and Short-term Time-series Network (LSTNet) [18] and
Exponential Smoothing Recurrent Neural Network (ES-RNN) [38] introduce recurrence
structures that encode periodic lags or smoothed seasonal inputs. More recent models
operate directly in the frequency domain: Frequency Interpolation for Time Series Fore-
casting (FITS) [54] interpolates signals in complex Fourier space, FEDformer attends over
sampled Fourier modes, and Neural Fourier Model (NFM) [16] learn spectral coefficients
end-to-end. While effective, their outputs remain latent rather than explicitly decomposed
into interpretable components.

Waveformer [45] integrates the maximal overlap discrete wavelet transform with
attention mechanisms to model trend and seasonal signals at multiple scales. Other
designs combine Fourier and wavelet features in local windows, as in TimesNet [S1] and
Wavelet Frequency Transformation Network (WFTNet) [24], enhancing adaptability to
nonstationarity. Meanwhile, new frequency-decomposition architectures (e.g., TimeKAN
[14]], FreEformer [58], Fredformer [31]) push toward cascaded, adaptive, and balanced
spectral learning.

Overall, frequency-aware modelling has proven powerful for time series forecasting
and beyond [20, 34, |61], even extending to large-scale language models [9]]. Yet, most
methods either retain frequency structure in latent space without interpretability, or depend
on static bases that lack adaptability. The open challenge is to design architectures that
combine adaptive spectral learning with explicit, component-wise decomposition, ensuring
both predictive performance and interpretable outputs.

In conclusion, classical decomposition methods provide transparent decompositions
into trend, seasonal, and residual components, but they rely on restrictive assumptions (e.g.,
linearity, stationarity, or fixed periodicity), which limits scalability. Neural forecasting
models revisit decomposition ideas and embed them into architectures to improve flexibility,
yet most rely on static filters, fixed bases, or loosely interpretable modules that do not yield
explicit component-wise forecasts. Frequency-aware approaches achieve strong predictive

performance and scalability by leveraging Fourier, wavelet, or multiresolution analysis,
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but they often keep spectral features latent or depend on static bases without semantic
interpretability.

Recent time series foundation models such as TEMPO [6], Moirai and Moirai-MoE
[25], Time-MoE [52], UniTS [[11] and TimeCMA [22] extend this trajectory via large-
scale pretraining and prompt-based adaptation architectures. These models show strong
zero-shot and few-shot generalizations across domains. Although models like TEMPO
improve interpretability through explicit decomposition into trend, seasonal, and residual
components, most prioritize scale and transferability, remaining opaque in their reasoning.
Inference efficiency remains a bottleneck due to long-context attention and large parameter
counts. Sparse mixture-of-expert designs mitigate some of this cost via expert routing but
only partially reduce end-to-end computation.

Together, these lines of work highlight a persistent gap: the need for forecasting models
that combine accuracy, scalability, and adaptive, component-wise interpretability. This
motivates our proposed framework, which integrates decomposition and frequency learning

into a unified, principled architecture.

4.3 Methodology

This section presents the iDecPred architecture. Figure summarises the end-to-end
pipeline: reversible instance normalisation (RevIN), three parallel forecast heads for trend,
seasonal, and residual components, and a channel-wise gate that fuses their outputs into
the final prediction.

Following the intrinsic notion outlined in the chapter introduction, iDecPred is inter-
pretable because its forward pass exposes structured, directly inspectable quantities such
as component forecasts and fusion weights (formalised below in Section {.3.1)), rather
than relying on a separate post-hoc explainer. This approach provides auditability of
how the model allocates mass across trend, seasonality, and residual pathways. However,

this does not imply full transparency of the entire input-to-output mapping. Submodules
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such as encoders, residual predictors, and the gating network remain learned and can
be high-dimensional, and the decomposition is a model-induced factorisation that is not
guaranteed to recover unknown latent data-generating components in real applications.
Here, interpretability refers to faithfulness to the model’s own factorised representation and
the ability to diagnose component-wise behaviour, supported where possible by controlled

synthetic experiments and forecast-based evaluation.

- - Seasonal Module R S
Input Time Series | | ;----o--nooo et ' |2 | Remainder Modelling
[B,C,T] VB
' | lightweight MLP
5 ° v~y
= 1 =
F 32 g vl
S g _E = : éﬂ F‘hisilory'*’Rpred
23 = 2
¢ § =3 g ‘
x > '
[} ES C
Normalization ,‘q - .
(ReVIN) =4 N Channel-Wise

¢ ____________________ { ___________________ Fusion Gate

Trend Module (Spline Prior + Affine) Harmonic Decoder

1 1
! i
. \
0 history 1prediction 1+T/L ' Fixed freqs pelr-?:ﬁ;ibelle If(re:qsﬁ . C
knots k1, ..., KK 0 fr=1.12 ¢ Af = tanh x0.1 : Inverse Normalization
1 L T 1
Spline Basis Co:;:';:ent E v 5 E
: _ 4 Polynominal (degree D=2) cached 1
US(8) = S acker(t) ) ! . !
: N Ac{t):;ibnt P A(t) = g aat®, Bu(t) = Sa prat! : Final Prediction
Bt T 0 l :
Hme i | coneatfrece ; (8, Hout,C1
H " 14T/} ' _ o \
: cached § o : g ‘ Se(t) = 2o Ax(t) - sin(2mfit + i (t)) ‘ C Explanation
. \
1 I
H l Seasonal sy € REXCXL l Seasonalyeq € REP*CXT ‘ . o
' . J'VM?J (AT
l Trendgiy € REXCXL | Trendyeq € REXCXT | | | L e ce e cccecccceeeemms i 'W‘,“{‘s“&fd
| T pred

Figure 4.1: Overall architecture of iDecPred. The model normalises inputs with Reversible Instance
Normalisation (ReVIN), decomposes them into trend (spline + affine), seasonal (channel-aware
encoder with harmonic decoder), and residual (Multi-Layer Perceptron (MLP)) components, and
fuses their forecasts via a channel-wise attention gate to produce final predictions with interpretable
components.

iDecPred is proposed as a forecast-oriented neural decomposition model that explicitly
separates multivariate time series into trend, seasonal, and residual components. The design
emphasizes three principles: (i) interpretability, by aligning components with classical
decomposition semantics and providing component-wise forecasts; (ii) adaptability, by
learning decomposition and fusion jointly with the forecasting objective, enabling the
model to capture dataset-specific and non-stationary dynamics; and (iii) efficiency, by
employing lightweight, modular architectures that scale to high-dimensional and long-

horizon forecasting tasks.
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4.3.1 Problem Formulation

Let X € RBXC*L denote a batch of multivariate time series with B samples, C channels, and
input length L. Given a forecast horizon H, Y € REXC*H is predicted. Instead of directly

mapping X — Y, iDecPred decomposes the prediction into three component forecasts:
{?trend, ?seasonal’ ?resid}, ( 4. 1)
and then fuses them through a channel-wise gate:

Y= y wim oy, 4.2)

mé{trend, seasonal, resid }

where W™ ¢ (0,1)BxC<H are adaptive fusion weights.

4.3.2 Input Normalization

To mitigate per-channel scale variance and distributional shift, Reversible Instance Nor-

malization (RevIN) [17] is employed. For each instance,

X_
Xoorm = T“ i,o € REXCx1 (4.3)

and the inverse transform is applied to map forecasts back to the original scale.

4.3.3 Trend Module: Compact Smooth Prior

The trend is modelled using a sum of compactly supported, twice-continuously differenti-
able (piecewise) radial kernels centred at K knots on a shared normalised time axis. Let
the normalised history be ¢ € [0, 1] and the forecast horizon ¢ € [1, 1+ H/L]. With knots

{t,}X_, placed uniformly on [0, 1+ H /L] and
3\ 3
bi(t) = (1=t —ul’), (4.4)
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Figure 4.2: Comparison of paradigms for multivariate time series forecasting (Channel-Independent
(CI), Channel-Mixing (CM), Graph-Based (GB), Channel-as-Token (CaT)) and the proposed Low-
rank Channel Interaction (LCI). Notation: B batch size; L input (look-back) length; H (= Hyy)
forecasting horizon; C number of channels; d embedding dimension. For CM, W denotes dense
channel-mixing weights; for GB, A denotes the adjacency with neighborhood .47 (i); for CaT, ¢t
are attention weights; for LCI, U,V are low-rank channel factors and gate, is an adaptive gating
coefficient.

the per-channel trend is

K
Tc(t) = Z ac,kbk(t) tac+ bct7 (45)
k=1

where Q. i, ac, b, are learned per-channel parameters shared across history and horizon to
ensure temporal continuity. The basis offers smoothness, locality (compact support), and

interpretability via knot-wise coefficients.

4.3.4 Seasonal Module: Channel-Aware Encoder and Harmonic De-

coder
Seasonal patterns are modelled by a Channel-Aware Encoder followed by a Fourier-based
Harmonic Decoder. The encoder produces latent representations that preserve temporal dy-

namics while adaptively capturing cross-channel dependencies. The decoder reconstructs

oscillatory components through harmonics with fixed and learnable frequencies.
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4.3.4.1 Channel-Aware Encoder.

Let X,esig € REXCXL denote the detrended input (same axes as X in Section . A

shared two-layer MLP is first applied per channel:

l~1c = fshared (Xc) € Rd: (4.6)

yielding H € RBX¢x4,

A low-rank channel embedding is added to inject channel-specific bias:

E = E E,, E, e RO E, e R, r<od, 4.7)

and update each representation as

h. =h.+Elc,]. (4.8)

Stacking over channels yields H= [hy;...;h¢] € REXCx4,
To model inter-channel dependencies, channels are summarised by averaging over the
embedding dimension,

1
S =

SW

d
Y H[:,:, (] € RP*C, (4.9)
(=1

With U € R€*" and V € R"*€, low-rank channel mixing is realised through batched matrix
multiplication on channel-embedding slices, avoiding tensor mode subscript notation that
readers may find unfamiliar. Concretely, let Hj, € R€*¢ denote the b-th batch slice of H
(rows index channels, columns the embedding). Then UT € R"*¢ maps channel space to

rank r, and VI € RE*” maps back:

Zb — UTHb E Rrxd’
G,y =g:(s)p. 1) €R™Y (4.10)

P,=V'(Z,®G,;) € R
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where g, (s) = softplus(fc,(s) + @) € RE*" and 1, is a d-vector of ones, and b= 1,...,B
with {Z}, {G,;}, and {P}} stacking to Z,G, € RE*™d and P € REXC*4 The same

contractions are written compactly as einsum:

Z = einsum('bed, re—brd', H, UT),
(4.11)

P = einsum('brd,cr—bcd', ZOG,, V).

gc(s) = softplus(fcqz(GELU(chJ (s)))+ Oco) e RBxC, (4.12)

To avoid batch-dependent diagonals, the batch mean is used g, = %Zle gc (s)b’; € RC.

The encoder output is
H = LayerNorm(H + Dropout(P) ® g.[:, None]) : (4.13)

with g.[:,None] € RE*! broadcast across batch and embedding dimensions.

As illustrated in Figure our Low-rank Channel Interaction (LCI) module differs
from prior designs. Specifically, Channel-Independent (CI) and Channel-Mixing (CM)
either ignore or rigidly mix channels, GB relies on fixed/learned adjacency structures, and
Channel-as-Token (CaT) employs costly self-attention over channels. In contrast, LCI
introduces low-rank channel embeddings with adaptive gating, achieving linear complexity
while retaining interpretability.

Complexity. Each batched projection U'Hj, or V' (-) costs €'(Cdr) per batch index,
hence &/(BCdr) overall; the Hadamard gating adds ¢'(BCr). Thus the overall per-layer
complexity is & (BCdr), linear in both C and d for fixed r. Parameter count is &'(Cr) for
(U,V), plus O(Cr + rd) if low-rank channel embeddings are included.

Interpretability. The gating mechanism provides explicit, data-dependent control over
both channel importance and interaction structure: g.(s) scales each channel’s contribution,

while g,(s) dynamically modulates the low-rank mixer (UV). The instantaneous inter-
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channel influence is given by
M(s) = diag(g.(s)) (UV), (4.14)

where the row-wise magnitude of M(s) reflects dominant channel contributors under each

input.

4.3.4.2 Harmonic Decoder.

Each h/. maps to amplitudes and phases of harmonics. Kgx = 12 fixed frequencies Qgx =
{1,...,12} (measured in cycles per normalised window) and Kje,r, = 6 learnable, channel-
specific frequencies Q. are used. Time is normalised on the shared axis (history [0, 1],
horizon [1,1+ H /L)) and augmented with polynomial bases {r?}3_,. Linear projections

from h, produce {A¢k 4, Pc x4}, and the forecast takes the form

Kiix +Kleam

2

” d\ .

Ve = Z ( Z Ac.,k,d IT> Sin (271' e k17
k=1 d=0

5 (4.15)

+

d
D rats ) ;
d

0
with @ € Qfx U Q.. Optionally, a small MLP predicts A@,,, € [—0.1,0.1] to refine

learnable frequencies.

4.3.5 Residual Module

Irregular variations not captured by the trend or seasonal modules are modelled by a
lightweight MLP. Specifically, the residual component is obtained from the detrended input

after subtracting the reconstructed trend and seasonal parts:
?resid _ MLP<Xresid . Xtrend . Xseasonal) ) (4.16)

This residual path is simple yet effective, avoiding overfitting while providing robustness

to unpredictable fluctuations.
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Table 4.1: Statistics of real-world benchmark datasets.

Dataset ETTh ETTm Traffic Electricity Weather
Variates 7 7 862 321 21

Timesteps 17,420 69,680 17,544 26,304 52,696
Granularity 1h 15min 1h 1h 10min

4.3.6 Fusion Module: Adaptive Channel-Wise Gate

The three component forecasts are combined by a channel-wise fusion gate. Given the three
component forecasts ytrend yseasonal 4 yresid 5 qelfattention mechanism summarises
cross-component interactions and outputs weights wm ¢ (0, 1)BXC<H yia a sigmoid, with

m € {trend, seasonal, resid}. The final prediction is

Y= Y wm oy, (4.17)
mé&{trend, seasonal, resid }

Overall, the methodology of iDecPred consists of: (i) a compact cubic-kernel trend prior
for interpretable extrapolation, (ii) a novel channel-aware seasonal module that combines
fixed and learnable Fourier harmonics with input-adaptive gating, (iii) a lightweight
residual MLP for irregular variations, and (iv) an adaptive channel-wise fusion gate for
data-dependent integration. Together, these modules form a coherent, interpretable, and
high-performing forecasting framework that is distinct from prior decomposition-based

approaches.

4.4 Experimental Setup

4.4.1 Real-World Forecasting Benchmarks

To evaluate forecasting performance under practical conditions, iDecPred is benchmarked
on widely used multivariate time series datasets that span diverse application domains,
including energy, weather, and transportation. These datasets are standard in long-term

forecasting research [63}50]], and their statistics are summarised in Table
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4.4.2 Synthetic Datasets for Decomposition Evaluation

Multivariate time series with an additive latent structure are generated to assess component-
wise interpretability and disentanglement. As shown in Figure this controlled gen-
erative design exposes ground-truth trend, seasonal, and noise factors, enabling direct,
component-level evaluation and quantification of how decomposition fidelity relates to
forecast error across channel dimensionalities and sequence lengths. For C channels and N

time steps on a shared grid, the observed signal is

X(t) = Wi Ugrend (t) + W3 Useasonal (t) + W3 upoise (t); (4.18)

where u; (1) € RP* are latent bases for component k € {trend, seasonal, noise}, and W, €
RC*Pk are component-specific projection matrices. All components share the same time
grid of length N and combine linearly as in (4.18). Here N counts time indices along the

synthetic trajectory and is distinct from the model input look-back length L in Sectiond.3.1]

Latent Basic Components Synthetic Dataset
Wy
n "
o]
u,(t) € R¥ W; € RO Xi(t) e R

Figure 4.3: Synthetic Data Generation Pipeline. Latent trend/seasonal/noise bases are projected by
Wy and summed to form X (¢). Optional local, causal, and calendar effects as well as anomalies and
missingness can be injected to increase difficulty.

Latent components. Trend bases include linear, polynomial, piecewise, sigmoid, and
random-walk processes (smoothed to avoid edge bias) [10, |8]. Seasonal bases include

harmonic expansions and multi-sinusoids (with optional slow phase drift and amplitude
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modulation), and square waves [27, [15]. Noise is Gaussian or AR(1) with controllable
variance (heteroskedastic or periodically modulated). For identifiability, the seasonal bases
are orthogonalised against the trend bases (Gram—Schmidt) and re-standardised (trend
retains DC; seasonal is zero-mean) [8]].

Structure matrices and entanglement. Each W, is row-normalised (L1) to control the
contribution per-channel and is sampled from simple structural families: block (disjoint
groups), full (dense), sparse (Bernoulli mask), identity (one-to-one) or degenerate _full (all
ones). Varying W, modulates cross-channel correlation and component entanglement.

Optional perturbations. (i) channel-wise low-order polynomials, (ii) a single-lag
causal pathway from a designated source channel, and (iii) calendar modulations (week-
day/month/hour) are optionally added to Complex datasets. Point anomalies and missing
values are also injected at controlled rates. These options stress-test robustness without
changing the additive generative form (4.18)).

Synthetic Dataset families. Four synthetic data families are instantiated: (i) trend-only,
(i) seasonal-only, (ii1) mixed-balanced (with comparable signal-to-noise ratios across trend
and seasonal components), and (iv) complex (combining trend and seasonal signals with
optional local, causal, calendar, and anomaly effects). Each family is generated at multiple
scales with channel size C € {7,21,321,862} and sequence length up to N = 20,000,
matching the dimensional ranges used in common multivariate forecasting benchmarks
[S1]]. This multi-scale design enables evaluation of model scalability and cross-channel
interpretability. Fixed random seeds are used to ensure exact reproducibility. In the
following, the datasets are indicated by T_xx (trend-only), S_xx (seasonal-only), indicated
by B_xx (mixed-balanced) and C_xx (complex), where the suffix “xx” indicates the number
of channels.

Outputs. Each dataset release contains three components:

* the observed multivariate sequence X € REXN.

* ground-truth sources, including Xiend, Xseasonal> @and Xjoise, and (when enabled)

auxiliary terms such as Xjocar, Xcausal, and Xcalendar;
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* the corresponding projection matrices Wi, W,, and W3 that map latent bases to the

observed channels.

This organization enables controlled evaluation of both reconstruction fidelity and com-

ponent disentanglement.

4.4.3 Training and Evaluation Setup
4.4.3.1 Learning Objectives.

Following the xPatch framework [39], iDecPred is trained with a horizon-weighted MAE

loss. For horizon step i € {1,...,H} the weight is
w; = —arctan(i) + § +1, (4.19)

which emphasizes short-term accuracy while gradually down-weighting longer horizons.

The objective is

C
Z ‘?b,i,c - Yb,i,c . (420)

uMm

B
1
xpatch — BHC Z

This preserves the robustness of MAE while incorporating horizon awareness, and is

applied consistently for training, validation, and testing.

4.4.3.2 Evaluation Metrics.

Forecasting accuracy is assessed with standard Mean Squared Error (MSE) and Mean
Absolute Error (MAE), averaged across output channels and prediction horizons unless
otherwise noted.

To evaluate interpretability on synthetic datasets, the alignment between the predicted
and ground-truth components is further measured. Specifically, the Pearson correlation is
reported to assess shape alignment and the MAE to assess scale-invariant reconstruction
accuracy. These metrics provide a structured evaluation of iDecPred’s ability to disentangle

and recover latent components.
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4.4.3.3 Baselines.

iDecPred is benchmarked against six representative forecasting models on real-world data-
sets: TimeMixer [43], iTransformer [26]], PatchTST [29]], DLinear [[59]], TimesNet [51]], and
FEDformer [64]]. On synthetic datasets, TimeXer [44]] and N-BEATS [30] are additionally

included, together with TimeMixer, iTransformer, and PatchTST.

4.4.3.4 Implementation Details.

Training follows the standard long-term forecasting protocol adopted in recent work [43,
J1]]. All models are trained with an input (look-back) length of L = 96 and evaluated on fore-
cast horizons H € {96,192,336,720}. To examine robustness to temporal context, exten-
ded experiments are also conducted with longer look-back windows (L € {192,336,720})
on the Electricity, and Traffic datasets. Unless otherwise specified, the reported results
correspond to the 96-96 setting.

For iDecPred, the embedding dimension is fixed at dy,ode1 = 128 across all datasets.

All experiments are conducted on a single NVIDIA A100-40GB GPU with fixed

random seeds to ensure reproducibility.

4.5 Experiment Results and Discussion

This section presents a comprehensive evaluation of iDecPred on both real-world and
synthetic datasets. Forecasting accuracy, decomposition components alignment, frequency
decomposition quality, and computational efficiency are assessed, and ablation studies are

performed to isolate the impact of core architectural choices.

4.5.1 Forecasting Accuracy on Real-World Datasets

Table @.2]reports multivariate forecasting results at look-back L=96 and horizon H=96.

The best results are highlighted in bold, while the second-best are underlined. iDecPred
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delivers the best or competitive performance in all seven benchmarks, achieving the highest
score in 9 of 14 cells in the metrics.

On the ETT variants, iDecPred leads on both metrics for ETTm1 and ETTm?2 and
secures the best MAE on ETTh1 and ETTh2. On ETTh1, it attains the lowest MAE and is
competitive in MSE (0.378), slightly behind TimeMixer (0.375). On ETTh2, it achieves
the best MAE and the second-best MSE (0.291 vs. 0.289).

On Weather and Electricity, two datasets with higher seasonality and stationarity,
iDecPred demonstrates strong performance. It achieves the best results on Weather in
both MSE and MAE, outperforming the next best model by approximately 7% in MSE.
On Electricity, it attains the lowest MAE and the second-best MSE, yielding a 3% MAE
improvement over the next best baseline, iTransformer.

Traffic data remains the most challenging due to its low stationarity, high stochasti-
city, and high dimensionality. iTransformer achieves the best performance (0.395/0.268),
while iDecPred remains competitive with an MSE of 0.456 and MAE of 0.289. Notably,
iDecPred maintains a compact parameter footprint: it uses only about 0.65 million para-
meters. In contrast, iTransformer requires 6.4 million parameters under the same setting,
highlighting the efficiency of our modular design for high-dimensional forecasting tasks.

Across diverse real-world benchmarks, iDecPred achieves state-of-the-art (SOTA)
or second-best results, offering a strong balance between accuracy and parameter effi-
ciency. Its decomposition-aware architecture performs particularly well at look-back length
(L=96) and forecast horizon (H=96), generalizing effectively across datasets with varying

seasonality, stationarity, and dimensionality.

4.5.2 Impact of Input Lookback Length

To evaluate how temporal context affects forecasting performance in high-dimensional
settings, iDecPred’s behaviour on the Electricity and Traffic datasets is analysed by varying
the input (look-back) length L € {96,192,336,720}. Results across short- and long-
horizon settings (H = 96,720) are visualised in Figure
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Table 4.2: Multivariate forecasting results on prediction horizon 96. The input sequence length is

fixed at 96 for all models. Lower MSE/MAE is better.

iDecPred TimeMixer iTransformer  PatchTST TimesNet DLinear FEDformer

(ours) (2024) (2024) (2023) (2023) (2023) (2022)
Dataset MSE MAE MSE MAE MSE MAE MSE MAE MSE MAE MSE MAE MSE MAE
ETThl 0.378 0.388 0.375 0.400 0.386 0.405 0.414 0.419 0.384 0.402 0.386 0.400 0.376 0.410
ETTh2 0.291 0.337 0.289 0.341 0.297 0.349 0.302 0.348 0.340 0.374 0.333 0.387 0.358 0.397
ETTml 0.314 0.340 0.320 0.357 0.334 0.368 0.329 0.367 0.338 0.375 0.345 0.372 0.379 0.419
ETTm2 0.174 0.251 0.175 0.258 0.180 0.264 0.175 0.259 0.187 0.267 0.193 0.292 0.203 0.287
Weather  0.151 0.189 0.163 0.209 0.174 0.214 0.177 0.218 0.172 0.220 0.196 0.255 0.217 0.296
Electricity 0.149 0.239 0.153 0.247 0.148 0.240 0.181 0.270 0.168 0.272 0.197 0.282 0.193 0.308
Traffic 0.456 0.289 0.462 0.285 0.395 0.268 0.462 0.295 0.617 0.336 0.650 0.396 0.587 0.366

It is observed that increasing the input look-back length consistently improves per-
formance across both datasets and forecasting horizons. On Electricity, for instance, at
H = 96, the MSE decreases by 7.4% and the MAE by 2.1% as L increases from 96 to 720.
At H = 720, the MSE drops by 8.6% and the MAE by 3.7%.

On Traffic, the gains are more pronounced. With a forecasting horizon of H = 96,
extending L from 96 to 720 reduces the MSE from 0.464 to 0.391 and the MAE from
0.309 to 0.283, corresponding to relative improvements of 15.8% in MSE and 8.3% in
MAE. Similar trends are observed for longer horizons on the Traffic dataset.

These results confirm that access to longer temporal context benefits the model’s

dynamic prediction capabilities, especially in complex, high-dimensional regimes like

Traffic.
Electricity Traffic
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Figure 4.4: iDecPred performance on forecast horizons 96 and 720 with varying look-back lengths
L € {96,192,336,720} on the Electricity and Traffic.

Figure [4.4] summarises forecast error as a function of look-back length L under the
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protocol in Section 4.4l In light of the iDecPred design, the pattern reflects a standard
trade-off between richer temporal context and forward-pass cost: the seasonal and residual
branches encode the full L-step history, so memory and arithmetic scale approximately
linearly with L and the trained models are not parameter-matched across window lengths.
The subsequent low-rank cross-channel mixing depends primarily on channel width and
rank, without an additional cost component that scales comparably with further increases

in L.

4.5.3 Ablation Study

To evaluate the contribution of individual components, ablation experiments are conducted
in which the channel-aware encoder (CAE), cross-channel mixer, embedding layer, and
fusion block are selectively removed. The results, shown in Table demonstrate that
the CAE and Mixer are the most essential modules: removing either one consistently
causes noticeable and sometimes severe performance declines, especially on datasets with
strong cross-channel dependencies such as Electricity and Traffic. The embedding layer is
also important, particularly for ETTm1 and ETTm?2, where its removal results in marked
decreases in performance. In comparison, the fusion block has a relatively minor effect,
with small changes in results when it is omitted. These findings confirm that the design
choices of including the CAE and Mixer are crucial for achieving robust and accurate

long-term forecasting.

4.5.4 Forecasting Performance on Synthetic Datasets

Forecasting performance on synthetic datasets with controlled additive structures is further
evaluated, spanning multiple channel configurations and four representative flavors, as
introduced in Section In total, experiments are conducted on all 16 datasets derived

from these configurations.
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Table 4.3: Ablation study results of the proposed model on seven benchmark datasets after
removing individual components, including the Channel-Aware Encoder (CAE), Cross-Channel
Mixer, Embedding Layer, and Fusion Block

Horizon Ablation ETThl ETTh2 ETTml ETTm2 Weather Electricity Traffic

MSE MAE MSE MAE MSE MAE MSE MAE MSE MAE MSE MAE MSE MAE

w/o CAE  0.38 0.389 0.292 0.336 0.311 0.338 0.172 0.249 0.164 0.201 0.165 0.249 0.501 0.307
w/omixer 0.379 0.389 0.295 0.343 0.31 0.338 0.174 0.251 0.162 0.198 0.163 0.248 0.493 0.303
96-96  w/oembed 0.376 0.388 0.288 0.334 0.311 0.341 0.174 0.251 0.15 0.188 0.149 0.24 0455 0.29
w/o fusion 0.381 0.389 0.297 0.34 0.306 0.336 0.174 025 0.149 0.188 0.153 0.244 0.482 0.306
full 0.378 0.388 0.291 0.337 0.314 0.34 0.174 0.251 0.151 0.189 0.149 0.239 0.456 0.289

w/o CAE  0.439 0424 0.37 0.386 0.365 0.366 0.236 0.292 0.207 0.241 0.176 0.258 0.499 0.307
w/o mixer 0.439 0.424 0366 0.384 0.364 0.366 0.237 0.292 0.208 0.241 0.175 0.258 0.499 0.305
96-192  w/oembed 0.447 0.424 0.363 0.382 0.365 0.365 0.243 0294 0.2 0.236 0.167 0.255 0.472 0.297
w/o fusion 0.438 0.421 0.369 0.387 0.36 0.364 0.239 0.294 0.2 0.237 0.169 0.258 0.494 0.31
full 0.438 0.421 0372 0.39 0365 0.365 0.242 0.294 0.201 0.237 0.166 0.254 0.468 0.294

w/o CAE  0.479 0.444 0419 0422 0.396 0.387 0.296 0.331 0.264 0.283 0.192 0.275 0.512 0.311
w/o mixer 0.481 0.446 0.412 0.421 0.399 0.389 0.295 0.331 0.264 0.284 0.192 0.275 0.511 0.31
96-336 w/oembed 0.485 0.446 0.427 0.424 0.397 0388 0.298 0.331 0.259 0.28 0.181 027 049 0.303
w/o fusion 0.483 0.448 0.42 0425 0.394 0387 03 0334 0.257 0.28 0.193 0.282 0.508 0.317
full 0.486 0.447 0426 0.426 0.397 0.388 0.297 0.332 0.259 0.282 0.182 0.272 0.482 0.303

w/o CAE 047 0456 0439 0.448 0.463 0.427 0.418 0.406 0.351 0.342 0.235 0.309 0.545 0.327
w/o mixer 0.473 0.462 0.437 0.446 0.465 0.428 0.408 0.398 0.359 0.349 0.235 0.309 0.551 0.33
96-720 w/o embed 0.492 0472 0.431 0.442 0.558 0.482 0.417 0.404 0.35 0.341 0213 0.295 0.526 0.322
w/o fusion 0.485 0.464 0434 0.442 0.467 0.428 0.395 0.39 0.341 0.336 0.225 0.307 0.552 0.338
full 0.487 0.469 0.434 0.447 0.469 0.433 0.408 0.398 0.368 0.356 0.21 0.294 0.522 0.321

Performance drop (%) relative to full model

w/o CAE -4.22 225 -0.83 -1.85 -245 -1.78 -1.17 0.57 8.87 4.66 34.66 11.96 27.18 14.85
w/o mixer -324 -0.75 -291 -1.20 -1.81 -1.55 -270 -1.13 10.34 5.57 32.28 11.43 26.19 13.46
w/o embed 234 112 -3.85 -433 1797 11.59 3.02 101 -6.03 -548 126 0.17 3.10 1.36
w/o fusion -0.16 -0.39 -0.03 -1.19 -5.02 -2.75 -3.44 -1.81 -9.46 -6.66 17.65 11.91 22.33 20.84
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4.5.4.1 Overall Accuracy.

Figure 4.5 illustrates the average radar plot of forecasting performance. Curves closer to
the boundary indicate superior performance. Notably, iDecPred achieves the best overall
accuracy, with the lowest average test MSE (0.133) and MAE (0.211), outperforming
strong baselines such as PatchTST (MSE 0.143, MAE 0.230) and TimeMixer (MSE 0.155,
MAE 0.235). In contrast, N-BEATS yields considerably higher errors (MSE 0.636, MAE
0.457): while its performance remains acceptable on datasets dominated by trend or
seasonal components, it is notably weaker than other models on balanced and complex

datasets.

parameters

infer_time latency
—— TimeXer —— PatchTST —— iTransformer
TimeMixer —— NBEATS = = DecPred

Figure 4.5: Average radar chart of forecasting performance across 16 synthetic datasets under the
96—96 setting. Curves closer to the boundary indicate better performance.

4.54.2 Computational Efficiency.

Besides accuracy, computational efficiency is further compared in terms of training cost,
inference latency, and model compactness. iDecPred strikes an excellent balance: with only

2.7 x 10° parameters, it trains in 121s on average and achieves the lowest inference latency
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(0.175ms per window), which is 10x faster than PatchTST and 5x faster than TimeMixer.
This compact design makes iDecPred particularly suitable for real-time forecasting under

resource-constrained environments.

4.5.4.3 Case Study on Complex Dataset.

Efficiency—accuracy trade-offs are further investigated on the most challenging C_862
dataset under both short-horizon (L=96, H=96) and long-horizon (L=96, H=720) settings.
Results are summarised in Figure 4.6 and Figure {.7]

For the short-horizon case, iDecPred yields the lowest MSE and MAE, while requiring
only 4.4 x 10° parameters and achieving sub-millisecond inference latency (0.38ms). In
contrast, large models such as TimeXer and PatchTST require 20x higher inference costs

with inferior accuracy.

\ NBEATS
0.75 1 307M params, 0.16ms
0.70 Bubble size: parameters
0.65
th 0607 440 @
=
0.55
iTransformer
6.4M params, 1.78ms
0.50 A " "
TimeMixer
PatchTST
06.9M params, 5.25m 1K params, 5.67ms
0.45
‘( iDecPred TimeXer
params, 0.38ms . params, 7.76
0 1 2 3 4 5 6 7 8

Inference Latency (ms/window)

Figure 4.6: Efficiency—accuracy trade-offs on the C_862 dataset (L=96,H=96). Bubble size
denotes parameter count.

Under the long-horizon setting (H=720), iDecPred attains MSE 0.498 and MAE 0.518,
remaining competitive with PatchTST (0.483, 0.509) while outperforming iTransformer
(0.519, 0.531). In addition, iDecPred achieves a 4 x reduction in inference cost (1.14ms

vs. 5.19ms). These results underscore the method’s robustness across horizons and its
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\ NBEATS
1.14 307M|params, 0.18ms
1.0 1 Bubble size: parameters
0.9 A
" O
wn 0.8 A 762K
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. TimeMixer
iTransformer
0.6 - 6.7M/params, 2.31ms 236K params, 7.31ms
' iDecPred TimeXer
762K params, 11M params, 8.77
0.5 - ° Patc ST 0
11M params, 5.19ms
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Figure 4.7: Efficiency—accuracy trade-offs on the C_862 dataset (L=96, H=720). Bubble size
denotes parameter count.

scalability to large forecasting windows.
Across short and long horizons, iDecPred attains strong accuracy—latency trade-offs,

outperforming heavier baselines while remaining robust.

4.5.5 Interpretability Evaluation
4.5.5.1 Decomposition on Real-World Data

The model outputs trend and seasonal components during prediction, enabling direct
inspection without ground-truth decompositions. This is illustrated on Electricity (Fig-
ure [4.3).

Figure [4.8| provides a qualitative case illustration based on the same Electricity bench-
mark as the main forecasting experiments. The panels present, for selected channels and
horizons, the model’s predicted trend, seasonal, and combined trajectories alongside the
observed series. The intention is not to demonstrate numerical recovery of unknown latent
components, as no ground-truth decomposition is available in this setting. Instead, this illus-
tration highlights that iDecPred’s forward pass directly yields structured, component-level

outputs, allowing an analyst to inspect these elements together with the final prediction. In
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Time Series
Forecast
Seasonal

14 Trend ' | ‘ l
o] I | l

V\er‘ AR

350 400 450 500 550 600 650

Figure 4.8: iDecPred decomposition on the Electricity dataset. The model jointly outputs trend,
seasonal and final forecast components, enabling interpretable inspection on real-world data without
access to ground-truth decompositions.

this visualization, the trend branch captures the smooth low-frequency structure, while the
seasonal branch models higher-frequency, quasi-periodic variations. The plotted forecast
shows the integrated result, as described in Section #.3.1]

It documents qualitative behaviour on the Electricity benchmark used elsewhere in this

chapter, without relying on post-hoc explainers. These serve as concrete examples of the

decomposition interface promised by the architecture.

4.5.5.2 Ground-Truth Evaluation on Synthetic Data

Table[d.4]reports results across four synthetic dataset families: trend-only (T), seasonal-only
(S), mixed-balanced (B), complex (C).

On the trend-only datasets, iDecPred achieves near-perfect alignment, with Pearson
correlations approaching 1.0 and extremely low MAE, clearly outperforming N-BEATS.

On the seasonal-only datasets, iDecPred also achieves very high correlations (S_7:
0.955 vs. 0.895), indicating excellent phase alignment with the ground truth. However,
its seasonal MAE is sometimes larger (S_7: 0.565 vs. 0.398), suggesting deviations in
amplitude despite correct timing. This trade-off is consistent with the model design, where
trend and seasonal components are fused through learnable weights that may attenuate

seasonal magnitude.
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On the mixed-balanced datasets, iDecPred again outperforms N-BEATS in trend
modelling (e.g., B.21: MAE 0.263 vs. 0.740; correlation 0.483 vs. —0.010) and achieves
higher seasonal correlations (0.872 vs. 0.733 in B_21), though with larger seasonal MAE.
Nevertheless, in terms of the final reconstruction error, iDecPred consistently yields much
lower MAE (e.g., B_7: 0.107 vs. 0.398).

On the complex datasets, which combine trend, seasonal, and additional local or causal
variations, iDecPred maintains strong trend correlations (e.g., C_21: 0.917) but again
shows larger seasonal MAE than N-BEATS (1.412 vs. 0.221). Importantly, the final MAE
remains substantially lower for iDecPred (e.g., C_21: 0.530 vs. 0.916), demonstrating

robustness under more challenging signal compositions.

Table 4.4: Ground-truth evaluation on synthetic datasets. Metrics include Pearson correlation,
trend/seasonal MAE, and final MAE. iDecPred* denotes weighted trend/seasonal reconstructions
from the same iDecPred model. Boldface indicates the best result.

Model Dataset Trend Trend Seasonal Seasonal Final
oce 151 pearson MAE Pearson MAE MAE

iDecPred C_.7 0.388 0911  0.645 1.374  0.505
iDecPred B_7 0.898 0.096 0.924 1.208  0.107
iDecPred S_7 / 0.156  0.955 0.565 0.149
iDecPred T_7 1.000 0.013 / 1.566  0.080

iDecPred C_21 0.255 0917  0.526 1412 0.530
iDecPred B_21 0483 0.263 0.872 1.687  0.111

iDecPred S_21 / 0.471 0914 0436 0.160
iDecPred T_21 0.998 0.030 / 1.109  0.078
iDecPred* C_.7 0.383  0.388  0.635 0.406  0.505
iDecPred* B_.7 0.771  0.768  0.928 0405  0.107
iDecPred* S_7 / 0.063  0.969 0.408 0.149
iDecPred* T_7 0.855 1.381 / 0.009  0.080

iDecPred* C_21 0.278 0.228  0.525 0.317  0.530
iDecPred* B_21 0.399 1.085  0.811 0.614 0.111

iDecPred* S_21 / 0.182  0.922 0.486 0.160
iDecPred* T 21 0.723  0.901 / 0.173  0.078
N-BEATS C_.7 -0.426 1503  0.628 0.256 1.601
N-BEATS B.7 0486 0313  0.904 0.231 0.398
N-BEATS S_7 / 0.387  0.895 0.398 0.106
N-BEATS T.7 0.998 0.115 / 0.003 0.134
N-BEATS C221 -0.607  0.900  0.561 0.221 0916
N-BEATS B_21 -0.010 0.740  0.733 0.324 0.594
N-BEATS S_21 / 0.557  0.753 0.570  0.130
N-BEATS T21 0.999 0.123 / 0.002 0.148
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To further examine the seasonal discrepancy, weighted trend and seasonal reconstruc-
tions are also reported, denoted iDecPred*, which apply the same model outputs after
modulation by the learnt fusion weights. These results show that iDecPred* preserves high
correlation while significantly reducing seasonal MAE (e.g., C_7: 0.406 vs. 1.374; S_21:
0.486 vs. 0.436), confirming that the fusion mechanism maintains phase fidelity while
correcting amplitude distortions.

Overall, iDecPred demonstrates clear superiority in trend modelling and stable phase
alignment in seasonal prediction, while the weighted reconstructions further improve
amplitude calibration, leading to more robust and accurate final forecasting performance

than N-BEATS across both simple and complex synthetic datasets.

4.5.6 Decomposition-Forecast Quality Relationship Exploration

Beyond reporting raw forecasting errors, it is further investigated how the quality of inter-
mediate trend and seasonal decompositions correlates with the final predictive performance,
as illustrated in Figure

For each (window, channel) on dataset C_7 (sampled n = 20,000 per panel), decom-
position quality (MAE and Pearson’s r against ground truth) is computed and paired with
the windowed forecast error. Density-coloured scatter plots are visualised and an OLS line
is fitted; legends report Pearson r and Spearman p (all p = 0.00, numerically < 1073).
One dot corresponds to a single (window, channel). The x-axis is a decomposition metric
(trend/seasonal MAE or r); the y-axis is MAEy for the same pair.

iDecPred. On C_7, seasonal MAE exhibits a moderate positive association with forecast
MAE (Pearson r = 0.528, Spearman p = 0.533), while trend MAE shows a slightly weaker
but still clear association (Pearson r = 0.450, Spearman p = 0.403). Thus, for our model
both component fidelities matter, with seasonal reconstruction exerting a somewhat larger
influence on the local forecast error.

Relative to iDecPred, N-BEATS shows an extremely strong coupling between seasonal

MAE and forecast MAE (r~0.879, p ~0.886), while the trend—forecast association is
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Figure 4.9: Decomposition—forecast relationship on C_7. Top row: iDecPred; bottom row: N-
BEATS. (a) seasonal MAE vs. MAEy (iDecPred); (b) trend MAE vs. MAEy (iDecPred); (c)
seasonal MAE vs. MAEy (N-BEATS); (d) trend MAE vs. MAEy (N-BEATS). Each point is a
(window, channel); color encodes local density; red line is an OLS fit. Legends report n, Pearson r,
and Spearman p.

comparable across models (both ~0.45-0.53). This indicates N-BEATS’ errors are far
more sensitive to seasonal reconstruction fidelity on C_7, whereas trend fidelity contributes
similarly for both methods.

Across models, (i) a positive association between decomposition quality and forecast
error is observed and (ii) a consistently stronger influence of seasonal fidelity than trend
fidelity is observed, with trend still contributing. On complex datasets where seasonality,
trend, and other factors interact, improving component reconstruction, particularly seasonal
fidelity (pronounced for N-BEATS and moderate for iDecPred), is associated with tangible

error reductions. Taken together, the results support the rationale of decomposition-based

forecasting structures and underscore the benefit of modules that enhance the realism of
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predicted trend and seasonal components.

4.5.7 Airport Case Study (Top 20 Busiest U.S. Airports)

iDecPred is evaluated on a multivariate airport benchmark whose targets are passenger
throughput series from Transportation Security Administration (TSA) releases published
via the U.S. Freedom of Information Act electronic reading room [41]]. From the available
airport records, the twenty busiest U.S. hubs are retained as separate channels (C=20,
IATA-coded). The same system is observed at hourly and daily resolutions: the daily panel
aggregates the hourly targets, so both splits share an identical calendar span. Optional
exogenous inputs are two national, standardised information indices derived from the
GDELT event corpus [12]]; keyword filtering, share construction, z-scoring, and temporal
alignment to the throughput panels are documented in Appendix [A] Table 4.5|records panel
sizes and coarse descriptive statistics; the experimental grid is L € {96,192,336,720},
with H € {96,192,336,720} for hourly runs and H € {96,192} for daily runs.

Table 4.5: Airport benchmark panels: scale and summary statistics. Targets are TSA FOIA-released
throughput for the twenty busiest U.S. hubs [41]]; exogenous shocks follow the GDELT-based
construction in Appendix @ [12]].

Hourly Daily
Timesteps 56,280 2,345
UTC span 30 Dec. 2018 — 31 May 2025 same
Sampling hourly grid day-aligned aggregates
Targets C=20 IATA hubs; non-neg. counts C=20 IATA hubs; non-neg. counts
Exogenous” 2 z-scored shocks (ban, health) 2 z-scored shocks (ban, health)
Missing none none
Pooled range” [0, ~10%] [0, ~1.4x107)
Zeros (targets) ~ 5% < 0.02%
Shock cadence constant within UTC day one value per date

“Ban, health, and both variants only (indices defined in Appendix . bMin—max over all target channels and timesteps.

Four variants are compared: baseline (no external features), ban (control-related
aviation-restriction information), health (health-related aviation information), and both.
Table .6 reports the 96-96 results, and Table summarises best-performing configura-
tions. Notably, adding external features does not consistently improve forecasting accuracy

and can be detrimental in some settings. This suggests that either (i) the current architecture
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underutilizes exogenous signals during fusion, or (ii) the external indices are noisy/weakly
aligned with the target dynamics at the forecasting granularity. Improving exogenous-
feature utilization (e.g., dedicated exogenous encoders and stronger conditioning/fusion
mechanisms) is left for future work.

Table 4.6: Airport case study results for the 96-96 setting (Top 20 busiest U.S. airports).

Setting Variant MSE MAE Params (M) Latency (ms) Peak Mem (MB)

Hourly baseline 0.106 0.207 0.206 5.611 55.274
Hourly ban 0.107 0.207 0.206 5.704 57.107
Hourly health 0.107 0.207 0.206 5.550 57.107
Hourly both 0.106 0.207 0.206 5.183 58.937
Daily baseline 0.329 0.422 0.206 5173 55.245
Daily ban 0.323 0.418 0.206 4.539 57.078
Daily health 0.323 0.418 0.206 4.821 57.078
Daily both 0.324 0.418 0.206 7.327 58.908

Under the hourly 96-96 configuration, predictive performance remains remarkably
consistent across all model variants, with MSE values ranging narrowly from 0.106 to
0.107 and MAE fixed at 0.207. This stability in error metrics indicates that the inclusion
of the exogenous indices does not lead to noticeable gains in forecast accuracy for high-
frequency, short-horizon airport time series. The models also display nearly identical
complexity and computational footprint.

At the daily timescale, a slight improvement can be observed when external indices
are incorporated into the model. In particular, introducing exogenous information leads to
a reduction in MSE from 0.329 for the baseline to as low as 0.323, and a corresponding
decrease in MAE from 0.422 to 0.418. This suggests a limited but tangible benefit from
exogenous features when the temporal granularity is coarser.

The results presented in Table further elucidate the importance of input window
length. Extending the look-back period to L = 720 with a short forecast horizon (H = 96)
yields the lowest error rates observed in this evaluation. When all exogenous features are
utilized, the model achieves an hourly MSE of 0.086 and a daily MSE of 0.266. These

findings indicate that substantial gains in forecasting accuracy for this dataset arise chiefly
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from increased temporal context, whereas the improvements attributable to exogenous

features are relatively modest when input length is short.

Table 4.7: Best-performing configurations (lowest MSE) on the airport case study.

Setting Best configuration MSE MAE

Hourly L=T720, H=96 (both) 0.086 0.185
Daily L=T720, H=96 (both) 0.266 0.371

4.6 Limitations and Future Work

While iDecPred achieves competitive forecasting accuracy, efficiency, and interpretability,
several limitations remain.

First, the spline-based trend module assumes relatively smooth temporal dynamics.
While effective for signals with gradual evolution or piecewise-smooth regime changes, it
may be less suitable for scenarios with multiple abrupt regime shifts or strong multiplicative
interactions between latent components. The spline representation may also be less
responsive to isolated sharp outliers. In such cases, the residual MLP and adaptive fusion
gate help capture irregular fluctuations by increasing the contribution of the residual
component. As observed in the synthetic stress tests, the performance advantage of
iDecPred narrows in multi-regime-shift settings and can be surpassed by basis-expansion
models such as N-BEATS [30] under fully multiplicative dynamics.

Second, the adaptive fusion mechanism that combines trend, seasonal, and residual
forecasts introduces a trade-off between forecasting accuracy and exact component-wise
reconstruction. Because the fusion gate redistributes signal energy across components to
optimise the final prediction, the predicted trend and seasonal components may exhibit
amplitude deviations when evaluated independently against ground truth. As observed in
the synthetic experiments, iDecPred can achieve strong phase alignment but sometimes
yields larger component-wise MAE than N-BEATS [30].

Third, the relative performance of iDecPred compared with strong baselines such as
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TimeMixer [43]] or iTransformer [26] can be dataset-dependent. While iDecPred performs
well on many benchmarks, datasets with extremely high dimensionality, stochasticity,
or weak temporal structure (e.g., Traffic) remain challenging for decomposition-based
forecasting methods.

An important direction for future research is to improve component-level fidelity by in-
troducing constraints on the fusion mechanism so that the amplitudes of trend and seasonal
components are better preserved. Incorporating structure-aware regularisation tailored to
different decomposition components, such as smoothness constraints for trends and peri-
odic consistency for seasonal terms, may further improve the interpretability and stability
of the recovered components. Another promising direction is to extend the decomposition
framework to better handle structural changes and multiplicative interactions between
components, which remain challenging for additive decomposition models. Extensions
that incorporate exogenous variables may also broaden the applicability of the framework

in real-world forecasting systems.

4.7 Conclusion

iDecPred is presented as a lightweight and interpretable neural decomposition framework
for multivariate time series forecasting. Unlike conventional black-box neural models, iDec-
Pred explicitly models future trend, seasonal, and residual components through modular
neural architectures in an end-to-end learning framework and fuses them via a channel-wise
gating mechanism. This design bridges classical time-series decomposition principles with
modern neural forecasting, improving both predictive accuracy and model transparency.
Comprehensive evaluations on seven standard benchmarks, two real-world airport
passenger flow datasets, and sixteen synthetic datasets show that iDecPred achieves state-
of-the-art results on several datasets and competitive performance on others, while using
fewer parameters, exhibiting lower inference latency and peak memory than transformer-

based baselines. Additional experiments under regime shifts and multiplicative stress
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scenarios further demonstrate the robustness of the proposed framework. On synthetic
datasets, iDecPred demonstrates a strong balance between accuracy and efficiency, and its
predicted components exhibit consistent alignment with ground-truth trend and seasonal
patterns. These results highlight the potential of forecast-oriented decomposition as a
practical design principle for interpretable time series forecasting.

Overall, iDecPred provides a compact and effective framework that integrates accuracy,
efficiency, and interpretability, making it a promising foundation for trustworthy forecasting

systems in domains such as energy, transportation, and environmental monitoring.
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Scenario-Based Robustness Analysis



Abstract

Different horizon time-series forecasting faces fundamental challenges: horizon frag-
mentation from fixed-horizon training, error accumulation in single-step autoregressive
models, and a lack of diagnostic tools for understanding model behaviour under uncer-
tainty. In this chapter, a forecasting framework is proposed based on variable-horizon
Patch-Autoregressive (Patch-AR) training, augmented with semantic anchoring for inter-
pretability and scenario-based diagnostics for robustness analysis, where a single model
learns to forecast across multiple horizons by unrolling patch-level latent dynamics. Se-
mantic anchoring uses frozen language models to softly regularise patch embeddings
toward interpretable concepts while maintaining forecast accuracy. Diagnostic analyses
clarify the scope and limitations of concept-based explanations.

Empirical validation on heterogeneous airport datasets demonstrates that variable-
horizon Patch-AR achieves competitive accuracy across multiple horizons (24—720 steps)
with a single model, while patch-level rollouts significantly outperform single-step autore-
gressive baselines, particularly at longer horizons, where error accumulation becomes
more pronounced.

In addition, robustness under exogenous shocks is studied via scenario-based sens-
itivity analysis. Rather than proposing a new forecasting architecture for shocks, the
approach characterises how forecast outputs respond when future exogenous trajectories

are systematically perturbed while historical inputs are held fixed.

5.1 Introduction

Real-world forecasting systems are rarely deployed for a single lead time. Operational

decision-making typically requires a coherent set of predictions spanning short-term
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horizons (e.g., the next 24 hours) to longer-term planning horizons (e.g., the next 30
days). Despite this, many modern neural forecasting pipelines are trained, tuned, or
even architected separately for each target horizon, implicitly encouraging a fragmented
one-model-per-horizon workflow [[14} [18} 24} 29]]. Such fragmentation increases training
and maintenance costs, complicates deployment, and can result in inconsistent behaviour
across horizons [7]].

This issue becomes particularly acute in long-horizon forecasting. Iterative single-step
autoregressive (AR) generation is attractive for its flexibility, but its training objective is
misaligned with long rollouts: prediction errors are repeatedly fed back into the model,
often leading to compounding errors and rapidly degrading forecasts at extended horizons
(20, [14]]. At the same time, as neural forecasters grow more complex and are increasingly
used in high-stakes settings, there is a growing demand for models that can be meaningfully
inspected and diagnosed, rather than treated as opaque black boxes [6} 5]. In this chapter,
explainability takes two forms. First, semantic explainability: the proposed framework
uses semantic anchoring (via a frozen language model) to associate patch-level latent states
with human-readable concepts (e.g., “spike”, “flat”, “periodic’), so that explanations are
concept-based descriptions of which temporal patterns are expressed where, rather than
input-level attribution. Second, scenario-based explainability: robustness diagnostics are
introduced under alternative future exogenous trajectories, so that practitioners can assess
how forecasts respond to counterfactual or uncertain shock scenarios.

Beyond horizon variability, many applied forecasting deployments must contend with
exogenous shocks (e.g., public health disruptions, policy interventions, or other external
signals) that introduce uncertainty into future conditions. Even when auxiliary covariates
are used to improve forecast accuracy [14, 22], practitioners often need to answer “what-if”
questions: how would forecasts change under alternative future shock trajectories, and are
predictions stable (robust) under plausible perturbations [26, 27]].

Our key insight is that rather than training separate models or prediction heads for

each horizon, a single forecasting model should learn internal dynamics that can be
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unrolled for variable numbers of steps. This perspective shifts the focus from horizon-
specific architectural design to learning robust latent dynamics that generalise across rollout
lengths [28} 20].

This chapter makes the following contributions:

1. Variable-horizon training protocol: A training procedure is introduced that enables
a single model to forecast across multiple horizons by sampling horizons during
training and unrolling patch-level latent dynamics, eliminating the need for horizon-
specific models. Crucially, performance remains stable across the evaluated horizon
range, suggesting that the model learns horizon-agnostic temporal patterns rather

than horizon-specific mappings.

2. Patch-autoregressive latent dynamics: It is demonstrated that patch-level autore-
gressive rollouts significantly outperform single-step autoregressive baselines, par-
ticularly at longer horizons where error accumulation is severe. On airport datasets,
patch-AR reduces MSE by 32% (daily) and 67% (hourly) compared to single-step

AR at horizon 96.

3. Semantic anchoring and diagnostic interpretability: Semantic anchoring is pro-
posed using frozen language models as a lightweight regularizer that provides
interpretable, concept-based descriptions of latent dynamics, and explicit diagnostic

evaluations are conducted to clarify the scope and limitations of these explanations.

4. Scenario-based robustness diagnostics under exogenous shocks: A scenario-
based sensitivity analysis protocol is introduced to quantify how forecasts respond to
counterfactual future exogenous trajectories, enabling robustness assessment beyond

point accuracy.
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5.2 Related Work

5.2.1 Long-Horizon Time-Series Forecasting

Long-horizon forecasting has been addressed through two primary paradigms: direct
forecasting and iterative (recursive) forecasting [17]. Direct forecasting methods predict
multiple future steps simultaneously, often using encoder-decoder or sequence-to-sequence
models to output the entire horizon in one pass [24]. While direct approaches avoid the
recursive error accumulation inherent to iterated forecasting, they still face challenges
at very long horizons due to limited context windows and the difficulty of capturing
long-range dependencies, which tends to increase forecast error with horizon length [13]].

Patch-based and representation-based models have emerged as a promising direction
for long-horizon forecasting. PatchTST [18] segments time series into patches and applies
transformers over patch sequences, demonstrating strong performance on long-horizon
benchmarks. iTransformer [[16]] inverts the attention mechanism to attend over variates
rather than time steps, improving scalability. TimesNet [25] models temporal patterns using
two-dimensional convolutions over time-frequency representations. These approaches
share the insight that operating on local segments rather than individual time steps can
improve long-range modelling; however, they are typically trained and evaluated under
fixed-horizon settings and do not explicitly address horizon fragmentation within a single
unified model.

Decomposition-based methods, such as Autoformer [24]] and FEDformer [29], expli-
citly separate trend and seasonal components to capture different temporal scales. While
this decomposition can improve long-horizon forecasting, these methods are typically
trained separately for each target horizon and do not explicitly aim to learn horizon-agnostic

latent dynamics that generalise across rollout lengths.
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5.2.2 Autoregressive Latent Dynamics

Autoregressive models have a long history in time-series forecasting, ranging from classical
ARIMA models to modern neural architectures [2, 20]. A central challenge of autore-
gressive forecasting is error accumulation: prediction errors introduced at each step are
recursively fed back into the model and can compound over the forecast horizon [, 20].
This issue becomes particularly severe for long-horizon forecasting, where even small
per-step errors can lead to substantial degradation in forecast quality [[17, 21]. In time-
series forecasting, models such as DeepAR [20] rely on observation-level autoregressive
generation, making them susceptible to error accumulation under long forecasting horizons.
Other architectures, such as the Temporal Fusion Transformer [14], mitigate this issue
through direct multi-horizon decoding with known future covariates, rather than iterative
autoregressive rollout.

Our approach differs by operating at the patch level rather than the observation level.
By predicting local segments instead of individual time steps, the number of autoregressive
rollout steps required for a given forecast horizon is substantially reduced, mitigating the
effects of error accumulation. This perspective aligns with prior empirical findings that
recursive single-step forecasting degrades rapidly at long horizons, motivating alternative

formulations that improve rollout stability [20, [18]].

5.2.3 Language Models in Time-Series Modelling

The integration of language models with time-series data has been explored along several
distinct directions. Broadly, existing approaches can be grouped into those that reprogram
time series into prompt- or token-like representations for direct use by large language
models, and those that align time-series representations with language representations
through cross-modal learning [[11} [15, 9]. In a separate line of work, text-augmented
forecasting incorporates external textual signals, such as news or social media, as auxiliary

inputs to time-series models, typically requiring both modalities during training and
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inference [, [12]].

More recently, language-model-centric approaches repurpose pre-trained LLMs for
time-series prediction by mapping time series into token-like representations or textual
prompts. Time-LLM [11], for instance, reprograms time series into textual prototypes and
uses a frozen LLM backbone to produce forecasts. TimeCMA [15]] further improves mul-
tivariate forecasting via cross-modality alignment. TimeXL [10] proposes an LLLM-in-the-
loop multi-modal framework where prototype-based encoders generate initial predictions
and multiple LLM agents iteratively refine predictions and textual explanations. While
these approaches leverage the representational capacity and reasoning ability of LLMs,
their forecasting pipelines are tightly coupled to prompt design, tokenisation schemes, or
LLM-centric orchestration, and are often not explicitly designed around temporal inductive
biases or long-horizon stability objectives [[18]].

In contrast, this chapter uses a frozen language model solely as a semantic refer-
ence rather than as a forecasting engine. Patch embeddings are softly regularised toward
semantic concept embeddings derived from the language model, providing interpretable se-
mantic explanations while preserving the temporal modelling capacity and rollout stability

of the forecasting model.

5.3 Problem Setup and Notation

5.3.1 Forecasting Task Definition

Airport passenger flow forecasting is considered as a multivariate time-series forecast-
ing task. Let X = {x1,X,...,Xr} denote a multivariate time series of length 7', where
each x; € R is a d-dimensional observation vector at time ¢. The forecasting task is
to predict future values Y = {X71,X742,...,Xr+g} given a context window Xcoprexr =
{X7_1+1,X7-L+2,-..,X7 } of length L, where H is the prediction horizon.

In this setting, variable-horizon forecasting is of particular interest, where a single

model should be able to predict multiple horizons H € 7, without retraining. In addition,
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for robustness analysis, forecasts conditioned on a future exogenous trajectory Ur 1.7+ 5
(e.g., shock-related signals) are considered, and responses are evaluated when U7 1.7+

is replaced by a counterfactual trajectory fIT+1;T+H while X onrexs 18 held fixed.

5.3.2 Horizon Sets

Three sets of horizons used in the experimental protocol are distinguished:

Training horizons (7#ain): The set of horizons used during training. In
variable-horizon training, horizons are sampled from J7,;, uniformly at random
for each training batch. For example, i, = {24,48,96,192} for daily data or
Heain = {96,192,336,720} for hourly data.

Validation horizons (J%,1): The set of horizons used for model selection and early
stopping. Typically, 7%, = #ain to ensure the model is evaluated on the same horizons
it was trained on.

Evaluation horizons (gya1): The set of horizons used for final evaluation and report-
ing. In our experiments, .#ya] = Hirain, Ut in principle, 4y, could include horizons not
seen during training to test generalisation.

The key advantage of variable-horizon training is that a single model can handle all

horizons in .7, without retraining, eliminating the need for horizon-specific models.

5.3.3 Evaluation Metrics

Forecasting performance is evaluated using standard regression metrics [25]:

Mean Squared Error (MSE):

1 H d )
MSE = I—]_d Z Z (xT+h7v _XT—i-hy)2 (5.1
¢ h=1v=1
Mean Absolute Error (MAE):
1 H d
MAE = d Y ) Rriny —xr4ny (5.2)
¢ h=1v=1
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where £7,4, is the predicted value and x7., is the ground truth for variate v at

lead step & (v is used for variates in these metrics and i is reserved for patch indices in

Sections [5.4.2]and [5.4.5)).

Horizon-wise reporting: Metrics are reported separately for each horizon h € J%,

to understand how performance degrades with increasing horizon.
For interpretability evaluation, stability of concept rankings and semantic anchoring to
patch statistics are additionally reported (Section [5.6.5). For robustness under exogenous

shocks, scenario-based forecast deltas are additionally reported (Section [5.6.6).

5.4 Methodology

This section specifies the variable-horizon Patch-AR forecaster and its optional semantic-
anchoring stage. Figure follows the implementation order: the context series is
patchified and embedded; each patch token is mixed with a finite concept bank in repro-
gramming (below); the resulting vectors are prefixed by the embedding of a single fixed
English prompt, “Predict next values:”, with tokenizer whitespace, so frozen GPT-2 can
process the sequence by feeding continuous patch embeddings in place of discrete token
indices (standard causal attention order). Only the patch positions are retained, optionally
augmented by an amplitude residual from raw patch embeddings (Section [5.4.2)), mapped
to an initial latent state, and the trainable patch autoregressor predicts future patches up
to horizon H. That prefix is the same for every series, variable, and horizon and does
not list concepts or task instructions; semantic alignment to named concepts is carried
entirely by the reprogramming step, where concept token embeddings supply the attention
keys and values. Scalar forecasts are produced only by the patch-level autoregressor in
Section[5.4.2] (GPT-2 is not used to decode numeric futures as text and is not fine-tuned for

forecasting). Patch-level concept scores reported later are the reprogramming attention

weights (Section [5.4.5).
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Figure 5.1: Overview of the implemented pipeline. Trainable forecasting path: patchification;
reprogramming with a concept bank; a fixed “Predict next values:” prefix plus reprogrammed
patches fed to frozen GPT-2 as continuous embeddings (patch positions only); optional amplitude
residual from raw patch tokens (Section [5.4.2)); encoding to an initial latent state; patch-level
autoregressive rollout to horizon H. Interpretability: reprogramming attention yields per-patch

concept scores (Section[5.4.5); GPT-2 does not decode future numeric values.

5.4.1 Patchification and Tokenisation

The input time series is first converted into a sequence of patch tokens. Given an input
context window Xoprexs € RE*4 (length L, d variables), it is reshaped to (d, L) and patches

are extracted with a patch length p and stride s using right-padding by replication. This

yields a patch sequence

P,eR’, i=1,....N, N=~ {—

147



Chapter 5. Variable-Horizon Forecasting

for each variable, where each P; is a length-p temporal segment.
To obtain tokens suitable for attention/LLM conditioning, each patch is projected into a

dmodel-dimensional token via a 1D convolutional token embedding, producing patch tokens
u; € Rifmodel, (5.4)

This reduces the effective sequence length from L to N and provides stable local summaries
for long-horizon reasoning.

L =96 is used as the default context length. For daily data, p =7, s = 2 are used; for
hourly data, p = 16, s = 8 are used. Time features are additionally injected by projecting a
patch-level average of calendar features and adding it to each patch token prior to concept

reprogramming.

5.4.2 Patch-Autoregressive Latent Dynamics

Our forecasting model operates autoregressively at the patch level. After encoding the N
context patches Pq,..., Py, the encoder yields an initial latent state hg € R4LM for each
variable stream. For k= 1,..., K with K = [H/p], the rollout predicts future patches Py

and updates a recurrent latent state hy:
Pyic=g(hi—1),  hy=GRUCel WPy, hy_y), (5.5)

where Py € R? is the kth predicted future patch (consistent with Algorithm , W
R? — RYM s a learned linear projection, and g(-) is a small MLP decoder with latent
LayerNorm for stability. The model rolls out for K steps, the predicted patches are
concatenated, and the output is truncated to the desired horizon H.

The context is patchified with stride s to obtain a dense token sequence, but the forecast
is generated as consecutive length-p patches (no overlap) to minimise rollout steps and
mitigate error accumulation.

The encoder and patch autoregressor operate on per-patch vectors in R4M built from
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the convolutional patch embeddings by the reprogramming and frozen GPT-2 pathway in
Section

Amplitude residual channel. In the reported runs, the raw patch tokens u; € R%model
(before reprogramming) are additionally mapped through a learned linear projection into
R¥LM and the result is added to the contextualised patch outputs with a learnable scalar
gain. This skip path preserves level and local variability that concept mixing and the
frozen language-model block can attenuate, which stabilises training and mitigates overly
smoothed patch forecasts; it does not replace reprogramming, and concept attention

weights in Section [5.4.5]still supply the interpretable concept scores.

5.4.3 Variable-Horizon Training Protocol

For every training batch, a horizon H is sampled uniformly at random from .7,;,. The
dataset produces a fixed maximum target window (max(.#.i,)) and the target is sliced to
the sampled horizon for each batch. The forward pass is evaluated with prediction horizon
H, and the loss is computed only over the first H steps.

At validation and test time, the model is evaluated on all horizons in %, or ayal,

using the same model parameters.
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Algorithm 1 Variable-Horizon Patch-AR Training

Input: Training data &, horizon set .7y, patch length p, stride s
Output: Trained model 6

1: Initialize model parameters 6

2: for epoch = 1 to max_epochs do

3: for batch in Z do

4: Sample horizon H ~ Uniform( i, )
5: Sample context window X ,,sex; and target Y of length H
6: / Patchification
7 P = Patchify (X ontexr, p,S) // N patches
8: /' Encode patches to latent space
9: hy = Encoder(Py,...,Py) // Initial latent state
10: /I Autoregressive rollout
1 K =[H/p]
12: fork=1to K do
13: Py = g(hy_;) // Predict patch from latent state
14: h; = GRUCell(WPy_t,h;_;) // Update latent state
15: end for
16: /I Reconstruct forecast
17: Y= Reconstruct(lA’NH, ... ,f’N+K)
18: /Il Compute loss (masked for variable horizons)
19: Z =MSE(Y[: H],Y)
20: // Backpropagation
21: 0+ 0—aVyZ
22: end for

23: end forreturn 0
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5.4.4 Semantic Anchoring via Frozen Language Models

A frozen GPT-2 backbone is used as a fixed contextualiser for reprogrammed patches. The
only natural-language prepended to those patches is the shared prefix “Predict next values:”;
it supplies a short left context for a forward pass with continuous embeddings and is not
used to spell out variables, horizons, or concept inventories. Semantic coupling to language
instead happens in reprogramming, where each patch token attends over embeddings of
the strings in 4 = {cy,...,cu}: those strings are the tags readers attach to columns of the
attention matrix when interpreting A; ; (Section . Defined concepts are therefore the
main design object for readable explanations; a learned-concept ablation keeps the same
attention machinery but forms keys and values from trainable linear mixtures of the full
GPT-2 vocabulary, so columns need not align with single dictionary words.

Backbone choice (GPT-2). Our implementation requires a frozen transformer that
(i) exposes a token embedding table for mapping short concept strings to fixed vectors and
(i) accepts continuous input embeddings in place of token indices, so that patch tokens can
be contextualised without updating the backbone weights. Independently of these interface
constraints, GPT-2 has become a recurrent backbone and reporting baseline in recent
LLM-oriented time-series forecasting, which motivates its use as a conventional reference
point: TimeCMA [135]] freezes GPT-2 to extract prompt embeddings for cross-modality
alignment, while LLM-TPF [19] builds on GPT-2 with parameter-efficient adaptation
(LoRA) and evaluates against a standalone GPT-2 baseline in the same LLLM-based model
family. GPT-2 is adopted here as a pragmatic default: publicly released checkpoints are
stable and widely available, the model is small enough to keep memory and per-batch
latency manageable when the encoder is invoked throughout training, and its moderate
width matches the dimensionality used for latent patch states without necessitating a
separate projection bottleneck beyond the reprogramming layer. No claim is made that
GPT-2 is uniquely optimal for semantic anchoring; other frozen text encoders with the
same interface could be substituted.

Curating the defined vocabulary %. ¢ is a finite list of short English strings (GPT-
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2-tokenizable words or phrases). These are drawn from a hand-maintained vocabulary
specification that is bundled with the training implementation. The vocabulary is organised
into eight core families: trend, seasonality, volatility, events, statistics, forecasting, mathem-
atical, and temporal. In addition, there are five optional domain groups: financial, weather,
energy, traffic, and airport/passenger operations. The effective € is resolved as follows: if
the experiment supplies an explicit word list or selects which domain groups to include,
that choice overrides the defaults; otherwise, when the dataset name indicates airport or
passenger traffic, core is merged with the airport/passenger group only; in all other cases
only the core families are used. Lists are concatenated in a fixed order and deduplicated
while preserving first occurrence, which fixes M = |€|: core only yields M=144; core plus
airport/passenger yields M=185; merging core with every optional domain group yields
M=249, listed in full in Table The passenger-flow and airport experiments reported in
this chapter use the M=185 configuration unless stated otherwise. Each c; is tokenised
with the frozen GPT-2 tokenizer, embedded through the frozen input-embedding table, and
mean-pooled across sub-tokens when a concept spans multiple byte-pair pieces, yielding
e € RéLM Tables [5.8|and [5.9| highlight “noisy”, “spike”, “periodic”, and “flat” among the
diagnostics. For the learned-concept ablation, keys and values are formed from trainable
linear combinations of all GPT-2 token embeddings rather than from an explicit list &’
Reprogramming (concept-conditioned projection into LLM space). Given patch
tokens u; € Rmodel | 3 lightweight multi-head attention layer is applied that uses the patch

tokens as queries and the concept embeddings as keys/values:
0; = Attn(u;; {e;}}L,) € R, (5.6)

The fixed prefix “Predict next values:” is embedded with the frozen tokenizer, concatenated
ahead of the reprogrammed patch sequence {i;}, and frozen GPT-2 is run on the resulting
continuous embedding sequence. Only the patch positions are retained from the output as

contextualised patch representations.
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5.4.5 Concept-Based Explanation Mechanism

In the defined-concept model, concept relevance is read directly from the reprogramming
attention weights. Let A; ; denote the attention mass assigned from patch token i to concept
J (aggregated across heads). A; ; is interpreted as a concept score for patch i with respect
to concept ¢ ;. This supports two explanation views used throughout our analysis: (i) top-K
concepts per patch (semantic explanations of each local segment), and (ii) top-K patches
per concept (where in the series a concept is expressed).

Table 5.1 enumerates the M=249 strings obtained by merging the core families with
every optional domain group, after global deduplication in a fixed canonical order. Several
entries are written with an internal underscore so that the tokenizer treats them as single
literal strings (e.g. rush_hour, check_in). Runs that use core with the airport/passenger
group only (M=185, the default when the dataset name indicates airport or passenger
traffic) omit strings that enter solely through the financial, weather, energy, or traffic groups;
Table [5.1]is therefore a strict superset in terms of membership.

Table 5.1: Flattened curated vocabulary after merging all core and optional domain groups with de-
duplication (M=249). Airport-focused runs in this chapter use M=185 (core plus airport/passenger
only).

up, rise, increase, grow, ascend, climb, surge, down, fall, decrease, decline, drop, descend, plunge, flat,
steady,

stable, constant, unchanged, plateau, drift, wander, fluctuate, oscillate, vary, seasonal, periodic, cyclic,
recurring, repetitive, daily, weekly,

monthly, quarterly, yearly, annual, hourly, minute, second, business, weekend, holiday, cycle, period,
frequency, rhythm, pattern, noisy,

volatile, unstable, erratic, chaotic, smooth, calm, consistent, spiky, jumpy, irregular, random, stochastic,
variance, volatility, fluctuation, variation,

spike, jump, leap, burst, crash, collapse, dip, peak, maximum, summit, top, apex, valley, minimum,
trough, bottom,

nadir, shift, change, transition, break, breakpoint, changepoint, regime, phase, state, mean, average,

median, mode, std, deviation,

Continued on next page
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Table 5.1: Flattened curated vocabulary (M =249, continued).

spread, correlation, autocorrelation, dependence, stationary, nonstationary, trend_stationary, outlier,

anomaly, exception, forecast, prediction, forecasting, projection, extrapolation, interpolation,

horizon, lead, lag, backcast, nowcast, forecast_error, linear, exponential, logarithmic, polynomial,

sinusoidal, cosine, sine, wave, oscillation, amplitude,

wavelength, harmonic, resonance, damping, decay, morning, afternoon, evening, night, midnight, rush,
commute, off_peak, business_hours, weekday, workday,

currency, exchange, rate, return, yield, risk, market, trading, portfolio, bull, bear, inflation, deflation,
temperature, humidity, pressure,

precipitation, wind, cloud, sunny, rainy, snowy, storm, climate, weather, season, winter, summer, load,
demand, supply, capacity,

utilization, consumption, power, energy, grid, network, traffic, flow, congestion, jam, gridlock, bottleneck,
speed, velocity, throughput, density,

volume, lane, highway, freeway, road, street, intersection, rush_hour, peak_hour, travel, heavy, light,
moderate, dense, sparse, accident,

incident, construction, delay, queue, passenger, traveler, visitor, arrival, departure, terminal, gate,
checkpoint, security, customs, boarding, disembark,

line, wait, baggage, luggage, check_in, checkout, processing, busy, crowded, empty, flight, airline,
schedule, departure_time, arrival_time, seasonal_travel,

holiday_travel, business_travel, leisure, international, domestic, connection, transfer, occupancy,

load_factor

5.4.6 Latent Conditioning on Exogenous Information

For robustness analysis under exogenous shocks, exogenous information is incorporated
through a latent conditioning formulation that allows autoregressive predictions to depend
jointly on previously predicted target values and future exogenous trajectories, while
maintaining a fixed representation of historical observations.

Historical target values and historical exogenous variables are jointly encoded to
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produce an initial latent state that summarises observed passenger flow dynamics and the
corresponding shock context. This encoding is computed once from observed data and
remains unchanged during autoregressive prediction.

During prediction rollout, future exogenous information is introduced through a dedic-
ated projection that conditions latent state updates on both the predicted target output and
the corresponding exogenous input. Formally, at patch prediction step k (where k indexes

patches in the rollout sequence), the model produces a latent update of the form

h = «7<hk7 Projexog([pka OC'Xk])> ; (5.7)

where P, € R” denotes the predicted patch at step k, x; € R%ws denotes the corresponding
future exogenous input for patch k (aggregated or sampled to match the patch temporal
extent), o is a learnable gating parameter, Projqy,,(-) is a learned linear projection, and
7 () denotes the recurrent state transition.

This formulation decouples historical encoding from future exogenous assumptions.
As a result, future exogenous trajectories can be modified post-training without altering
the learned historical representation, enabling efficient scenario-based analysis while

preserving forecast stability.

5.5 Datasets and Experimental Setup

Evaluation is conducted on airport passenger-flow time series spanning multiple temporal
resolutions. The setting is a multivariate series over the top 20 busiest US airports, with
each variable representing one airport, evaluated at daily and hourly frequencies. These
datasets are derived from publicly released aviation statistics and Freedom of Information
Act (FOIA) requests [23]]. External variables are constructed using GDELT, as detailed
in Appendix [A] Unless stated otherwise, the main forecasting experiments in this chapter
use the same top-twenty hub panels and UTC calendar span as the airport case study in

Chapter (Table {8.5)). Scenario-based sensitivity analysis under exogenous shocks
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(Section[5.6.6) uses a shorter temporal subset, 13 March 2019-31 December 2021, so that
train, validation, and test partitions all contain shock-affected periods; this subset applies

only to that robustness protocol.

5.5.1 Dataset Statistics

The primary datasets used in our standard experiments are the same top-twenty hub panels
described in Chapter[4.5.7] The daily dataset spans 30 December 2018 to 31 May 2025
with C = 20 airports and 2,345 day-aligned timesteps; the hourly panel shares the same
date span with 56,280 hourly timesteps. The assembled target channels contain no missing
values in the released panels (Table [4.5). All time series exhibit strong seasonality (daily,
weekly, and annual patterns) and moderate-to-high variance, with coefficient of variation
(CV) ranging from 0.3 to 0.8 across airports. The datasets include both stable periods and
disruption periods (e.g., COVID-19 impacts), providing a realistic testbed for long-horizon
forecasting under varying conditions.

Figure |5.2| shows a Pearson correlation heatmap of daily hub-level throughput and two
z-scored national exogenous indices (GDELT-based policy-related aviation restriction and
public-health stress; Appendix [A)), with variables ordered alphabetically by IATA code
(airports) followed by the two indices. Correlations between each hub and each index
are read from the cells where the corresponding airport row/column meets each index
row/column (the lower-right block of the matrix). Figure|5.3|presents STL (Seasonal and
Trend decomposition using Loess) for Atlanta (ATL) daily throughput (original, trend,
weekly seasonal, residual), illustrating weekly seasonality, longer-run trend movements

(including COVID-19-era changes), and residual variation.
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Figure 5.2: Pearson correlation heatmap for the top-twenty busiest US airports: daily TSA-
reported throughput per airport and two z-scored national exogenous indices (policy-related aviation
restriction and public-health stress; construction in Appendix [A)). Airport—index associations appear
in the heatmap cells linking each IATA code with Policy (z) or Health stress (z). The daily panel
spans 30 December 2018 to 31 May 2025.
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Figure 5.3: STL decomposition of Atlanta (ATL) daily throughput: original series, trend, weekly
seasonal component, and residuals. Weekly seasonality, longer-run trend (including COVID-19-era
shifts), and irregular residual variation are visible for this representative hub.

Datasets are split chronologically into train/val/test (70%/10%/20%): daily
(1,641/235/469) and hourly (39,396/5,628/11,256) with C=20 airports. For daily
data, horizons 24/48/96/192 are evaluated, and for hourly data, horizons 96/192/336/720

are evaluated. Unless otherwise stated, the context length is L = 96.

5.5.2 Implementation Details

Two-layer MLPs are used for the patch encoder and decoder, with patch embedding
dimension 128. Latent dynamics are modelled by a Transformer with 4 layers, 8 attention
heads, hidden dimension 256, and feedforward dimension 1024. Adaptive Moment
Estimation (Adam) is used for optimisation (learning rate 10~*, weight decay 107°), with
batch size 32 and early stopping with patience 5 on validation loss.

Experiments are run on a single NVIDIA A100 GPU (24GB VRAM), with Python
3.8+, PyTorch 1.12+, and CUDA 11.0+.
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5.6 Results

5.6.1 Multi-Horizon Forecasting Performance

Variable-horizon Patch-AR is evaluated on the Top-20 busiest U.S. airports datasets at
daily and hourly granularities. Table[5.2|reports MSE/MAE across the evaluated horizon

sets, comparing Patch-AR with iDecPred baseline.

Table 5.2: Top-20 busiest U.S. airports passenger flow forecasting performance at different
granularities. Results are reported for a single variable-horizon Patch-AR model with defined
concepts trained per granularity, compared with iDecPred baseline.

Granularity Horizon Patch-AR iDecPred Baseline

MSE MAE MSE MAE

24 0.244 0.319 - -

48 0.278 0.355 - -
Daily

96 0.325 0.406 0.329 0.422

192 0.397 0.463 0.413 0.478

96 0.103 0.204 0.106 0.207

192 0.114 0.213 0.119 0.217
Hourly

336 0.126  0.225 0.131 0.229

720 0.142 0.242 0.150 0.248

Performance degrades smoothly as the horizon increases. These results demonstrate
that a single trained model can support multiple horizons within each granularity without
retraining. Compared to iDecPred baseline, Patch-AR achieves competitive or better

performance across all evaluated horizons.
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5.6.2 Patch-AR vs Single-Step AR Ablation

Under matched backbone architectures, Patch-AR is compared against a single-step autore-
gressive baseline, differing in prediction granularity (patch-level vs step-level) and the
autoregressive rollout mechanism. Tables [5.3|and [5.4] summarise the results.

Table 5.3: Patch-AR vs Single-Step AR (Daily)

Horizon Patch-AR Single-Step

Improvement
MSE MAE MSE MAE
24 0.244 0319 0392 0473 38%/33%
48 0.278 0355 0413 0492 33%/28%
96 0.325 0.406 0.480 0.539  32%/25%
192 0.397 0.463 0.533 0.573 26%/19%

Table 5.4: Patch-AR vs Single-Step AR (Hourly)

Horizon Patch-AR Single-Step

Improvement
MSE MAE MSE MAE
96 0.103 0.204 0.313 0424 67%/52%
192 0.114 0.213 0436 0496 74%/57%
336 0.126  0.225 0.564 0.565 78% /60%
720 0.142 0.242 0.824 0.701 83%/66%

Patch-level rollouts substantially reduce error accumulation, with improvements in-
creasing with horizon length.

The improvement pattern reveals the critical advantage of patch-level modelling at
longer horizons. For daily data, the improvement grows from 38% at horizon 24 to
32% at horizon 96, then decreases slightly to 26% at horizon 192. This pattern suggests

that patch-level rollouts provide the greatest benefit at intermediate horizons where error
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accumulation becomes significant but not yet overwhelming. At very short horizons (24
steps), both methods perform relatively well, while at very long horizons (192 steps), even
patch-level methods face inherent challenges.

For hourly data, the improvement pattern is more dramatic and consistent: improve-
ments grow from 67% at horizon 96 to 83% at horizon 720, demonstrating that patch-level
rollouts become increasingly advantageous as horizon length increases. The 83% improve-
ment at horizon 720 (30 days ahead) is particularly notable, as it represents a substantial
reduction in error accumulation that would be difficult to achieve with single-step methods.
This pattern supports the hypothesis that patch-level modelling is especially effective for

very long-horizon forecasting where error accumulation is most severe.

5.6.3 Concept Ablation Study

Three variants are evaluated: defined concepts (pre-specified interpretable concepts),
learned concepts (data-driven concept embeddings), and no concepts (baseline without
semantic anchoring). Defined concepts provide modest but consistent improvements
over both learned and no-concept variants, particularly at longer horizons, suggesting a
regularisation effect.

Figure [5.4] visualizes the relative performance change when using learned concepts
compared to defined concepts, showing both MSE and MAE metrics across different
horizons. For daily data (Figure panel a), the relative change is near zero at short
horizons (horizon 24: MSE change < 0.1%, MAE change ~ 3.1%), indicating minimal
difference between defined and learned concepts at short forecast lengths. As horizon
increases, the performance gap widens: at horizon 192, learned concepts show 4.8% higher
MSE and 4.6% higher MAE compared to defined concepts. This pattern suggests that
semantic anchoring provides a stabilising regularisation effect that becomes more critical
as autoregressive rollouts extend, with predefined concepts helping to maintain forecast
stability over long horizons.

For hourly data (Figure panel b), the pattern is similar but with smaller absolute
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differences. The relative changes are minimal at short horizons (horizon 96: MSE and
MAE changes < 0.5%) and grow to 3.9% (MSE) and 1.1% (MAE) at horizon 720. The
smaller differences at hourly resolution may reflect the finer temporal granularity, providing
more stable local patterns that are less dependent on semantic regularisation.

Notably, both panels show that MAE changes are generally smaller than MSE changes,
suggesting that semantic anchoring primarily affects the variance of errors rather than their
mean magnitude. The consistent pattern across both resolutions and both metrics supports
the hypothesis that predefined semantic concepts act as a form of inductive bias that yields

modest improvements to long-horizon forecasting stability.
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Figure 5.4: Concept ablation (relative MSE and MAE change vs defined concepts). Both MSE and
MAE show the relative change when using learned concepts compared to defined concepts.

Tables[5.5and [5.6|report complete concept-ablation results across all horizons, com-
plementing the aggregated view in Figure [5.4]

Several patterns emerge from the full ablation results. First, defined concepts yield
modest but consistent improvements over learned and no-concept variants across the evalu-
ated horizons, with the gap widening at longer horizons. For daily data, the improvement
grows from negligible at horizon 24 (MSE difference < 0.1%) to 4.8% at horizon 192
(MSE 0.397 vs. 0.416). This pattern suggests that semantic anchoring provides a stabilising
regularisation effect that becomes more critical as autoregressive rollouts expand. Second,
learned and no-concept variants produce identical results. The learned-concept variant
performs similarly to the no-concept baseline, suggesting that unconstrained concept em-

beddings do not form meaningful semantic structure without explicit inductive bias; this
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highlights the role of predefined concepts as a structured semantic prior. Third, hourly
models show smaller absolute differences but similar relative patterns, with defined con-
cepts providing 3.9% improvement at horizon 720 (MSE 0.142 vs. 0.148). These results
support the hypothesis that predefined semantic concepts act as a form of inductive bias

that improves long-horizon forecasting stability.

Table 5.5: Full Concept Ablation (Daily, All Horizons)

Horizon Defined Learned None

MSE MAE MSE MAE MSE MAE

24 0.244 0319 0.244 0329 0.244 0.329
48 0.278 0.355 0.282 0.370 0.282 0.370
96 0.325 0.406 0.341 0.428 0.341 0.428
192 0.397 0463 0.416 0.485 0416 0.485

Table 5.6: Full Concept Ablation (Hourly, All Horizons)

Horizon Defined Learned None

MSE MAE MSE MAE MSE MAE

96 0.103 0.204 0.103 0.204 0.103 0.204
192 0.114 0.213 0.115 0.214 0.115 0.214
336 0.126  0.225 0.128 0.226 0.128 0.226
720 0.142 0.242 0.148 0.244 0.148 0.244

5.6.4 Concept-Based Explanations

Semantic concept scoring produces a score for each input patch and each concept in a
fixed vocabulary (e.g., spike, periodic, flat, noisy). These scores are used to provide

two complementary qualitative views: (i) a per-patch summary given by the top-ranked
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concepts, and (ii) a per-concept localization that highlights which patches in the input
window most strongly express a given concept.

Figure [5.5]illustrates concept-based explanations for a single input window, demon-
strating how semantic concepts map to temporal patterns. The top panel shows the input
time series with patch boundaries marked, providing context for the temporal structure.
The bottom panel shows a heatmap of concept scores across patches, where each row
represents a concept and each column represents a patch index. Concepts are selected
based on highest activation in this window, and the heatmap reveals which patches express
which concepts most strongly. For example, patches with high “spike” scores correspond
to rapid increases in the time series, while patches with high “periodic” scores align with
recurring patterns. This visualisation enables users to understand what temporal patterns
the model is detecting and how these patterns relate to interpretable semantic concepts.

Figure [5.6)extends this analysis to multiple variables (airports), showing concept scores
across variables for aligned patch indices. Each row represents a variable (airport), and
each column represents a patch index over the same context window. The heatmap reveals
which airports express which concepts at which temporal positions, enabling cross-variable
comparisons. For instance, if multiple airports show high “spike” scores at the same patch
index, this may indicate a system-wide event affecting multiple locations simultaneously.
The z-scored visualisation ensures that concept scores are comparable across variables
with different scales, making it easier to identify shared patterns and variable-specific
characteristics.

These visualizations demonstrate that concept-based explanations provide interpretable,
human-readable descriptions of model behaviour that align with intuitive temporal se-

mantics, supporting their use as semantic explanations of patch-level dynamics.
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Figure 5.5: Concept-based explanations for one input window. Top: the selected context window
(one variable) with patch boundaries. Bottom: heatmap of concept scores over patches; concepts
are selected by highest activation in this window (max over patches).
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Figure 5.6: Multi-variable concept score heatmap at aligned patch indices. Rows are variables
(airports) and columns are patch indices over the same context window; colors show the selected
concept score across variables for each patch index (z-scored for visualisation).

5.6.5 Diagnostic Evaluation of Explanation Quality

Concept scores are intended as human-readable explanations of patch-level dynamics (e.g.,
“spike”, “flat”, “periodic”). This section evaluates semantic validity in two ways: stability

of concept rankings across random seeds and under small input noise, and Spearman
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alignment between concept scores and simple patch-level statistics.

Table [5.7|demonstrates exceptional stability of concept-based explanations. The Top-5
Jaccard similarity is 1.000 (perfect match) across different random seeds and under small
input noise (std = 0.01), indicating that concept rankings are highly reproducible and
robust to minor perturbations. This stability is crucial for interpretability applications, as it
ensures that explanations remain consistent across different runs and are not artifacts of
random initialization or minor data variations. The perfect stability under noise suggests

that concept scores capture robust semantic patterns rather than noise-sensitive features.

Table 5.7: Stability Across Reruns and Noise

Setting Seeds Noise std  nyin, Top-5 Jaccard (mean / median)
Base repeatability 42,43 0.00 200 1.000 / 1.000
Small-noise robustness 42, 43, 44 0.01 200 1.000 / 1.000

Table [5.8] quantifies the alignment between concept scores and intuitive patch-level
statistics using Spearman rank correlations. The results show meaningful correlations that
align with semantic expectations: the “noisy”’ concept shows positive correlations with vari-
ance (0.324) and range (0.334), while the “flat” concept shows negative correlations with
variance (-0.151) and range (-0.171), as expected. The “spike” and “periodic” concepts also
show positive correlations with variance (0.318 and 0.339, respectively), suggesting that
these concepts capture patterns associated with high variability. These correlations provide
evidence that concept scores reflect interpretable temporal characteristics, supporting their

use as semantic explanations of patch-level behaviour.
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Table 5.8: Concept-Score Anchoring to Patch Statistics (Selected Concepts)

Concept p(slope) p(var) p(max_abs_diff) p(range)
noisy -0.080  0.324 0.263 0.334
spike -0.051  0.318 0.252 0.330
periodic  -0.045  0.339 0.275 0.336
flat -0.116  -0.151 -0.043 -0.171

Table reports window-level significance tests for concept-statistic correlations,

providing statistical evidence for the alignment patterns observed in Table[5.8] All repor-

ted concept-statistic pairs show highly significant correlations (p < 10~!?) with median

Spearman p values ranging from 0.29 to 0.34 for positive correlations and -0.19 to -0.21

for negative correlations. The 95% confidence intervals are narrow and do not include

zero, confirming that the observed correlations are statistically robust across windows.

These significance tests strengthen the evidence that concept scores capture meaningful

semantic patterns rather than random associations, supporting their validity as interpretable

explanations.

Table 5.9: Window-Level Significance (Selected Concept-Statistic Pairs)

Concept Stat Nywin Median p 95% CI plq

noisy var 200 0.294 [0.275, 0.326] 1.24 % 10790 /3.65 x 10-%0
noisy range 200 0.313 [0.291, 0.342] 1.24 x 10799 /3.65 x 10790
spike var 200 0.290 [0.271, 0.322] 1.24 %1070 /3,65 x 100
periodic var 200 0.295 [0.268, 0.323] 1.24 x 10799 /3.65 x 10760
flat var 200 -0.188 [-0.206, -0.150] 8.39x10°13/972x 10713
flat range 200 -0.208 [-0.231, -0.165] 221x10721 /278 x 102!
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Figure 5.7: Concept-score anchoring to patch statistics (median Spearman p heatmap)

Figure [5.7] provides a comprehensive view of concept-statistic alignment across all
concept-statistic pairs, complementing the selected results in Table [5.8] The heatmap
visualizes median Spearman rank correlations, with color intensity indicating correlation
strength and sign. The heatmap reveals clear patterns: concepts associated with high vari-
ability (noisy, spike, periodic) show positive correlations with variance and range statistics,
while concepts associated with low variability (flat) show negative correlations. These
patterns provide visual confirmation that concept scores capture interpretable temporal
characteristics, supporting their validity as semantic explanations. The consistency of
these patterns across multiple concept-statistic pairs strengthens the evidence that semantic

anchoring successfully aligns patch embeddings with interpretable temporal semantics.

5.6.6 Robustness under Exogenous Shocks via Scenario-Based Sensit-
ivity Analysis

Robustness under exogenous shocks is evaluated by comparing baseline forecasts (using
the original future exogenous trajectory) to scenario forecasts (using a perturbed future

exogenous trajectory), while keeping historical observations fixed. For a fixed window
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ending at time ¢, the step-wise forecast difference is

A( h) — gScenario _ )ebasehne h—= 1,.

— t+h t+h ’ H, (5'8)

ey

where %, denotes the predicted value at absolute time ¢ + 4. The window end ¢ corres-
ponds to the forecast origin 7" in Section multivariate metrics there use £7,, with
variate index v.

Dataset and splits. For robustness analysis under exogenous shocks, a temporal subset
of the system-level datasets spanning March 13, 2019 to December 31, 2021 is used
to ensure that train, validation, and test splits all contain periods with exogenous shock
patterns (e.g., COVID-19 impacts). This time period selection ensures that each data split
includes both pre-shock and shock-affected periods, enabling meaningful evaluation of
scenario-based sensitivity across all data splits. The temporal subset is then split chronolo-
gically into train/validation/test partitions using the same 70%/10% /20% procedure as
described in Section [5.5] The key difference from the no-shock baseline setting is that
models are trained with exogenous shock features included, enabling evaluation of how
forecasts respond to counterfactual future shock trajectories. All scenario-based sensitivity
analyses are conducted on the same validation and test splits to ensure comparability with
baseline results.

Scenario design. Three interpretable scenario classes are considered: (i) zero (remove
future shock effects by setting exogenous inputs to zero), (i1) lastx amplification (scale the
most recent observed shock level by a factor, e.g. 10x), and (iil) constant extreme-value
(fix future exogenous inputs at their historical maxima as a stress test). These scenarios
are not intended as causal interventions; they provide controlled perturbations to probe
counterfactual model behaviour.

Robustness diagnostics. Forecast deltas are reported under each scenario and direc-

tional consistency is summarised via the sign distribution of A(k) across the horizon.

169



Chapter 5. Variable-Horizon Forecasting

5.6.6.1 Accuracy with and without exogenous shocks

Models trained with and without exogenous shock inputs are compared at daily and
hourly resolutions, using a 96-step input and 96-step prediction window. When shocks are
included, contemporaneous raw indicators only are used: a policy-related travel-restriction
channel and a public-health stress channel, aligned with each time step, with no explicitly
constructed lagged shock features in the runs reported here. The no-shock baseline omits
both channels from the model input.

Table[5.10|reports MAE/MSE on validation and test splits for the with-shock configur-

ation (both raw channels) against this no-shock baseline.

Table 5.10: Forecasting accuracy comparison across temporal resolutions (96-step horizon): no
exogenous shock inputs vs. both contemporaneous raw shock channels.

MAE MSE
Resolution Split

Without Exog With Exog Without Exog With Exog

Validation 0.544 0.493 0.521 0.435
Daily
Test 0.573 0.503 0.544 0.435
Validation 0.144 0.142 0.035 0.034
Hourly
Test 0.150 0.144 0.050 0.046

Figure [5.§] visualizes the accuracy comparison across temporal resolutions, showing
both MAE and MSE for models with and without exogenous features. For daily resolution
(panel a), both MAE and MSE show clear improvements when exogenous features are
included: MAE decreases from 0.573 to 0.503 (12.2% improvement), while MSE decreases
from 0.544 to 0.435 (20.0% improvement). The larger relative improvement in MSE
suggests that exogenous features help reduce both the magnitude and variance of errors,
with the variance reduction being particularly pronounced.

For hourly resolution (panel b), the improvements are smaller in relative terms but still
meaningful: MAE decreases from 0.150 to 0.144 (3.7% improvement, calculated from

source data), while MSE decreases from 0.050 to 0.046 (8.0% improvement). The smaller
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Figure 5.8: Forecasting performance comparison across temporal resolutions. Panel (a) shows
Daily resolution with MAE and MSE for models with and without exogenous features. Panel (b)
shows Hourly resolution with MAE and MSE. Hourly models achieve lower absolute error while
daily models show larger relative improvements from exogenous features.

relative improvements at hourly resolution may reflect the already lower baseline error,
making further improvements more challenging. However, the absolute error values are
substantially lower at hourly resolution (MAE: 0.144 vs. 0.503 for daily), indicating that
finer temporal granularity provides inherent advantages for forecasting accuracy.

Two observations merit attention. First, accuracy gains are stronger at daily resolution
despite hourly models achieving lower absolute error (test MAE: 0.144 vs. 0.503), suggest-
ing that exogenous information provides greater relative benefit when temporal aggregation

smooths short-term dynamics. Second, the consistent improvement across validation and

test splits indicates robust generalisation of the exogenous feature contribution.

5.6.6.2 Computational Complexity Analysis

The computational complexity of our method scales favourably with the horizon length
due to patch-level operations. For a forecast horizon H and patch length p, the number
of autoregressive steps is K = [H/p], which is substantially smaller than H for typical
patch sizes (e.g., p = 7 for daily data reduces 192 steps to 28 patch-level steps). This
reduction in rollout steps directly translates to lower computational cost and reduced error

accumulation.

171



Chapter 5. Variable-Horizon Forecasting

Training complexity is O(N - | Hain| - K - dmode1), Where N is the number of training

samples, | #{in| is the number of training horizons, K is the average number of patch steps,

and diodel is the model embedding dimension (consistent with the notation in Section [5.4).
The variable-horizon training adds a factor of |7#,;,| compared to fixed-horizon training,
but this is typically small (e.g., 4 horizons) and is offset by the benefit of a single model
handling all horizons.

Inference complexity is O(K - dmoder) per forecast, independent of the number of
horizons the model was trained on, making it efficient for deployment scenarios requiring
multiple horizon predictions.

Table summarises computational costs for Patch-AR with and without exogen-
ous features. Incorporating exogenous features increases training time by 11-22% with
minimal parameter growth (< 0.1%). Notably, hourly models exhibit a 13.5% inference
speedup despite increased training time, suggesting that exogenous conditioning signals
improve inference efficiency. The modest computational overhead is justified by accuracy
improvements, particularly at hourly resolution where inference efficiency also improves.

The efficiency analysis reveals interesting resolution-dependent patterns. Daily models
show a larger training time increase (22.0%) compared to hourly models (11.2%), likely
due to the relative simplicity of daily patterns requiring more training iterations to learn
exogenous dependencies. Conversely, hourly models benefit from an inference speedup
(13.5% reduction in inference time), possibly because exogenous conditioning provides
stronger signal-to-noise ratios that enable faster convergence during autoregressive rollout.
The parameter count remains essentially unchanged (< 0.1% increase), confirming that
exogenous integration is achieved through efficient latent conditioning rather than architec-
tural expansion. These efficiency characteristics make the method practical for deployment

scenarios where both accuracy and computational cost matter.
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Table 5.11: Computational efficiency comparison across resolutions and models. Inference time is
for a single 96-step prediction. Parameter counts are in millions (M).

Resolution  Model  Training Time (s) Inference (s) Params (M) Epochs

Daily w/o Exog 16.93 1.37 60.84 6
Daily w/ Exog 20.66 (+22%) 1.60 (+17%) 60.87 7
Hourly w/o Exog 640.92 28.98 60.86 14
Hourly w/ Exog  712.84 (+11%) 25.06 (-14%) 60.91 16

5.6.6.3 Directional Response under Scenario Perturbations

The sign distribution of forecast deltas is examined under each scenario to understand
whether models respond coherently to scenario perturbations. Figure [5.9] visualizes the
proportion of forecast steps with negative, zero, and positive deltas for each scenario type,
revealing clear resolution-dependent patterns.

For daily models (Figure[5.9a)), the sign distributions vary substantially across scenarios.
Under the zero scenario (removal of exogenous effects), 62.2% of steps show positive
deltas, indicating that removing exogenous information generally increases forecasts, while
only 30.6% show negative deltas. This pattern suggests that exogenous information at daily
resolution tends to suppress forecasts, so removing it leads to higher predictions. Under
the lastx scenario (amplification), the pattern reverses: 60.4% of steps show negative deltas
and 32.3% show positive deltas, indicating that amplifying exogenous shocks generally
decreases forecasts. The constant scenario shows a similar pattern to lastx (65.6% negative,
26.7% positive), suggesting that extreme-value scenarios produce consistent directional
responses.

For hourly models (Figure [5.9b), the sign distributions show much stronger directional
consistency. Under the lastx scenario, 80.7% of steps show negative deltas and only
2.6% show positive deltas, demonstrating highly coherent responses to amplification. The
constant scenario shows similar coherence (77.6% negative, 5.7% positive), while the zero
scenario shows the opposite pattern (14.1% negative, 69.3% positive), consistent with the
daily pattern but more pronounced.

These patterns indicate that hourly forecasts exhibit stronger directional consistency
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than daily forecasts under amplification/stress-test scenarios, reflecting the finer temporal
resolution providing more direct coupling between exogenous shocks and forecast traject-
ories. The high proportion of negative deltas under amplification scenarios (80.7% for
hourly lastx) suggests that hourly models interpret amplified shocks as demand-reducing

factors, producing coherent downward adjustments in forecasts.
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Figure 5.9: Delta sign proportions for daily and hourly models on the test split. Each bar shows
the proportion of forecast steps with negative, zero, and positive deltas under different scenarios
(zero, lastx, constant).

The quantitative diagnostics above are computed in the offline evaluation pipeline
described in this subsection. Figure illustrates a prototype interactive view of the
same scenario-based workflow for airport passenger throughput: users can configure
shock scenarios (consistent with the zero, lastx, and constant stress-test classes), compare
baseline versus scenario forecast traces, and inspect summary sensitivity indicators side by
side. The screenshot is intended as a deployment-oriented mock-up, it does not introduce

additional experiments beyond the protocol and metrics already reported.

174



Chapter 5. Variable-Horizon Forecasting

nD'?
E]

ul Paper 2: Scenario-Based Sensitivity
Analysis

Scenario Comparison

Configuration

Scenario Comparison Table

Dataset Forecast Overlays

Baseline and Scenario Forecasts Overlay (LAX)

i “N Y S S ==
split ' Y ' (VAT N ! \ e
' . ) N 1 e

Figure 5.10: Interactive scenario-based sensitivity analysis interface for airport passenger flow
forecasting. The interface allows users to configure scenarios, visualize forecast comparisons, and
examine sensitivity metrics across different shock conditions.

5.6.7 Additional Accuracy-Related Results
5.6.7.1 Single-Horizon Sanity Runs

To check whether variable-horizon training compromises accuracy at matched horizons,
single-horizon sanity runs are reported and compared with the corresponding variable-
horizon model evaluated at the same horizons (Table[5.12)).

The comparison reveals a small but consistent accuracy trade off. Single horizon
models achieve marginally better performance (for example, daily horizon 96: MSE
0.310 versus 0.325, a 4.6% improvement; hourly horizon 96: MSE 0.100 versus 0.103,
a 3.4% improvement). This trade off is expected because single horizon training allows
the model to specialize for a specific forecast length. However, the performance gap is
modest (typically less than 5%). The practical benefits of variable horizon training, namely
allowing a single model to handle multiple horizons without retraining, outweigh this small
accuracy cost. The consistency of this pattern across both daily and hourly resolutions
suggests that the trade off is inherent to the variable horizon training objective rather than

specific to a particular resolution.
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Table 5.12: Variable-horizon versus single-horizon training at matched horizons. Variable-horizon
results are taken from Table[5.2]

Granularity Horizon Variable-horizon Single-horizon

MSE MAE MSE MAE

Daily 96 0325 0406 0310 0.399
96 0.103  0.204 0.100 0.202
Hourly
192 0.114 0213  0.113 0.212

5.7 Analysis and Discussion

5.7.1 Why Variable-Horizon Training Works

Variable-horizon training mitigates horizon specialisation that commonly arises when
models are optimised for a single fixed forecast length. By sampling horizons during
training, a single model is encouraged to learn latent dynamics that transfer across rollout
lengths rather than relying on horizon-specific mappings. Patch-level representations
plausibly support this transferability because each patch summarises a local window, so
the same latent dynamics can be unrolled for different numbers of patch steps without
relabelling the patch content by horizon. Empirically, one variable-horizon model remains
competitive across the horizon grids reported for Patch-AR (Table[5.2). At the matched
horizons in Table dedicated single-horizon training is only marginally stronger,
indicating a modest accuracy cost for horizon-agnostic training in this comparison (as

detailed in the Single-Horizon Sanity Runs discussion).

5.7.2 Role of Semantic Anchoring

Semantic anchoring contributes to both predictive performance and interpretability. In

the concept ablation study (Figure[5.4} Tables[5.5and [5.6), predefined concepts match or
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improve on the learned-concept and no-concept variants at every reported horizon, with the
hourly horizon 96 case showing no numerical separation between variants and larger gaps
emerging at longer horizons. This pattern is consistent with semantic anchoring acting as a
stabilising inductive bias during long autoregressive rollouts where explicit concepts matter
most. For interpretability, concept scores are stable across reruns and small perturbations
(Table and show statistically supported association with simple patch-level statistics
(Tables and Figure[5.7), supporting their use as human-readable explanations of

patch-level dynamics.

5.7.3 Robustness under Exogenous Shocks

Exogenous features improve test-set point accuracy at both resolutions (Table [5.10), while
scenario perturbations reveal resolution-dependent response patterns. Using delta sign
proportions as a diagnostic (Figure [5.9), hourly forecasts exhibit markedly stronger direc-
tional consistency under amplification and stress-test scenarios, whereas daily forecasts
show more mixed responses. Taken together, this is consistent with temporal resolution
shaping how exogenous information is reflected in rollout behaviour under the scenarios
used here, and supports reporting scenario-based robustness diagnostics alongside point

accuracy when shocks are a concern.

5.8 Conclusion

This chapter studies long-horizon forecasting by learning patch-level latent dynamics under
a variable-horizon training objective, so one model can be rolled out to multiple forecast
lengths within the horizon grids used for training and evaluation without retraining. On
Top-20 U.S. airports, Patch-AR matches or improves on an iDecPred baseline across the
reported daily and hourly horizons. In addition, a matched-architecture ablation that differs
only in the autoregressive mechanism shows materially lower MSE for patch-level rollouts

than for single-step autoregressive rollouts, with the gap increasing toward longer horizons.
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Semantic anchoring regularises patch embeddings against concept embeddings from a
frozen language model used as a semantic reference, not as a forecaster. In the reported
concept ablations, predefined concepts match or improve on learned-concept and no-
concept variants at each evaluated horizon, with negligible separation at short horizons
(including tied metrics for all variants at hourly horizon 96) and larger differences emerging
at longer horizons. Separate diagnostics indicate stable concept rankings under rerun and
small input noise and statistically supported rank association with simple patch-level
statistics.

For settings with exogenous shock covariates, test-set accuracy is reported with and
without exogenous inputs, and responses of step-wise forecast deltas to counterfactual
future exogenous paths are summarised. Under the scenarios implemented here, hourly
forecasts display more directional consistency in those deltas than daily forecasts, whereas
claims about operational robustness would require additional criteria and external validation
beyond this case study.

The present implementation adopts a fixed patch length, which may limit its ability
to capture temporal heterogeneity in real-world time series. Adaptive or multi-scale
patchification offers a promising extension for modelling such variability [4,3]]. Evaluating
and integrating these mechanisms within the Patch-AR framework remains an important

direction for future work.
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Conclusions and Future Work

This thesis addresses explainable multivariate time-series forecasting with an emphasis
on airport passenger flow and related high-dimensional forecasting problems. Across
the thesis, four complementary contributions are made: (i) post-hoc explainability meth-
ods for forecasting models, (ii) saliency post-processing strategies to improve human
interpretability and practical usefulness, (iii) intrinsically interpretable forecasting via
explicit component decomposition, and (iv) forecasting with variable-horizon patch-level
dynamics, augmented with concept-based interpretability and scenario-based robustness
diagnostics under exogenous-shock trajectories.

Rather than advocating a single explanation technique, evidence in this thesis suggests
that explanation quality is context-dependent within the evaluated settings: it varies with
temporal pattern characteristics, model architecture, explainer choice, and the operational

question being asked (diagnosis, justification, or scenario sensitivity).

6.1 Comparison of Explainability Paradigms

Throughout this thesis, the term explainability is used in a technical sense and takes
different forms depending on the chapter; the following comparison summarises the kind
of explanation offered by each contribution.

The thesis considered three complementary paradigms for explaining forecasts:

* Post-hoc feature attribution (saliency). Gradient-based and model-agnostic meth-
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ods can highlight input features (and time steps) tied to forecasts. Chapter 2] found
architecture- and regime-dependent behaviour without a uniformly best explainer.
Deletion AUC yielded a comparative explainer ranking that showed empirical asso-
ciation with predictive error under the fixed masking conditions used in that chapter,
but is sensitive to the masking strategy. Common baselines (e.g., zero replacement)
can introduce distribution shift and artefacts, so the metric reflects responses to

perturbations rather than true feature removal.

* Post-processed saliency for human readability and reuse. Chapter |3| demon-
strated that raw saliency outputs can be dense and noisy in multivariate forecasting
(especially with sliding-window inputs). By enforcing sparsity and normalisation
and optionally aligning saliency back to the original time axis, explanations can
become more interpretable and can also be leveraged for downstream gains (e.g.,
saliency-guided augmentation and transferring informative structure to simpler mod-

els).

* Intrinsic interpretability through structured forecasting models. Chapter
introduced iDecPred, which produces explicit trend, seasonal, and residual compon-
ents as part of the forecasting process. This shifts interpretability from post-hoc
attribution to a structured representation that supports transparent diagnostics and

component-wise inspection.

In addition, Chapter [S|explored concept-based interpretability via semantic anchoring
of latent patch dynamics. The key takeaway is that semantic descriptions can offer stable,
high-level characterisations of model behaviour, but do not constitute causal or feature-

importance explanations without additional validation.
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6.2 Key Lessons for Explainable Time-Series Forecasting

Synthesising evidence across chapters reveals three recurring but misaligned objectives:
predictive accuracy, attribution faithfulness, and operational utility. Chapter 2] shows weak
coupling between test error and oracle explainability in synthetic settings, indicating that
accuracy is a poor proxy for explanation quality. This necessitates combining oracle-
grounded evaluation with behavioural probes on real data, as plausible saliency does not
imply correctness. Under distributional uncertainty, Chapter [5| further augments error-
based evaluation with scenario-based sensitivity (e.g., forecast deltas and directional
consistency), capturing aspects of robustness not reflected in point metrics. Consequently,
the relative emphasis on these objectives should be task-dependent (e.g., debugging, insight,

communication, auditing, or scenario planning).

* No single explainer is universally reliable. Explanation behaviour depends on
temporal structure, model class, and the operational question. Explainers should
therefore be selected and validated under conditions that match the intended deploy-

ment (data distribution, horizon, and decision context).

* Interpretability should be matched to the decision abstraction. When local-
ised attribution is required, sparsified and temporally aligned saliency can improve
readability. When stakeholders require structured reasoning about dynamics, intrins-
ically interpretable formulations (e.g., decomposition into trend/seasonal/residual

components) provide a more appropriate level of abstraction.

* Interpretability and accuracy are not inherently a zero-sum trade-off. If
interpretability-oriented constraints are aligned with the forecasting task (e.g., enfor-
cing readable saliency structure or using explicit component decompositions), they
can preserve, and in some settings modestly improve, forecast accuracy; however,
such benefits are not guaranteed and should be established empirically for each

deployment context.
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* Patch-level autoregressive strategies show improved long-horizon behaviour.
Empirical results indicate that patch-level rollouts produce more coherent predictions
across extended horizons than single-step autoregressive schemes, particularly where

error accumulation becomes more pronounced.

* Robustness under uncertainty is not well captured by single-point error metrics.
Evaluation based on fixed test targets can obscure how forecasts respond to plausible
variations in future conditions. Scenario-based sensitivity analysis (e.g., directional
consistency) provides a more informative way to assess model behaviour under

distributional uncertainty.

6.2.1 Implications for Real-World Deployment

For airport passenger flow forecasting, these insights lead to the following practical

recommendations for deployment:

* Tie explanations to operational questions. Explanations should be elicited and
reported in service of specific tasks, such as peak diagnosis, detection of spurious

seasonal proxies, and sensitivity of forecasts under plausible disruption scenarios.

* Prioritise auditability in high-stakes workflows. Structured outputs (e.g., compon-
ent decompositions) and scenario-based sensitivity diagnostics are often easier to

review, communicate, and operationalise than dense attribution heatmaps.

» Evaluate robustness with explicit futures. When future exogenous trajectories are
uncertain, robustness should be characterised by comparing forecasts across a set of

plausible scenario trajectories rather than assuming a single “correct” future path.

More broadly, these implications support a pragmatic approach for transportation
decision-making: pair strong predictive models with explanations and diagnostics that are
verifiable, decision-relevant and compatible with the risk and accountability requirements

of the deployment setting.
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6.3 Limitations

This thesis has several limitations that motivate follow-up research:

* Scope of explainers and metrics. The empirical studies prioritise widely used
post-hoc explainers and standard evaluation metrics. Consequently, forecasting-
specific or time-series-native explainers were not included in the evaluation, and
the behavioural metrics used for real-world datasets are generally not specifically

designed for forecasting settings [7, 1, 5]].

* Temporal-structure preservation in evaluation. Perturbation-based evaluations
and masking strategies can inadvertently distort temporal dependence, including
autocorrelation, seasonality, and cross-variable coupling. This may introduce dis-
tribution shifts that confound both faithfulness tests and robustness assessments,
motivating evaluation protocols that better preserve plausible temporal structure
under interventions, as well as explanation methods that explicitly constrain perturb-

ations to remain locally and temporally plausible [6), 3].

* Human-centred validation. The thesis focuses primarily on technical evalu-
ation and diagnostic analyses. Additional user studies with domain experts would
strengthen claims about decision utility, usability, and trust calibration in operational

forecasting settings [4, 2].

* Limits of concept-based explanations. Concept scores provide stable semantic
descriptions but do not constitute causal attributions or reliable importance measures.

Additional validation is required to establish causal interpretability.

6.4 Future Research Directions

Building on the findings of this thesis, several directions emerge that extend current
explainability approaches in time-series forecasting while remaining grounded in the

empirical observations of Chapters [2H3]
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* Forecasting-aware explanation methods grounded in temporal structure.
Chapters show that existing explainers and post-hoc pipelines do not explicitly
account for temporal dependence, feature redundancy, or sliding-window represent-
ations. Future work should develop methods that operate on forecasting-specific
structures (e.g., rollout trajectories and patch-level dynamics) and explicitly model

temporal dependencies, rather than treating inputs as independent features.

* Faithfulness metrics robust to perturbation artefacts and temporal distortion.
Results in Chapter 2] indicate that deletion-based metrics are sensitive to masking
strategies that may not represent a true absence of information. Common baselines
(e.g., zero replacement) can induce distribution shift and artefacts, motivating eval-
uation protocols that preserve plausible temporal structure under intervention and

better reflect failure modes in multi-step forecasting.

* Bridging post-hoc and intrinsic interpretability. Chapters [3] and [] highlight
complementary strengths between post-hoc saliency and intrinsically interpretable
models. Hybrid approaches that combine structured decomposition with feature-level
attribution could support both faithful explanations and interpretable component-

level reasoning within integrated or hybrid frameworks.

* From semantic descriptions to validated concept-level explanations. Chapter [5]
shows that semantic anchoring provides stable, high-level characterisations of latent
dynamics, but remains descriptive rather than causal. Future work should develop
validation protocols and intervention-based methods to connect concept-level repres-

entations with causal or counterfactual interpretations.

* Robustness evaluation under structured scenario models. Scenario-based sens-
itivity analysis offers a more informative view of robustness under uncertain exo-
genous inputs (Chapter [5). Extending this approach to richer scenario generators

(e.g., policy interventions, demand shocks, or capacity constraints), combined with
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uncertainty quantification, can enable more realistic and actionable robustness as-

sessments.

* Human-centred evaluation and decision integration. While this thesis focuses
on technical evaluation, the ultimate value of explanations lies in their role in
decision-making. Future work should investigate how different explanation forms
(e.g., saliency, decomposition, and scenario-based diagnostics) influence human

understanding, trust calibration, and operational decisions in real-world settings.
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Abstract

The COVID-19 pandemic generated a large and sudden information shock that coincided
with sharp declines in airport passenger flow, often preceding formal policy interventions.
This study examines heterogeneous passenger flow responses and recovery dynamics using
daily passenger throughput data for the 20 busiest U.S. airports and GDELT-based indices
capturing health-related and control-related aviation news. Anticipatory passenger flow
declines are documented, with passenger volumes beginning to fall in 2020 early March,
prior to major policy escalations in mid-March. An exposure-interaction framework with
airport and date fixed effects shows that health-related information is associated with
larger passenger flow reductions at airports with higher international exposure, while
control-related information is associated with relatively higher passenger flow in later peri-
ods. Recovery analysis reveals persistent heterogeneity: airports with higher international
passenger shares display lower recovery levels across early, mid, and late stages, with the
strongest correlation observed during the mid-recovery period (90-120 days). Early recov-
ery speed is negatively associated with international exposure, contributing to recovery
gaps that persist through day 180. Airport size shows positive but imprecise associations
with recovery, whereas international exposure remains a robust correlate across multiple
robustness checks. Overall, the findings indicate that recovery patterns are consistent with
a trade-off between exposure and capacity, and suggest that uniform policy responses may

be less well aligned when passenger flow adjustments precede formal interventions.

A.1 Introduction

The COVID-19 pandemic triggered the most severe disruption of global air travel since

the Second World War, leading to an abrupt collapse in passenger flow and exposing
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structural vulnerabilities in air transportation systems [1, 9]]. Existing research has docu-
mented widespread connectivity losses and highly uneven recovery patterns across airline
networks and airports [16]. While this literature has substantially advanced understanding
of infrastructure performance and operational resilience [[17,22], less is known about how
information environments, shaped by public discourse on health risks and control measures,
influence heterogeneous passenger flow responses and recovery trajectories across major
airports.

A growing body of work has examined aviation passenger flow reductions during the
COVID-19 pandemic and the role of policy interventions, epidemiological indicators, and
mobility restrictions. However, two limitations remain. First, evidence from mobility
and consumption behaviour suggests that individuals often respond to perceived risk and
information before formal policies are implemented [4]. If airport passenger flow reacts
anticipatorily to information shocks, policy responses based solely on observed passenger
flow declines may be systematically mistimed. Second, despite facing broadly similar
national conditions, airports experienced markedly heterogeneous passenger flow shocks
and recovery paths during the pandemic. The mechanisms underlying this heterogeneity
remain insufficiently understood.

This study argues that these divergent outcomes reflect the interaction between national
information shocks and airport structural characteristics. The COVID-19 pandemic is
conceptualised as a large-scale information shock transmitted through mass media coverage
and public discourse, altering perceived health risk and uncertainty associated with air
travel [18]]. While all airports are exposed to a common national information environment,
their passenger flow responses may differ systematically depending on structural exposure
and recovery capacity. In particular, airports with greater international passenger shares
may be more sensitive to global health-related information and cross-border uncertainty,
whereas airport size may proxy for recovery capacity through network redundancy and
operational flexibility [S]].

To examine these mechanisms, daily passenger throughput data for the 20 largest U.S.
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airports from 2019 to 2020 are combined with national aviation-related information indices
constructed from the Global Database of Events, Language, and Tone (GDELT) [7]. Health-
related information is distinguished, capturing perceived epidemiological risk, from control-
related information, reflecting coverage of travel restrictions and operational controls [18]].
Because these indices are constructed at the national level, they characterise a common
information environment while allowing identification of heterogeneous airport responses
driven by differences in exposure and capacity, consistent with exposure interaction designs
used in related empirical work [8]].

The empirical analysis proceeds in three steps. First, using an event study framework,
the temporal relationship between information shocks, policy interventions, and airport
passenger flow is documented, showing that passenger declines precede major policy
escalations. Second, an exposure interaction model with airport and date fixed effects is
estimated to identify heterogeneous passenger flow responses to information shocks under
a common national environment. Third, recovery dynamics are analysed using multiple
complementary metrics to assess how structural characteristics shape both the depth of the
initial shock and subsequent recovery trajectories.

The results reveal four main findings. First, passenger volumes decline sharply in
advance of major policy interventions, consistent with information-driven anticipatory
behaviour. Second, airports with higher international exposure experience significantly
larger passenger flow reductions in response to health-related information and persistently
slower recovery across multiple stages. Third, control-related information is positively
associated with passenger flow during later recovery phases, particularly for internationally
exposed hubs. Fourth, airport size exhibits weaker and less precisely estimated effects,
suggesting that exposure-related vulnerabilities dominate early recovery dynamics.

Taken together, these findings highlight the importance of information-driven behavi-
oral responses prior to policy implementation and their implications for recovery dynamics.
While existing work has largely focused on the effects of policy interventions, it is doc-

umented that demand adjustments begin earlier and are systematically shaped by the
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interaction between information shocks and airports’ international exposure. Airports more
exposed to international traffic respond more strongly to health-related information, leading
to sharper initial declines. Importantly, these early responses have persistent consequences:
they translate into heterogeneous recovery paths, suggesting that initial information-driven
shocks play a central role in generating medium-run divergence across locations.

The remainder of the paper is organised as follows. Section[A.2]reviews the related lit-
erature on aviation passenger flow shocks, information effects, and structural vulnerability.
Section [A.3] describes the data sources and empirical strategy. Section [A.4] presents the
empirical results. Section [A.5]discusses implications for resilience and policy design, and

Section concludes.

A.2 Related Work

This study builds on and contributes to three related strands of literature: aviation passenger
flow shocks and recovery dynamics, information effects and anticipatory behaviour in
transportation passenger flow, and international exposure, airport structure, and vulnerabil-
ity. Together, these literatures provide important context for understanding how large-scale
disruptions affect airport passenger flow and recovery [12, 17], while also highlighting

gaps that motivate the present analysis.

A.2.1 Aviation Demand Shocks and Recovery Dynamics

A substantial body of research has examined the impacts of major shocks on aviation
passenger flow, including terrorist attacks, financial crises, natural disasters, and public
health emergencies [12, [11} [3, 24, [16]. Early studies of events such as the September
11 attacks documented sharp passenger flow contractions followed by gradual recovery,
emphasising the role of security concerns and policy responses [[11}10]. Subsequent work
extended this perspective to economic shocks, showing that macroeconomic downturns

and fuel price volatility can generate prolonged effects on airport passenger flow [3, 2].
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More recent research has focused on the COVID-19 pandemic, documenting unpre-
cedented declines in passenger volumes across global aviation networks. Studies have
linked passenger flow reductions to mobility restrictions, border closures, and epidemi-
ological indicators such as infection rates and fatalities. At the airport and airline levels,
empirical analyses have highlighted substantial heterogeneity in the depth of passenger
flow decline and the pace of recovery, often attributing these differences to market struc-
ture, route composition, and network connectivity [16]. This work provides important
insights into structural recovery patterns but places less emphasis on the role of information
environments and behavioural passenger flow responses.

Despite these advances, much of the aviation shock literature treats recovery as an
aggregate outcome, commonly measured as the time required to return to pre-shock
passenger flow levels [17]. Such measures abstract from the dynamic and stage-dependent
nature of recovery processes. Emerging work in transportation resilience emphasises
that recovery is path dependent, with early recovery dynamics playing a disproportionate
role in shaping longer-term outcomes [14, [19]. However, empirical applications of this

perspective to aviation, particularly using high-frequency data, remain limited.

A.2.2 Information Effects and Anticipatory Behaviour in Transporta-
tion

A parallel literature in transportation economics and behavioural research highlights the
role of information in shaping travel decisions [13} 23]]. Travellers respond not only to
prices and constraints but also to perceptions of risk, uncertainty, and service reliability,
which are often mediated by information flows. Evidence from various transportation
contexts shows that information availability and framing can significantly influence travel
behaviour, especially during disruptive events.

Several studies emphasise anticipatory behaviour, whereby individuals adjust travel
decisions in advance of realised constraints based on expectations formed through media

coverage and public discourse [6]. During the COVID-19 pandemic, health-related news
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coverage and risk communication intensified rapidly, and a growing number of studies
have linked media attention to changes in mobility patterns and consumer behaviour [18]].
These findings suggest that information can influence behaviour independently of, and
sometimes prior to, formal policy interventions.

However, much of this literature is conducted at aggregate spatial scales and focuses
on general mobility rather than aviation-specific outcomes. Moreover, information effects
are often inferred indirectly and rarely measured using systematic, time-varying indicators.
As a result, it remains difficult to isolate the contribution of information environments to

airport passenger flow separately from policy measures and epidemiological conditions.

A.2.3 International Exposure, Airport Structure, and Vulnerability

A third strand of literature examines how structural characteristics shape vulnerability and
resilience in transportation systems. In aviation, international connectivity has long been
recognised as a source of both opportunity and risk. Airports with extensive international
networks benefit from higher passenger flow potential but may also be more exposed to
global shocks and cross-border uncertainty.

Empirical studies during the COVID-19 pandemic show that internationally connected
airports and airlines were disproportionately affected by border closures and international
travel restrictions. At the same time, international hubs are often large airports with
diversified networks and greater operational resources, which may support recovery once
constraints are lifted [[17,5]. The net effect of international exposure and airport size on
recovery therefore remains theoretically ambiguous.

Existing studies often examine international exposure and airport size separately,
without explicitly modelling their joint effects [[15]. This limits understanding of how ex-
posure and capacity interact to shape recovery trajectories. Moreover, few studies consider
how these structural characteristics interact with information environments, despite the
likelihood that internationally exposed airports are more sensitive to global information

flows and risk perceptions.
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A.3 Data and Empirical Strategy

This section describes the data sources, construction of key variables, and empirical strategy
used to examine heterogeneous passenger flow responses and recovery dynamics under a
common information shock. Our approach combines high-frequency airport-level passen-
ger flow data with national measures of aviation-related information exposure, allowing us
to study both the timing of passenger flow responses and cross-airport heterogeneity in
impact and recovery.

Figure [A.1] summarises the construction of key variables and the empirical design.
Aviation-related information indices are constructed from national GDELT news coverage
and are common across airports [7]. Airport passenger throughput and structural character-
istics are measured at the airport level [21]]. Identification of heterogeneous passenger flow
responses relies on interactions between national information indices and pre-pandemic
airport characteristics under airport and date fixed effects.

A\ 4

Hourly, Airport-level, International Share & Size

2019-2025, FOIA EiElr GavErEee Pre-Pandemic
Demand Normalization News Index Construction Variable Definition
(Relative to Pre-Shock) (Health vs Control) (Exposure & Capacity)

Recovery Analysis

! (Level & Speed & Event Studies Fixed Effect Models

Clustering) (Timing & Trends) (Interaction with Exposure)

Figure A.1: Data construction and empirical framework. This figure illustrates the data sources
(airport throughput, GDELT news articles, policy timeline), data processing steps (normalisation,
filtering), construction of information indices (health and control), airport structural attributes
(international exposure and size), and the empirical framework (event study, exposure-interaction
fixed effects models, and recovery analysis).
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A.3.1 Dataset Construction
A.3.1.1 Airport Passenger Throughput

Daily passenger throughput data are used for the 20 largest commercial airports in the
United States [20]. The sample period spans January 1, 2019 to December 31, 2020,
covering a full pre-pandemic baseline year and the initial pandemic shock and recovery
period. Focusing on the largest airports ensures consistent data availability and captures
the majority of U.S. passenger traffic, while also limiting heterogeneity driven by very
small or seasonal facilities.

Figure [A.2]shows the geographic distribution of the study airports across the United
States, with airports coloured by their international passenger share in 2019 and sized
by their recovery capacity (measured as average normalised passenger volume over days
30-180 post-shock). The map illustrates the spatial coverage of our sample, which includes
major hubs across all regions of the country. This geographic diversity helps ensure that
our findings are not driven by region-specific factors. The visualisation also suggests a
negative association between international exposure and recovery capacity, consistent with
the main results.

The primary outcome variable is the daily passenger volume at airport i on day ¢. To
facilitate comparisons across airports of different sizes and to focus on relative changes,

passenger volumes are normalised using a pre-shock baseline mean:
Vi

Vie, Vy= il (A.1)
|%re7i’ ke; A l,k it ‘/ipre

/Pre __
Vi =

Here k indexes relative event time, and Z,; denotes the set of pre-shock event days
k € [-60,—30] for airport .
The normalised throughput V;, is used for descriptive comparisons and recovery metrics
(e.g., recovery levels, recovery speed, and dynamic correlations across recovery stages).
For the fixed-effects regressions and shock—demand timing analyses (including lead—lag

correlations), the dependent variable is log(1 + Vj; ), where Vj, denotes raw daily passenger
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Figure A.2: Geographic distribution of study airports: international exposure and recovery capacity.
Colour indicates international passenger share in 2019 (redder = higher exposure), and marker size
indicates recovery capacity (measured as average normalised passenger volume over days 30-180
post-shock).

throughput.

A.3.1.2 Information Shock Measures from GDELT

To characterise the information environment faced by travellers, daily aviation-related
information indices are constructed using the Global Database of Events, Language, and

Tone (GDELT) [77].

Two types of information are distinguished:

* Health-related information, capturing coverage of epidemiological risk.

* Control-related information, capturing coverage of travel restrictions and operational

controls.

Health-related articles are identified using keyword combinations that include
pandemic-related terms (e.g., “COVID-19”, “coronavirus”, “pandemic”, “outbreak™)
together with aviation-related terms (e.g., “airport”, “airline”, “flight”). Control-related
articles are identified using keywords related to restrictions and interventions (e.g., “travel

2 ¢

ban”, “lockdown”, “quarantine”, “flight suspension”), again restricted to aviation contexts.
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For each day ¢, the share of health-related (or control-related) aviation articles is com-
puted relative to the total number of aviation-related articles, and each index is standardised
to have mean zero and unit variance. The resulting standardised series are denoted by H;
(health-related) and C; (control-related). In addition, an aggregate aviation information
index, denoted by S;, is constructed, which is used to summarise overall information
pressure and to define the national shock peak.

Figure illustrates the evolution of these indices. Health-related information rises
earlier and more gradually, while control-related information increases more visibly in
early March. Although both indices peak around mid-March, their temporal evolution
differs in terms of onset and growth dynamics. These indices are constructed at the national
level and are common to all airports. Cross-airport differences in outcomes are therefore

attributed to differences in exposure and structural characteristics.

News-based shock decomposition — raw share

— al
ban/policy
—— health

Raw share

[l

2019 2020 2021 2022 2023 2024 2025
Date (UTC)

Figure A.3: News-based shock decomposition. Health-related information rises earlier and more
gradually, while control-related information increases more visibly in early March.

A.3.2 Empirical Design and Identification Strategy

Our empirical design combines descriptive analysis and regression-based estimation to
examine the timing of passenger flow responses, cross-airport heterogeneity, and recovery
dynamics. International exposure is measured as the share of international passengers in
2019 [21], and airport size is measured using total passenger volume in 2019 as a proxy

for recovery capacity.
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A.3.2.1 Timing and Sensitivity to Information Shocks

Event time is defined relative to the peak date of the aggregate information index S;, and
normalised passenger volumes are used to examine timing patterns.

To characterise airport-level sensitivity to information shocks, the following is estim-
ated:

log(1+ Vi) = ;i + BiS; + €, (A.2)

where S; denotes the standardised aggregate aviation information index, and f3; captures

airport-specific sensitivity. These estimates are interpreted as associations.

A.3.2.2 Exposure-Interaction Model and Recovery Analysis

To examine heterogeneous responses under a common information environment, the

following is estimated:

log(14+ Vi) = a; + & + ¢ (Hy X Intl;) + ¢c(C; X Intl;) + €. (A.3)

Date fixed effects absorb common shocks, so identification comes from cross-airport
differences in exposure. This specification is extended by interacting information with
airport size.

Finally, additional exploratory analyses are conducted to examine recovery patterns,
including clustering airports based on sensitivity and recovery performance and analysing
associations between exposure and recovery metrics computed from V;;. These analyses

are descriptive and not used for causal interpretation.

A.4 Results

This section presents the empirical results in four parts. First, the timing of information
shocks and passenger flow responses is documented, showing that demand adjustments

begin during the buildup of information shocks and prior to major policy interventions.
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Then, it is examined whether these responses vary systematically across airports with dif-
ferent levels of international exposure. Next, exposure—information interaction effects are
estimated using fixed effects models to identify differential sensitivities under a common
national information environment. Finally, it is analysed how these initial differences trans-
late into heterogeneous recovery dynamics across airports, and the roles of international

exposure and airport size are assessed across different recovery stages.

A.4.1 Timing of Information Shocks and Demand Responses

The temporal alignment between information shocks, policy interventions, and passenger
flow dynamics is first examined. Figure plots the standardized information indices
constructed from GDELT data, including health-related and control-related components,
as well as their aggregate measure. The aggregate index rises throughout early March and

reaches its peak on March 15, 2020.
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Figure A.4: Standardized health-related and control-related aviation information indices over time.
Health-related information rises earlier and exhibits a pronounced increase in early March 2020,
while control-related information remains relatively low through February and increases more
visibly from early March. Both indices reach their peak around mid-March, though their temporal
evolution differs in terms of onset and growth dynamics.

Health-related information exhibits an earlier and more gradual evolution. The index is
already elevated relative to its baseline from late January onward, and displays a distinct

upward shift around March 5, indicating a sharp increase in perceived epidemiological
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risk during this period. In contrast, control-related information remains relatively low
through most of February and increases more visibly only from early March, with a clear
rise around March 8, closer to the timing of policy announcements.

Passenger flow dynamics show a corresponding early adjustment. National aggregate
passenger volumes, measured as the sum across the 20 largest U.S. airports and smoothed
using a seven-day moving average, begin to decline in early March. Relative to late-
February baseline levels and year-over-year comparisons, passenger volumes fall below
key thresholds (e.g., -5%) around March 2 and -10% around March 6-7.

Importantly, these demand adjustments occur prior to major policy escalations, includ-
ing the U.S. travel restrictions on Europe and the World Health Organization’s pandemic
declaration on March 11, followed by the U.S. national emergency declaration on March 13.
At the same time, passenger volumes begin to weaken during the buildup of information
shocks, preceding the peak of the aggregate index on March 15.

Taken together, these timing patterns suggest that passenger flow responds in advance of
both peak information intensity and formal policy interventions. Moreover, the alignment
between early demand declines and the rise in health-related information—rather than the
later increase in control-related information—is consistent with anticipatory behavioural

responses to perceived health risks and uncertainty.

A.4.2 Differential Sensitivity to Information by International Expos-

ure

It is next examined whether the early demand adjustments documented in Section |A.4.1
vary systematically across airports with different levels of international exposure. Under a
common national information environment, airports may respond differently to information
shocks depending on their structural exposure to global travel risks.

Airport-specific sensitivities to the aggregate information shock are first estimated.
Figure [A.5 summarises the distribution of these sensitivities and relates them to airport

characteristics. The results reveal substantial heterogeneity across airports, with estimated
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coefficients ranging from strongly negative to near zero. Notably, airports with higher
international passenger shares exhibit systematically more negative sensitivity coefficients,
indicating a stronger decline in passenger flow in response to increases in information
intensity. The correlation between international exposure and sensitivity is negative and
statistically significant, suggesting that internationally exposed airports are more responsive

to information shocks.
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Figure A.5: Airport-level sensitivity to information shocks. Panel (a) relates sensitivity estimates
to international passenger share, and panel (b) relates sensitivity to recovery performance. Across
airports, sensitivity coefficients exhibit substantial heterogeneity, ranging from strongly negative to
near zero.

To more formally assess this relationship, fixed effects models are estimated that exploit
cross-airport variation in exposure under a common information environment. Table [A.T]
reports estimates from specifications that interact information indices with international
passenger share while controlling for airport and date fixed effects. The results confirm
that health-related information interacts strongly with international exposure: airports with
higher international shares experience significantly larger declines in passenger volumes in
response to increases in health-related information. By contrast, control-related information
exhibits a positive interaction with international exposure. This pattern is consistent with
recovery-window evidence, where control-related information becomes more prominent
during later stages of the period.

These patterns highlight that different types of information play distinct roles in shaping

passenger flow responses. Health-related information, which captures perceived epidemi-
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Table A.1: Exposure—information interaction fixed effects estimates

Health x Intl Control x Intl

Coefficient —0.464 +0.279
(0.014) (0.012)
p-value < 0.001 < 0.001
R? 0.560
Observations 37,520

ological risk, is associated with sharper demand contractions, especially at internationally
exposed airports. In contrast, control-related information appears to be associated with
stabilisation or partial recovery, potentially reflecting a role in reducing uncertainty during
later stages of the period.

Taken together, these findings provide evidence that passenger flow responses to
information shocks are not uniform, but are systematically shaped by airport-level exposure
to international travel. This heterogeneity is central to understanding how a common
information environment can generate divergent demand responses across locations, and
motivates the subsequent analysis of how these differences translate into heterogeneous

recovery dynamics.

A.4.3 Recovery Dynamics: Persistent but Not Permanent Heterogen-
eity

It is next examined how the heterogeneous responses to information shocks documented in
Section translate into recovery dynamics across airports. In particular, it is assessed
whether early differences in sensitivity to information shocks are associated with persistent
divergence in passenger flow during the recovery period.

Figure shows average recovery trajectories for airports grouped by international
exposure. While all airports experience sharp initial declines, recovery paths diverge
substantially. Airports with lower international exposure recover more quickly and reach

higher fractions of baseline passenger flow, whereas highly exposed airports exhibit
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persistently weaker recovery during the early and middle stages.

Recovery Paths by International Exposure Groups

69 Low International Exposure (n=10)
=== High International Exposure (n=10)
144 ---- Shock peak

Baseline (1.0)

Normalized volume (mean + std)

-25 0 25 50 75 100 125 150 175
Event day
Recovery Gap: High vs Low International Exposure

=== High - Low
95% CI

-0.1 4

Difference in normalized volume (High - Low)

0.2 4

-0.3 4

-25 0 25 50 75 100 125 150 175
Event day

Figure A.6: Recovery trajectories by international exposure group. While both groups experience
sharp initial declines, recovery paths diverge substantially, with lower-exposure airports recovering
faster and reaching higher fractions of baseline passenger flow. High international exposure airports
show persistently lower recovery throughout the recovery period.

This pattern is reflected across multiple recovery metrics. International exposure is
negatively associated with recovery levels throughout the post-shock period, with the
strongest relationship observed during the mid-recovery stage (approximately 90-120 days,
r=—0.739, p = 0.0002). Similarly, early recovery speed is significantly lower for airports
with higher international exposure (r = —0.701, p = 0.0006), indicating that recovery gaps
emerge early and widen during the initial recovery phase.

However, this heterogeneity is not permanent. Extending the analysis to longer horizons
shows that the negative association between international exposure and recovery gradually
weakens over time. While differences remain pronounced within the first year following

the shock, they become smaller and statistically insignificant over longer horizons, as
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passenger volumes across airports converge toward baseline levels. By contrast, airport
size exhibits positive but imprecisely estimated associations with recovery, suggesting
that exposure-related frictions dominate any scale-related buffering capacity within this
sample.

Taken together, these findings suggest that early differences in responses to information
shocks generate persistent but ultimately diminishing divergence in recovery trajectories.
Recovery disadvantages associated with international exposure emerge early, remain
pronounced through the first year, and then gradually attenuate over longer horizons. This
pattern is consistent with path-dependent recovery dynamics in the short to medium run,
combined with convergence as broader economic conditions, policy adjustments, and

evolving travel environments reshape demand over time.

A.4.4 Robustness Checks

A series of robustness checks is conducted to assess the stability of the main findings.
Across all specifications, the results consistently show a negative interaction between
health-related information and international exposure, and a positive interaction between
control-related information and international exposure.

First, the role of time fixed effects is examined. Omitting date fixed effects leads to
larger coefficient magnitudes, reflecting the presence of common time-varying factors, but
does not alter the direction or statistical significance of the estimated interactions. This
indicates that the main results are not driven by aggregate time trends.

Second, robustness to alternative definitions and scaling of international exposure
is tested. Standardising the exposure variable, discretising it into terciles, or excluding
airports at the extremes of the exposure distribution yields consistent estimates, suggesting
that the results are not sensitive to functional form choices or outliers.

Third, the sensitivity of the results to sample period selection is examined. Estimating
the model over alternative time windows—including the full pandemic period, peak impact

period, and extended windows—produces stable and statistically significant interaction
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effects, indicating that the findings are not dependent on a particular sample definition.

Fourth, it is assessed whether the information indices are capturing epidemiological
conditions rather than information effects. Controlling for state-level COVID-19 case
counts interacted with international exposure leads to only modest attenuation of the
estimated coefficients, while the main interaction effects remain statistically significant.
This suggests that the information measures capture distinct signals beyond epidemiological
dynamics.

Finally, placebo tests are conducted by randomly reassigning international exposure
across airports. The resulting placebo coefficients are centred near zero, while the baseline
estimates lie far from this distribution, indicating that the observed effects are unlikely to
arise by chance.

Taken together, these robustness checks confirm that the main findings are stable across
alternative specifications, exposure measures, and sample definitions, and are not driven

by outliers, omitted epidemiological factors, or random variation (Table [A.2).

A.5 Discussion

This study provides a unified perspective on how information environments shape passenger
flow dynamics during large-scale disruptions. Taken together, the results suggest a coherent
mechanism linking information shocks, behavioural responses, and recovery heterogeneity.
Passenger flow begins to decline as health-related information intensifies, prior to both
the peak of the information shock and major policy interventions, indicating anticipatory
demand adjustment. Under a common national information environment, airports with
greater international exposure exhibit systematically stronger responses to health-related
information, leading to sharper initial declines. These early differences translate into
persistent divergence in recovery trajectories, with highly exposed airports recovering

more slowly in the short to medium run before gradually converging over longer horizons.
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Table A.2: Robustness checks: Stability of exposure—information interaction effects across altern-
ative specifications

Specification Health x Intl Control x Intl
Baseline
With Date FE —0.464*** +0.279***
Alternative Specifications
Without Date FE —1.941** +0.495%*
Standardized Exposure —0.059*** +0.038**
Time Windows
Jan—Jun 2020 —0.664*** +0.388***
Feb—May 2020 —0.567*** +0.332%**
Extended Window —0.627** +0.382***
Alternative Exposure Measures
Terciles —0.052*** +0.037**
Exclude Extremes —0.370*** +0.324***

Information vs. Epidemiology
With State Case Controls —0.342%** +0.171%*

Placebo Tests
Placebo p-value < 0.05 < 0.001

Notes: This table reports estimates from exposure—information interaction models under altern-
ative specifications. All models include airport fixed effects. “Standardized Exposure” refers
to using a standardized international passenger share. “Terciles” refers to discretizing exposure
into three groups. “Exclude Extremes” removes the highest and lowest exposure airports. “State
Case Controls” includes state-level COVID-19 case counts interacted with international exposure.
Placebo tests are based on random reassignment of exposure across airports. Statistical signific-
ance is denoted by ***p < 0.001.
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A.5.1 Information and Anticipatory Demand Behaviour

The observed timing patterns are consistent with anticipatory behavioural responses to
information. Rather than reacting solely to binding policy constraints, passengers appear
to adjust travel decisions in response to evolving perceptions of risk and uncertainty. The
early rise in health-related information, combined with the decline in passenger flow prior
to major policy escalations, suggests that information plays an independent role in shaping
demand.

This interpretation is consistent with the observed timing patterns, where passenger
behaviour adjusts in response to widely reported information before formal policy measures
are implemented. In the context of aviation, health-related information may increase
perceived risk and uncertainty associated with travel, leading passengers to cancel or
postpone trips even in the absence of formal restrictions. Importantly, this mechanism does
not require precise information or fully rational expectations; it is consistent with heuristic

responses to rapidly changing and highly visible information environments.

A.5.2 International Exposure and Recovery Heterogeneity

A central finding of this study is that international exposure systematically shapes both
initial responses and recovery dynamics. Airports with higher international passenger
shares exhibit stronger sensitivity to health-related information and experience more
pronounced and persistent recovery disadvantages. This pattern suggests that exposure
to global travel networks amplifies vulnerability to information shocks and cross-border
uncertainty.

The persistence of recovery gaps in the short to medium run indicates that early
differences in demand adjustment can have lasting consequences. Even as recovery speeds
converge in later stages, airports that experience deeper initial declines remain below
baseline levels for longer periods. This pattern is consistent with path-dependent recovery

dynamics, in which early disadvantages become embedded in subsequent trajectories.
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A.5.3 The Role of Control-Related Information

The positive interaction between control-related information and international exposure
indicates that, for more internationally exposed airports, control-related information is
associated with relatively higher passenger flow, consistent with later stages of the period,
when control-related information becomes more prominent. While health-related informa-
tion is closely tied to perceived risk and drives early demand reductions, control-related
information becomes more relevant during later phases.

One possible interpretation is that information about policies and operational measures
may reduce uncertainty for travellers who remain active in the market, particularly in more
complex international travel contexts. This interpretation is consistent with the observed

interaction effects, but does not imply that restrictions increase demand.

A.5.4 Airport Size and Structural Trade-offs

The role of airport size appears more limited in this setting. While larger airports may
possess greater operational capacity and network flexibility, the empirical results show
positive but imprecisely estimated associations with recovery outcomes. This suggests that
scale alone does not offset the vulnerabilities associated with international exposure.
Taken together, the findings point to a structural trade-off between exposure and capa-
city. Internationalisation increases sensitivity to information shocks and slows recovery,
while size may provide only partial buffering capacity within this sample. This trade-
off helps explain why highly international, large airports can still experience persistent

recovery disadvantages during global disruptions.

A.5.5 Policy Implications

The findings have several implications for policy design. First, if passenger flow responds
to information prior to policy implementation, then reactive interventions may be poorly

aligned with actual demand dynamics. Policies introduced after substantial demand ad-
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justment has already occurred may have limited immediate impact. Second, the persistent
recovery disadvantages associated with international exposure suggest that uniform re-
covery strategies may be insufficient. Airports with greater exposure to international
traffic may benefit from targeted support during early recovery stages, when divergence in
recovery trajectories emerges. Third, the distinct roles of health-related and control-related
information underscore the importance of clear and consistent communication, particularly
during early recovery stages when uncertainty is highest. Providing timely and transparent
information about risks and travel conditions may help reduce uncertainty and support
more stable recovery patterns. These implications are suggestive rather than prescriptive,

as the analysis does not identify causal policy effects.

A.5.6 Limitations and Future Research

This study has several limitations. First, the analysis focuses on a relatively small sample
of large U.S. airports, which may limit external validity. Second, the study examines a
single, unprecedented shock, and the generality of the findings to other contexts remains an
open question. Third, while measures of information exposure are constructed, information
environments are inherently complex and may not be fully captured by the indices used
here. Future research could extend this framework to other settings, incorporate alternative
information sources such as search or social media data, and explore causal identification

strategies to better isolate the mechanisms linking information and passenger behaviour.

A.6 Conclusion

This chapter examines how information shocks, international exposure, and airport struc-
tural characteristics jointly shape airport passenger flow and recovery during the COVID-19
pandemic. Using daily passenger throughput data for the 20 largest U.S. airports and
aviation-specific information indices constructed from GDELT, both the timing of passen-

ger flow responses and the heterogeneity of recovery trajectories under a common national
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information environment are analysed.

Several conclusions emerge from the analysis. First, air travel passenger flow declines
precede major policy escalations and closely follow increases in health-related aviation
information. This timing pattern provides evidence consistent with information-driven
anticipatory behaviour, suggesting that travellers adjust decisions based on evolving per-
ceptions of risk and uncertainty rather than solely in response to formal policy constraints.

Second, airports exhibit substantial heterogeneity in their responses to the same in-
formation shock. International exposure emerges as a key dimension of this heterogeneity.
Airports with higher international passenger shares experience stronger passenger flow
reductions in response to health-related information, with the exposure—interaction coef-
ficient estimated at ¢y = —0.464 (p < 0.001), even after controlling for aggregate time
effects. In contrast, control-related information shows a positive association (¢¢ = +0.279,
p < 0.001) in the exposure—interaction specification, suggesting that different information
types play distinct roles. This finding indicates that structural exposure to international
travel amplifies sensitivity to global information shocks.

Third, recovery dynamics are highly uneven across airports and persist well beyond
the initial shock. International exposure is associated with lower recovery levels across
early, mid, and late recovery stages, with correlations of r = —0.582 (early, p = 0.0071),
r = —0.739 (mid, p = 0.0002), and r = —0.669 (late, p = 0.0013), with the strongest
associations observed during the mid-recovery period (90-120 days). Differences in
recovery speed are concentrated in the early recovery phase (r = —0.701, p = 0.0006),
after which recovery trajectories tend to evolve in parallel. This pattern implies that early
recovery dynamics play a critical role in shaping longer-term outcomes.

Fourth, airport size exhibits positive but imprecise associations with recovery outcomes,
while interactions between size and international exposure are not statistically significant
within this sample. These results suggest that scale may provide some recovery capacity,
but it does not fully offset the recovery frictions associated with international exposure

during the period studied. Together, the findings point to a structural trade-off between
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exposure and capacity: internationalisation increases vulnerability to information shocks
and slows recovery, while capacity-related advantages are more difficult to identify in the
short to medium term.

The study contributes to the literature in several ways. It provides systematic airport-
level evidence consistent with information-driven passenger flow responses during a
large-scale crisis, complementing policy-centric analyses of aviation passenger flow. It
documents persistent heterogeneity in recovery dynamics under a common national shock,
emphasising that recovery is not solely determined by the magnitude of the initial disruption.
Finally, it frames airport recovery as a stage-dependent process shaped by structural
characteristics and information environments, offering a nuanced perspective on resilience
in aviation systems.

The findings also have important policy implications. If passenger flow responds
to information before policy implementation, then uniform, reactive interventions may
be misaligned with observed behavioural dynamics. Highly internationalised airports
may benefit from early, targeted support aimed at accelerating initial recovery, rather
than relying exclusively on broad measures introduced after passenger flow has already
collapsed. More broadly, the results underscore the importance of considering information
environments and structural heterogeneity when designing responses to future disruptions
in air transportation.

Several limitations should be noted. The analysis focusses on a relatively small sample
of large U.S. airports and examines a single, unprecedented shock. While this allows
for detailed high-frequency analysis, the findings may not generalise to smaller airports,
other countries, or different types of disruptions. In addition, although the information
indices capture salient aspects of the information environment, they do not encompass all
channels through which information influences behaviour. Finally, the empirical approach
documents robust associations and timing patterns but does not identify causal treatment
effects of information or policy interventions.

Future research could extend this framework in several directions. Expanding the
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analysis to a broader set of airports or to international contexts would enhance external
validity. Applying similar methods to other shocks could help assess the generality
of information-driven passenger flow responses. Incorporating alternative information
sources, such as social media or search data, may further refine measurement of information
environments. Finally, combining observational data with quasi-experimental or structural
approaches could provide deeper insight into the causal mechanisms linking information,
structure, and recovery.

In conclusion, this study shows that information shocks play a central role in shaping
airport passenger flow and that recovery outcomes reflect systematic structural heterogen-
eity rather than random variation. By highlighting the interaction between information
environments and airport characteristics, this chapter contributes to a more comprehensive
understanding of resilience in air transportation systems and offers relevant insights to

manage future large-scale disruptions.
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Abstract

Nowadays, large-scale foundation models are being increasingly integrated into numerous
safety-critical applications, including Human-Autonomy Teaming (HAT) within transport-
ation, medical, and defence domains. Consequently, the inherent ’black-box’ nature of
these sophisticated deep neural networks heightens the significance of fostering mutual
understanding and trust between humans and autonomous systems. To tackle the transpar-
ency challenges in HAT, this chapter conducts a thoughtful study on the underexplored
domain of Explainable Interface (EI) in HAT systems from a human-centric perspective,
thereby enriching the existing body of research in Explainable Artificial Intelligence (XAI).
The design, development, and evaluation of EI within XAl-enhanced HAT systems are
explored. To do so, the distinctions between these concepts are first clarified: EI, explan-
ations and model explainability, aiming to provide researchers and practitioners with a
structured understanding. Second, a novel framework for EI is contributed, addressing
the unique challenges in HAT. Last, the summarised evaluation framework for ongoing EI
offers a holistic perspective, encompassing model performance, human-centered factors,
and group task objectives. Based on extensive surveys across XAl, HAT, psychology,
and Human-Computer Interaction (HCI), this review offers multiple novel insights into

incorporating XAl into HAT systems and outlines future directions.

B.1 Introduction

B.1.1 Background

Over the past decade, advancements in machine learning, computing, and communication,

have significantly increased the machine autonomy [285]. This evolution from automated
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to autonomous systems signifies their transition from mere tools to teammates in Human-
Autonomy Teaming (HAT). However, the increase in machine autonomy brings challenges
in ethics and value alignment, authority transfer explanation, and supervision complexities
(142, [163].

Essential to addressing these challenges is the need for mutual explanation, understand-
ing, and trust, particularly regarding the machine’s capabilities in perception, processing,
decision-making, and planning in uncertain situations [[128, 19, [181]]. Klein et al. [[128]
emphasize that effective HAT requires four key commitments: team agreement, predictable
mutual actions, directability, and maintaining common ground. They also identify ten
crucial challenges for creating intelligent and efficient HAT, ranging from adherence to
agreements and predictability to shared goal setting, collaborative planning, and optimizing
energy in joint activities. Joseph et al. [153]] identify three key challenges in HAT: creating
team affordances for shared awareness and motivation, understanding beneficial tasks and
interactions for social cueing, and developing techniques to use these cues to improve HAT
performance.

Mutual understanding within HAT systems relies on transparency, accountability, and
predictability. Accountability in HAT, as defined [66] is “process of account to some
agent for a specific task”. While related to responsibility and liability, Mulgan [[172]
differentiates them by highlighting that accountability demands justifications for actions
and stands indivisible, whereas liability pertains to legal or financial obligations.

Mutual trust in HAT systems is closely tied to clarity in accountability. Trust grows
when users witness autonomous systems performing tasks with reliability and transparency,
particularly in elucidating decisions in uncertain scenarios. Minimising uncertainty and
improving transparency in learning are crucial for trust development. This must be coupled
with an understanding of human capabilities to optimise task collaboration 275} 229].

To build efficient HAT for time-critical and safe-critical tasks leveraging Al, explainab-
ility is central for fostering mutual understanding and trust [10, [155]. Without two-way

explanations between humans and autonomy, the latter becomes a "’black box™, severing
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a vital communication link and threatening the collective objective [296]. Humans need
to clearly convey their motivations and intentions to machines for goal alignment, while
machines should provide clear explanations of their actions.

In conclusion, Explainable Interface (EI) is crucial in HAT for effective collaboration.
The core benefits of integrating EI with Explainable Artificial Intelligence (XAI) in HAT

encompass:

* Enhancing understanding: EI clarifies how autonomy decisions are made, making

complex Al processes transparent and accessible.

* Enhancing effective communication and trust: EI facilitates clear, two-way
communication between humans and machines, essential for building or restoring

trust.

» Facilitating seamless coordination: By fostering interaction among HAT agents,

EI strengthens the overall system, enabling smoother and more intuitive teamwork.

B.1.2 Contribution

Table presents an examination of 30 XAI surveys. Their coverage of HAT, model
explainability, Large Language Model (LLM) for explanation generation, human perspect-
ives, system design paradigm and evaluation framework was reviewed. Based on the
summarised results, the frequently reported lack of structured frameworks and reviews
for Explainable Interface enhanced Human-Autonomy Teaming (EI-HAT) systems is ad-
dressed, and the call for deeper integration of human-centric considerations in XAl system
is answered.

These previous reviews collectively serve as a robust underpinning for the literature
synthesis presented in this chapter. In contrast to previous surveys, our study takes a step
further by considering the design, development, and evaluation of EI, exploring its critical
role in HAT and discussing future trends and challenges in creating more intuitive and

user-friendly explainable systems. Key contributions of this study include:
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* Clarifying ’explainable interface’: Differentiating between ’explainability’, ex-
planation’, and ’explainable interface’, clarifying roles of Al researchers, developers,

and designers.

* Exploring conceptual and design framework for EI in HAT: Introducing a
framework for developing EI for HAT. Distinguish key points of task-oriented and

experience-oriented ones.

* Summarising model explainability enhancement: Organising model explainability
enhancement methods in practical way, specially summarising the ongoing research

on LLMs for explanation generation.

* Proposing evaluation framework for EI-HAT: Advocating for a comprehensive
assessment of EI in HAT by embracing model performance, human-centred, and

group performance evaluation methods.

» Highlighting challenges and directions: Enumerating ongoing challenges in the

integration of EI for HAT.

* Providing application perspective insights: Analysing the evolution and adaptabil-

ity of EI across healthcare, transportation and digital twin.

B.1.3 Project Organisation

As outlines in Figure the design approach for EI-HAT system begins with stakeholder
requirements analysis. This is followed by defining the system’s objectives, which can be
task-oriented, experience-oriented, or both. Next is the explanation generation, laying the
groundwork for a design approach that encompasses interactivity, adaptivity, personality,
and multi-modality. The final phase is system evaluation, which can be model-based,
human-centred, or teaming task-oriented. This completes a full cycle of key elements

essential for the functionality of the EI-HAT system.

230



Appendix B. Explainable Interface Survey

Table B.1: Overview of Relevant Surveys on XAl and HAT, with Main Topic for Contribution

Ref Year Topic HAT Model LLMs Human Design Evaluation
Ours 2024 Explainable Interface, HAT | [ | [ ] || [ | |
1] 2018 XAI Systems, HCI - | - | | -
[60] 2018 User Interface, Interactive ML | - - | | |
[212] 2019 Explainability, Human-Agent Systems W | - | | |
[84] 2019 XAI - | - - - -
[22] 2020 XAI, Responsible Al - | - | - |
[168] 2021 XAI Systems - ] - | | ]
[256] 2021 XAI - ] - - - |
[272] 2021 Explainable Reinforcement Learning W ] - | ] ]
[46] 2022 Counterfactual and Causality - | - | | |
[117] 2022 Contrastive Explanations - | - - - |
[162] 2022 XAI, Medical Images - [ | - - - |
[259] 2022 Explainable Reinforcement Learning - ] - - - ]
[305] 2022 NLP, Explainability - | - - - |
[181)] 2022 XAI, Autonomous Driving | | - | | |
[119] 2022 Trustworthy Al - | - | - |
[61] 2023 XAI - | - - | |
[89] 2023  Interpreting Adversarial Examples - | - - - -
[106] 2023 Explainable CNNs - | - - - [ |
[142] 2023 Trustworthy Al - | - | | |
[165] 2023 Explainable Reinforcement Learning - | - - - |
[175) 2023 XAI Evaluation - [ | - - - [ |
[193] 2023 XAI, Medical Images - | - - - |
[200] 2023  Graph Counterfactual Explanations - ] - - - ]
[215] 2023 Explainable Goal-Driven Agents ] ] - | | ]
[7] 2023 XAlI, Healthcare - | - | | |
8] 2023 XAI, Concepts, Challenges - [ | - || | |
[268] 2023 XAI Model Improvement, Challenges - | - - - |
[72] 2024 Explanation-Guided Learning - | - | - [ |
[163] 2024 Trustworthy Al Variable Autonomy ] ] - | ] -
[277] 2024 XAlin LLM Era - | | | | |
Stakeholders Objectives

Class-A, Class-A+: End-users
Class-B: Dewelopers and technicians
Class-C: Regulators and Insurers

Task-oriented
Experience-oriented

Evaluation

Model Performance-centered EI-HAT
Human-centered

Teaming task oriented

Explanation Generation
From pre-modelling to post-modelling
LLMs as post-hoc explainer

Design & Deploy Approach
Interactivity, Adaptivity, Personality, Multimodal

Figure B.1: Design Approach for Explainable Interface enhanced Human-Autonomy Teaming.
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This chapter is structured as follows. In Section[B.2] the high-level architecture of EI-
HAT is presented, laying the foundational understanding of what the EI is, why it is needed,
and how it functions. Building on this, Section delves into the specific frameworks
and techniques for model explainability across various stages, from pre-modelling to
post-modelling stage, specially LLMs for explanation generation is discussed. Section
explores the human-centred EI-HAT. To assess the effectiveness of Els, Section
provides a comprehensive summary of evaluation framework. In Section challenges

and directions are discussed. The study is concluded in Section

B.2 High-Level Architectures of Explainable Interface in

HAT

B.2.1 Clarification of Explainable Interface

In analysis of the surveys presented in Table frequent discussions around various
XAl-related concepts were observed, but there is still lack of consistency in terminology
usage.

BJ Fogg’s Prominence-Interpretation Theory, proposed in 2003, can be viewed as an
early exploration of the concept of an “Explainable Interface” [69]]. It consists of two main
components: Prominence and Interpretation. Prominence pertains to the noticeable and
distinct elements on a website that capture user attention. Interpretation involves how these
elements are judged by users. For example, a colorful, animated banner ad is prominent
and may lead users to judge the site’s credibility . The term “Explainable Interface”
first emerged in the ACM archives in 2010 [[140] in research on the role of trust in self-
adaptive ubiquitous computing systems, focusing on the pervasive display environment. It
revealed that elements like transparency, controllability, security, privacy, and seriousness

positively impact user trust development, while user discomfort, uncertainty, and annoyance

negatively correlate with it. The Defense Advanced Research Projects Agency (DARPA)’s
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XAI program presents it as a two-stage process, separating the XAl model from the user
interface for explanations [[87]]. Study [1] calls for in-depth research and application from
professionals in HCI and cognitive sciences. The studies [168), 263, 57] discuss EI as
a layer presenting reorganized explanatory information, facilitating interaction between
humans and autonomy, though they don’t provide explicit definitions.

In this chapter, the concept of an ”Explainable Interface” is defined within the con-
text of Al-enhanced HAT systems, distinguishing it from conventional software systems
where explanations primarily serve as user guidance. The “Explainable Interface” is de-
signed to enhance two-way communication between humans and autonomy by reasoning,
communicating and adapting to the key working states from both sides.

As shown in Figure from bottom to top, Model Explainability concerns itself
with two primary facets: the inherent interpretability of AI models and the enhancement
of understanding through post-hoc explainability. Interpretability and transparency can
help form explanations but are only part of the process [212]. The metrics of success
here include the complexity of the model and the accuracy, completeness, robustness
and efficiency of the generated explanations. Such endeavors necessitate the dedicated
efforts of Al algorithm researchers. Explanations serve as the information communica-
tion with users by different forms of explanations considering their influence of human
reasoning[239]]. This necessitates collaborative efforts from experts in data scientists
to translate computational outcomes into multimodal information such as graph, image,
text, speech [139]. Building upon the foundation of Explainability and Explanations, the
Explainable Interface addresses specific domain tasks by customising the presentation
of complex Al processes and outcomes in user-understandable and actionable formats,
promoting effective HCI through organised multimodal presentations. Achieving this
requires expertise from designers[304], developers, and cognitive scientists versed in Al
and specific domains. Starting from the bottom, tasks become increasingly specific and
evaluations shift from focusing on the model to being more human-centered. Clarifying

these definitions assists researchers in deconstructing the complexity of XAl-related issues
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arising from its interdisciplinary nature.

Task Different Layers Evaluation
_g) A A E
o Explainable Interface L | 3 & Explainable Interface:
[=} . e [ o ) N .
= (Designer, Cognitive Scientist, Developer ) > The user-centric layer organizes information and
o O interaction to improwe bidirectional communication
T g between humans and autonomous systems.
o)
; @
Explanations a )
Data Scientist, Visualizaiton Experts) Explanations:
(Da | ’ p Explore how to deliver information more effectively by
y'y T different forms of explanations, such as textual, visual,
. auditory, or other modalities and styles.
Explainers =
] 9]
)
Interpretability post-hoc explainability 5 Model Explainability:
o) d| @ %g Interpretability refers to the inherent understandability of
2] . T =3 g il .
3 Model Explalnablllty 3 the modgl, post-hoc egplglnablllty focuses on generating
@ 3 explanations after prediction.
= (Al Reseacher) a

Figure B.2: Clarification of Model Explainability, Explanations, Explainable Interfaces.

B.2.2 The Need of Explainable Interface

Shahin et al. identified three key reasons for employing EI in HAT, analysed through
psychological, sociotechnical, and philosophical perspectives [17]. Psychologically, EI
enhances safety and reduces accidents by leveraging concepts like the Theory of Mind
for user-centric explanations [[6]. Sociotechnically, EI is essential for the human-focused
design of systems, improving collaboration. Philosophically, it argues that Al systems
should proactively provide explanations of their decisions and future strategies, aiding in

deeper human understanding.

B.2.2.1 Regulation and Guidelines

DARPA formulated the XAI program in 2015 with the goal to enable end users to better
understand, trust, and effectively manage Al systems [87]. General Data Protection Regu-
lation (GDPR) emphasize on clarity in decisions stemming from human data, underscoring
the imperative of user comprehension and their right to question system decisions [257]].
In 2023, the US National Institute of Standards and Technology (NIST) introduced the Al
Risk Management Framework 1.0 (RMF). This framework provides valuable guidance

for tech entities engaged in Al, emphasizing the importance of trust and responsibility in
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implementation. One common misconception is the idea that Al systems are inherently
objective and error-free. This misconception can have detrimental effects on individuals
and broader ecosystems. To address this, the RMF outlines key pillars of Al trustworthi-
ness, including safety, security, resilience, explainability, privacy, fairness, accountability,
transparency, validity, and reliability [3]].

In healthcare, clinical stakeholders must comprehend Al recommendations to build
trust and make informed decisions[42]. This becomes even more significant when certain
Al models are classified as medical devices by regulatory bodies like the US Food and
Drug Administration (FDA), subjecting them to strict regulations [196] 94]. In this
situation, effective Els are essential in areas such as diagnostic support tools, treatment

recommendation systems, risk prediction models, and medical image analysis tools.

B.2.2.2 Expectation of Different Stakeholders

When designing EI-HAT system, it is imperative to consider stakeholders which can be
categorized by roles and expertise from the start because of their different requirements.
Arrieta et al. [22] identify stakeholder categories including domain experts, data
scientists, managers, and regulatory entities. Langer et al. expand this to five classes:
users, developers, affected parties, deployers, and regulators, noting differing expectations
like acceptance and accountability [[136]. Building upon the categories outlined in [181],
an additional key category is introduced: Class-A+, which includes individuals with
high technical proficiency, such as pilots or operators of advanced military autonomous
systems. Class-A covers end-users without specialized knowledge, who require user-
friendly, simplified, understandable Al explanations and privacy considerations [115,
76l]. Class-A+, for technically adept end-users, demands in-depth, sector-specific Al
information [76, 226]. Class-B, encompassing developers and technicians, concentrates on
detailed Al model insights and ethical development approaches, using explanations for
model improvement, debugging, and modification [[136, 107, (72} 246]. Class-C includes

regulators and insurers, focusing on adherence to standards like GDPR and dependability
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in critical applications [62, 257]. Importantly, developers’ dual role is recognized: as
users needing comprehensive model understanding, and as creators who must consider EI
characteristics for their intended audiences.

Moreover, the range of stakeholders in XAl systems differs according to the design
domain. In the healthcare sector, for example, key stakeholders include data scientists,
clinical researchers, and clinicians [55, [126]. Additionally, due to the similarity in target
groups, for interfaces primarily aimed at Class-A, some design experiences from business-
to-customer can be referenced. For interfaces mainly targeting Class-A+ and Class B,

some design experiences from business-to-business products can be useful.

B.2.3 Architecture for Explainable Interface in HAT

The design of EI-HAT systems does not adhere to a one-size-fits-all solution due to the
vast diversity in applications, users, scenarios, and environments. It necessitates a case-
by-case examination. Despite this, common design principles emphasise human-centred
automation [42, 186,168, 161]]. This approach highlights the importance of human control,
requiring human engagement and informed collaboration through effective communication.
Automation should only be introduced when necessary and should be transparent, under-
standable, predictable, and subject to human direction. It is essential for the system to be
able to understand its human counterpart, promoting a shared understanding of intentions,
situational awareness, actions, and emotions between humans and automated teammates.
Furthermore, the design of these systems should prioritise ease of learning and operation,
ensuring simplicity and user-friendliness in human interaction.

As depicted in Figure The architecture of EI-HAT system consists of user interface,
functional module, support systems, and human-autonomy loop. The interface includes
functional and explainable components. The functional module comprises perception,
localisation, prediction, decision, and action [215, 282]]. Support systems include situation
awareness, human physical behaviour recognition, mental/cognitive behaviour inference,

and multimodal sensor systems. The human-autonomy loop ensures continuous feedback
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and promotes mutual understanding and trust.

EI in the architecture includes explanations of models, behaviours, environments,
decision-making, and sometimes external explanation [[1]. It also gathers feedback from
users, while the functional interface continues to focus on direct system interaction and
control. EI and functional interface can either be integrated into a single, cohesive user
interface or they can be separate, depending on the design and the requirements of the
system. There is also a hybrid approach where the core functional interface is supplemented
by on-demand explainable features. The design choice should be driven by considerations
such as user experience, system complexity, and the cognitive load on the users. Moreover,
to ensure the human operator can be effectively explained for that to build proper mutual

understanding and mutual trust, human behaviour/intention recognition is also required.

Human ... Explainable Interface in Human Autonomy Teaming System
« — — > User Interface
o r----—- - - - - - - - - - - - -—-"-—"—- """ " - -"-"-"-"-"-"-"-=--"=- -"=-—"=-"=-"=-"=-"=-"—-=-=- = hl
£ Feedback | Functional interface |
N | | Direct Control Mechanisms | | Operational Feedback | | Task Execuation Monitoring | |
k] 1 - - - 1
é I | | Parameter Adjustment | | System Health and Diagnostics | | Data Input and Management | |
5 |
5 | | Explainable interface |
=
| | Model explanation Behaviour explanation Environment Decion-making External |
2 I [ _(CAM, Grad-CAM, etc.) (Human, Autonomy) explanation process explanation Explanation | |
=
g ottt et F-------------mmmmn -
2, Functional Module
2 : it Prediction i Action
% : Perception Localization (Path Planning) Decision (Control)
5
= Situation HumanTPhysicaI Mental/Cognitive
Action Awareness Behaviourl Recognition Behaviour Inference
-« — — >
(I Feedback Multimodal Sensor Systems
Autonomy (Camera, Lidar, Radar, GPU, Ultrasound, IMU, etc.)

Figure B.3: Explainable Interface in Human-Autonomy Teaming System.

Within such a collaboration system, several negative consequences to the human who
work together with the automation can be estimated such as out-of-loop performance,
loss of situation awareness, complacency, or lack of vigilance, over-trust, and automation
surprises. Accordingly, two different types of assistance from automation can be developed,
which are soft protection and hard protection [[110]. Soft protection in automation helps
humans avoid collisions by providing warnings and hazard explanations, and addresses
unsafe human behaviours within safety parameters. However, it may not always prevent

negative events, especially if humans with inadequate situational awareness override
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it. In contrast, hard protection actively prevents humans from taking dangerous actions
through machine-initiated decisions and controls, which can sometimes lead to unexpected
responses from operators unfamiliar with the system. Therefore, there is a need for Els
that allows humans to share their situational awareness with automation, comprehend and

interpret its decisions and judgments, and recognize its functional limitations.

B.3 Frameworks and Techniques for Model Explainabil-
ity

Explanations generated across varying phases can serve as input data for EIs. Based
on the requirements of different stakeholders, appropriate information can be selected
for integration. Explainability methodologies can be categorized into three stages: pre-
modelling Explainability, inherently Interpretable model by Design, and post-modelling
explainability [166]. This categorization facilitates the consideration and selection of
explainability methods at various stages of engineering practice. The classification of
model explainability methods is diverse, partly due to the multidisciplinary nature of the
field. Timo Speith suggests that confusion over taxonomies in the field may delay the
potential social benefits of XAI [233]].

As shown in Figure a stages-based approach has been adopted to minimise overlap
and provide practical guidance. In the pre-modelling stage, data analysis is conducted
to set clear expectations and understand the data, addressing biases and inconsistencies
early on datasets. The model design stage focuses on building inherent interpretability
through transparent structures, interpretability constraints, and modular components. Post-
modelling methods involve explaining the trained functional models after they made

predictions.
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Figure B.4: A Comprehensive Framework for Model Explainability in Machine Learning.

B.3.1 Pre-modelling Explainability

Pre-modelling explainability involves data pre-processing and feature exploration for
better understanding and preparation of datasets prior to model training, which is crucial
for model effectiveness and interpretability [166]]. It encompasses two main areas: data
visualisation and feature engineering. Data visualisation utilises graphical representations,
like graphs and heatmap, to reveal data patterns, with advanced methods incorporating ML
to enhance design and explanation (e.g., ML4 VIS studies) [265]. This technique not only
helps in identifying data trends but also improves stakeholder understanding and memory
retention [261]. In sectors such as healthcare, finance, and environmental monitoring, data
visualisation effectively communicates complex information to non-experts, impacting
attitudes and decisions [190]. Feature engineering involves creating interpretable features
through domain knowledge, thus aiding in model decision-making processes [101]. This
includes selecting and transforming data into relevant features to simplify the model and
boost its performance [280]. The created features should be easily understandable and
applicable to the specific domain, like tumor characteristics in medical imaging [42]]

or word frequency in natural language processing [305]. By incorporating expert input
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in the feature selection process, the human-in-the-loop approach greatly enhances the
accuracy and interpretability of models, particularly in fields such as image analysis and
risk assessment [48]]. This refinement in selecting relevant features leads to more precise

and insightful results.

B.3.2 Inherent Interpretability of Model by Design

In regulated domains like healthcare and safety, inherent interpretable models are essential
due to their clarity and ease of justification during regulatory reviews [236]]. Post-hoc
explanations for black box models may not accurately reflect the original model’s compu-
tations, or they might be too vague, leading to overly complex decision-making processes
prone to errors. Therefore, in high-risk scenarios, inherently interpretable models are more
recommended [214]. These models are designed with a focus on embedding interpretabil-
ity within their fundamental architecture and optimisation processes from the beginning,
as opposed to relying on retrospective explanations applied to black box models. There are

several design methods to consider when creating inherently interpretable models.

B.3.2.1 Using Transparent Model Structures

Early Al systems, using logic and symbolic reasoning, could perform deductions and
provide explanations for their actions. Some commonly used methods include linear

regression, decision trees, and rule-based systems.

* Linear regression: Statistical method for analysing the relationship between vari-

ables.

* Decision trees: Visual decision-making structures that use if-else rules to classify
data or make predictions [148]]. Their interpretability can be quantified through

’explanation size’, referring to the attributes assessed from the root to a leaf [232].

* Rule-based systems: Transparent systems that deliver decisions based on predefined

rules. Highly interpretable, commonly used in expert systems for guidance and
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recommendations.

One example of an interpretable system is Full Spectrum Command, designed
to facilitate training in light infantry command. It allows users to review computer-
controlled soldiers’ actions and decisions post-mission by clicking on them for detailed
explanations[252]]. However, despite its potential, this kind of systems encounter chal-
lenges such as inefficiency, high construction costs, and limitations in handling real-world

complexity.

B.3.2.2 Imposing Interpretability Constraints

Beyond the architecture of models, imposing specific constraints during model develop-
ment plays a pivotal role in enhancing inherent interpretability. The following types of

constraints are discussed:

* Enforced sparsity: This constraint focuses on reducing the complexity of models
by limiting the number of active features or parameters. The Sparse Neural Additive
Models (SNAM) apply group sparsity regularization to achieve feature selection
and improved interpretability [288]]. Yu et al. [295] propose that representation
learning’s objective is to compress and transform data distribution into a mixture of
low-dimensional Gaussian distributions on incoherent subspaces. They introduce

“sparse rate reduction’ as a unified measure for the quality of representations.

* Directed knowledge-integrated training: This constraint aligns machine learn-
ing models with established principles and causality in a specific field. This
approach involves integrating domain-specific knowledge into the training pro-
cess. Various methods, such as physics-informed neural networks, saliency-guided
training, causal knowledge integration, merging knowledge graphs with neural
networks, and explanation-guided learning, are used to achieve this alignment
(225, 1109, 276, 213| [72]. In healthcare, Domain Knowledge Guided Recurrent

Neural Networks (DG-RNN) demonstrate state-of-the-art performance in various
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healthcare prediction tasks using real-world electronic health record (EHR) data

[294].

* Model streamlining constraints: This approach encompasses Progressive Mimic
Learning (PML) which aims to shape lightweight CNN models by emulating the
learning trajectories of more complex models [154]]. The use of knowledge distilla-
tion, which involves training a smaller student model to mimic the behaviourof a
larger teacher model achieves a better balance of interpretability and performance
[88]. These strategies effectively address both the complexity and efficiency aspects

in model development.

B.3.2.3 Combining different interpretable modules

Combining different interpretable modules can have a profound impact on both the per-
formance and interpretability of models. Several approaches have been explored that

leverage the strengths of interpretable modules to achieve these goals.

¢ Generalized Additive Models (GAMs): GAMs are statistical models that enable
flexible, non-linear modelling of relationships between variables. They combine
multiple smooth functions to capture the complex patterns in data, with each function
representing a different predictor’s influence. These models are additive, with the
overall output being the sum of these individual functions, and are widely used for
their interpretability in fields requiring analysis of complex, non-linear relationships.
such as identification of key factors in the success rate of cardiac paralysis surgery

[93]].

* Neural Additive Models (NAMs): NAMs blend the principles of interpretable re-
gression components with the power of neural networks. This combination maintains
an interpretable structure while benefiting from the expressivity of neural networks
[4]. Recent advancements in NAMs include approaches from a bayesian perspective

to enhance transparency, provide calibrated uncertainties, select relevant features,
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and identify interactions. The development of Laplace-approximated NAMs (LA-
NAMs) shows improved performance on tabular datasets and real-world medical

tasks[38]].

* Attention Mechanisms: Attention Mechanisms enable models to focus selectively
on relevant parts of input data, assigning varying weights to different input com-
ponents. This process aids in tracing the model’s decision-making back to specific
input features. It began with Bahdanau-style attention [20], which introduced the
additive attention, enabling a model to automatically learn to focus on various parts
of the input sequence during decoding, thereby enhancing translation performance.
This concept was refined by Luong et al. with more effective and computationally
efficient multiplicative attention techniques [[151]. The application of attention mech-
anisms expanded to image captioning in [287]] where hard attention was applied
to selectively concentrate on specific image parts for generating descriptive text.
The introduction of transformer architecture, which relies solely on self-attention
mechanisms without recurrent or convolutional layers, has drastically improved the
quality of machine translations and setting a new standard for sequence-to-sequence
models [253]. The advancements continued with the development of Sparse Trans-
formers, Longformer, and Big Bird, addressing the limitations of standard attention
mechanisms in processing long sequences. By employing sparse attention patterns
they reduce computational complexity and enable the handling of longer sequences

more efficiently [45} 130} 298].

In conclusion, it’s important to recognize that the methods discussed are not mutually
exclusive. For example, [293] illustrates a synergistic method that combines different
techniques, such as unrolling iterative optimisation schemes, reinterpreting self-attention
layers, and implementing an idealised model for token distribution, all within a cohesive
framework aimed at developing transformer-like network architectures. This approach
not only enhances the model’s mathematical interpretability but also boosts its practical

performance.
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B.3.3 Post-modelling Explainability

Post-modelling explainability methods are classified by approach (model agnostic or
specific), scope (local or global) [233]], and the type of output they generate (textual, visual,
or quantitative) [255]]. The process from pre- to post-modelling explainability is iterative
and involves sequential optimisation. Three methods of post-hoc explanation are outlined
for image and time-series datasets: factual, counterfactual, and semi-factual approaches

[121].

B.3.3.1 Feature-based Explanation

Feature-based explanation is a widely used approach in XAl methods for helping users
understand the importance of features. The concept of feature importance is the most
prevalent explanation type [175]. Gradient-based methods, such as Grad-CAM [224]
and Integrated gradients [238]], compute the gradient of the model’s output with respect
to its inputs to generate saliency maps. DeepLIFT [227] is a method for decomposing
the output prediction of a neural network on a specific input by backpropagating the
contributions of all neurons in the network to every feature of the input. Perturbation-based
methods alter or remove portions of the input to measure their impact on the model’s output.
Examples include RISE [197]] and LIME [207], which are computationally intensive but
applicable to various models. SHAP is a well-known feature-based explanation method
that applies Shapley values derived from cooperative game theory to the context of ML.
Furthermore, TsSHAP [200] targets robust, model-agnostic explainability in univariate
time series forecasting.

In addition to analysing individual feature importance, understanding the interactions
between features and their impact is crucial. However, generating feature interactions is
more complex compared to assessing individual feature importance. Current research has
explored measuring interactions through tree-based models like CART and random forests
[149] and visualising partial dependence plots [[108]. Nonetheless, further investigation is

needed to fully understand the contribution of feature interactions to prediction results.
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B.3.3.2 Example-based Explanation

Example-based methods explain models by selecting instances from the dataset rather than
creating feature summaries. Example-based explanations are meaningful only when data
instances can be represented in a way that is understandable to humans. It is particularly
effective for images, as they can be directly viewed.

Jacob Bien et al. [34] introduce prototype methods for classification, which aim to
select minimal subsets of representative samples to condense the datasets. In [[123], Kim
et al. highlight the limitations of prototypes in complex distributions. They propose
the "MMD-critic” approach, which combines prototypes with a criticism mechanism to
enhance human understanding. Jonathan Crabbé et al. [S0] address the challenge of
interpreting unsupervised black-box models. They introduce label-free feature importance

and label-free feature example importance.

B.3.3.3 Concept-based Explanation

Concept-based explanation methods aim to interpret the internal representations or neuron
activations of models against high-level concepts. These concepts are characterised by a set
of samples that share specific features. These explanations can assist in scientific research
by aligning model predictions with known scientific concepts, potentially uncovering new
insights.

Anchors technique presents a rule-based, model-agnostic approach for generating
precise, user-friendly explanations of predictions [208]. Kim et al. introduced Concept
Activation Vectors (CAVs) to interpret neural networks in relation to human-friendly con-
cepts [124]. CAVs represent the internal states of a neural network as vectors indicating
a concept’s direction in the model’s latent space. Furthermore, Zhang et al. [300] intro-
duced an Invertible Concept-based Explanation (ICE) framework to enhance concept-based
explanations. The framework utilizes non-negative matrix factorization to generate Non-
negative Concept Activation Vectors (NCAVs). Human subject experiments demonstrated

that NCAVs outperformed previous methods such as PCA. In 2022, CARs is proposed as
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an extension. CARs represent concepts as regions rather than fixed directions in the Deep
Neural Network (DNN)’s latent space, which enable it capture more complex relationships
between concepts and the DNN’s internal representations [49]].

In summary, feature-based methods prioritize individual data attributes, example-
based methods focus on specific instances, and concept-based methods connect decisions
to human-understandable concepts. These methods are often model-agnostic, allowing
different explainers to be used with a functional model. The selection of an explainer should
consider the domain, Al task, and stakeholder requirements. Additionally, interactive tools

can enhance the selection process and improve the XAl process.

B.3.4 Causal Inference and Counterfactual Explanation

Causality and counterfactual reasoning are key in improving mental models by establishing
causal connections or directing focus in HAT dynamics [12]. The D-BIAS system exem-
plifies this with a causality-based human-in-the-loop framework to mitigate algorithmic
bias in HAT [78]. Similarly, the trust-POMDP model highlights causality’s role in HCI,
enabling robots to gauge human trust, understand their actions’ causal effects on trust,
and choose trust-enhancing actions for team success. Importantly, this model reveals that
prioritizing team trust, sometimes a counterfactual objective, may not always coincide
with maximizing team performance [44].

Traditional Causal inference is a field origin in 20th century in the research of statistics
and medicine that dedicated to understanding and quantify the causal relationships between
variables [194]. Causal inference involves discerning causal relationships between features
and variables via causal learning. This entails the extraction of high-level causal variables
from low-level observations, thereby facilitating a comprehensive understanding of the
underlying causal mechanisms [222]]. Causal learning is important in ethical Al for
actionable healthcare [201]].

By modelling causal relationships, machines can better support counterfactual inference

therefore be more effective at modifying their behaviours to engage in a truly adaptive team
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[234]]. By incorporating causal relationships, which encompass valuable human knowledge,
into the structural design, users can gain deeper insights into the decision-making processes
of complex deep learning models, thereby enhancing their interpretability [276) [222].

Judea Pearl has proposed a theoretical framework known as the ”ladder of causality,”
which elucidates three distinct levels of causal inference: association, intervention, and
counterfactual [[195]. Using counterfactual to create feature attribution explanations from
hypothetical scenarios allows for the identification of key features influencing model
classifications. This approach offers a deeper analysis than attribution-only methods by
determining which features are necessary or sufficient for altering outcomes [130]]. Psy-
chological field also have demonstrated that counterfactual can provide psychologically
intuitive and plausible explanations, further affirming their utility in fostering a compre-
hensive understanding [120]. Sandra Wachter et al. recommend utilizing the approach of
counterfactual explanations without opening the black box to achieve explainability. This
approach is based on three explanatory objectives: (1) informing and aiding individuals in
understanding why specific decisions were made, (2) providing reasons for questioning
those decisions by presenting alternative outcomes, and (3) understanding the necessary
changes that need to be made to achieve desired results based on the current decision
model [260].

The Recent studies show a merging of neuro-symbolic methods in causal inference and
counterfactual explanation [278, 157]], emphasizing the importance of domain knowledge.
However, experiments on Amazon Mechanical Turk reveal that the influence of causality
on decision-making varies with individual domain knowledge and doesn’t always enhance
decision support [302]. Counterfactual explanations face limitations including lack of user
studies, defining plausibility, sparsity issues, coverage assessment, and comparative testing
[120]. Research [46] indicates that existing model-agnostic counterfactual algorithms for
XALI lack a causal theoretical foundation, thus limiting their ability to convey causality to

decision-makers.
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B.3.5 Explainable Reinforcement Learning

Explainable Reinforcement Learning (XRL) presents unique challenges in creating and
presenting explanations. These arise from its sequential, temporal, and stochastic nature, as
well as the complexity of its policies and state spaces [105]. This distinctiveness positions
XRL as a particularly challenging branch of XAI.

XRL seeks to improve human collaboration, visualisation, policy summarisation,
query-based explanations, and verification, but faces issues like limited detail in human
experiments, scalability, and the complexity of explanations for non-experts [272]]. Current
XRL methods often derive from supervised learning, but there is a need for RL-specific
approaches that include feature importance, learning process, Markov Decision Process,
and policy-level explanations [165]. XRL-Bench benchmark suite provides a standard
and unified platform for researches and practitioners to develop, test, and compare state
importance-based XRL algorithms [286].

Herman Yau et al. argue that traditional post-hoc explanations are impossible in tra-
ditional reinforcement learning. They propose collecting explanations during the agent’s
training process and derive approaches to extract local explanations based on intention.
Their method ensures consistency with learned Q-values and focuses on the intended
outcomes of the agent. The researchers evaluate their approach on standard environments
using OpenAl Gym and show its superiority over vanilla Q-Learning by providing con-
trastive explanations. Even for deep Q-networks (DQN) without mathematical guarantees,
they are able to approximate the agent’s intention [293].

Unlike existing methods that require extensive access to an agent’s inner workings,
Huber et al. [[105] redefine the generation of counterfactual states as a domain transfer
problem, leveraging the StarGAN architecture to transform features relevant to an agent’s
decision while maintaining other features. This method aims to create counterfactual states
that prompt the agent to choose a desired action, thereby offering a more straightforward
and effective way to understand and explain RL agent strategies.

Study [[122] introduces the Prototype-Wrapper Network (PW-Net), which integrates
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human-friendly prototypes into the decision-making process of agents. Additionally, the
Human-in-the-loop Explainability via Deep Reinforcement Learning (HEX) method aims
to generate personalized explanations for individual decision makers [[137]]. Study [59]
creates an EI for Amidar video game with six major components: agent selection, agent
description, live game stream, agent performance characteristics, narrative explanation,
“what if” scenarios. Results indicate that EI increases user trust and acceptance, though
not necessarily perception of prediction accuracy. Building on this, future research could
explore the design and evaluation of Els in scenarios where Al functions as a trusted
collaborator in HAT, rather than operating autonomously.

In RL-enhanced systems, by maintaining human-in-the-loop through Els, additional
context information can be provided to improve the learning process. Human interaction
and guidance during the learning process aligns Al decisions with human understanding
and values, resulting in more explainable and reasonable behaviour from Al agents. And
In combining XRL in HAT system, future research could explore immersive visualisation

and symbolic representation integration [272].

B.3.6 LLMs for Explanation Generation

The development of LLMs such as GPT-4 [3] and LLaMA [249]] represents a significant
progression in natural language processing (NLP). The integration of multi-modality into
LLMs has expanded traditional NLP, encompassing diverse data formats such as images
[277]], audio, and video.

LLMs assist in analysing specific behaviours of smaller models. The Transformer
Debugger [171], utilising automated interpretability methods and sparse autoencoders.
Study [301]] proposes an approach to explain agent behaviour by distilling the agent’s
policy into a decision tree, forming a behaviour representation from it, and then querying
an LLM for explanations based on this representation.

Nicholas Kroeger et al. [[133] explore advanced LLMs’ utility for post-hoc explan-

ations through in-context learning (ICL) [58]. They developed various strategies like
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perturbation and explanation-based methods, comparing them against standard explainers
such as LIME and SHAP. The results highlighted LLMs’ potential as effective post-hoc
explainers. Additionally, Feldhus et al. [65] examines how converting saliency maps into
natural language can make Al explanations more understandable, comparing two novel
methods (model-free and instruction-based verbalizations) and evaluating their effective-
ness through human and automated tests. The study [41] focused on human prediction
of Visual Question Answering (VQA) model responses after receiving explanations and
revealed no significant improvement in team collaboration tasks such as Failure Prediction
(FP) and Knowledge Prediction (KP). Another study [213]] explored integrating LL.Ms
with Knowledge Graphs (KGs) to enhance model transparency and interpretability in
automotive demand forecasting, aiming to mitigate hallucination challenges and improve
understanding of LLMs with real-world data and exogenous factors. While enhanced
capabilities of LLMs facilitate their application in various domains such as healthcare,
finance, and transportation, for tasks like forecasts, anomaly detection, and classification,
it is also important to discuss the interpretability of LLMs themselves and to improve their
ability to discern cause-and-effect relationships [[114].

In summary, LLMs are predominantly employed to produce explanations akin to tradi-
tional formats, enhanced with natural language integration. LLMs not only revolutionize
the method of generating explanations but also how these processes and results are integ-
rated into systems. More comprehensive strategies towards exploiting explainability in
the LLM Era can refer to [277]. Further exploration is suggested into integrating LL.Ms
as agents and connects LLMs to private data sources and APIs with frameworks such as

LangChain and MetaGPT [100].

B.4 Human-Centered Explainable Interface in HAT

HAT has been defined as “the dynamic, interdependent coupling between one or more

human operators and one or more automated systems requiring collaboration and coordin-
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ation to achieve successful task completion” [51]. Teamwork among human involves three
dimensions: cognition (team’s mission and objectives understanding), skills (adaptabil-
ity, communication, leadership), and attitudes (feelings about the task, mutual trust, and
team cohesion) [40]. Successful HAT requires mutual understanding of team members’
attitudes, abilities, intentions, and states, along with a commitment to task completion and
support [43]. Additionally, cultural, experiential, and individual differences influence HAT
performance [220]]. Astrid Bertrand et al. also discuss the impact of both normal and
problematic cognitive biases on XAl design and evaluation, stressing the need for adaptive
interfaces and the mitigation of biases.

In Figure the diagram depicts human-autonomy interaction mediated by an EI.
The interface acts as a mediator, facilitating two-way feedback and action between humans
and autonomy. The autonomy also perceives the human’s reaction states, influencing the
adaptability, personalisation, and optimisation of the EI. This continuous feedback loop is

specifically designed to modelling improve team performance and collaboration.

( . (o
Human (A HfFeedback _ Action Autonomy
__ Action Explainable | Feedback

Interface Multimodal Sensors

Appearance, Physiological,
Adapt, Personalize, Optimize

Performance based
Reaction Perception

External States
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ness, Task Control, Activities

Internal States
Intention, Emotion, Attention,
Workload/Stress, Personality

J

Figure B.5: Interactive Dynamics between Humans and Autonomous Systems through an Explain-
able Interface.

B.4.1 Human Behaviours modelling in HAT

To build a complete human behaviourunderstanding model for an EI in HAT, a variety of
human states should be obtained, modelled, and incorporated. The current research for
human modelling has been widely used in intelligent vehicles, autonomous piloting, and
air traffic management [284]. On the human side, it lists external states such as distraction,

fatigue/drowsiness, task control, and activities, along with internal states like intention,
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emotion, attention, workload/stress, and personality. The autonomy side is characterized
by multimodal sensors that may include data on appearance, physiological states, and
performance-based metrics [[102]. Appearance-based sensors include the RGB camera,
depth sensor, infrared sensor, etc. They are utilized to obtain facial and bodily movements.
The physiological-based sensors monitor the various physiological factors, including the
heart rate, brain waves, neuromuscular electromyography signals [283]] and blood pressure.
The performance-based sensors collect autonomy and task-related data during the operating
process, such as the control and interaction quality, etc. Existing studies focus on a specific
task and ignore the collaboration between various functions, thereby limiting recognition
performance. Therefore, a unified human behaviourmodel that considers both external
and internal conditions is indispensable to endow the system with robust, precise, and
time-variant sensing capabilities to assist the understanding of human behaviors, and hence
contribute to better explanation qualities.

Human distraction, often a result of secondary activities, is a key cause of errors
and misinterpretations in team settings. Research in this area primarily focuses on using
appearance-based detection and physiological data such as electrodermal activity, heart
rate, breathing rate, and electroencephalogram (EEG) for early identification [[64} [118]. In
critical and emergency situations, it is essential to communicate important signals clearly
to heavily distracted operators. Incorporating audio or directional tactile warning signals
can facilitate operators’rapid responses to potential collision events [93, [160].

Fatigue and drowsiness are another indication of human physical behaviors. Fatigue
can be caused by either long-term repeated physical tasks or long-term monitoring and
interpretation of autonomy’s decisions and actions, which cause a heavy mental workload
and mental fatigue [S6]. Detect human fatigue and drowsiness with eye-tracking tech-
nologies to monitor the variation and dynamics of the pupil is a common solution [143].
Also, EEG and electromyography-based data can be used to analyze the brain and muscle
fatigues levels [258]. To keep the human engaged and motivated, heavy fatigue must be

avoided for the HAT, as heavy fatigue usually can be viewed as a key index of the failure
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of HAT [204]]. Thus, a key design requirement for EI is explaining the machine’s thought
by adapting to human’s mental workload [267].

Regarding the impact of human psychological behaviors on HAT and EI designs,
human intention is one of the critical aspects. Intention recognition is the process of
understanding whether the ongoing activities of the agent are goal-oriented or not, and
what is the goal behind these specific actions. Michon [[164] stated that the cognitive
structure of human user-level intention can be divided into three sub-levels: strategical,
tactical, and operational level. Understanding such an intention hierarchical plays an
essential role in EI design for safer and more seamless HAT [235]. Intention communication
between humans and autonomy can helps building human’s trust in the autonomy and
identifying potential risks in advance. Similarly, understanding human intention can
help autonomy better support the human and contribute to a higher team performance
(1851262, 241].

Human attention estimation is another critical aspects for EI to support conditional
teamwork and help the machine provide intervention or assistance in critical scenarios
[103, [113]. A typical approach for attention estimation is to build a mapping model
between the context of the external scenario and the human field of attention based on
deep learning [209, [79]. When designing the human-attention-oriented EI, three basic
benefits can be identified. First, estimate human attention to provide corrected cues to
explanation contents. For example, if the human operator is highly focused on the task,
abstracted key information can be provided to avoid a heavy workload. Second, it provides
a cognitive correction and self-adjustment of autonomy. In this case, the autonomy can
identify if the explanation satisfies the human’s focus points and assess if the most expected
explanation is provided. Last, estimating human attention enables the machine to learn
human behaviors and the way human’s percept current situations so that a human-like
situation awareness process for autonomy can be learned.

Last, the emotional states of the human for HAT has been investigated in several studies

[169,137]. These studies indicate that the human emotional state critically impacts team
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performance and that the negative state is associated with aggressive collaboration that
leads to poor team performance and even serious accidents. Adverse emotional states
like frustration also prevent humans from receiving a correct understanding of autonomy,
thereby reducing their sense of mastery, control, and task performance [270]. There are two
common types of approaches can be adopted to analyze human emotional states: discrete
and continuous [[141} 85]]. The discrete approach categorizes emotional states into specific
states such as happiness, surprise, sadness, and anger. The continuous approach uses a
continuous space to indicate the emotional state. Emotion recognition has been studied

from various perspectives with a variety of sensors using ML technology [170].

B.4.2 Explainable Interface Design Principles
B.4.2.1 Considerations in Explainable Interface Design

Survey [163] underscores the potential consequences of inadequate adjustments in the
system’s level of autonomy, such as errors, control conflicts, user frustration, and ultimately,
the disuse of the system . Based on our previous discussion about human behavior, to
ensure that EI-HAT can intuitively respond to human behaviourand meet functional needs,
it is essential to consider human-centered design principles by following approaches:
Presets, Context and Situation Awareness for Common Ground: In XAI the
concepts of presets, context, and situation awareness are pivotal for establishing common
ground between human operators and Al systems. The IMPACT program illustrates this
through its use of high-level "plays’ as presets, simplifying complex multi-UxV control into
manageable commands, thereby enhancing situational comprehension [28]. In Transparent
Value Alignment (TVA), the focus shifts to robots discerning human context and values,
highlighting the significance of perceiving, and comprehending human actions to align
robot behavioureffectively [218]]. Meanwhile, the SAFE-AI framework delves deeper
into situation awareness by categorizing it into perception, comprehension, and projection

levels, each integral for Al systems to understand and explain their operational context
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to human users [219]. Collectively, these approaches underscore the importance of Al
systems not only perceiving their environment but also interpreting and communicating
this understanding back to human collaborators, thus establishing a shared common ground
essential for effective and harmonious human-AlI interaction.

Personality and Adaptivity: Considering the vast cognitive diversity among human
users, influenced by cultural contexts, personality traits, and past experiences, a universal
approach to interface design may not suffice [[161, 202]]. In a study investigating the effects
of adaptive versus nonadaptive robots on information exchange and social relations, it
was found that when the robot’s dialogue was adapted to expert knowledge, expert par-
ticipants perceived the robot as more effective, authoritative, and less patronizing [248]].
Furthermore, to ensure safe and efficient HAT, it’s important to adjust trust in Al agents
appropriately. Over-reliance on autonomous systems can lead to serious safety issues.
Developing adaptive trust calibration methods is essential. These methods monitor users’
reliance behaviourand use cognitive cues, called “trust calibration clues,” to detect and
prompt recalibration of trust [179]. Personalized interfaces cater to individual preferences
and behaviors, rendering interactions more intuitive and relatable. For example, in the
healthcare domain, clinical doctors and patients have significantly different needs for
explanations, requiring different designs for Els [126]. Different patients have different
preferences regarding the emphasis on negative emotions in explanations and their prefer-
ence for detailed or holistic explanations. Exploring interactive features such as click or
hover interactions or real-time personalized explanations through eye-tracking data can be
beneficial to increase system understanding and acceptance [240].

Interactivity: Interactivity is most mentioned among these considerations of EI design.
It allows users to question, explore, and comprehend Al decisions, which promotes trust
and alignment with human values. User feedback, visualization, and interactive tools are
effective methods for enhancing transparency and facilitating user understanding of Al
processes. For example, the Interactive Attention Alignment (IAA) framework improves

user trust and understanding by fine-tuning DNNs to synchronize their behaviourwith
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human cognitive models, optimizing both prediction accuracy and attention mechanisms.
[73]. Additionally, methods such as incorporating user feedback for continuous Al learning,
visualizing Al processes, and developing interactive tools that allow for the manipulation
and exploration of AI models’ decisions are important components. The introduction of
Argumentative Exchanges (AXs) as a dynamic framework for interactive conflict resolution
in XAl demonstrates the effectiveness of these methods [203]. Furthermore, the integration
of domain knowledge into Al development seeks to enhance both the design of EI and
the accuracy of Al algorithms by implementing dialogical guidelines and knowledge
acquisition [75]. Moreover, research in Interactive Machine Learning (IML) consolidates
existing knowledge on interface design. The proposed structural and behavioral model
for IML systems, along with the identified principles for effective interface building,
emphasizes the ongoing necessity for research in this area, further underscoring the vital
role of interactivity in creating Al systems that are transparent, understandable, and aligned
with human-centric values [[60, [246].

Multi-modality: The presentation and interaction of information in multiple modalities
are also important for Els. Currently, explanations are primarily conveyed through visual
and auditory means, such as charts, heatmap, knowledge graphs, structured text, natural
language, sound cues, and speech [9, [139]. Although touch, smell, and even taste are
important components of the human sensory system, they have received less exploration
compared to the aforementioned modalities [290].

Sharon Oviatt et al. [184] have discussed the transition from traditional Graphical User
Interfaces (GUIs) to multimodal User Interfaces (MUIs), highlighting the advantages of
MUISs in natural human-computer interaction and emphasizing their alignment with natural
human communication processes. Dong Huk Park et al. introduced a model designed
for simultaneous textual rationale generation and attention visualization based on two
multimodal explanation modules, the Visual Question Answering Explanation (VQA-X)
and the Activity Explanation (ACT-X) [188]]. MIRIAM, a prototype multimodal interface,

provides voice assistance for operators. This system integrates natural language under-
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standing, aiding in the development of clear and accurate mental models for autonomous
systems. It demonstrates the potential of multimodal interfaces in improving understanding
and trust for remote autonomous system operators in hazardous environments [92]. A
study by Schneider et al. examines how different feedback modalities can improve the
user experience in autonomous driving by testing feedback modalities like light, sound,
visualization, text, and vibration. The results show that light and visualization feedback
significantly enhanced the user experience in both practical and hedonic qualities compared
to no feedback [221]]. Holzinger et al. propose a holistic approach to automated medical
decision-making that integrates ML research with human expertise. The authors introduce
counterfactual graphs and emphasize the importance of incorporating multiple modalities
throughout the decision pipeline by aligning local geometries across different input feature
spaces [98].

Last, research on information olfaction plays a key role in human responses, despite
not being a primary information channel [[192]. The study reveals that olfactory channels,
including aspects like direction, saturation, airflow, and air quality, effectively augment
information visualization. These channels are especially beneficial in enhancing memory,
emotion, and immersion, and in providing clear signals when visual information is unclear
or distracted. Additionally, olfaction complements other senses by delivering crucial
information, such as specific scents for gas leak warnings or driver safety alerts [82].
Although olfactory cues are limited in providing complex explanations, they can be a
potential vital element for more intuitive explanations for future multimodal Els.

In conclusion, effective design principles for Els hinge on four core considerations:
establishing common ground through context awareness, personalizing adaptivity to ac-
commodate user diversity, fostering interactivity for deeper understanding and trust, and
integrating multi-modality for richer, more intuitive interactions. These principles under-
score the necessity for EI designs that are not only technically advanced but also deeply
attuned to human cognitive and sensory processes. By embracing these guidelines, HAT

systems can be developed that are more accessible, transparent, and aligned with human
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needs, ultimately leading to more effective and harmonious human-Al collaborations.

B.4.2.2 Extended User Experience Framework for Explainable Interface

Susanne Bgdker emphasizes the role of HCI from the perspective of human activity
theory in 1989 [36]], this approach serves as the foundation of user centred design in
HCI, advocating for interfaces that are intuitive, accessible, and tailored to the specific
needs of users. For example, in the field of medical Al, the incorporation of Human-
centered design approaches holds particular significance as it ensures that Al not only
assists medical professionals in decision-making but also aligns with their workflow and
cognitive processes [99, 281]].

The development of Els has led to the formulation of guidelines and frameworks
that bridge the gap between algorithm-centric and user-centred explanations [146, 271].
These guidelines emphasis on involving UX and design practitioners in the creation of Al
products that not only possess technical proficiency but also cater to user needs and contexts.
Additionally, there is a need for tools that make it easier for designers and developers to
design, develop, and evaluate Els. For instance, ProtoAl introduces a new workflow called
Model-Informed Prototyping (MIP) for designing Al-enhanced user interfaces, enabling
designers to incorporate real-time Al model outputs into UI prototypes. This approach
simplifies data-driven design, aligns with human-Al interaction principles, enables detailed
prototyping with Al model insights, and supports interface simulation with various data
and model scenarios [235]].

Garrett introduced "The Elements of User Experience.” The diagram delineates various
levels of considerations that are essential for crafting a high-quality user experience (UX)
[74]]. In the context of HAT, where automation takes different forms and operations are
influenced by both human input and Al. As shown in Figure the following extensions
to this framework are proposed based on earlier discussions, aimed at enhancing Els within

HAT.

» Task-oriented explainable interface: Ideal for environments where the primary

258



Appendix B. Explainable Interface Survey

Task-oriented Explainable Interface

Multimodal Display Focus on providing clear and
efficient modes of communication that are directly
relevant to task completion.

Interface Design Prioritize functions over forms.
Information Design Straightforward, perhaps minimalist
manner, focus on clarity and avoiding any unnecessary
details that don't contribute to task performance.

Interaction Design Streamline for efficiency, focus on
reducing the cognitive load and ensuring the user's input is
focused and minimal.

Information Architecture Straightforward, facilitate quick
access to the most necessary information with a logical
structure that prioritizes task flow.

Function Specifications Focus on conveying just the
essential information needed to understand and trust the
system's decisions or actions in the context of task
completion.

Autonomy & Human Roles Clear delineations between
what is automated and what requires human intervention.
Task Completion Metrics Focus on efficiency, accuracy,
and reliability, measuring the system's performance in
concrete terms.

User Needs and Teaming goals would be defined in terms
of task performance and the effectiveness of human-auton-
omy teaming in achieving specific operational objectives.
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Experience-oriented Explainable Interface

Multimodal Display Potentially use storytelling
elements to make the interaction more engaging.

Interface Design Aesthetic and emotional considerations,
with a design that aims to be pleasurable and satisfying.
Information Design Exploratory, use narratives or
athematic elements to present information in engaging
way.
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Figure B.6: Extended User Experience Framework for Explainable Interface: Contrasting Task-
oriented and Experience-oriented Approaches in Human-Autonomy Teaming.

objective is to efficiently and accurately complete tasks, such as in industrial, medical,

or military settings.

* Experience-oriented explainable interface: Most suitable for scenarios where user

engagement, long-term trust, and an intuitive understanding, such as in educational,

customer service, or domestic environments.

The task-oriented perspective emphasizes efficiency, clarity, and practicality in achiev-

ing specific tasks, with a focus on the concrete aspects of the interaction. The Experience-

oriented perspective, however, focuses on the quality of the interaction, aiming to enrich

the user’s experience and foster long-term benefits such as learning and personal growth.

Both perspectives are valuable, and the optimal approach may involve balancing the two to

create an interface that is both efficient and engaging for human-autonomy collaboration.

B.5 Evaluation of Explainable Interface in HAT

In the HAT context, evaluating EI extends beyond traditional XAl methods, necessitating a

human-centered approach that aligns evaluation methods with various roles’ goals [110]. A
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paradigm shifts in XAl evaluation, as suggested in [211]], prioritizes metrics that measure
the explanation’s relevance to the XAlI’s objectives, such as the discrepancy between
the explanation’s logic and the agent’s actual performance, the number of generated
rules, the complexity of the explanation, and its stability. Bhatt et al. [33] suggest
three criteria for ideal feature-based explanations: low sensitivity to input changes, high
faithfulness in identifying relevant features, and simplicity, all of which can be automated
without human involvement. DARPA’s framework [86] introduces measures including user
satisfaction, mental model accuracy, task performance, trust assessment, and correctability.
Different experimental conditions are used for evaluation, ranging from no explanation
to full explanations for each decision and action, along with a control condition using
a non-explainable system. Research [256]] categorizes explanation evaluation methods
into objective and human-centered evaluations. Objective evaluations apply automated
approaches and metrics to assess explainability, while human-centered evaluations focus
on aspects like explanation quality, user satisfaction, comprehension, and performance. A
distinction is made between the plausibility and convincingness of explanations versus their
correctness, highlighting the importance of not conflating these criteria [[175]. Enyan Dai
et al. [52] outline essential qualities for explanations, such as correctness, completeness,
consistency, contrastivity, user-friendliness, and causality, and suggests quantitative metrics
for evaluating Graph Neural Network (GNN) explanations, including accuracy, fidelity,
sparsity, and stability.

Building on existing research, as shown in Figure dividing evaluation metrics into
three categories is proposed: model performance-centered, human-centered, and those
aligned with HAT goals. This comprehensive evaluation framework is designed to ensure
both technical efficiency and user-centric effectiveness in HAT systems, thereby promoting

optimal integration and collaboration between humans and autonomous systems.
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Figure B.7: Evaluation Framework of Explainable Interface for Human-Autonomy Teaming.

B.5.1 Model Performance Centred Evaluation Methods
B.5.1.1 Inherent Interpretability Level Evaluation for Functional Model

The inherent interpretability of a model largely hinges on its architecture. Simple models,
such as linear regressions, small decision trees, or rule-based systems, are more inter-
pretable due to their straightforward decision-making processes [22]. Within the same
architecture, interpretability also varies with the model’s complexity. In decision trees,
fewer nodes or leaves indicate simpler decision rules, making the model more interpretable.
Conversely, larger trees with more nodes capture complex patterns but are harder to under-
stand and visualize. This complexity can be measured by the tree’s number of nodes or
depth [232]]. Saliency or activation maps help interpret the focus of each layer in CNN or
RNN [49,1191]. However, as the network depth increases, generating explanations becomes
more challenging, especially for non-experts.In addition, when addressing complex tasks
like vehicle state recognition and fault diagnosis, researchers often propose frameworks
that integrate multiple basic models [282] to enhance performance. However, quantitatively
comparing the interpretability of different architectures within such frameworks remains a

more challenging endeavor.

B.5.1.2 Quantitative Evaluation for Post-hoc Explainers

Accuracy involves correctly representing the reasons for generating a specific output,

particularly when the ground-truth rationale is known. It is closely linked to fidelity,
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which measures the faithfulness of identified substructures using heuristic metrics [52].
CLEVR-XALI [14] is a sizable visual question answering dataset featuring questions
paired with pixel-level ground truth masks, serving as a benchmark for assessing visual
explanations. In practical applications, the ground-truth, such as real feature importance,
is often unknown. Simulating models and treating the system’s output as ground truth
is a common approach to assess explanation fidelity. This method utilizes ML metrics,
including accuracy, precision, recall, F1-score, AUC, and others, to evaluate post-hoc
explanations [168], 207]]. Researchers also evaluated explanation accuracy by removing
higher-order features and introducing noise to the inputs [159]]. Hugues et al. [250] created
a synthetic dataset with adjustable complexity and known discriminative features. They
evaluated six popular explainers on both synthetic and real datasets like FordA and ECG.
They introduced two new metrics, AUC§top and F15, for assessing interpretability in
time-series classification. AUC:S’Vtop measures the area under the curve as the top-k time
steps are corrupted, reflecting explainers’ accuracy in identifying important time steps.
Robustness is crucial for ensuring the stability and precision of Al explanations across
varying conditions. Although a model’s predictions might be consistent, its explanations
can vary, highlighting the importance of robust explanations for reliable decision-making
[135]. Section B.3|outlines the heterogeneity in XAl explanation methods, such as feature
importance and heatmap, complicating the identification of the most reliable method
without a standard ground truth. To tackle this, Huang et al. introduce two novel black-box
evaluation techniques for assessing interpretation discrepancy and probabilistic robustness.
These include using a genetic algorithm for worst-case scenario analysis and subset
simulation for assessing overall system robustness [[104]. However, current post-hoc
explainers exhibit limitations in robustness, especially in identifying biases in classifiers for
sensitive applications. Common methods like LIME and SHAP often fail to detect biases
related to protected attributes such as race [231]]. Furthermore, the robustness of GNN
post-hoc explainers against label noise is another critical evaluation aspect, underscoring

the need for accurate explanations in noisy data [303]].
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Completeness in post-hoc explanations involves a balance between detailed insights
into a model’s internal mechanisms (reasoning-completeness) and the clarity and relevance
of its outputs (output-completeness). Reasoning-completeness focuses on the depth of
understanding a model’s internal workings, where white-box models are essential for
complete transparency in system operations. In contrast, output-completeness concerns
how comprehensively the explanation represents the model’s output [175]. To assess
output-completeness, the F1S score is used as a metric, providing a balanced evaluation of
an explainer’s ability to identify important time steps [250]. However, while aiming for
high completeness in explanations, it’s crucial to strike a balance between sparsity and
completeness for user comprehension. Explanations that are too sparse may omit critical
information, whereas overly detailed ones can lead to complexity or redundancy, impeding
user understanding.

Efficiency is particularly important in real-time or interactive systems, where prompt
explanations are essential for maintaining user engagement and trust. In critical domains
like medical diagnostics, financial decision-making, and autonomous vehicles, the ability
to provide fast and clear explanations is crucial for timely decision-making, system trust,
and avoiding potential harm or economic loss. Efficiency metrics include the speed of
generating explanations and the computational resources needed. A proposed benchmark
in [[107] aims to address limitations in current explainers and foster the development of
more effective, utility-driven methods. Study [237]] indicates that gradient-based methods
like GradCAM outperform perturbation-based methods in efficiency in medical image
analysis. This efficiency stems from gradient-based methods requiring only a single input
pass for explanation, as opposed to multiple perturbed inputs used by perturbation-based
methods, leading to quicker processing times.

Above all, the model performance evaluation discussed can function independently of
end-users, and its performance significantly impact the generation of explanations, which

is a fundamental step in developing Els.
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B.5.2 Human-Centered Evaluation Methods

Different individuals perceive Els distinctively. In coronary heart disease interface eval-
uations, non-experts showed higher satisfaction with various explanations compared to
experts [[186]. Mohammad et al. found that in clinical decision support systems, example-
based and counterfactual explanations were more comprehensible and less likely to foster
over-trust in Al than local and global ones [[/7]. The study [223] examines the effects
of self-driving car explanations on user trust and understanding. It found that causal
explanations were least satisfying, intentional explanations increased trust the most, and
mixed explanations yielded the best overall understanding and consistent trust. These
findings illustrate that EI-HAT differs from general model explainability, with no universal
best explanation applicable across scenarios and audiences. These highlight the necessity
for human-centered evaluation such as understanding, trust, and satisfaction.

Human understanding makes a basic of HAT in complex, dynamic environments
because it is essential to build a shared mental model for human and autonomy. Situation
Awareness (SA) playing a key role in this process [173]. For a lower level of autonomy,
it’s important to maintain human engagement and responsibility for the task, with the
autonomous system providing warnings and support via sophisticated assistance technolo-
gies [47]. Paul Salmon et al. [216] propose that the achievement and maintenance of SA
is influenced by both individual and task factors, such as experience, training, workload
and also interface design. The method for measuring SA must be consistent and reliable,
producing comparable assessments under similar circumstances. Evaluating SA should
satisfy three core criteria: it should enable simultaneous measurement across different
situations, assess awareness on both an individual and team level, and provide insights in
real-time.

Human trust is shaped by the user’s Al knowledge, task understanding, and objectives.
Els are designed to foster appropriate trust, aligning with AI’s capabilities to avoid both
under utilization and excessive reliance. For instance, excessive trust in autonomous

driving could lead to neglecting necessary manual interventions, risking accidents [138].
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In autonomous vehicles, establishing trust requires understanding the system’s abilities and
limitations [91]]. Trust is sensitive to system errors and tends to fluctuate over time [23]].
Measuring human trust in Els can be a key indicator of their effectiveness, looking at how
trust is built and adjusted through various types of explanations [96]. Trust is connected to
team interaction and failure recovery, suggesting that it is a dynamic process best measured
through real-time, sensor-based, and behavior-based methods, beyond traditional surveys
[54].

Human satisfaction with an EI doesn’t necessarily imply correct system understanding
or trust [97]]. Satisfaction with explanations is determined by the extent to which users
perceive the ease of use and utility of an Al system or process. Key characteristics of
satisfactory explanations include completeness, actionability/persuasiveness, usefulness,
relevance, personalization, and timeliness. These attributes can be measured using various
methods like surveys, questionnaires, user interviews, feedback after interaction, user
experience metrics, metrics from recommendation systems, and assessments of contextual
relevance [245]. Ashraf Abdul et al. [2] introduced the Cognitive-GAM (COGAM)
framework, which formalizes cognitive load for XAl by using visual chunks and aims for
a balance between cognitive load and accuracy in generating explanations.

Measuring these aspects effectively in practice necessitate active participation from
individuals. Comparative experiments are key in evaluating Els, by contrasting interfaces
with and without explanations or examining different types of Els. Hoffman’s research
[97] delves into the explanation process, highlighting curiosity’s role, and introduces a
detailed set of scales to measure aspects like explanation quality, satisfaction, mental
models, and trust, useful in question-and-answer assessments. Myounghoon Jeo’s research
[112] suggests that Al systems evoking positive emotions can boost trust. Mishra et
al. [[167]] developed a hierarchical LSTM model using eye-tracking data for sentiment
analysis in text. Mengyao Li et al. [144]] proposed using conversational data, focusing on
lexical and acoustic features, to assess trust dynamically in NASA missions. Advanced

affective computing techniques involve emotion recognition through text, audio, and
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visual cues, as well as physiological data like EEG or ECG, often analyzed using ML
[266]. The DEVCOM Army Research Laboratory’s HAT3 toolkit [177] integrates various
indicators, including behavioural and physiological cues, for trust analysis in human-
autonomy interactions.

While human-centered evaluation methods are vital, focusing exclusively on one aspect,
like high trust levels, is not always indicative of superior results. It’s important to value
both objective and subjective measurements. Affective computing frequently utilizes
emotional models, including Ekman’s six basic emotions [63], Plutchik’s wheel [199]], or
the Pleasure-Arousal-Dominance (PAD) model [21]], and is supported by well-developed
multimodal databases [266]. However, the relationship between these emotions and aspects
like understanding, trust, and satisfaction need further exploration. What’s more, in HAT,
Dynamic evaluation of human-centered metrics such as trust calibration can allow for

continuous improvement and adaptation of the system to better support the team’s needs.

B.5.3 Evaluation Methods towards Teaming Goals

Human-centered evaluation are not always align with the performance of HAT [97].
Though they are important, the ultimate goal is to successfully complete tasks. Systems
that fail to enhance collective goal achievement, despite advantages in interpretability and
satisfaction, are deemed suboptimal. This underscores the importance of evaluating Els in
the context of HAT objectives. Factors such as learning curves, decision-making efficiency,
and group task performance play a critical role in the dynamics of HAT.

The learning curve can be evaluated by measuring the performance of the HAT on
specific tasks. Over time, the team should become more proficient, completing tasks more
quickly and with fewer errors [67]]. The learning curve can be evaluated through various
measures such as task completion time, error rates, physiological indicators, psychological
factors (such as self-reported affective state and stress), and perceived workload and team
efficiency. Characteristics of autonomous agents, team composition, task attributes, human

individual difference variables and training significantly influence the HAT performance
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[182]].

Group task performance represents the most direct measure of their effectiveness or
usability. The Perceptual-Cognitive Explanation (PeCoX) framework, which aims to
improve HAT performance, underscores the importance of generating, conveying, and
receiving explanations [176]. When considering Els within this framework, they act as a
bridge facilitating team interaction. Thus, assessing Els must focus on key aspects of team
performance, including the efficiency, completeness, and quality of task execution. These
factors offer tangible metrics to evaluate how Els enhance the overall effectiveness and

collaborative success of the HAT system.

B.6 Challenges and Future Directions

B.6.1 Challenges

Incorporating XAI into HAT systems and facilitating interaction through Els poses a

variety of critical challenges:

* Timely explanation generation: In high-stakes, real-time HAT settings, it’s essen-
tial for EIs to offer timely and understandable explanations in proper time to foster

appropriate trust and assist in decision-making.

* Explanation generation methods selection: The right method for generating
explanations is complex and depends on factors like data complexity, target audience,
and context of use. The range of methods varies from simple rule-based systems
to complex ML models, and the use of different post-hoc explainers can lead to

inconsistent results [[132]].

* Explanation presentation methods selection: How explanations are presented in
Els is as important as the explanations themselves. The presentation method can
greatly affect HAT performance. The same information can be perceived differently

depending on whether it is presented via text, visuals, audio, tactile, or olfactory
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means. The choice of presentation method varies with the task type and environment,
requiring careful selection to ensure effectiveness and appropriateness for the specific

context and user needs.

* Complexity in designing explainable interface frameworks: Creating these frame-
works is an interdisciplinary effort, requiring knowledge from Al, HCI, psychology,
and relevant domains. This necessitates a collaborative approach that extends beyond
traditional disciplinary limits, Personalizing explanations to accommodate individual

differences is essential [273]].

* Personalized and adaptive design: Interfaces should be tailored to users’ varying
cognitive abilities and expertise levels. This involves modelling human behavi-
ourdynamics and adjust Els accordingly, thereby fostering accurate understanding,

reasonable trust, and increased satisfaction.

* Hybrid dynamic evaluation: As discussed in Section|B.5| evaluating these inter-
faces requires a balanced approach. This includes assessing the model’s performance,
the human-centered evaluation, and the overall performance of the HAT system.
Methods like questionnaires and affective computing should be utilized, and more

empiral research is needed for specific tasks and domains.

* Preparing users for HAT through explainable interfaces: It is vital to equip users
with the necessary knowledge about the system for effective teaming. The design of

Els that can achieve this educational goal is an area that requires further exploration.

* Multi-disciplinary collaboration: Incorporating Els into HAT systems goes beyond
technical considerations. It requires viewing autonomy as a participant in human
society and designing responsible Al ecosystems. Bridging the gap between respons-
ible Al research, industry, policy, and regulatory efforts necessitates a comprehensive

integration of art, humanities, and other disciplines [39].
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B.6.2 Directions

To effectively enhance HAT systems through Els, a comprehensive and structured human
participated approach is essential. The approach should commence with a re-evaluation of
traditional prototype design and software development processes, prioritizing the seamless
integration of XAl either as a distinct module or within the functional interface. A pivotal
element of this strategy involves establishing a decision framework. This framework
should facilitate the selection of explanation methods that align with the intricacies of the
data, the user’s comprehension level, and the contextual application of the system.

The debate between the use of interpretable models and post-hoc explanations for
black-box models has gained attention in recent research [214]]. Efforts have been made to
explore neuro-symbolic Al, which aims to integrate the continuous and discrete aspects
of neuro and symbolic Al [29]]. Additionally, causal inference and IML approaches have
been examined [150, 246l]. However, despite the emergence of more interpretable model
architectures, there are challenges in designing systems that effectively explain these
models to humans. Moreover, it is crucial to focus on developing user-friendly tools for
interactive post-hoc explainer selection, allowing non-Al experts to participate in system
design [90].As discussed in section the utilization of advanced multimodal LLMs
to explain simpler black box models is another valuable direction, providing human-
comprehensible explanations and simplifying the EI development process. However,
the application of LLMs in design, the mitigation of potential issues arising from LLM
hallucinations to produce reliable explanations, and the interpretability LLM itself remain
areas for exploration.

For explanation presentation, it is good to draw on insights from visualization and
conduct empirical researches. These researches should evaluate the impact of multimodal
content presentation methods, like visual, textual, or auditory formats, on user understand-
ing and interaction. When establishing bridges between autonomy and humans through Els,
considering presets, along with incorporating interactivity, adaptability, and multimodality,

has the potential to improve the performance of HAT. To ensure comprehensive evaluation,
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a hybrid dynamic multimodal approach is recommended. This combines quantitative meth-
ods like model performance metrics with qualitative methods such as user feedback and
surveys. Additionally, integrating affective computing to assess human behaviourprovides

valuable insights for interface refinement.

B.7 Conclusion

Drawing on the survey findings, this chapter emphasizes the necessity for ongoing research
to improve aspects like understandability, trustworthiness, user satisfaction, and the overall
efficiency and effectiveness of XAl-enhanced HAT systems. Crucial concepts such as
explainability, explanations, and Els within HAT systems are clarified, helping researchers
taking a first step into this field from various domains to discern the current state, challenges,
and potential focal points. This chapter serves as a valuable resource for stakeholders
involved in XAI systems, proposing a design framework for Els. It also introduces an
elaborate evaluation framework that containing model performance, human-centric factors,
and HAT task objectives. This framework deconstructs the intricacies involved in assessing
Els and XAl systems. Furthermore, the challenges and potential avenues for future research
in this area are specifically detailed, both from explanation generation and from the design

and integration of these explanations within the system by Els.

B.8 Explainable Interface Application Scenarios in HAT:

Case Studies

Thougn Els play a pivotal role in enhancing the efficiency of HAT in high-risk sectors
like healthcare, transportation, and manufacturing, there is a lack of empirical studies
examining end-users’ explainability needs and behaviors around XAl explanations in real-
world contexts [[127]]. Research [26] outlines a framework to evaluate robot autonomy levels

in human-robot interaction (HRI). It redefines autonomy as a robot’s ability to perceive,
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plan, and act in its environment for specific tasks. A 10-point taxonomy categorizes levels
of robot autonomy (LORA), assessing how these levels influence key HRI factors like
acceptance and reliability. The study also underscores autonomy’s interplay with constructs
like safety and trust in HRI, essential for comprehending autonomy’s role and impacts in
these interactions. Related research is summarised in Table which illustrates how,
across varying levels of autonomy, the roles of humans and autonomous systems differ,
thereby influencing the functionality of Els in these contexts. Notably, the concept of
variable autonomy in HAT for firefighting, introduced in [254]], allows for the dynamic
adjustment of robot autonomy based on situational demands. This approach leads to
efficient task sharing and role adaptation between humans and robots, implying a need for

similarly dynamic ElIs in these contexts.

B.8.1 Healthcare
B.8.1.1 Clinical Decision Support Systems

Els are vital in Clinical Decision Support Systems (CDSS) for clinician acceptance and
transparency of Al’decision-making is more effective than merely presenting Al confidence
levels [187]. Factors influencing the effectiveness of explainability in CDSS include
technical integration, algorithm validation, deployment context, decision-making roles,
and user demographics [11]. Computer-based CDSS differ in operation, knowledge
sources, and workflow impact. A substantial portion focuses on patient-centered decision
support, while a smaller percentage provides online support for clinicians. Most require
additional personnel for data management [31]]. Implementing CDSS involves considering
delivery methods, governance, incentives, workflow integration, content updates, and data
quality [274]. Al-based CDSS are evolving with complex algorithms, analyzing large
datasets for precise, personalized support, improving healthcare quality and efficiency.
However, issues such as data privacy, transparency of algorithms, and integration into

existing workflows present ongoing challenges [205]. Key elements in the design and
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Table B.2: Design of Explainable Interface for Different Autonomy Levels

Level = Human Role Autonomy Role Functions of EIs
Low Direct Controller: Active Executor: Acts  Clarify operational
Autonomy Executes immediate upon human input mechanisms and
control, frequent nearly real-time, no respond to direct
commands, continuous independent human commands.
monitoring decision-making. [26,131]
Medium  Supervisor/Guide: Assistant: Offers Provide insights into
Autonomy Involves setting insights into decision-making,
parameters, providing  decision-making under especially under
intermittent input, and  specific conditions specific conditions or
intervening in complex parameters. [26, [147]]
decisions beyond the
agent’s programming.
High Overseer/Monitor: Self-regulated Offer detailed
Autonomy Engages in high-level ~ Actor/Adaptive explanations of
monitoring and Manager: Performs complex decisions,
intervenes in tasks independently, highlighting the
unexpected situations.  seeks input when influencing algorithms,
uncertain behaviors, or data.
Justify actions
retrospectively [[152]].
Full Initializer/Auditor: Sovereign Operator: Explain overall
Autonomy Establishes initial Manages all tasks strategies and

parameters and
high-level goal setting.
Beyond the setup,
humans are mostly
hands-off, only
intervening in
exceptional cases or
for maintenance.

autonomously,
constantly improving
or adapting its strategy
based on goals and
feedback from its
environment. Human
input is rare.

objectives, clarify
adjustments and
rationale in
autonomous strategies,
and ensure consistency
between human
intentions and
autonomous actions.
[152]
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implementation of Els for CDSS include:

* Real-time visualization: Els should display system’s decision-making processes and
actions in real-time, allowing users to observe and understand how the system arrives
at its conclusions. This feature enables clinicians, operators, or users to monitor and

intervene when necessary [[11]].

» Alerts and notifications: Els generate alerts and notifications to inform users about
potential complications, anomalies, or critical events. This feature enables timely
intervention by support staff, who can take appropriate actions based on the provided

information.

* Context-aware assistance: Els should deliver situation-specific information, like
patient condition, current procedures, and relevant literature, aiding support staff,
nurses, and anesthesiologists in recognizing potential issues and making informed
decisions [292]. External Explanations also matters, such as biomedical literature or
prediction process allow clinicians to validate system reasoning against their own

knowledge and determine if recommendations are clinically appropriate [198, 292].

* Natural language explanation: Providing natural language explanations and visu-
alizations can help clinicians understand the robot’s control logic and reasoning,
improving trust and confidence in the technology [158]]. Study [251] shows that

LLMs in CDSS can clarify medical diagnoses but must be used cautiously.

» User-Centered Design: Emphasizing the importance of aligning with clinical work-
flows and user needs, human-centered design is crucial in CDSS development [264].
This approach involves iterative processes, including prototyping, testing, and re-

designing [[186].

B.8.1.2 Surgical Robotics

The development of autonomy in surgical robots can be categorized based on a combination

of human involvement and the robot’s level of proficiency. At Level 0O, the robot is
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completely under the control of the surgeon, serving merely as a tool. In contrast, Level 5
envisions a robot performing an entire surgery independently. Intermediate levels involve
the robot transitioning from providing mechanical assistance to autonomously executing
specified tasks, suggesting surgical methods awaiting human confirmation, and even
making medical judgments under the supervision of a doctor [291]. This range from
Level 0 to Level 5 encapsulates a progression from total human oversight to complete
self-sufficiency of the robot. Currently, most surgical robots operate at the level 1 and level
2, with the surgeon playing a significant role in the procedure. However, advancements
in Al and sensors are improving the precision, grip, feedback, and autonomy of robotic
surgery systems [68].

Figure @ illustrates Level 1, "Robot Assistant’, where a continuous interaction loop
exists between the developer and the doctor. In this level, EI provides tool status updates
and enhanced visualizations, like 3D renderings of the surgical area, for clearer insights
[S3]. Level 2, "Task Autonomy’, positions the doctor in a supervisory role. Here, control
over the robot is discrete rather than continuous. An application of this is in spinal surgery,
where robotic guidance is integrated with preoperative planning software [147]. Els for
doctor include feedback on decisions, reasons, confidence levels, alternative suggestions,
and real-time updates. In the future, it is possible that surgical robots will achieve higher
levels of autonomy, allowing them to perform more complex tasks independently while
still being supervised by human surgeons. However, there also are researches arguing
for a shift in focus from complete autonomy to enhancement of human capabilities in
the context of autonomous surgery [24]]. As Al becomes more integrated into healthcare,
challenges arise, especially concerning explainability, utility, trust, legal, regulatory, and
ethical [291}183)279].

The surgical robotics field is characterized by varied interaction methods to enhance
surgical precision or improve experience. Developments include robots capable of envir-
onment reconstruction and force feedback [145]. Minimally invasive surgery primarily

consists of a series of sub-tasks, which can be broken down into basic gestures or contexts.
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Figure B.8: Explainable Interface in level 1 and level 2 surgical robotics

Surgical gesture recognition can aid in motion planning and decision-making, as well
as establish context-aware knowledge to improve the control quality of surgical robots
[299]. Furthermore, as robots become more autonomous, the importance of strategic task
planning becomes increasingly clear [80]. There is a trend towards optimizing shared
autonomy, advocating for a more collaborative approach between humans and robots. This
human-in-the-loop collaborative method enhances human capabilities alongside robotic
autonomy [81]]. A study reviews current surgical robotic interfaces, highlighting advance-
ments and limitations in feedback and visualization, and proposes a novel design featuring
bedside access, sterile procedure, 3D head-mounted visualization, and intuitive control for

enhanced surgical outcomes [230]].

B.8.1.3 Challenges fo Explainable Interface in Healthcare

Based Advancements in healthcare suggest that their future depends not only on tech-
nological progression but also on creating interfaces that integrate seamlessly with Al,
prioritizing clarity and comprehensibility. Design and implementing Els in healthcare

faces unique challenges:

* Complexity of Medical Data: The inherently intricate and varied nature of medical
data, including electronic health records, medical imaging, genomics, and sensor

data, presents a significant challenge. XAl systems must be adept at interpreting and
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explaining decisions based on this diverse, high-dimensional data [[13]]. Furthermore,

the lack of standardized datasets exacerbates the difficulty of model training.

* Real-time Clinical Decision Making: Given the high stakes involved in healthcare
decisions, the critical nature of surgical procedures, the necessity for real-time

decision-making is paramount.[11]].

* Varied User Expertise: The range of technical and medical knowledge among XAl
system users in healthcare, such as doctors, nurses, and patients, varies widely
[126]. Crafting explanations that are understandable to this diverse user base is a
considerable challenge, necessitating customization to suit different comprehension

levels.

» Regulatory Compliance and Ethical Considerations: Healthcare’s strict regulatory
environment demands compliance, especially as the FDA starts to view certain Al

models as medical devices, necessitating stringent regulatory frameworks [94].

* Integration with Clinical Workflows: The effectiveness of Els in healthcare hinges
on their seamless integration with existing clinical workflows. This necessitates
interdisciplinary collaboration to ensure that the implementation of these interfaces
does not introduce additional complexity or time-consuming burdens for healthcare

professionals [[186].

» Evaluating Explanation Effectiveness: The difficulty in evaluating healthcare ex-
planations lies in their subjective and objective combined nature, as effectiveness
may vary based on their role in clinical decision-making, patient understanding, and

improving outcomes.

» Data Privacy and Security: Ensuring the privacy and security of sensitive health data
used in XAl systems is paramount. This includes addressing concerns related to data

sharing, consent, and anonymization [7/].
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B.8.2 Transportation
B.8.2.1 Autonomous Vehicles

HAT in transportation and autonomous vehicles (AVs) can be categorized into six levels of
driving automation, as defined by the Society of Automotive Engineers (SAE) [47]. As
the level of automation increases, the role of the human driver shifts from active control
to supervision. This transition can lead to challenges in maintaining driver engagement,
situation awareness, and trust in the automation system [27]. Level 3 and higher AVs
are equipped to handle full control, allowing drivers to focus on non-driving activities.
However, human intervention is still required in certain situations. Providing explanations
within AVs enhances the driver’s sense of control and understanding of the vehicle’s status
and capabilities, reducing potential anxiety. These intervention needs differ depending on
non-driving tasks, driving conditions, and takeover methods. Personalized AVs, tailored
to individual driver behaviors, enhance reliability and foster greater trust in the system
[217,1134]. Shahin et al.’s survey about XAl in autonomous driving, proposes an framework
for a safer, transparent, publicly approved, and environmentally friendly intelligent vehicles
[17]. As self-driving cars become more prevalent, regulatory bodies might see the value in
having these types of interfaces [289]]. Implementing such interfaces not only be beneficial
for users but can also help manufacturers meet demands and gain approvals from regulatory
agencies [33]. To present Els inside and outside vehicles, visual, auditory, and haptic/tactile

aspects should be considered:

* Visual interface: Visual interfaces in AVs have evolved from traditional physical
controls to advanced touchscreens and augmented reality head-up displays (AR-
HUD). They enable passengers to set destinations, monitor progress, environment,
vehicle status, and manage settings like climate and entertainment, thereby improving

efficiency in control takeover, enhancing user satisfaction, and trust [[180, [116].

* Auditory interface: Speech output is highly relevant to improve driver attitudes

that affect acceptance of automated systems is brought forth [70]]. In AVs, auditory
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user interfaces are designed to ensure safe control transitions, especially during the
conditional self-driving phase. These interfaces use a combination of voice and
sound feedback to communicate with the user. Compared to generic auditory output,
communicating upcoming automated manoeuvres additionally by speech led to a
decrease in self-reported visual workload and decreased monitoring of the visual

HMI [174].

» Haptic/tactile interface: AVs can enhance user experience and control through the
integration of haptic feedback interfaces. A study compared two types of driver-
vehicle interfaces for controlling vehicles: one using a haptic interface with both
kinesthetic and tactile feedback, and the other using a hand-gesture interface with
augmented reality feedback. Compared to manual driving, semi-autonomous control
significantly reduced the perceived workload. The haptic interface, in particular,
proved to be especially reliable and effective in comparison to the gesture interface,

as it provides direct and immediate feedback to the driver [[156].

Multimodal explanations utilizing two types of displays are more effective than un-
imodal or three-display multimodal explanations, with speech-based displays producing
the best takeover performance. The combination of visual, auditory, and tactile cues,
especially visual-auditory warnings, improves response efficiency in scenarios like vehicle
malfunctions and highway exits [139, 297]]. The MIRIAM study demonstrates a mul-
timodal interface combining visual indicators with a conversational agent, maintaining
situation awareness across various cognitive styles and enhancing user engagement through
natural language interaction [210]]. The timing of information delivery is as crucial as its
content, with traffic risk probability guiding when explanations are provided, particularly
to avoid overwhelming passengers with excess information [[125]]. Figure delineates
the requirements for Els in AVs across three operational conditions: ’good condition’ for
standard autonomous operation, ’specific condition’ for complex scenarios like adverse
weather requiring increased notifications, and ’takeover condition’ triggered by system

errors or unpredictable circumstances necessitating control transfer. Els should avoid
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Questions to answer: What is happenning? What will happen? Why this happen? (future route plan, control authority transfer)
Fundamental componets: Environment,Vehicle behaviour, Control authority

Good Condition Specific Condition Takeover Condition
Complex weather or bad System limitations, sensor errors,
road Conditions or unpredictive environments

Takeover time

Automation Failure detectected
Operational status now + Notice + + Control authority
Planned behaviour Explainable Interface
v
Secondary Conditional
Task Manager Driver/ Controller Intervener Decison maker Executor
Driver
Remote Controller Pedestrain

Figure B.9: Explainable Interface Requirements for Human Vehicle Interaction in Conditional
Driving Automation

overloading users with complex technical details, instead clearly presenting current and
anticipated environmental conditions, vehicle behaviors, and control information. The
interface should also allow users to retrospectively track significant environmental changes,
behaviors, and control shifts during the journey. Incorporating predictive maintenance
data, such as remaining useful life and time-to-failure, is important [228]]. As for remote
control, more comprehensive dynamic team situation awareness is needed [173]].

In evaluating autonomous systems, it is imperative to assess understanding, trust,
and satisfaction in real-time interactions during the operation of AVs. This approach
ensures more accurate and useful results compared to traditional questionnaires, which
may not be effective in this context. Measurements should integrate the use of existing
vehicle devices, such as cameras, and wearable devices capable of monitoring human

psychological activities for dynamic modelling of human behaviourin HAT.

B.8.2.2 Air Transportation Systems

The integration of Els is pivotal in enhancing the functionality and safety of transportation
systems. The European Union Aviation Safety Agency (EASA) is actively working
towards developing guidelines for Al applications intended for safety-related applications
in aviation. The stakeholders, including air traffic controllers, airport operators, and

Uncrewed Traffic Management (UTM) service providers, seek assurance that the Al
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solutions are trustworthy and safe [247]. Developing robust solutions to manage, measure,
and maintain trust between humans and autonomous systems is important, particularly in
maintaining existing safety standards in aviation.

In Air Traffic Management (ATM), XAl is instrumental in managing air traffic flow
and capacity, ensuring efficient resource utilization, and minimizing delays. leading to the
funding of various projects by SESAR (Single European Sky ATM Research). Among
these, the TAPAS specializes in air traffic flow, capacity management, and air traffic control
services within ATM. The project’s scope includes establishing transparency requirements,
developing a prototype, implementing an explainable layer, and formulating principles
for transparency in ATM automation processes, as referenced in [244]]. ARTIMATION
improves runway delay predictions and optimizes departures and inspections by enhancing
explainability with heatmaps and decision-based storytelling. Additionally, the Mindtooth
tool evaluates air traffic controllers’ reactions, including Approach-Withdrawal, stress, and
workload using neurophysiological metrics. This is particularly relevant considering that
time pressure is a critical factor in high-stakes environments like air traffic control, where
rapid and accurate decision-making is imperative [[15].

Concerning Demand-Capacity Balancing (DCB), challenges such as congestion or
hotspots occur when airspace demand exceeds capacity. Research in this area includes a
multi-agent RL approach that uses a rule-based environment and a modified proximal policy
optimization (MAPPO) framework. This approach integrates a supervisor for enhanced
learning, effectively balancing demand, and capacity in air traffic flow management
[242]. In [131]], EI enhances the explainability of deep multi-agent reinforcement learning
solutions for demand-capacity balance (DCB) problems, employing visual analytics for
transparent decision-making. Additionally, XAl can drive secure data chains in conjunction
with blockchain networks for autonomous ATM, ensuring data integrity in ATM operations

[L8].
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B.8.2.3 Challenges for Explainable Interface in Transportation

Summarizing key findings, integrating XAl into transportation systems is crucial for high

safety and operational standards. Major challenges include:

Integration with Existing Infrastructure: Merging XAl with existing transportation

infrastructure, such as traffic signals and GPS systems.

Adapting to Dynamic Environments such as unpredictable traffic, weather, and

pedestrian behavior.

Real-Time Data Processing and Interaction: In high-stake real-time HAT, swiftly
processing dynamic data, provide understandable explanations in proper time and

adjust Els according to feedback.

Real-time Evaluation: Collecting evaluation data during HAT process, without

distracting the user.

Challenges in Advanced Urban Transportation: The emergence of intricate urban air
traffic, featuring drones and eVTOLSs (electric vertical take-off and landing vehicles),
presents unique challenges and prospects for incorporating Els in AVs and traffic
control systems. Addressing these issues calls for creative solutions to preserve both

efficiency and safety within complex urban transportation networks.

B.8.3 Explainable Interface and Digital Twin

B.8.3.1 Relationship of Physical System, Digital Twin, and XAI

The relationship between a physical system and its digital twin (DT) is dynamic and

symbiotic. The DT mirrors the life of its corresponding physical entity, adapting its real-

time behaviourin response to inputs from the physical system. In the context of Industry

4.0, Cyber-Physical Systems (CPS) provide real-time data and control capabilities [83]].

Utilizing DT for decision-making, they enable the simulation and modelling of various
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aspects of a physical system, offering valuable insights and predictions. These simulations
can serve multiple purposes, such as optimizing performance, predicting maintenance
needs, and simulating potential scenarios in smart cities, manufacturing, healthcare [71]].
Els play a crucial role in this relationship by ensuring transparency and understandability

in the decision-making processes within the DT.

B.8.3.2 XAI Methods for Digital Twin

XAI methods play a pivotal role in DT. For example, LSTM neural networks, employed for
lane change prediction in autonomous driving DT, use techniques such as layer-wise relev-
ance propagation for better clarity in their predictions [269]. Furthermore, architectures
like TwinExplainer integrate XAl into deep learning-powered DT systems, prioritizing
the interpretability of their predictive outcomes [178]]. The study [129] investigated the
remaining useful life prediction in DT systems through interpretable machine learning,

employing the PIML library for transparent and reliable Al decision-making.

B.8.3.3 Digital Twin as an Explainable Interface

DTs surpass traditional explainable interfaces (Els) by offering interactive features and
counterfactual analysis. This improves understanding of Al-driven decisions across various
industries, like healthcare and manufacturing. For instance, In drug discovery, DTs explain
Al’s reasoning behind diagnoses and treatments, boosting trust and confident decision-
making by healthcare professionals. [[16]. In the manufacturing industry, DTs can provide
real-time explanations for quality control decisions, helping operators identify the root

causes of defects and optimize production processes [189].

B.8.4 Challenges for XAI and Digital Twin Integration

The integration of XAl methodologies into DT systems presents interface design and
optimization challenges [[111]]. First, incorporating XAl not only as a post-hoc approach to

explain the outputs, but also integrating internal interpretable Al from the initial stages
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of design. Moreover, the progression of DT technology is hindered by a general lack
of understanding of its advantages and a deficiency in technical expertise. Contributing
technologies such as 3D simulations, [oT, Al, big data, and cloud computing are also in
developmental stages, which adds to the complexity [243]]. Furthermore, advancements
in high-performance computing and real-time interaction technologies are crucial for the
enhancement of XAl-enabled DTs. This necessitates a high level of technical understanding
from users. To address these issues, there is a need for the development of new methods
and frameworks. These should enable the seamless integration of XAl into DT systems,
thus lowering the learning curve for users and making it easier for them to understand and

trust these systems.
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Data Protection
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In 150 - 300 words, describe your proposed project including research methods, identification of any potential risks and measures
to reduce these risks (if necessary). You may wish to use your abstract if you have one.

Accurately determining Airport passenger Flow (APF) is critical to efficiently manage airport processes and allocate resources and is fundamental
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Please select any that apply:

" The research involves human participants

" The research involves human participants who are fully able to provide their informed and valid consent

" The research involves human participants where personal data or identifying information will be gathered

I The research consists of interviews where any published or recorded material does not contain personal data, unless
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Is there a Non-Disclosure Agreement in force?
“ Yes

“ No

Please comment on any other ethical issues that may arise from your project
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Part 3: Methodology and Expertise
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strongly advised to upload supporting documents (such as consent forms, experimental protocols, etc.) in Part 5 to avoid unnecessary
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Please assign your research project to one of the University Themes

Aerospace L“

Please select any data collection methods that apply to your research. Refer to the help buttons for more information.
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Please provide further details. Supporting documents can be uploaded in Part 5.
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Are the levels of risk greater than participants or experimenters would be exposed to in their everyday lives?

The experiment will be conducted on computers without human individuals as the experimental objects.

Direct observation
™ 1 will use direct observation in my research

Interviews
I 1 will use interviews in my research

Questionnaires and surveys
™ 1 will use questionnaires and/or surveys in my research

Video or audio recording
I 1 will use video or audio recording in my research

Electrophysiological and optical measures from humans
™ 1 will use electrophysiological and/or optical measures from humans in my research

Measures from a biological sample
I 1 will use measures from a biological sample in my research

Secondary data
I 1 will use secondary data in my research

Other
No category above applies to my research

Please provide further details. Supporting documents can be uploaded in Part 5.

The initial data is expected to be obtained from open dataset.

Please click on 'Next' in left hand actions bar to move forward to Part 4
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Part 4: Specialist Studies

This section relates to research around health and defence topics. For most applications the questions will not be applicable.

Have you ensured that your study complies with The Human Tissue Act 2004 and its nine codes of practice?

“ Yes
“ No
“ Not applicable

Are you conducting research involving human participants which is funded by the Ministry of Defence (MOD), or involves MOD-
employed staff or participants?

“ Yes

* No

Is the research taking place in or through the National Health Service (NHS)?

“ Yes

“ No

Please click on 'Next' in left hand actions bar to move forward to Part 5

Part 5: Supporting Documents

Please upload any supporting documents for your research project you may have that will help the reviewers understand your
research design such as research protocol, questionnaires, interview schedules, participant information sheets, consent forms,
case for support, etc. (dependent on study)

i | confirm | have uploaded all supporting documents relevant to my application
Please click on 'Next' in left hand actions bar to move forward to Part 6

Part 6: Declarations and Signatures
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Researcher
Declaration

The completed form is accurate to the best of my knowledge and belief.

| undertake to abide by Cranfield University’s Ethics Policy in undertaking this project.

| confirm that | have completed the Cranfield University Ethics Training successfully.

I understand that | am responsible for obtaining ethical approval and any other necessary approvals for my project.

| understand that | must not begin the data collection until | have received approval from Cranfield University Research Ethics System (CURES).

I understand that if any significant changes are subsequently made to my project then | will have to submit a new ethics application and until such time as new
ethics approval is granted | will have to stop data collection on my project.

® | understand that if any of the above conditions are not met then the University reserves the right to refuse to assess work for any intended degree qualification.

Researcher Signature

Signed: This form was signed by Ms Xianggi Kong (Xiangqi.Kong@cranfield.ac.uk) on 05/04/2023 9:05 AM

Students must sign their application before obtaining a signature from their supervisor.

Once both you and your supervisor have signed the form, your application will be queued for automatic submission.

Supervisor
Declaration
® | confirm that | have read and fully support this application and will be acting as the supervisor of the lead researcher (student) for this project.
® | have checked that the application has been completed correctly and is of good quality.
® In my opinion, the research proposal is viable.
® | confirm that my student has been instructed to complete the Cranfield University Ethics Training.
[ ]

| understand that the lead researcher | am supervising must not begin the data collection until they have received approval from the Cranfield University Research

Ethics System (CURES).

® | understand that if any significant changes are subsequently made to this project then the lead researcher will be required to submit a new ethics application and
until such time as new ethics approval is granted they must stop data collection on the project.

® | understand that if any of the above conditions are not met then the University reserves the right to refuse to assess the student's work for any intended degree

qualification.

Lead Supervisor Signature

Signed: This form was signed by Dr Yang Xing (Yang.X@cranfield.ac.uk) on 05/04/2023 9:49 AM
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