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Low-cost air quality sensors have shown great promise as a complement to high-cost reference and
equivalentmethods. Though not currently as accurate, their lowbarrier of entry and smaller form factor
allow them to be deployed in greater numbers, thus enabling air qualitymeasurements to bemade at a
far higher spatial and temporal resolution than previously possible. However, their measurements
require corrections as they suffer from both short-term biases (e.g., changes in environmental
conditions such as temperature and humidity), and long-term measurement drift due to degradation.
Many studies have focused on calibration and re-calibration of sensors, but fewer focus on correcting
pre-calibrated sensor measurements. Correctingmeasurements is a likely scenario for people buying
off-the-shelf devices, as they will not have access to the raw data that underpins the measurements,
such as sensor voltages. Previous studies focused on a small range of correction techniques, without
accounting for the variances that can occur between devices or locations. This work aimed to perform
a comprehensive assessment of different correction techniques applied to air quality sensor systems.
More than 470,000 unique measurement corrections were tested across two sites to determine best
practices for correction campaigns going forward, resulting in a far more robust study than previous
works. It highlights the large variances in results that occurred between sites, particularly for NO2, with
results often more impacted by device type and location than the regression technique used. Simpler
linear models were also found to perform just as well as, and sometimes better than, more complex
non-parametric techniques. This study highlights that, though a strong focus is often put on
comparing different regression methods, the choice of technique has less impact than the
configuration of the device or the conditions of the co-location site. Therefore, future studies should
focus less on small-scale comparisons of regression techniques and more on how to improve the
transferability and applicability of results from a co-location campaign to another.

Low-cost sensor systems show great promise in complementing cur-
rent high-cost reference and equivalent instrumentation by increasing
the temporal and spatial resolution of air quality measurements1–3.
Their cost, size, and power requirements are reduced, making them
viable for citizen science projects and spatially dense air quality

networks, where their high-cost counterparts would not be financially
or logistically feasible.

However,measurementsmade by low-cost sensors are usually of lower
quality than those made by reference instruments, and can be subject to
significant interferences from environmental factors (e.g., humidity), other
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atmospheric species, andmeasurementdrift4. They therefore require regular
corrections to improve their lifetime and the quality of their measurements,
to enhance confidence in their reported data5,6.

Low-cost sensors often use electrochemical (EC) sensors to measure
trace gas concentrations7,8. For particulate matter (PM), components are
classified as nephelometers or optical particle counters (OPCs) by the
manufacturer9,10, both of which measure particle concentrations using
scattered light. Previous studies have argued that low-cost nephelometers
could be better classified as poorly performing OPCs11–13. We will not be
discussing the validity of the nomenclature and will focus only on OPCs in
this study.

EC sensors are capable ofmeasuring gases in the parts per billion (ppb,
or nmolmol−1) range14–17. Previous studies have shown that the measure-
ments are more susceptible to biases from temperature15–22, humidity15–22,
and electronic noise8,16,17 at these low levels, and are disproportionately
affected by baseline drift15–23 and loss of sensitivity15 over time. OPCs are
often used tomeasure the concentration of oneormore size fractions of PM.
They do not make a direct mass measurement of PM, instead using the
intensity and refraction patterns of light passed through an air sample to
estimate the concentration of different sizes of PM in the atmosphere24,25.
Previous studies have shown thatOPCmeasurements are also susceptible to
biases from humidity2,3,9,10,23,24,26–28. Studies on the effect of temperature on
OPCs show mixed results, with some reporting an influence1–3,6 and others
reporting none25,27,29. OPCs are also affected, though not to the same extent
as EC sensors, by baseline drift, thought to arise from a combination of
degradation of the laser and reduced air flow from fan degradation and dust
build-up6,29,30.

Manufacturer (i.e., out-of-the-box) calibration factors of low-cost
sensors are provided to end-users, but their use is only described as “a
suggestion”9 and they tend to have mixed results. Borrego and co-workers4

evaluated a number of sensors and found that manufacturer calibrations
have normalised root mean squared errors (nRMSE) ranging from 0.26 to
9.15 whenmeasuring NO2 (Note: this variance could partially be attributed
to the use of RMSE, which is an inappropriate metric when comparing
different studies, see Supplementary Note 4, Section 3). Many low-cost air
quality sensors are calibrated in a laboratory environment, where they are
exposed to a fixed range of controlled conditions4. However, these
laboratory-based calibrations often cannot cover the wide range of varia-
tions in both the characteristics of pollutants (e.g., the chemical composition
of ambient PM) and environmental conditions that the devices will
encounter in the field4,10,16,17,20,23. Low-cost sensors' performance can also be
negatively affected if sensors are deployed in a different environment than
the one inwhich theywere calibrated2,20,23. This is particularly true forOPCs,
where changes in the chemical composition of particulates can bias mea-
surements due to changes in their refractive index2,6,10,25,29,31–33. These biases
are not limited to location changes, as short-term changes in composition
from sources such as fireworks andwildfires can also introduce biases in the
measurements7,29.

Due to this variation in manufacturer calibration performance and
degradation of measurement quality over time, low-cost sensor measure-
ments necessitate correction before, during, and after deployment. How-
ever, many studies focus on only calibrating the initial raw sensor
measurements, with far fewer covering corrections2,6,34,35 and even fewer
covering measurements of gaseous pollutants23,36. Many OPCs come with
built-inmanufacturer calibrations, the quality of which varies depending on
the similarities between the environments they were calibrated and
deployed in ref. 9. This results in an increased focus on correcting OPC
manufacturer calibrations for both pre-built units and bespoke sensor kits.

Many studies have focused on the calibration of low-cost sensor
measurements to account for these biases, but when aggregating these
studies, few conclusions could bemade. Results from individual studies
seem to contradict the aggregated results due to variations in many
experimental factors such as duration of study, proportion of mea-
surements used for the training set, and which independent variables
(e.g., temperature and humidity) were used37. This complicates

determining the best technique to use when calibrating raw low-cost
sensor measurements or correcting pre-calibrated ones. The main
objective of this study is to compare a wide range of pre-processing and
regression techniques, some used previously in the literature, and
others novel to this study, to determine the best methodology for
correcting low-cost sensor measurements. We focus on corrections
instead of calibrations, as it is a requirement for deploying off-the-shelf
devices, which do not provide the underlying raw data for their cali-
brations, such as the sensor voltages. By comparing a very large number
of techniques applied to the same datasets, more reliable trends can be
uncovered, and recommendations can be made with more confidence.

This study uses sensor data collected in two long-term field co-location
campaigns. This enables us to provide comprehensive recommendations on
which techniques to use when correcting low-cost sensor measurements,
maintaining measurement quality against drift and changes in environ-
mental conditions. The first dataset was collected during the Breathe Lon-
donPilot Study, a two-yearproject thatmonitoredair quality across London
using over 100 low-cost AQMesh sensor systems and two mobile mea-
surementplatforms38,39. Four of theseAQMesh sensorswere co-locatedwith
reference equipment at the Teddington Bushy Park Automatic Urban and
Rural Network (AURN) monitoring site, along with several other low-cost
sensors. The second co-location campaign took place over 20months at the
top of the Facility for Airborne Atmospheric Measurements (FAAM)
building on the Cranfield University campus, utilising five low-cost Zephyr
air quality monitors and one set of reference instruments. The measure-
ments from this type of monitors have been corrected in previous
studies40–42.

Multiple combinations of variables were tested when correcting low-
cost sensormeasurements, including temperature and humidity. A variable
called “Time SinceOrigin”was calculated, representing the cumulative time
since deployment. This variable was used to test whether any long-term
drifts in the measurement could be accounted for and corrected without
recalibration.

A range of regression techniques were applied in this study, including
both parametric and non-parametric methods (Table S2). Regression esti-
mators were sourced from scikit-learn43, XGBoost44, and PyGAM45. They
were all chosen due to their compatibility with the scikit-learn API46. All
available estimators were tested to get maximum coverage in our compar-
isons. Summaries of the techniques used can be found in Supplemen-
tary Note 4.

A range of error metrics was tested in this study to develop a com-
prehensive view of the performance of each correction method (Table S3).
Though a range of techniques were tested, mean absolute error (MAE, and
normalised variants) is discussed here as it is an appropriate metric when
comparing differentmodels. r2 and rootmean squared errorwere calculated
for each pipeline (Supplementary Note 6; Sections S6.1–6.3) but were not
used as they are not appropriate when comparing different models, parti-
cularly when measurements of different lengths and magnitudes are used
for each one (Supplementary Note 4, Section 3).

Results
Due to the large volume of results obtained in this study, it would be
challenging to examine the performance of individual combinations of pre-
scaling and correction techniques for each pollutant in detail. To examine
them effectively, the results of the two sites were grouped by a pre-defined
category (e.g., Pollutant and Scaling Technique). They were then filtered to
examine a subset of the results (e.g., NO2 corrections only). Then, theywere
filtered to remove any results outside the median ± 3 × interquartile range
(IQR). This removes any significant outliers, shifting the focus to general
performance.

Summary statisticswere then calculated from the results to visualise the
performance of the different groups, split by site. The first quartile (Q1),
median, and third quartile (Q3) were calculated. The minimum and max-
imumvalueswere calculatedbyfinding the smallest and largest resultwithin
the median ± 1.5 × IQR.
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We focused on four key criteria in this study. The average performance
of correctionmethodologies was comparedwith themedian result. The best
performers were compared using the 1st quartile and the minimum result.
The worst performers were compared using the 3rd quartile and the max-
imum result. The consistency of a technique was also examined using the
IQR.A low IQR showed consistent performance, whilst a large IQR showed
significant variation.

We focused on the relative performance of different techniques instead
of aiming for a set quantitative target (e.g., stating that MAE < 5 µgm−3

indicates a good correction method). Different low-cost air quality sensors
provide varying levels of measurement uncertainty. The CEN/TS 17660-
1:2021 and CEN/TS 17660-2:2024 (PM2.5 only)

47 technical specifications
separate them into three classes by measurement uncertainty. Class 1
devices are at a minimum consistent of indicative air quality measurements
in line with data quality objectives; Class 3 devices have a more relaxed
uncertainty target not related to a data quality objective. Focusing on relative
improvements allows this study to be applied to all classes of low-cost
sensors. Given the high variability in performance amongst sensors, it is
recommended that endusers ensure their sensor complieswith the expected
performance separately.

We initially focus on the overall results, followed by examining the
results split by pollutants, devices, folds, pre-scaling techniques, and inde-
pendent variables used. This gives a broad overview of the performance of
different techniques. We then examine two pollutants (NO2 and PM2.5 to
obtain a more granular view of how the inclusion of multiple features and
different scaling techniques affects correction performance. More infor-
mation can be found in the “Methods” section.

All pollutants
Figure 1 shows the summarised performance of all correction pipelines
(defined in section “Building and fitting regression pipelines”) split by
pollutant and site using the MAE. Tabular representation of the box plots
can be seen inTable S8 in the SupplementaryMaterial. The non-normalised
MAEs in Fig. 1a are spread out, with theNO2 results in particular having no
overlap between the boxes representing the Bushy Park and Cranfield sites.
The best performing NO2 correction at the Bushy Park site has a higher
MAE than the Q3 MAE at the Cranfield site, meaning over 75% of the
Cranfield corrections perform better than the best at Bushy Park. O3

achieves the samemedianMAEacross both sites but the IQR is significantly
higher at the Cranfield site, showing a more varied performance in the
correction pipelines. PM2.5 had similar averages at both sites but a lower
range than the NO2 results. When normalising the MAE with the mean of
the referencemeasurements, the average error is higher at Cranfield relative
to Bushy Park for PM2.5, and the IQR is more consistent between sites. The
O3measurements are significantly lower than those of others for both sites,
achieving a minimum ratio of 0.06 at the Cranfield site. Average MAEs for
PM10 results become consistent between sites, but the IQR at the Cranfield
site is lower.

Normalising the MAE by the absolute deviation of the reference mea-
surements, referred to as nMAE in this study, not only improves the relative
difference in the medians between sites but also between pollutants, so this
normalisation method was used for the summaries in the rest of this site.
MAE and CvMAE (MAE/Reference Mean) results can be found in the
Supplementary Material. MAE results are from Figs. S4–S20 and Tables
S20–S36, CvMAE results are from Figs. S21–S37 and Tables S37–S53.

To improve the robustness of the results and reduce the chances of
overfitting, five variations on each pipeline were trained, each using 80% of
the trainingdata.These subsets of thedata are referred to as “folds”. Thedata
was split to ensure an equal distributionof the target pollutant in each fold.A
sixth “mean” foldwas also generatedusing themeanof themeasurements of
the first five folds to test whether this could smooth out overfit estimators,
particularly non-parametric ones. The performance of each fold was tested
to ensure it remained consistent. There was no significant difference in
average nMAE and spread between training set folds seen in Fig. 2, sug-
gesting that the measurements were evenly distributed within training sets.

Fig. 1 | Comparison of the performance metrics for each pollutant across the two
studies. Performance of corrections split by pollutant, evaluated by amean absolute
error, b mean absolute error normalised by the mean of reference measurements,
and c mean absolute error normalised by the absolute deviation of reference mea-
surements (Sections S6.1–6.3). The mean absolute errors of each category are
summarised by box plots, with the solid box representing the range between the 1st
and 3rd quartiles, with the centre line representing the median MAE. The tails
represent the highest and lowest MAE values within the median ± 3 × interquartile
range (IQR).
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There were some variations in performance for PM2.5 and PM10 at the
Cranfield site, suggesting a short, significant episode in one or more mea-
surands (e.g., relative humidity or temperature) thatwas not sharedbetween
all folds, causing inconsistency. Tabular representation of the box plots can
be seen in Table S9 in the Supplementary Material.

No significant advantage is clear when using the average predicted
measurements of all five folds, further highlighting the consistency between
pipelines trainedon different folds.Due to the consistency between folds, all
folds and the mean result were used when comparing measurements.

At the Bushy Park site, at least two reference or reference equivalent
(henceforth referred to collectively as “reference”) deviceswereused for each
pollutant. To test how closely the pipelines were able to correct the low-cost
sensor measurements to the reference measurements, the performance of
pipelines against each reference device was compared in Fig. 3 (key in Table
S1, tabular representation of the box plots can be seen in Table S10 in the
Supplementary Material). Corrections against AirView B perform

significantly better than AirView A for NO2, achieving a median nMAE of
0.77 vs. 0.98. These are both significantly higher than Cranfield’s reference
instrument at 0.45. Corrections against AirView B also perform better than
AirView A for O3, though the relative difference is smaller at 0.45 vs. 0.51.
The Cranfield reference device performed slightly worse at 0.57. AirViewA
and B both achieved better median nMAE than the Cranfield reference for
PM10 (0.62 and 0.66 vs. 0.73), though theBushyParkOPCperformedworse
(0.81). The four PM2.5 reference instruments at Bushy Park (AirView A,
AirView B, Bushy Park FDMS, and Bushy Park OPC) achieve a lower
median than the one at Cranfield (0.40, 0.42, 0.55, 0.6 vs. 0.70). However,
nMAE spread for the Cranfield reference instruments is much higher than
that for the Bushy Park devices, with the Bushy Park FDMS being the only
reference device with a higher IQR (0.44).

Despite higher averages, the Cranfield reference devices achieve the
lowest nMAE for all pollutants except PM2.5, showing higher device
variability but better performance in some situations.When comparing the
Bushy Park data further, it was decided to use the best-performing reference
device for each pollutant to maintain parity with the Cranfield site, where
onlyone referencedevicewaspresent for eachpollutant.Therefore,AirView
Reference B was used for analysing NO2 and O3, and AirView Reference A
was used for PM2.5 and PM10 analysis.

Due to potential variations not only between sensor system brands but
also between devices from the same manufacturer, the performance of
individual low-cost air quality systemswas compared in Fig. 4 (key in Table
S1, tabular representation of the box plots can be seen in Table S11 in the
Supplementary Material), split by pollutant. The individual sensor system
performance differs substantially among pollutants. The Breathe London
AQMesh and AQMesh C pipelines had higher median nMAE for NO2

corrections (1.02 and 1.23) than AQMesh A and B (0.86 and 0.79). The
Cranfield devices also had mixed performance when correcting NO2

measurements. Zephyr A, B, and D all scored consistently lower than the
BushyPark low-cost air quality sensor systems.Overall, theNO2corrections
performed far better at the Cranfield site than the Bushy Park site, with the
two worst Cranfield low-cost air quality sensor systems achieving similar
performance to the best Bushy Park low-cost air quality sensor systems
(Zephyr C and E,median nMAEs 0.82 and 0.91 vs. NPLAQMesh A and B,
median nMAEs 0.87 and 0.82).

TheO3 correctionperformance ismore consistent than that forNO2 at
Bushy Park, with the Breathe London AQMesh, AQMesh A and B all
achieving similar median nMAE scores. AQMesh C’s median nMAE is
nearly twice as low as the other low-cost air quality sensor systems for O3

corrections (0.29 vs. 0.5, 0.5, and 0.47).
Zephyr A, B, and E achieve similar median nMAE scores when cor-

rectingO3measurements (0.58, 0.53, and 0.58).However, Zephyr E’s IQR is
more thandouble that ofA andB (0.20 vs. 0.07 and0.06). ZephyrDachieves
significantly lower nMAEs for O3 with amedian of 0.31. The Q3 nMAE for
ZephyrD’s correctedO3measurements is 0.38, lower than theQ1nMAE for
all otherZephyr devices. ZephyrCperforms evenworsewhencorrectingO3

than NO2, with a median nMAE of 1.42, nearly 2.5 times greater than the
next highest median. Its best-performing correction pipeline achieves an
nMAE of 1.08, worse than the worst performer of the other 4 Zephyr
systems (Zephyr E, 0.87). O3 corrections achieved similar nMAEs across
both sites. NPLAQMeshC and Zephyr D are the two best performers, with
the other AQMesh devices (Breathe London, A and B) achieving similar
median performances to Zephyr A, B, and E. Zephyr C’s corrected O3

performs the worst across all sites.
PM2.5 correction performance is mixed between devices for both sites.

The low-cost PM2.5 monitors in the AirView cars, Low-Cost A and Low-
Cost B, were the two best performers, withmedian nMAEs of 0.40 and 0.36.
As the reference and low-cost PM2.5 monitors shared the same inlet on the
outside of the AirView car, they would have hadminimal variation between
PM2.5 concentrations, which may explain the lower median nMAE. NPL
AQMesh Bwas the next best performer, with amedian nMAE of 0.59. NPL
AQMesh A and Nova Sensor A and B have similar performances, with
median nMAEs of 0.61, 0.57, and 0.57. NPL AQMesh C and the Breathe

Fig. 3 |Performance of corrections split by reference (or reference equivalent) device
and pollutant, evaluated by mean absolute error normalised by the absolute devia-
tion of reference measurements.

Fig. 2 | Performance of corrections split by fold and pollutant, evaluated by mean
absolute error normalised by the absolute deviation of reference measurements.
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London AQMesh were again the worst performers at the Bushy Park site,
with median nMAEs of 1.13 and 0.91. PM2.5 corrections for Zephyr A, D,
and E had similar performance, scoring median nMAEs of 0.60, 0.62, and
0.50,matching the performance ofNPLAQMeshA andB andNova Sensor
A andB. Zephyr B andCperformnoticeablyworse, withmedian nMAEs of
2.17 and 0.93.

PM10 correction performance is similarly mixed. NPL AQMesh B
records the best median nMAE score with 0.59. NPL AQMesh A, Nova A,
and Nova B all achieve similar median nMAE scores at 0.72, 0.77, and 0.77,
respectively.The IQRfor these 4devices is also similar, between0.18 and0.2.
TheBreathe LondonAQMeshdevice performsworsewith amedian nMAE
of 0.90, and NPLAQMesh C performs worse with a median nMAE of 0.99.
At the Cranfield site, Zephyr B is the worst performer this time by a sig-
nificant margin, with a median nMAE of 1.94. Zephyr D averages the best
with amediannMAEof 0.55.Theworst average sensor systemperformance
at Cranfield (Zephyr B, 1.94) is significantly worse than Bushy Park
(AQMeshC, 0.99).However, the performance of the other sensor systems is
similar between sites.

After examining their performance, a sub-set of low-cost sensors was
selected for further analysis for the rest of the study. NPLAQMeshA and B,

and Zephyr A, B, and D were used for NO2 analysis. The Breathe London
AQMesh, NPLAQMesh A, B, and C, and Zephyr A, B, D, and E, were used
for O3 analysis. NPL AQMesh A and B, AirView Low-Cost A and B, Nova
Sensor A and B, and Zephyr A, C, D, and E were used for PM2.5 analysis.
NPLAQMeshA andB,Nova Sensor A andB, andZephyrA, D, and Ewere
used for PM10.

Comparing the pre-scaling methods used prior to regression in Fig. 5
(key in Table S1, tabular representation of the box plots can be seen in Table
S12 in the Supplementary Material), no trends are immediately apparent.
The non-parametric techniques (Quantile and Yeo-Johnson Transform)
result in worse performance on average, with slightly higher median and
minimum nMAE scores for NO2, O3, and PM2.5. The difference is most
pronounced for PM2.5 at the Bushy Park site, with median nMAEs of 0.46
and 0.66 for Standard Scale and Yeo-Johnson Transform, respectively, and
least pronounced for O3 corrections at the Cranfield site, where the median
nMAEremains the samebetweenboth sets of pre-scaling techniques.As the
transformers alter the distribution of the measurements, if there is a linear
relationship between the sensor and reference measurement, then this lin-
earity may be altered. If the relationship between the uncorrected sensor
measurement and referencemeasurement is non-linear, linearmodels such
as Linear Regression and Theil-Sen Regression will not be able to model it,
accounting for the worse performance of transformers with some of the
pollutants. If there is no significant difference between parametric scaling
algorithms and non-parametric transformers, this implies the relationship
between the uncorrected sensormeasurements and referencemeasurement
is already non-linear, or the transformers do not affect the distribution
enough to remove the linear relationship.

Looking at this summary, it could be concluded that the pre-scaling
technique used has little to no influence on the performance of the cor-
rection. However, later analysis of different scaling algorithms for each
pollutant on individual regression techniqueperformance shows that it does
have an impact on performance in certain situations, both positive and
negative (see section “Simpson’s paradox”).

When examining how the number of independent variables used in a
regression algorithm can affect correction performance in Fig. 6 (key in
Table S1, Tabular representation of the box plots can be seen in Table S13 in
the Supplementary Material), some interesting trends emerge. For each
pollutant, there are four variations of correcting themeasurements. The first
run only uses the target variable as measured by the device (e.g., NO2), the
second uses the target variable and all secondary variables (e.g.,
NO2+ RH+NO+O3+ T+ RH2+ RH× T+ T2), the third uses the
target variable and time since origin (TSO, a feature representing the time
elapsed since the first measurement in the training set) and the fourth uses

Fig. 4 | Performance of corrections split by device
and pollutant, evaluated by mean absolute error
normalised by the absolute deviation of reference
measurements.

Fig. 5 | Performance of corrections split by scaling technique and pollutant, eval-
uated by mean absolute error normalised by the absolute deviation of reference
measurements.
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the target variable, all secondary variables andTSO.TSOwas included in the
analysis to determine whether baseline drift within the low-cost measure-
ments could bemodelled and counteracted, withmixed butmostly negative
results.

The inclusion of the secondary variables when correcting NO2 mea-
surements significantly improved theminimumnMAEs at bothBushyPark
and Cranfield (0.57 and 0.35 vs. 0.45 and 0.26). However, the median
nMAEs at Bushy Park do not differ much (0.84 vs. 0.80), suggesting only
some techniques are able to effectively utilise these secondary variables. The
inclusion of TSO has a minimal effect on NO2 corrections, only slightly
improving the minimum measurement when added to the target variable
and all secondary variables.

The inclusion of secondary variables inO3 correctionsworsensmedian
nMAE scores at Bushy Park (0.46 vs. 0.52) and Cranfield (0.55 vs. 0.56). It
has a much greater effect on the first quartile at the Cranfield site, showing
the overall distribution of measurements is pushed higher, even if the
median only increases slightly (0.27 vs. 0.37). Utilising only uncorrected O3

and TSO increased the median nMAE at both sites. It also increases the
median when added toO3 and the secondary variables, but not by asmuch.
The minimum nMAE is lower at both Bushy Park and Cranfield when
including all secondary variables and TSO, suggesting that at least some
techniques are able to use the TSO feature to model drift.

The inclusion of secondary variables with the uncorrected PM2.5

measurements increases the median nMAE at the Bushy Park site (0.51 vs.
0.57) and at the Cranfield site (0.60 vs. 0.62). The median nMAE increases
furtherwhen addingTSOas a feature, suggesting drift inmeasurementswas
not a significant problem during the co-locations, and the effects of tem-
perature and humidity were already counteracted by the sensor systems in
the uncorrected measurements.

The inclusion of secondary variables with the uncorrected PM10 mea-
surements slightly decreases the median nMAE at the Bushy Park site (0.69
vs. 0.67) while increasing it at the Cranfield site (0.69 vs. 0.66). However, the
minimumnMAE scores are decreased at both by adding secondary variables.
The inclusionof theTSOfeatureworsens themedian correctionperformance
at the Bushy Park site while having a limited effect on the median perfor-
mance at the Cranfield site, suggesting either drift was not an issuewith these
measurements, or the effects were too complex to model.

The IQR increases with additional variables across all sites and pol-
lutants: it is at its minimum when only using the target variable, and at its
maximum when using the target variable and TSO. This suggests that only
some techniques can effectively model the relationships between the sec-
ondary variables and the reference measurement. The following sections
(along with S5.2.1 and S5.4.1 in the Supplementary Information) explore
more in depth the effect of the inclusion of independent variables with
different regression techniques for different pollutants.

NO2

Comparing regression technique performance for NO2 corrections against
using NO2 only and NO2+ RH+NO+O3+ T+RH2+ RH× T+ T2,
significant variations in performance are found (Fig. 7). When only NO2 is
used (Fig. 7a, key in Table S1, tabular results in Supplementary Material,
Table S14a,b), linear regression, the Bayesian methods, least angle regres-
sion, ridge regression and Lasso regression all have similar performance.
These techniques all optimise their coefficients using least squares loss
functions, only differing in how the loss functions are used to select or assign
weights to independent variables. As only one variable is present, this step is
irrelevant, and all techniques perform the same way.

Least angle Lasso regression performs worse, with similar median
nMAE to the other techniques at both sites, butmuch highermaximum
nMAE scores. This technique performs poorly with pre-normalised
data (see Fig. S2), so this worse performance comes from the inclusion
of pre-scaled correction pipelines utilising Standard Scaling and
MinMax Scaling. Once multiple independent variables are added
(Fig. 7b, key in Table S1, tabular results in Supplementary Material,
Table S14c,d), they all have similar improvements in performance
except for least angle and least angle Lasso regression. These techni-
ques are more susceptible to noise, so if one of the secondary variables
has a large random error component, the performance of the correc-
tion will suffer (see Supplementary Note 3 Section 2).

When onlyNO2 is used, Theil–Sen regression performs better than the
previously mentioned methods as it is robust to outliers. However, when

Fig. 7 | Performance of regression techniques correcting NO2 measurements.
Results shown are split by a NO2 only and b NO2+ RH+NO+O3+ T+ RH2 +
RH×T+ T2, evaluated by mean absolute error normalised by the absolute deviation
of reference measurements.

Fig. 6 | Performance of corrections split by independent variables used and pollu-
tant, evaluated by mean absolute error normalised by the absolute deviation of
reference measurements.
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multiple independent variables are used, it performs worse at Bushy Park
and is more varied at Cranfield, as the proportion of outliers it is tolerant of
decreaseswith the number of independent variables (SupplementaryNote 3
Section 7). Though the median nMAE for Theil-Sen decreases from 0.36 to
0.33 and the minimum nMAE decreases from 0.33 to 0.27, the maximum
nMAE increases from 0.39 to 0.50, suggesting this technique is not appro-
priate if multiple independent variables are used and it is difficult to mini-
mise the number of outliers in the dataset.

Passive-aggressive regression is the best and worst performer when
correcting NO2 measurements at the Bushy Park site. It was the best per-
former at the Cranfield site, both with NO2 only and with all independent
variables, the second worst performer when using NO2 only (with the least
angle Lasso regression performing worse), and the fifth worst performer
when using all secondary variables, with Least Angle Lasso Regression and
the three support vector regression techniques performing worse. When
examining the performance of passive-aggressive regression split by scaling
techniques in Fig. S2, it is clear that the large variance in performance
depends on whether the variables are pre-scaled or not.

Orthogonalmatching pursuit is not utilised forNO2 alone as it needs at
least 2 independent variables. Its performance varies substantially when all
features are used. It is suggested to perform better when the data is nor-
malised (see Supplementary Note 3 Section 4), and this is confirmed in
Fig. S2. However, its best nMAE score in the Bushy Park is 0.62, equivalent
to the worst nMAE score for Bayesian ridge regression and higher than the
worst score for linear regression (0.60). Its best nMAE score at the Cranfield
site (0.35) is still worse than the worst score for multiple techniques,
including linear regression and Bayesian ridge regression (0.33 for both).

Linear and expectile GAMs have similar performances to linear
regression and similarmethods discussed abovewhen onlyNO2 is used as a
feature. They both see little improvement in themedian nMAE scores when
using multiple features (0.72 for both vs. 0.70 and 0.69) at the Bushy Park
site. The improvement is greater at the Cranfield site (0.36 vs. 0.29 for both),
furthering the already mismatched results between both campaigns.

The two support vector machine methods also have similar perfor-
mance to Linear Regression and other similar methods mentioned above
when only NO2 is used as a feature. However, their performance is sig-
nificantly more varied when multiple features are used. This is especially
true for the Cranfield site, where some correction pipelines perform worse
than the worst Bushy Park pipeline. This is due to the large difference in
magnitudes between the independent variables (e.g., NO2 may be 20 while
RH2 could be 9216 (i.e., 962), two orders of magnitude higher). When all
independent variables are normalised, the performance of support vector
machines is much better, comparable to other techniques (see Fig. S2).

All non-parametric techniques (isotonic regression and all techniques
to the right in Fig. 7) perform similarly to linear regression and other
techniques discussed previously, aside from multi-layer perceptron
regression, which has similar median nMAE performance (0.74 and 0.40 at
Bushy Park and Cranfield, respectively) but with higher maximum nMAE
values than Linear Regression (0.90 and 0.48 vs. 0.77 and 0.40 for Bushy
Park and Cranfield, respectively). This variance is due to pre-scaled mea-
surements performing worse than unscaled ones.

Isotonic Regression can only utilise a single independent variable,
so it has no results when all secondary variables are used (Fig. 7b). The
other non-parametric techniques improve similarly at the Cranfield
site when using all secondary variables, with median nMAE decreasing
between 0.05 and 0.1. The improvements are far more varied at the
Bushy Park site, with an ensemble of extra trees and a multi-layer
perceptron regression improving themost. Theirmedian nMAE scores
are 0.72 and 0.74, respectively, when usingNO2 only, decreasing to 0.57
and 0.58 when using all secondary variables. The median nMAE score
for XGBoost regression increases with the inclusion of secondary
variables at the Bushy Park site (0.77 vs. 0.78). This suggests that there
is a significant noise component in some of the variables that affects the
non-parametric regression algorithms in different ways, with some
able to compensate for it and some not.

The inclusion of TSO with NO2 as independent variables has a largely
negative impact on NO2 corrections at both the Bushy Park and Cranfield
sites (Fig. 7a vs. Fig. 8, key in Table S1, tabular results in Supplementary
Material, Table S15a, c). Parametric techniques significantly worsened
across the board when adding TSO as an independent variable, with the
exception of cross-validated Lasso regression at the Cranfield site and least-
angle Lasso regression at both sites. The lack of change in performance
between the twocombinations is due to the coefficient forTSObeing set to0,
giving it no influence. If there was a drift component within the first 72 days
(the size of the training set), there was no linear relationship that could be
modelled while environmental features were not present.

However, once theother secondary variables are includedwith the time
feature, correction performance improves significantly. It also brings the
two sites closer in performance, with some techniques having overlapping
nMAE distributions. These improvements come from more than just the
inclusion of environmental features. Linear regression achieves a median
nMAE of 0.58 and 0.29 in the Cranfield and Bushy Park sites, respectively,
whenusing all independent variables exceptTSO.TSO’s inclusion improves
the nMAE further at Bushy Park while slightly worsening Cranfield per-
formance, achieving median nMAEs of 0.45 and 0.33, respectively. Linear
regression is the best performer across all techniques at the Bushy Park site
when all variables are used, with a median nMAE of 0.45 and a minimum
nMAEof 0.38.ThisminimumnMAEisonlymatchedbypassive–aggressive
regression. The largermedian associated with passive–aggressive regression
is due to the differing performance based on the scaling technique. This
shows that, though significant focus is sometimesmade on non-parametric
techniques like Random Forest, XGBoost, and multi-layer perceptrons,
sometimes a simple linear model can outperform them.

Cross-validated Lasso regression achieves the lowest median nMAE
score at theCranfield sitewhenusing all features. All parametric techniques,
aside from least angle Lasso regression, achieve the same minimum nMAE
at 0.25. This highlights that even though a significant number of other

Fig. 8 | Performance of regression techniques correcting NO2 measurements.
These are split by independent variables used: a NO2 and time since origin feature,
and b NO2+ RH+NO+O3+ T+ RH2 + RH×T+ T2, and time since origin. All
techniques are evaluated by mean absolute error normalised by the absolute
deviation of reference measurements.
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studies have focused on non-parametric machine learning techniques such
as Random Forest and XGBoost, simpler parametric techniques can per-
form better under the right conditions while being more explainable.

The twoGAMs performparticularly poorly when including TSO as an
independent variable, with the median nMAE values increasing by over 30
times at the Bushy Park site when only NO2 and TSO are used.

The nMAE scores worsen at both sites when using NO2 and TSO in
support vector machine-based NO2 corrections, with the median nMAE
scores for support vector regression increasing from 0.73 to 1.11 at the
Bushy Park site and from 0.38 to 0.96 at the Cranfield site. This trend is also
presentwhenall other secondary variables are included.Theperformanceof
non-parametric techniques is mixed when using TSO as a variable in NO2

corrections. When only using NO2 and TSO at the Bushy Park site, some
techniques, such as XGBoost regression, have lower nMAE scores when
using the TSO, while the multi-layer perceptron has a much higher median
nMAE, as the weights used in the neural network do not converge when
scaling techniques are used, as discussed in Section 2.2.1. However, the only
technique to achieve a lower minimum nMAE score is histogram-based
gradient boosting regression, decreasing from 0.64 to 0.61. These
improvements in themediannMAEscores are not seen at theCranfield site,
with all median nMAE scores increasing for non-parametric techniques
when only using NO2 and TSO.

When using all independent variables, the inclusion of TSO worsens
median and minimum nMAE scores for all non-parametric techniques
across all sites. Given the improvements gained by parametric techniques,
this suggests the non-parametric techniques may have overfit to the rela-
tionshipswithin the training set.Using a larger training set so thedrift canbe
modelled over a longer periodof timemay improve the performanceofTSO
as an independent variable.

PM2.5

The inclusion of secondary variables when correcting PM2.5 (Fig. 9, key in
Table S1, tabular results in Supplementary Material, Table S16) improves
the nMAE scores in select circumstances but often worsens them at both

sites. The minimum nMAE scores very slightly decrease for parametric
techniques that apply loss functions to their coefficients. For example, the
minimumnMAE score for ridge regression decreases from 0.31 to 0.28 and
from 0.42 to 0.41 at Bushy Park and Cranfield, respectively. However, the
maximum nMAE scores also increase from 0.32 to 0.33 and from 0.62 to
1.05. This shows that minimising the effects of some coefficients is not
enough to minimise the bias introduced by these secondary variables. The
performance of GAMs and support vector machines both worsens with the
inclusion of secondary variables.

The performance of non-parametric techniques is better when sec-
ondary variablesare included,with themedianandmaximumnMAEvalues
decreasing for all techniques at both sites, aside from multi-layer percep-
trons, which have some nMAE scores biased high when using MinMax
scaling. However, theminimumnMAE scores also increase at the Cranfield
site when including secondary variables. As non-parametric techniques
improve in performance while parametric techniques worsen when
including secondary variables inPM2.5 corrections, the interactions between
the sensor measurements, relative humidity, and temperature have a high
degree of non-linearity. This makes them difficult to model with linear
techniques, even with the RH2, T2, and RH× T interaction features. The
devicemanufacturers likely already include corrections for relativehumidity
with their own calibration, so biases would likely only occur at extreme
conditions, in this case, very low or high humidity.

Figure 10 (key in Table S1, tabular results in Supplementary Material,
Table S17) shows that using both uncorrected PM2.5 and TSO as features
causes worse performance for most linear models than using PM2.5 on its
own. Though their average performance is worse, cross-validated Lasso
regression, least angle Lasso regression, and passive–aggressive regression
do achieve similar performance with or without TSO in some scenarios,
with theminimumnMAEs for TSObeing 0.31 and 0.44 for Bushy Park and
Cranfield, respectively, both landing between the minimum nMAE and the
first quartile of nMAEs in their respective sites. These techniques have

Fig. 9 | Performance of regression techniques correcting PM2.5 measurements.
These are split by independent variables used: aPM2.5, andbPM2.5+RH+T+RH2

+ RH×T + T2. All techniques are evaluated by mean absolute error normalised by
the absolute deviation of reference measurements.

Fig. 10 | Performance of regression techniques using TSO correcting PM2.5

measurements.These are split into: a techiniques using PM2.5 and time since origin,
and b PM2.5 with all independent and interaction variables as well as time since
origin. All techniques are evaluated by mean absolute error normalised by the
absolute deviation of reference measurements.
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proven robust to poor feature selection in NO2 and O3 corrections, sug-
gesting they limited the influence of TSO on corrections.

Adding other secondary features does not improve the correction
performance significantly. Techniques that apply loss functions to their
coefficients, such as ridge regression, do see improvements in their mini-
mum and median nMAE scores, but are both still higher than PM2.5 and
secondary variables without TSO.

Corrections using GAMS perform significantly worse when adding
TSO as a variable, matching trends inNO2 andO3. Support vectormachine
performance also worsens on average. The maximum nMAE for support
vector regression increases from0.44 and0.51 to 1.33 and1.37 atBushyPark
and Cranfield, respectively.When adding all secondary features, maximum
nMAEs are equivalent whether TSO is used or not. However, theminimum
nMAEs are higher when adding TSO, showing that, though TSO does not
impact the performance of the worst support vectormachine corrections, it
does reduce the quality of the best ones.

Outside ofmulti-layer perceptrons, which have issueswhen scaling the
data, the non-parametric technique's performance does not significantly
differ between using TSOwith PM2.5 and PM2.5 on its own.When using all
secondary features and TSO, non-parametric techniques generally perform
slightly better than all secondary featureswithout TSO, but the performance
between the two is similar, suggesting that if baseline drift was effectively
modelled, the effects were minimal. Given that the performance of OPCs is
particularly susceptible to seasonal effects from changes in particulate
composition, it is unlikely that the intricacies of these effects could be
captured in 72days'worth of training data, and a longer training periodmay
yield better results. Overall, there appears to be minimal benefit from cor-
recting baseline drift in PM2.5 measurements using TSO as a feature when
using only 72 days of training data.

Simpson’s paradox
Previous studies examining the performance of sensor system corrections
often have a narrow scope, with limited or no variation in pre-processing
techniques, independent variablesused, and regression techniques. The goal
of this study was to examine a broad spectrum of pre-processing and
regression techniques to determine the optimal combination to use when
deploying pre-calibrated sensors in the field, providing a definitive meth-
odology to the preparation stage of a small-scale study or low-cost sensor
network. However, after examiningmore than 390,000 results in the Bushy
Park study and over 80,000 results from the Cranfield study, it became clear
that there were significant issues in drawing conclusions from the
summarised data.

For example, Fig. 5 shows summaries of the performance of different
pre-scaling algorithms used to modify the data prior to the regression step.
Though theparametric scaling algorithms tend tohave lowerminimumand
median nMAEs than the non-parametric transformation algorithms, there
is oftennot a significantdifference, and it couldbe concluded that the scaling
algorithm does not impact performance significantly.

On the other hand, when examining Fig. S2, showing the effects of no
pre-scaling, MinMax scaling, and Yeo-Johnson transform on NO2 correc-
tions, significant differences appear. For example, passive–aggressive
regression in the Bushy Park data performs poorly compared to other linear
models when the data is not pre-scaled. However, whenMinMax scaling is
applied, it has the lowestmediannMAE for linearmodels at BushyPark and
the lowest minimum nMAE across all regression models at both sites.
Orthogonal matching pursuit also performs much worse without scaling.
OnceMinMax Scaling is applied to themeasurements, the nMAEs decrease
significantly, particularly in the Cranfield data, where the median nMAE
decreases from 1.00 to 0.37.

The opposite is true for multi-layer perceptron regression. When no
pre-scaling is applied, it achieves the lowest minimum nMAE at both sites.
However, once MinMax scaling is applied, its performance becomes much
more varied, with the minimum nMAE increasing from 0.43 to 0.57 in the
Bushy Park study. Least angle Lasso regression also performs worse when
MinMax scaling is applied, though least angle regression improves overall,

and Lasso regression sees no change. Non-parametric techniques, aside
frommulti-layer perceptrons, seeno significant changeswhen applyingpre-
scaling techniques, as they are not based on the underlying distribution of
the data. They make no assumptions about the structure of the data, so the
distribution and scaling of the measurements are irrelevant.

When aggregating the results of all techniques, these trends dis-
appear, and no clear relationship between the effect of the pre-scaling
technique and measurement performance is seen. This hides its sig-
nificance in specific scenarios and may cause poor recommendations
depending on the technique used. This is an example of Simpson’s
paradox, a phenomenon where aggregating multiple sets of results can
result in a different trend than one seenwithin each individual set. In this
case, pre-scaling the data has a significant impact on the performance of
several regression techniques, but the differences tend to cancel each
other out when aggregating the data.

This was an issue when comparing results of prior studies37 and has
been shown to be an issue in this study as well. There is one or more
confounding variables that appear to affect themeasurement. Some of them
are compared in this study, but others were not due to the complexity of
visualising the results. For example, a comparison of the performance of
different regression techniques when modifying both the independent
variables used and scaling techniques may yield further insights into how
varyingmagnitudes and distribution shapes between independent variables
affect different regression techniques. However, this would be a very com-
plex comparison and would create an overwhelming number of graphs, far
beyond the scope of this study.

Though the analytical steps used in this study were controlled and
applied consistently to all datasets, such as the pre-scaling technique used,
the independent variables used, the regression technique, and the length of
the training set, some factorswere not.Neither the distribution of the data in
the training set nor the quality of the measurements used was controlled,
varying between sites, pollutants, and devices. This can introduce multiple
sources of variance within results, which makes direct comparison difficult
in this study.

Different types of deviceswere also used, with none sharedbetween the
two sites. AQMesh sensors, Nova sensors, and Thermo-Fischer PDR1500s
were used in the Bushy Park study, while Earthsense Zephyr sensors were
used in the Cranfield study. Uncertainties can be introduced not just by any
different sensing components used in the devices but also by the proprietary
algorithms used, potentially introducing unpredictable biases.

Variation in results
The correction process was standardised between pollutants and studies,
with all pipelines following the samebasic processes,with the only variations
being the introduction of secondary and interaction variables, the intro-
duction of the TSO feature, the technique used to pre-scale measurements,
and regression techniques (see Fig. 11). However, variances still existed
between sites. Normalising the MAE by the absolute deviation of the
reference measurements in the validation set (nMAE, Fig. 1c) helped
minimise differences in average performance between different pollutants,
but didnot significantly improve variations inperformancebetween the two
sites, particularly for NO2. Normalising the MAE by the mean of the
reference measurements in the validation set (CvMAE, Fig. 1b) worsened
the difference between the Bushy Park and Cranfield studies for NO2

relative to non-normalised MAE (Fig. 1a).
This could be due to a number of factors. Variance can be introduced

not just between different types of low-cost sensing components, but var-
iations within components of the same type. Components used for sec-
ondary measurements, such as temperature and humidity, can also vary,
meaning two individual low-cost sensor systems can potentially drastically
vary in performance. The measurements were also filtered differently. The
AQMesh data and AirView Reference data came with status codes, indi-
cating whether the measurements were valid or whether they were in a
rebasing period and/or outside the measurement limits of the device.
AQMeshmeasurementswere filtered to only accept “Valid”measurements.

https://doi.org/10.1038/s41612-025-01231-5 Article

npj Climate and Atmospheric Science |           (2025) 8:389 9

www.nature.com/npjclimatsci


The AirView Reference status codes corresponded to a range of conditions,
including flow error, temperature, and humidity outside of limits and
automated calibration periods. These were all reported by the individual
reference and reference equivalent devices. Only measurements where the
devices reported no adverse conditions were used.

As these corrections were not based on the raw sensor outputs, but
rather the pre-calibrated measurements, some of the variation may have
been removed by a “black-box” calibration algorithm. This may limit the
ability to quantify how sensor variance affects the correction performance,
as it is at least partially occluded by the manufacturer’s proprietary cali-
bration and correction routines. These contributors to uncertainty are likely
abstracted away or reduced. To examine whether these variations in per-
formance can bemeasured, an experiment was run to test whether statistics
such as themean and absolute deviation of themeasurements can be used to
predict theMAE score when usingMinMax scaling and passive–aggressive
regression.

The results were filtered for passive–aggressive regression corrections
pre-scaledwithMinMax scalingusing all secondary features except forTSO.
All MAE scores were obtained for NO2, O3, PM2.5, and PM10 for both
studies. NO, PM1, and PM4 MAE scores were also obtained for the Bushy
Park site. The mean, median, standard deviation, absolute deviation, range,
interquartile range, skew, maximum measurement, 2.5th quantile, 25th
quantile, 75th quantile, and skew were obtained for both the uncorrected
and reference Measurements. Interaction variables were also calculated by
multiplying and dividing all these statistics by each other, similar to RH × T
in the correction pipelines above. Interactions between a variable and itself

were not calculated. This resulted in 715 separate statistics associated with
the measurement.

Themeasurements were split into a train and test set, with ~75%of the
measurements used in the training set.All folds fromeach sitewere grouped
in the same set tominimise the chance of data leakage between the train and
test sets.

The features were then MinMax scaled and used in an extra trees
ensemble regression algorithm to predict the MAE when using MinMax
scaling and passive–aggressive regression. Figure 11 shows the actual MAE
against the predicted MAE scores of all studies in the test set. Significant
outliers can be seen in Zephyr C corrections for O3. Removing these mea-
surements from the test set significantly improves the performance of
predictions as seen in Table 1. This shows that some relationship can be
modelled between the uncorrected and reference measurements, though
there are outliers, particularly in the case of Zephyr C’s O3 measurements.
Further work should focus on what causes the variance between devices, as
measurement statistics on their own cannot normalise results between
studies, making comparisons difficult.

Comparisons to previous work
Comparison between this study and others is difficult due to the breadth of
results and the difficulty in comparison between co-location campaigns.
However, we can reinforce trends found in other studies and highlight
where others could see potential improvements in results.

Cordero and co-workers48 focused on correcting NO2 measure-
ments of four AQMesh pods, utilising the uncorrected NO2, NO, and
O3 measurements along with temperature as independent variables.
They also obtainedmixed results when applying correction techniques,
with three sensor systems performing best with Random Forest and
one with support vector machines based on the mean absolute error.
The performance improvements of using Random Forest over linear
regression varied, with drops in MAE between 7% and 20% for three
systems, and an increase of 17% for the remaining system. Artificial
neural networks, an approach similar to multi-layer perceptrons, were
also tested. The MAE of the two sensor systems more than doubled
compared to linear regression, matching the very varied performance
seen in this study. Standard scaling was used to transform the pre-
corrected measurements for artificial neural networks, but no com-
parison was made against unscaled data. Albeit on a smaller scale, the
varied performance of different techniques matches the one observed
in the present study, and the examination of more techniques and pre-
scaling methods may have yielded better results in the study.

Okafor and colleagues49 examined the use of univariate and multi-
variate linear regression and artificial neural networkswhen correctingNO2

and O3 measurements of six sensor systems, though all six were used in a
single correction, along with temperature and humidity. The univariate
linear regression utilised the first sensor's measurements only. The addition
of multiple variables to linear regression saw an increase in the mean
absolute error for O3 corrections, similar to the increase seen in the median
nMAE for linear regression O3 corrections in this study (Fig. S3). However,
when using exhaustive feature selection, a technique used to select only the
most appropriate independent variables to use, the performance of linear
regression improved significantly. This is similar to trends in this study
where linear models that performed feature selection, such as Bayesian
automatic relevance detection, showed significantly lower minimum
nMAEs than linear regression when using multiple independent variables
for O3 corrections (Fig. S3).

Bush and co-workers50 examined the use of Random Forest models to
improve low-cost sensor performance. This study used the initial mea-
surements, as well as internal sensor voltages, temperature, humidity, and
several engineered features, including the rate of change of temperature and
humidity. There are also some controversial features, including the hour of
day andday of theweek, aswell as aflag that highlightsmeasurementsmade
during rush hour that would have no direct impact on biases within the
measurement but could improvemeasurements at afixed site at the expense

Fig. 11 | Predicted MAE scores vs. actual MAE scores using measurement data.

Table 1 | Results for model predicting the MAE of a
passive–aggressive regression correction on MinMax-scaled
data using features from the dataset, such as mean and
standard deviation, in an extra trees ensemble regressor

Metric Result Result without O3, Zephyr C

r2 0.69 0.83

Root mean squared error 2.54 μgm−3 1.76 μgm−3

Mean absolute error 1.57 μgm−3 1.21 μgm−3

Mean bias error −0.39 μgm−3 0.13 μgm−3

95% Quantile absolute error 6.43 μgm−3 3.51 μgm−3
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of portability. TheRandomForestmodels gave significant improvements in
themeanabsolute error,withdecreases of 93%in theNO2model, 95% in the
PM10 model, and 90% in the PM2.5 model. However, this is for a single
sensor system using a singlemodel with engineered features that potentially
reduce its portability. As other models performed better for NO2 in our
study, particularly passive aggressive regression for NO2, and cross-
validated lasso regression and extra trees ensemble for PM2.5, it is possible
that other techniques could have improved the measurement quality
further.

Discussion
More than 390,000 separatemeasurement corrections from the Bushy Park
site and 80,000 from theCranfield sitewere examined as part of this study to
compare the best techniques to usewhenpre-calibrating low-cost air quality
sensormeasurements. This is several orders ofmagnitudemore results than
previous studies, giving a far more robust view of how different correction
methodologies perform. By examining the trends across several pollutants,
variable combinations, and pre-scaling techniques, a more well-rounded
idea of the relative performance of techniques can be formed. For example,
in many cases, linear models such as linear regression and
passive–aggressive regression perform just aswell as, if not better than, non-
parametric techniques like Random Forest. There is not a large difference
between techniques, particularly within their groupings (linear models,
GAMs, SVM,s andnon-parametric).As these corrections are applied topre-
calibrated measurements, which already account for some biases from
external factors (e.g., relative humidity), the influences from these are
minimised compared to raw measurements. Applying the same metho-
dology for calibrations of raw sensor readings may yield very different
trends.

Looking at trends within the results, though there is significant benefit
to some techniques over others, far greater improvements can be made by
modifying conditions at the co-location site that were notmeasured directly
here. Examining NO2 corrections in Fig. 7, thoughminimum nMAEs were
lower when using passive-aggressive regression or multi-layer perceptrons
at both sites, far larger differences occurred between Bushy Park and
Cranfield. The Cranfield site achieved a median nMAE of 0.29 for linear
regression when using all environmental and interaction variables, half that
of Bushy Park (0.58). This supports previous findings37 that comparisons
cannot easily bemadebetween studies due to awide rangeof variations from
external factors. Normalising by absolute deviation made direct compar-
isons between pollutants easier, bringing themedian O3 scores more in line
withother pollutants.However, it didnot improve the inter-site comparison
inNO2, suggesting other external factors need to be accounted for to be able
to compare results properly.Amodelwas set up that predicts theMAEscore
of passive–aggressive regression using metadata from the low-cost sensor
and referencemeasurements (Fig. 11, Table 1), but it had limited prediction
capabilities, particularly with Zephyr C’s O3 measurements.

This variance could be caused by a range of sources previously dis-
cussed, including the different devices used, intra-sensor variability, the
secondary environmental conditions of the studies, the sizes of the valida-
tion sets, and the black-box calibrations applied by the sensor manu-
facturers. Further work should be undertaken into the causes of the
variances between the results of co-location studies to aid in better com-
parisons between studies that greater inform researchers, citizen scientists,
and operators of air quality networks.

Given the difficulty with comparing results from the same co-location
campaigns, and more so between the two co-location campaigns in this
study, it would be of little consequence to compare the results of this study to
others, as the biases that are induced from the conditions of the individual
campaigns can sometimes cause more variance in results than the meth-
odologies used to correct the measurements.

Despite a large focus of recent work on non-parametric techniques
such as random forest, XGBoost, and neural networks, simpler linear
models often performed better at both sites. However, no technique proved
itself to be the best-performing overall, with significant variances from a

range of factors. This is similar to findings from previous studies that
compare results across the literature37,51. However, this study has the
advantage of using more magnitudes of results with less variation in the
experimental setup.

As we cannot recommend a single technique to use, we instead
recommend that those wishing to correct low-cost sensor measurements
test several techniques, including linear models and non-parametric tech-
niques, along with applying different pre-scaling techniques to the mea-
surements. The authors highlight the performance of passive–aggressive
regression and extra-trees ensemble across both sites in this study, but other
techniques may perform better in different scenarios. The authors also
recommend thatmore studies of similar scope be undertakenwith different
co-location datasets to enable a proper database of calibration and correc-
tion results to be built, informing researchers, citizen scientists, and
operators of air quality networks on best practices when correcting mea-
surements made by these devices.

Methods
Co-location studies
The Bushy Park co-location campaign began on 01/01/2018 and ended on
31/12/2021, taking place at the London Teddington Bushy Park AURN
monitoring site, an urban background site (51.425286, −0.345606). It fea-
tured 10 sensor systems (Table 2) measuring NO, NO2, O3, and PM.

Reference data from the Bushy Park AURN site was used, initially
measured by a filter dynamic measurement system (FDMS, Table S4) and
an optical particle counter (OPC, Table S4) later in the campaign. Two
AirView cars, Vauxhall Astras modified with Google StreetView cameras
and reference air quality monitoring instrumentation (Table S4), were
parked at the Bushy Park site as part of the Breathe London Pilot scheme.
The carswere driven aroundLondon asmobile air qualitymonitoring units,
but were co-locatedwith the Bushy ParkAURN site when not being driven.
The measurements were filtered to only use data collected when the cars
were stationary in the car park.

The AQMesh sensors were mounted on top of the Bushy Park AURN
site (~3m from the ground) and measured both gaseous and particulate
pollution levels with electrochemical sensors and anoptical particle counter,
respectively. They also recorded relative humidity and temperature data,
which are used internally for measurement correction (Table S4). NPL
AQMeshA andBwere poweredwith a solar panel and a battery, whileNPL
AQMesh C and the Breathe London AQMesh were powered from mains
electricity.

The duration of this study meant that the AQMesh A and B were
deployed for longer than the recommended lifetime of an Alphasense
electrochemical sensor. The sensors were serviced during the study by the
manufacturer to replace the electrochemical sensors. This was not factored
into the study, as we make the assumption that the measurement quality
should bemaintained by themanufacturer, though in practice, thismay not
be the case.

The Nova sensors were mounted on top of the Bushy Park AURN site
and powered frommains electricity. Theymeasured particulate levels via an
optical particle counter,whichused aheated inlet to reducehumidity, aswell
as correcting measurements for humidity internally (Table S4).

The Bushy Park monitoring site was used for the PM reference mea-
surements to assess the performance of different correction techniques. All
devices, aside from the two AirView cars, were located within 2m of the
Bushy Park AURN site inlet; the AirView cars were parked a short distance
away (20m) as seen in Fig. S1.

Corrections were made to all pollutants measured, but only NO2 and
PM2.5 are discussed in detail in this study. Time series plots of the reference
measurements for each pollutant, as well as the duration of the training
period for each device, can be found in the Supplementary Material, Figs.
S37–S40.

The Cranfield co-location campaign began on 01/01/2022 and ended
on31/08/2023, takingplace at the topof the facility for airborne atmospheric
measurements (FAAM) building on the Cranfield University campus
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(52.074357, −0.625291) as part of the Cranfield Living Laboratory/Urban
Observatory initiative (https://www.livinglab.ac.uk). This site is comparable
to an urban background site. It featured five low-cost Zephyr sensors and
reference instruments, measuring NO, NO2, O3, and PM (Table 2). All
devices were co-located within 2m of the reference inlets52.

Corrections were made to NO2, O3, PM2.5, and PM10, but only NO2

and PM2.5 are discussed in detail in this study. Time series plots of the
reference measurements for each pollutant, as well as the duration of the
training period for eachdevice, can be found in the SupplementaryMaterial,
Figs. S41–S44.

Building and fitting regression pipelines
The target pollutants and secondary variables (see Table 2) were down-
loaded from a database and averaged to hourly intervals (hour ending).
Timestamps were adjusted to align all measurements to the hour ending
wherenecessary.Acomparison for each set ofmeasurements involving a co-
located low-cost sensor and reference device was then created (Fig. 12a).

For each site, the measurements in each comparison were aligned by
timestamp, excluding anymeasurements that a low-cost sensormade while
the reference device was not measuring and vice versa. Any measurements
made at a specific timewithmissing data were removed, asmany regression
algorithms cannot work with missing data.

The first 72 days ofmeasurements from each comparisonwere used as
the training set, with all remaining measurements being used as the vali-
dation set. Any comparisons with less than 72 days of measurements were
discarded. To attempt tominimise the impacts of overfitting, the training set
was divided into five shuffled sets via 5-fold cross-validation, each

containing 80% of the measurements. Each split was made so that the
distribution of reference measurements was equivalent.

Correction “pipelines” were then generated. Each pipeline was com-
posed of a series of transformation steps. Each step processed the provided
measurements in turn. Thefinal regression step then transforms thefinal set
of measurements by minimising the error between the training measure-
ments and the reference measurements.

Thepipelines contained three tofive steps: (1) select variables touse; (2)
calculate interaction features for temperature and relative humidity (i.e., T2,
RH2 and T × RH); (3) (optional) scale and/or transform the input mea-
surements (e.g., Yeo-Johnson transform); (4) (optional) add time from
origin column; and (5) perform regression to predict corrected
measurements.

A big advantage of using pipelines is the standardised approach they
provide. By using a standardisedworkflow, we can ensure that one device at
Bushy Park and another at Cranfield were corrected in the same way. This
ensures that any differences in results between two corrections performed
with the same configuration are due to the conditions of the site, not var-
iations in correction methodology.

The first step of the pipeline is used to filter out all independent vari-
ables that the user may deem not relevant. In this study, this was used to
either select only the target pollutant (i.e., NO2) or the target pollutant and
all available secondary features (e.g., NO2, RH, T, NO, and O3, see Table 3).

The study was restricted to these two variations to limit compu-
tational intensity. These two separate iterations were run to test the
effectiveness of secondary features when correcting low-cost sensor
measurements. Some regression techniques can only operate with a

Fig. 12 | Correction methodology used in this study. All key steps are labelled (a–g). Collection, aggregation, and splitting of measurements are shown in the procedure
starting in the top left. The building of all possible combinations of pipelines from the specified components is shown in the procedure starting in the top right.
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specific number of features, so these were not run for both iterations of
the pipeline. For example, isotonic regression can only work with a
single feature, and would not work if NO2 is paired with relative
humidity or temperature. On the other hand, orthogonal matching
pursuit can only work with more than one feature, so it would fail if
used with only NO2.

The second step calculated “interaction features” from the features that
were selected in the previous step. These features were calculated from
relative humidity and temperature measurements if they were present,
creating three additional features: RH2, T2, and RH× T. These interaction
featureswere calculated tomodel the non-linear impact of relative humidity
and temperature on low-cost air quality sensor measurements as identified
in previous studies20.

The third step scales and/or transforms themeasurements tonormalise
the distribution of measurements. These scaling or transformation opera-
tions utilise a variety of techniques; a description of each can be found in
Table S5. These techniques were tested as some regression techniques can
benefit from rescaling all features to be equivalent53.

The non-parametric techniques were included to test whether mod-
ifying the distribution of air quality measurements, which are often non-
normal, to a more normal one, can improve the performance of regression
techniques.

The fourth step adds a column representing the time elapsed since
the co-location campaign began. It assigns a value of 0 to the first
measurement in the training set and a value of 1 to the last in the
training set and linearly interpolates between them. The values in the
validation set are all greater than one, calculated based on the time
elapsed since the first measurement. This additional feature was
included to test whether a variable representing time could be used to
counteract baseline drift in low-cost air quality sensors. Some other
studies have utilised a timestamp feature when calibrating low-cost air
quality sensors, such as Astudillo et al.54.

As these devices use black-box algorithms to convert from raw sensor
voltages to the final measurement, it is unknown whether corrections for
baseline drift are already made by the device. TSO not improving the
measurement does not conclusively demonstrate there is no drift within the
raw sensor measurements, but could also be the result of drift corrections
already being implemented by the manufacturer, or the training set being
too limited to isolate long-term drift from the short-term biases caused by
changes in environmental conditions.

A range of regression techniques was then tested using the mea-
surements processed by the pipelines (Fig. 12e). A separate pipeline
was trained on data from each fold, then all pipelines were used to
predict measurements in the same validation set. The use of the same
validation measurements for each set of pipelines for a correction
candidate ensured all pipelines could be compared fairly.

The validation set of each correction technique was transformed by
eachpipeline (Fig. 12f) to generate “corrected”measurements. The resulting
measurements in each validation set were then compared against the cor-
responding reference measurements using a wide range of error metrics
(Table S3, Fig. 12g). Each fold was tested individually. A mean set of mea-
surements was also calculated by taking the average of the predicted mea-
surements across all five folds. The mean, standard deviation, absolute
deviation, range, and interquartile range of the reference measurements

were also calculated to provide several differentmethods of normalising the
results at different sites.

Data availability
The datasets generated and/or analysed during the current study are not
publicly available due to mixed licensing of some parts of the underlying
data limiting redistribution, but some of the low-cost sensor measurements
and all correction results are available from the corresponding author on
reasonable request. The code used to generate these comparisons can be
found here: [https://github.com/CaderIdris/Graddnodi].
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