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Abstract

The focus of this thesis is the mission planning challenge for multiple unmanned
aerial vehicles (UAVs), with a particular emphasis on their stable operations in
a stochastic and dynamic environment. Mission planning is a crucial module in
automated multi-UAV systems, allowing for efficient resource allocation, conflict
resolution, and reliable operation. However, the distributed nature of the system
and physical and environmental constraints make it challenging to develop effective
mission planning algorithms.

The thesis begins with a review of the taxonomy, frameworks, and techniques in
multiple-UAV mission planning. Following this, it identifies four critical research
challenges, encompassing scalability, efficiency, adaptability and robustness, and en-
ergy management and renewable strategies. In response to these challenges, four
objectives have been defined with the overall aim of developing a generic decentral-
ized mission planning paradigm for multi-UAV systems. The thesis subsequently
concentrates on accomplishing these objectives, with notable contributions in the
development of 1) a decentralized task coordination algorithm, 2) an efficient route
planner in consideration of recharging, and 3) an energy-aware planning framework.

This research first proposes a decentralized auction-based coordination strategy for
task-constrained multi-agent stochastic planning problems. Through casting the
problem as task-constrained Markov decision processes (MDPs), the task depen-
dency due to an exclusive constraint is despatched from Multi-agent Markov decision
processes (M-MDPs) and then resolved by adopting an auction-based coordination
method. For multi-agent stochastic planning problems, the suggested technique
resolves the trade-off concern between computational tractability and solution qual-
ity. The proposed method ensures convergence, achieves at least 50% optimality
under the assumption of a submodular reward function, and greatly reduces the
computational complexity compared to multi-agent MDPs. Deep Auction is then
proposed as an approximate modification of the suggested auction-based coordina-
tion method, where two neural network approximators are introduced to facilitate
scaled-up implementations. By theoretical analysis, these two proposed algorithms
achieve better robustness and feature less computing complexity compared to the
state-of-the-art. Finally, a case study of drone delivery with time windows is im-
plemented for validation. Simulation results demonstrate the theoretical benefits of
the recommended methodologies.
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Then, an efficient route planner for individual UAVs accounting for recharging ser-
vices is proposed. Despite extensive research in decision-making algorithms, existing
models have limitations in accurately representing real-world scenarios in terms of
UAV’s physical restrictions and stochastic operating environments. To address this,
a drone delivery problem with recharging (DDP-R) is proposed. The problem is char-
acterized by directional edges and stochastic edge costs affected by winds. To solve
DDP-Rs, a novel edge-enhanced attention model (AM-E) is proposed and trained
via the REINFOCE algorithm to map the optimal policy. AM-E consists of a series
of edge-enhanced dot-product attention layers that capture the heterogeneous re-
lationships between nodes in DDP-Rs by incorporating adjacent edge information.
Simulation results show that the edge enhancement achieves better results with a
simpler architecture and fewer trainable parameters, compared to other deep learn-
ing models. Extensive simulations demonstrate that the proposed DRL method
outperforms state-of-the-art heuristics in solving the DDP-R problem, especially at
large sizes, for both non-wind and windy scenarios.

Finally, we integrate the above route planning algorithm into an online energy in-
ference framework, namely, the Energy-aware Planning Framework (EaPF), with
the aim of optimizing solution quality in consideration of possible time-window
violation and battery depletion. The framework comprises a statistical energy pre-
dictive model, a risk assessment module, and a route optimizer, with functions of
modelling energy costs, estimating risks, and optimizing the risk-sensitive objec-
tive. Concretely, a Mixture Density Network (MDN) is established for predicting
the distribution of future energy consumption taking account of wind conditions.
The MDN is trained by historical data and continuously updated as new data is
collected. Then, a risk-sensitive criterion is formed based on the MDN model of
energy consumption to assess the risk of task lateness and battery depletion. To
minimize the risk-sensitive objective, the EaPF incorporates the proposed AM-E
planner using a Model-based Multi-Sampling (MBMS) route construction strategy,
to further improve solution quality and planning robustness. In the context of drone
deliveries, simulations validate the effectiveness of the MDN energy model and the
EaPF. Results show that the integration of EaPF achieves an average cost reduction
of 25%, which implies a lower energy cost, a higher task accomplishment rate, and
a smaller battery depletion risk compared to the stand-alone DRL planner.
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⊕ append the right term to the end of the left term (list operation)

⇒ the left term derives the right term (logical operation)



Chapter 1

Introduction

1.1 Background and Motivation

UAVs, also known as drones, have received momentous attention in a great diversity

of disciplines due to their mobility, flexibility, and rapid deployment. Its applications

are expanding across a variety of civil scenarios, including routine patrol [6], traffic

surveillance [7, 8], search and rescue [9, 10, 11], incidence response [12], infrastructure

inspection [13, 14], precision agriculture [15, 16], forest fire monitoring [17, 18] and

logistics [19, 20, 21, 22]. Some of these are illustrated in the vision from NASA,

shown in Figure 1.1. To date, UAVs have emerged as a highly autonomous platform

to collect information, and a competitive alternative to existing transport solutions,

with advantages including effortless deployment, agility, cost efficiency, scalability,

and effective evaluation of real-world situations at any time and anywhere.

The expanding use of UAVs has motivated the development of multi-UAV systems

[23, 24], as the multi-UAV systems could obtain more advantages compared with

single-agent systems, e.g., increased flexibility, enhanced resilience and reliability

[25], simultaneous broad area coverage [26] and parallel task execution. In multi-

UAV systems, UAVs are designed with various configurations, sizes, ranges, and

weights, carrying a wide range of payloads including communication gadgets, navi-

gation equipment, sensors, and cameras [27]. Those vehicles coordinate to overcome

individual limitations and accomplish complicated tasks.

Despite the benefits of its distributed nature, the multi-UAV system, as an instanti-

ation of the MAS, faces significant challenges in terms of system operation. Firstly,

resources (e.g. UAV itself or sensors onboard) are distributed throughout the net-
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Figure 1.1: NASA’s vision for civil applications of drones [1].

work, which complicates the system operation, making the proper allocation and

scheduling of these resources key to maximize the advantages of multi-UAV sys-

tems. Second, common situation awareness across the system is unlikely to happen,

as the information obtained from individual sensors is distributed, and not able

to be shared instantaneously and synchronized across the network. Inconsistent

understandings of the environment may cause conflicted behaviours among agents

degrading the utilization of resources or even failing on tasks [28]. Therefore, coor-

dinated mission planning is regarded as a vital tool for the successful functioning

of multi-UAV systems. Mission planning of multi-UAV systems is constituted by a

series of decision-making problems including mission refinement, resource allocation,

routing, scheduling, and planning. It performs either in a centralized or decentral-

ized manner. Centralized methods [29, 10] achieve the consensus of information

and actions by establishing a central decision entity, which requires highly reliable

and efficient communication links and comes under the risk of node vulnerability.

Multi-agent mission planning is thus preferably performed in a decentralized man-

ner [30, 31], where decisions are made locally and are resilient against dynamic and

asynchronous communication networks. However, this implementation further com-

plicates the problem by requiring the resolution of conflicts between the overall goal

and the interests of individuals. The situation becomes even more challenging when

limited knowledge about the environment and team members exists.
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Distinct from the general MAS mission planning, operating on the UAV platform

may place additional considerations in terms of vehicle physical restrictions, dynamic

network topology, and stochastic operating environment, as shown in Figure 1.2.

Figure 1.2: Representative challenges for mission planning specific to multi-UAV
systems. Coloured bricks indicate main concerns of the thesis.

Vehicle Physical Restrictions: While drones have great characteristics like easy

deployment and cost efficiency, their light-weight design also denotes a very limited

battery endurance and load capacity [27, 32], which restrict the flight range of UAVs

and pose further challenges to the mission planning. First, effective energy manage-

ment is necessary for battery-powered UAVs. Reliable monitoring and management

of the battery use can help UAVs to better achieve their mission and prevent poten-

tial loss and damage [33, 34]. Second, load capacity constraints limit computational,

communication and sensory resources in each UAV platform. A computing-efficient

mission planning algorithm should be developed to reuse UAVs by making multiple

trips and performing functional coordination of heterogeneous UAVs, which makes

its mission planning more complex.

Dynamic Network Topology The high manoeuvrability of aerial vehicles forms

a quickly changing communication topology of the system [35]. With the fluid net-

working topology, the instant synchronization of situational awareness and actions is

unlikely to take place, which drives the development of asynchronous mission coor-

dination strategies for multi-UAV systems. Moreover, mission configuration updates

could also cause a change in the network topology, as a consequence of agent failures,

manipulation from operators, or mission updates. Therefore, the mission planning

algorithm must have the adaptability to dynamic network topologies.
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Stochastic Operating Environment Unlike ground-based vehicles, the flight of

drones is significantly affected by weather conditions [36, 37], especially the wind

direction and speed as they directly impact the kinetics of the drone. As weather is

by its nature uncertain and unpredictable, planning for UAVs shall accommodate its

stochastic state transitions in terms of uncertain time cost and energy consumption.

Other stochastic factors might also impact UAV’s operation including the traffic

congestion due to collision avoidance [38], and noisy and deviated information gen-

erated from sensors.

To summarize, mission planning facilitates the effective execution of multi-UAV

systems and there is a fact that the current mission planning tools have limited ca-

pabilities when transferring to multi-UAV platforms. Thus, this thesis is motivated

to investigate the decentralized mission planning techniques for multi-UAV systems,

while considering the stochastic system transitions, UAV’s physical restrictions, and

distinctive mission requirements (Figure 1.2). The investigation is mostly conducted

and validated in the context of drone delivery applications throughout the thesis.

The developed techniques are transferable to other multi-UAV civil applications and

even other multiple-robot systems.

The remainder of this chapter first gives a review of the taxonomy, current frame-

works, and technologies of multi-UAV mission planning systems, and then identifies

four key research challenges.

1.1.1 Multi-UAV Mission Planning Architecture and Work-

flow

Multi-UAV planning, as an instantiation of multi-agent planning, involves designing

plans for a group of agents (specifically, UAVs in this context) that generates an

ordered action sequence that, when successfully executed, achieves goals for either

individual agents or the entire system. Typically, multi-agent planning systems

encounter a broad range of situations across these three dimensions [39]:

• From independent to strongly related: Dependence always indicates the

cases where no resources are shared among agents, and no dependencies exist

during the task execution. Adversely, strongly related multi-agent systems will

perform actions in a joint manner and resources are shared within the team.

• From cooperative to self-interested agents: In cooperative multi-agent
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systems, agents share the same global goal, to which the team member is

motivated to sacrifice their own interest when there is a conflict, e.g., robots

in the RoboCup. On the other hand, in certain situations, agents involved

may prioritize optimizing their individual benefits exclusively. For instance,

companies in a supply chain may solely focus on maximizing their own profits.

• From no communication to reliable communication: When operating

in unfriendly environments, agents are unable to communicate during the ex-

ecution phase, necessitating all coordination to occur beforehand. Conversely,

in other scenarios, agents are connected through dependable and effective com-

munication channels.

In this thesis, we focus on proposing an efficient decentralized multi-UAV plan-

ning scheme that can deal with the planning problem for a group of agents where

there is a weak dependency on each other’s actions and goals, cooperate operation,

and access to efficient and reliable communication. To make it more specific, the

entire research falls under the purview of studying decentralized decision-making

architecture, assuming ideal inter-UAV communication without any packet loss or

delay. Nevertheless, the proposed algorithms demonstrated resilience against asyn-

chronized communication network topologies.

Figure 1.3: Three-tier architecture of mission planning for multi-UAV systems

As a comprehensive topic that integrates multiple disciplines, mission planning for

multi-agent systems mostly presents in the form of hierarchical architectures and

entails a succession of sub-procedures [40, 41, 42]. For example, the distributed

decisional node of UAV proposed in [41] encompasses an Executive layer which acts

as an executive using UAVs’ own sensory input and actuators, and a Deliberative
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Layer providing with higher levels of decisional capabilities dealing mission refine-

ment and coordination activities. One more layer is presented in a heterogeneous

MRS architecture [43] to further enable the connection among groups of robots.

This highest layer is built on the cloud, which stores the global data of all robots

and tasks. Agents communicate via the cloud and utilize any computation or in-

formation available in the could. This three-tier architecture is depicted in Figure

1.3.

Following the hierarchical structure from top to bottom, a workflow (shown in Fig-

ure 1.4) is suggested in Reference [43] and followed by most multi-agent planning

systems. Four key procedures are identified in the workflow: (1) task decomposition,

which involves breaking down complex tasks into a series of executable sub-tasks

based on their attributes. (2) formation coalition, referring to the creation of agent

alliances; (3) task allocation/re-allocation, which is the process of assigning sub-

tasks to coalitions of agents for execution; (4) task planning and control, where the

agent performs a series of actions on the environment to complete the assigned task.

Figure 1.4: Workflow for the multi-robot system proposed in [2]

Notably, not all stages of the multi-agent planning procedure must be included in

every situation. For example, if the task has no dependencies and can be completed

entirely by one agent, task decomposition is unnecessary. Some methodologies might

also integrate different stages. Agents can coordinate on their task lists while con-

structing their individual plans, i.e., conducting a combination of task allocation

and planning [44]. Some systems simultaneously perform coalition formation and

task allocation, e.g., IQ-ASyMTRWE proposed in [45] integrates both problems to

address a wider range of complex tasks.

In general, any selection and combination of the four phases can be viable, depending

on the problem, suggesting a diverse range of problem categories. The following

subsection explores its various implementations to handle issues in real-world UAV

civil applications.
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1.1.2 Existing Multi-UAV Mission Planning Workflows

With the rising interest in using multiple UAVs for civil applications, various work-

flows of mission planning to coordinate the flight of UAVs have been suggested.

Table 1.1 summarizes existing literature in terms of multi-UAV mission planning

workflows in four typical applications, including drone delivery, search and rescue,

multi-target surveillance, and large-field monitoring. It is followed by a more de-

tailed review, which is constituted by a discussion of their research concerns, system

workflows, and key challenges associated with the discussed applications.

Table 1.1: Summary of mission planning workflows in different UAV applications
and their key research challenges

UAV
application

Reference

Sub-procedure

Key research
challenges

Task
decom-
posi-
tion

Coalition
forma-
tion

Task
alloca-
tion

Planning
and
control

Drone
delivery

[46, 47] ✓ Battery management;
Efficient routing
optimization

[48, 49, 50,
51, 3]

✓ ✓

Search and
Rescue

[10] ✓ Explore in a communic-
ation-limited environment;
Coupling between the
task assignment and UAV
operating mode switch

[52] ✓

[53] ✓ ✓

[54, 55] ✓ ✓

Multi-target
surveillance

[56, 57] ✓ Information fusion;
Active tracking with
uncertainties.

[58, 59, 60,
61]

✓ ✓

Large-field
Monitoring

[62, 63, 64,
23]

✓ Energy efficiency;
Cooperative coverage path
planning

Drone Delivery

Leading online retailers such as Walmart, DHL, Google, and Amazon have shown

significant interest in utilizing UAVs [65, 66, 19]. This interest is attributed to the

increasing popularity of online shopping, which has resulted in a surge in customer

purchases and a growing demand for last-mile delivery services. In response, re-

tailers are exploring options to enhance delivery services. UAVs have emerged as

a promising solution in this context, with their speedy and innovative designs en-
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abling efficient and eco-friendly last-mile delivery [67]. In addition to delivering

commercial products, drone delivery has also attracted great attention from health-

care for its quicker delivery in urban areas and the access to hard-to-reach places

[68, 69]. Medical services now heavily rely on ground-based transportation with

long and unpredictable Turn Around Time [70]. It may cause compromises for

time-critical situations and becomes exacerbated in pandemic situations such as the

recent COVID-19, during which the strain on medical services and response becomes

evident and difficult to manage. Therefore, medical organizations are increasingly

resorting to logistics based on unmanned aviation, which provides speedy, efficient,

and reliable transports in a flexible and repeatable way [71].

Although drone delivery holds great potential, unique challenges, such as the lim-

ited energy budget, unpredicted payload weight, and weather-sensitive property,

hinder its way to real-world implementations. To that end, researchers have built

innovative planning frameworks specifically for drone delivery scenarios. A flying

sidekick travelling salesman problem is proposed to allow delivery trucks to deploy

drones, enabling combined solutions for last-mile deliveries [46]. Combined delivery

is also studied in [47], where a drone coordinates with a truck to efficiently deliver

packages to a set of dispersed customers while subjecting to precedence constraints.

This kind of hybrid implementation relies on a fleet of trucks and is still restricted to

the ground traffic flows. Multi-trip VRP considers the limited carrying capacity of

drones and compensates for it by reusing drones for multiple trips [48]. Subjecting

to the energy budget, some planning algorithms for drone delivery include an energy

consumption model, which is established as a function of payload and mostly as-

sumed to be linear for simplicity [48, 72]. However, dynamic weather conditions (like

winds) will cause an unexpected energy-consuming rate that may lead to a delay in

delivery services or even a loss of drones. Francesco et al [49], thereby define a par-

ticular variant of the VRP, namely the drone Mission-Feasility Problem, where the

changes of energy consumption due to winds are reflected by dynamic edge costs of a

routing graph. To address the Mission-Feasility Problem, three planning algorithms

are suggested. In [50], a wind-resistant mission planning strategy is presented to find

a collision-free plan of delivery mission maximizing order fulfilment. The delivery

mission is composed of a sequence of UAV multi-trip sub-missions, each of which is

planned within a certain weather forecast window and has to terminate before the

end of the time horizon.

Existing research on mission planning for drone logistics is mostly built on the

generic VRP frameworks and innovatively develops its variants for particular con-
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Figure 1.5: Three different drone delivery configurations: (top left) multi-drone de-
livery framework using transit networks [3]; (bottom left) multi-trip vehicle routing
problem [4]; (right) multi-drone delivery framework with recharging services [5].

siderations. Among these studies, one certain subject is pursued as the energy-

constrained delivery planning [73], which arises from the UAV’s nature of limited

battery capacity. Estimating energy requirements for a delivery plays an essential

role in energy-constrained delivery planning. It calls for high efficiency as a large

number of iterations between the route planner and the drone energy prediction

model are involved in energy-aware planning, which can cause a huge increase in

computation amounts and a dramatic decrease in planning efficiency.

Search and Rescue

Numerous projects have explored the potential of UAVs in SAR operations, UAVs

are added to the toolkit of disaster responders for locating and rescuing missing

individuals in complex environments such as fire, wilderness, or flood situations.

For example, COMETS leverages a diverse set of UAVs with varying types and

capabilities to aid first responders in locating and monitoring wildfires [74]. CLOSE-

SEARCH, on the other hand, focuses on SAR operations in unfamiliar terrain [75],

while RESCUECELL seeks to address logistics and transportation considerations

for UAV systems in disaster-stricken areas [76]. The use of drones significantly

increases the success of the mission, as they can rapidly cover a large area and provide

situational awareness in a quick way [77]. It is desirable to develop cooperative SAR

planning for multiple UAVs, such that UAVs can coordinate to explore kilometre-
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scale areas to discover casualties as quickly as possible.

Existing multi-UAV SAR planning mostly follows the workflow in Figure 1.6 [78],

with key components including: 1) Searching area decomposition, which is the divi-

sion of the mission area into small fractions. 2) Task (re-)assignment, that allocates

or re-allocates subareas and founded victims among searcher and rescuer aircraft.

3) Path planning, the generation of pathes including the way-points for searching.

4) UAV operating mode shift, where the UAVs switch between different operating

modes when a rescue is activated or finished. In addition to the workflow, some

search and execution applications also consider the coalition formation, particularly

for the search and prosecute operation [79], as the detection and attack on a target

require various resources which is carried by different vehicles due to the limitation

of carrying capacities.

Figure 1.6: Workflow of multi-UAV systems in search and rescue.

Following the SAR planning workflow, the searching area is firstly partitioned ac-

cording to the mission geography features or the clustering of victims. The layered

search and rescue algorithm [53] decomposes the mission area into a set of incre-

mental regions, the centre of which is specified by its coordinates and the priority is

degrading from the central layer towards the outer layers. After area decomposition,

sub-areas are allocated to UAVs, where the vehicles start to generate their paths for

searching the allocated area. Path planning in SAR has been investigated for various

objectives, especially in consideration of communications. Collaborative localization

and mapping in a communication-limited environment is exploited in [10] to enable

multiple UAVs operating for SAR under the forest canopy. To enable information

dissemination throughout the UAV network, a centralized path planning strategy is

proposed in [54], with a mission goal to simultaneously inform and connect. Once a

victim is discovered during a search, the UAV will shift to another mode fitting into

the current system requirement. For example, in [55], UAVs act as relay nodes by

switching to propagating mode to form a multi-hop streaming link with the ground

control station once a victim is found. Switching strategies are mostly defined prior

to the mission, e.g., the searcher will be shifted from the adjacent layer with lower
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priority and become a rescuer once a survivor is located [53]. A more advanced

auction-based algorithm is used in [52] to optimize the role change process. To be

specific, once a missing person is found, the searching aircraft will announce the

task for bids, and allocate it to the UAV with the highest bid.

To summarize, mission planning for multiple UAVs operating in SAR normally fol-

lows four key procedures: area composition, task assignment, path planning, and

mode shifting. Most existing SAR systems employed a central mission controller

linking with the UAVs through direct communication or a Cloud server [55]. Dur-

ing the planning, two particular topics have attracted the attention of researchers.

First, UAVs collaboratively explore the searching area in communicate-limited en-

vironments, such as the multi-UAV system for exploration in an unknown forest

or above a devastated area. Second, the assignment of SAR sub-tasks is coupled

with the process of switching between different operating modes of the UAV. Ex-

isting resolutions mostly rely on human intervention, so that there is still room for

autonomy and performance enhancement.

Multi-Target Surveillance

Surveillance usually indicates the monitoring and/or tracking of a set of objects,

with typical applications spreading across traffic monitoring, traffic control, border

patrol, and general surveillance of the population [80]. In recent years, UAVs have

been increasingly employed in surveillance to reduce labour costs by completing

tasks efficiently and safely [81, 82, 83]. Networked UAVs, equipped with different

types of sensors, collaboratively collect a wide range of data and might actively track

moving targets with their high manoeuvrability. To gather the most information,

cooperative mission planning for multi-UAV multi-target surveillance is a necessity

that involves the decision-making for target selection and the decision of the best

action to track them.

To address the cooperative multi-target surveillance problem, key technologies have

been developed including surveillance target assignment and multi-target tracking

[80, 59]. Surveillance task assignment is a combinatorial optimization problem, the

aim of which is to pair the surveillance task with UAVs, to maximize the system-

wide performance metrics under a given set of constraints. An efficient decentralized

task allocation algorithm is proposed in [56] based on the lazy sample greedy to deal

with task assignment for large-scale surveillance missions. Considering the dynamic

surveillance scenario, a holistic reputation model is used to decide the pairing be-
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tween the UAVs and the targets, enabling the dynamic multi-target tracking and

data collection [57]. A conflict exists between maximizing the surveillance perfor-

mance and minimizing the energy usage while planning for multi-UAV multi-target

surveillance. A bi-objective genetic algorithm is thus employed in [84] to analyse

the trade-offs between these two metrics.

Figure 1.7: The workflow of active multi-UAV multi-target surveillance.

Active target tracking (as shown in Figure 1.7) estimates the motion of the target

from sensory data, and actively controls the agent to gather more data. As op-

erating on a manoeuvring platform, more challenges are brought to deal with the

joint problem of multi-target information fusion and cooperative tracking decision-

making. Uncertainties also fill in the surveillance mission due to factors such as mo-

bile targets, imperfect sensors and dynamic models of UAVs. Therefore, POMDPs

are established in [58] to model the multi-robot surveillance with uncertainties. Be-

haviours defined by the POMDPs are then assigned dynamically to the robots during

the execution of the mission [58]. Further, the factorization of the POMDP model is

exploited in [59] to apply the sampling approach to multi-target surveillance with-

out increasing the problem complexity. Similarly, a systemic design for multi-target

tracking is presented in [60], integrating a distributed information fusion strategy

and a time-efficient auction algorithm. The state of targets is represented by the

JMTPD and estimated by the distributed information fusion strategy. Based on

the consistent JMTPD, the tracking actions are then decided by auctioning the bid

upon the reward value of POMDPs. When the UAV swarm consists of homoge-

neous drones, a decentralized DRL algorithm is proposed in [61] for the cooperative

tracking guidance, which learns a cooperative policy by using a sharing reciprocal

reward that enables collaboration among a large-scale group of homogeneous UAVs.

To sum up, planning for static multi-target surveillance has mainly focused on solv-

ing the task allocation problem, while mobile surveillance presents a new challenge

involving both information fusion and tracking guidance. Despite extensive study of

task allocation, there are still some gaps in surveillance task planning, e.g., defining
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a reward function for UAV-task pairs in the presence of stochastic factors, and effi-

cient task re-allocation in dynamic surveillance scenarios. Active target tracking is

commonly modelled as POMDPs to account for uncertainties, e.g., mobile targets,

imprecise estimations, and manoeuvring UAVs. Existing solutions have sought to

reduce complexity by factoring POMDPs into local decision-making schemes, but

this approach relies heavily on reliable network communication to achieve consensus

among local decisions.

Large-Field Monitoring

Achieving complete coverage of a specific area is the primary objective of monitor-

ing. With the advantages of rapid deployment and aerial perspective, UAVs’ use in

monitoring has become increasingly prevalent, particularly in large-field monitoring

applications such as precision agriculture, fire monitoring, archaeology, and infras-

tructure inspection. Monitoring applications have overlapping purposes with the

initial stages of search and rescue and multi-target surveillance, which aim to gather

as much information as possible over an unknown region. The main distinction is

that after the UAV obtains valuable information, it continuously monitors the rest

area.

Figure 1.8: Information-driven loop of multi-UAV cooperative monitoring.

In multi-UAV monitoring, mission planning is primarily driven by information, cre-

ating a loop (as shown in Figure 1.8), where the UAVs gather data on environmental

behaviours, which in turn affect decisions on the subsequent flight path. First, a

model of the environment is set up prior to capturing the target variable of inter-

est. Occupancy grids are the mostly-used representation for spatial sensing with

uncorrelated measurements [85]. The occupancy mapping model is easy to employ

and offers high computational efficiency. However, many natural characteristics ex-

hibit complex inter-dependencies. To handle such a relationship, GP are applied

to collect data accounting for map structures and uncertainties [86, 87, 62]. The
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area to be monitored is discretized in [63] for simplicity and the unmeasured state

is estimated by a Kalman Filter subject to the spatiotemporal dependencies of the

observed phenomenon. For more complex scenarios, such as wildfire monitoring,

an empirical wildfire model is used to describe the propagation behaviour of wild-

fire [64]. Based on the model, a Kalman filter-based data assimilation method is

designed for behaviour estimation.

Based on the estimate of environmental behaviours, cooperative CPP problems are

optimized to gather the maximum amount of information. For example, driven

by information, the flight path of UAVs in [63] is calculated by casting the path

planning problem into an orienteering problem and maximizing the Fisher informa-

tion matrix of a Karman filter to avoid redundant data. The cooperative coverage

problem for wildfire monitoring is modelled as a distributed optimization problem

and then solved by adapting the game theory [64]. For a comprehensive review of

the cooperative CPP algorithm, the reader could refer to [88], as well as [23] which

places additional emphasis on the energy efficiency in CPP problems.

In summary, cooperative mission planning of multi-UAV monitoring is mainly driven

by information and is generally composed of information gathering, environment

mapping, environmental behaviour estimation, and cooperative coverage path plan-

ning. Limited flight endurance is the major challenge in deploying UAVs for ex-

tensive coverage missions. To address this concern, various strategies have been

proposed, e.g., minimizing path length, mission time, and turning manoeuvres to

conserve energy. Additionally, researchers have validated the significance of consid-

ering wind direction and intensity in UAV path planning, with the optimal path

being aligned vertically with the wind direction and turning manoeuvres executed

against the wind direction [89]. This approach can be combined with the previous

method to achieve even greater energy savings.

1.1.3 Key Technologies in Multi-UAV Mission Planning

Key techniques in multi-UAV mission planning cover a wide range of solutions to

different phases of the problem (Figure 1.4). However, few research has considered

the complete autonomy of four stages in the multi-agent mission planning or even

reached the third level of automation [43], where coalition formation, task allocation,

and task execution were performed by an MAS without any human interference. For

this reason, this section will only focus on reviewing the latest technology develop-

ments regarding the last two processes of solving a multi-UAV planning problem,
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i.e., task allocation and decentralized planning.

Task Allocation

Task allocation assigns tasks to a team of agents while optimizing some overall per-

formance metrics. The characteristics and complexity present in an MRTA problem

are determined by the requirements of the specific domain of concern [90]. A frame-

work proposed in [91] is now considered a standard for describing task allocation

problems. It proposes three axes to characterize an instance of task allocation: 1)

single-task robots versus multi-task robots; 2) single-robot tasks versus multi-robot

tasks; 3) instantaneous assignment versus time-extended assignment. Based on this

taxonomy, Korsah et al. [90] add an extra dimension of task allocation to cover situ-

ations with task dependencies such as related utilities and task-coupling constraints.

The task allocation studied in this thesis falls into the category of multi-task single-

robot time-extended assignments with task dependencies.

Many approaches have been developed to solve the task allocation problem in plan-

ning. A comprehensive discussion of centralized approaches to the problem can be

found in the book by Burkard, Dell’Amico, and Martello [92]. There are, however,

many other methods to assign tasks in a more distributed way, giving the system

better scalability and entitling the agents to a higher degree of autonomy and pri-

vacy.

Auctioning algorithms are one of the popular algorithms employed in decentralized

task allocation problems capable of handling task priorities and heterogeneous tasks

or robots [93]. In an auction, each agent makes bids to a task and the task will be

assigned by an auctioneer to the agent that attaches the highest value or lowest cost

to it. Choi et al [94] implemented the sequential greedy algorithm in a decentralized

manner via auctioning, and proposed the CBBA, which is an efficient decentralized

task allocation algorithm that guarantees at least 50% optimality. As variants of

CBBA, a sampling pre-process and a lazy strategy are integrated into the algorithm

for better scalability [56, 95]. These methods show great performance when tackling

large-scale deterministic task assignment problems, yet they are not guaranteed to

perform well in a stochastic environment. In an effort to retain the outcome with

transition uncertainties, Ponda et al. [96] present a robust extension to CBBA

using the integral of expected margin utility instead. Later, the same group [97]

lifts the requirement of diminishing marginal gain condition by adopting a wrapping

function, expanding the algorithm with more general applications. However, it is
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at the cost of surrendering all theoretical performance guarantees. Nevertheless,

computing these robust scores takes a huge cost of time, making the allocation

process cumbersome. [98, 99].

Metaheuristic-based approaches, often nature-inspired, have been widely used in

MRTA problems [93]. Metaheuristic-based algorithms usually randomly generate

one or multiple task allocation solutions and optimize the solutions throughout iter-

ations. They are accordingly classified as single-solution algorithms and population-

based algorithms[100]. Single-solution algorithms aim to modify and improve a

single-candidate solution. Typical algorithms include iterated local search [101],

guided local search [102], variable neighbourhood search [103], and simulated anneal-

ing [104]. Population-based algorithms focus on maintaining and improving multiple

candidate solutions. Typical algorithms include genetic algorithms [105, 106], ant

colony optimization [107, 108], particle swarm optimization [109, 110], and artificial

bee colony algorithm [111]. As a synergistic combination of the auction algorithm

and the meta-heuristic approach, a series of stochastic clustering auction algorithms

have been proposed in [112, 113], in which the designers are allowed to choose the

rate, to adjust the trade-off between the convergence speed and the solution qual-

ity. The metaheuristic approach is not problem-specific as it requires relatively

few assumptions [100]. By iterating through a large number of feasible solutions,

metaheuristic algorithms can often achieve reasonably good solutions with a certain

convergence speed [100]. According to [114], the metaheuristic approach outper-

forms the market-based approach in terms of scalability. However, metaheuristic

algorithms cannot provide any approximation guarantee for the solution quality.

Sometimes, metaheuristic algorithms may allocate unsuitable tasks to agents and

respond slowly to environment changes [115].

The multi-robot task allocation problem is NP-hard, which means it is unlikely to be

solved in polynomial time. Consequently, researchers tried multiple approaches to

devise practical task allocation frameworks. The first category is built on the basic

framework of the sequential greedy algorithm, leveraging the specific assumptions

of the problem to enforce tractability. The second series of approaches adopt the

common meta-heuristic techniques, which are problem-independent but face a larger

computational burden without problem-specific information. In addition, most of

the existing task allocation algorithms are developed under the assumption that

agents are aware of all the tasks and the exact utility attached to them. However, in

practice, new tasks are dynamically introduced and the utility value for the certain

task-agent pair is difficult to precisely estimate in some cases especially when the
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operating environment is in the presence of stochastic factors [44].

Multi-Agent Planning and Control

Multi-agent planning and control, also known as multi-agent decision-making, is a

fundamental component of MAS. It determines a sequence of actions or policies,

that should be performed by agents to complete the certain mission goal [43]. No-

tably, MAS decision-making might either take place after tasks are decomposed

into simpler tasks and allocated to individuals, or it interleaves with the phases of

coalition formation or the phase of task allocation, during which agents coordinate

while constructing their own plans. For example, a simultaneous task allocation and

planning method is proposed in [116], which solves the complete problem in a single

process via building a joint model of MDP and linear temporal logic.

Various frameworks have been proposed to model and solve multi-agent decision

problems, among which typical propositions include MDPs, game theory, and swarm

intelligence. While referring to [117] for a more detailed review of multi-agent

decision-making models, we will briefly discuss some of the representative tech-

niques, and evaluate them in terms of both policy optimality and the time and

space complexity.

MDP describes a discrete-time stochastic control process and provides a decision-

making framework for problems where state transitions are random, and outcomes

are influenced by decisions of the agent. Solving an MDP is to find a policy that

an agent can follow to maximize its expected accumulated reward over time. Ben-

efiting from the ability to handle uncertainties, MDPs have been broadly applied

to deal with stochastic planning problems in the real world, and further extended

to M-MDPs and Dec-MDPs for multiple agents. M-MDPs are a straightforward

extension of MDPs, where a global learner has access to all individual states and

learns a joint policy that should be performed by the team [118]. The complexity

of the M-MDPs for the worst case is P-complete, which indicates that an efficient

algorithm exists and the problem can be solved within a polynomial time [119].

However, M-MDPs are subject to a high communication demand and the scale of

the problem as the dimensions of the joint state and action spaces would expo-

nentially explode. Alternatively, Dec-MDP factors the action space for each agent

with a local reward function and assumes a joint fully observable environment [118],

which reduces the state and action dimensions that need to be handled. When

there are 3 or more agents involved, the finite-horizon Dec-MDP problem is proven
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to be NEXP-Complete, that implies any algorithm for solving this problem will most

likely take doubly exponential time in the worst case [120]. To reduce the complex-

ity of the problem, various assumptions have been made to the observability and

communication capabilities of the agents in the problem. For instance, a specific

class of decentralized MDPs is identified as TI-Dec-MDP if agent transitions are

independent and the collaboration is only tied through a structured global reward

function [121, 122]. Characterized by independent transitions and observations, lo-

cal observability, and joint reward structure, the TI-Dec-MDP simplifies Dec-MDPs

to NP-complete and is then optimally solved by the coverage set algorithm. Another

simplification is the SI-Dec-MDP that explicitly distinguishes the specific parts of

state space in which the agents in the team must coordinate with others [123]. For

all agents outside interaction areas, the SI-Dec-MDP degrades to a set of individ-

ual MDPs with factorized transitions and reward functions, while in the states of

each interaction area, agents are modelled as local M-MDP and communicate freely.

Some other methods, such as group aggregation in GA-Dec-MDP [124], are also

proposed to reduce the computational complexity.

Game-theoretic models are another framework used to analyze multi-agent decision-

making scenarios where each player’s choices and outcomes are represented as a

game, and the players must make decisions based on their own goals and the ex-

pected behaviour of other players. The model takes into account the strategies of

other players and the possible outcomes of the game, in order to find the optimal

decision for each player. SG [125], as a typical game-theoretic model, is a sequential

probabilistic game in which the outcomes of player actions are determined by chance

or probabilistic events. SG can be viewed as a generalization of the above-mentioned

MDPs. Similar to a policy in MDP, a strategy profile is expected to be obtained by

solving SG, which indicates the rule followed by players to select a move. POSGs

extend the SG to a partially observable environment, where the payoffs are unknown

to the players. Finding a Nash equilibrium strategy for POSG, i.e., a player’s best

strategy given strategies of others, has been proven to be NP-hard [126], implying

that it is unlikely to have an efficient algorithm for solving it. Both heuristic and

approximate methods have been proposed for solving POSG. Guo et al. proposed an

iterative approach in [126] to eliminate dominant strategies. Hansen and Zilberstein

incorporated a generalized version of dynamic programming for POMDP with the

elimination of dominated strategies to address POSG problems [127]. While game

theoretic models are initially proposed in competitive scenarios, they have also been

used in cooperative applications, taking advantage of the capability of modelling

others’ behaviours [128, 129]. This feature can be especially helpful in cases where
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agents cannot communicate with each other. However, when the number of play-

ers grows, the computational costs of solving the game model become increasingly

prohibitive.

Swarm intelligence, which is inspired by the behaviour of social animals, creates

models of the decentralized, cooperative autonomous agents [130]. These models

are characterized by the self-organization and distributed behaviour of agents that

interact locally and are locally aware [131]. Particle swarm optimization, introduced

by Kennedy and Eberhart in 1995 [132], is modelled after flocks of birds and schools

of fish. Pigeon-inspired optimization algorithms utilize magnetic field, the sun, and

landmarks for path planning [133], while bee colony optimization is inspired by the

behaviours of bees, relying on direct communication between agents [134]. Although

swarm-based algorithms are known for their robustness, flexibility, scalability, com-

putational efficiency, and fault tolerance [135], their application in MAS is confined

as they can only apply to homogeneous swarms or those can be divided into a

few clusters of homogeneous robots. More detailed overviews of swarm intelligence

studies can be found in recent surveys [136, 137].

Despite notable developments in algorithms such as the aforementioned MDPs, game

theories and bio-inspired methods, the decision-making of MAS continues to be rid-

dled with some issues. The first is scalability, especially in heterogeneous MAS,

where decision-making algorithms must handle increasingly complex tasks. How-

ever, current models can only scale with homogeneous agent teams of limited in-

teraction levels. For example, swarm intelligence algorithms are able to scale to

large MAS while subjecting to its homogeneity and restricted interactions. MDPs

and game models, on the other hand, can model distinct individuals but do not

scale well as the algorithm complexity exponentially increases with the team size.

Second, UAVs generally have limited onboard resources, posing a restriction on the

capability of computation and data exchange. Planning algorithms should be com-

putationally efficient while carefully considering the interaction cost among agents.

Further, decision-making algorithms must possess the capability to adjust to the dy-

namic environment and deal with the various uncertainties that may arise. Distinct

from MDPs that assume a fully observed state, POMDPs and POSGs, are better

equipped to handle uncertainties as they account for partial observability and imper-

fect information. However, it is still essential to consider the generalization ability

of these algorithms to situations that have not been encountered during their design

and training.
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1.1.4 Challenges in Multi-UAV Mission Planning

From the review on the existing mission planning techniques, the following challenges

are identified in the development of multi-UAV mission planning systems.

1. Scalability

Mission planning algorithms should be scalable, especially for heterogeneous multi-

UAV systems. As reviewed, most of the multi-agent planning algorithms that allow

heterogeneity, e.g., MMDPs and SGs, are restricted to small-scale problems. The

complexity of these algorithms significantly increases with the scale of the problem.

Hierarchical approaches with dense local decision-making and sparse global interac-

tion might form a solution for the scaled heterogeneous multi-agent system mission

planning.

2. Efficiency

The efficiency of mission planning algorithms is considered in terms of both com-

putation and communication. UAVs generally have limitations on computational

resources due to size and weight constraints. This necessitates that the algorithm

used for real-time decision-making must be computationally efficient. In addition,

tightly coordinated tasks demand intensive data exchanges among networked agents,

posing challenges to communication efficiency, especially for the large-scale network

topology. Given the limited amount of computing and communicating resources,

a trade-off between these two resources might be carefully crafted in the mission

planning algorithm.

3. Adaptability and Robustness

UAVs operating in a dynamic and unpredictable environment pose challenges for

their robust mission planning, which indicates the ability of systems to handle un-

certainties. As a robust multi-UAV system, it should be capable of accomplishing its

mission against uncertainties or any expected event that might occur. The decision-

making algorithm is expected to adjust to dynamic and diverse environments they

may encounter and exhibit proficiency in dealing with imprecise and incomplete

information produced by sensors, as well as non-deterministic actions.

4. UAV Energy Management

Distinct from ground-based autonomous robots, energy consumption is an impor-

tant factor to consider in UAV mission planning due to its limited battery capacity.
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To enlarge the flight area and avoid unnecessary return journeys, the deployment

of recharging stations is motivated and applied in real-world implementations. In-

cluding recharging services in UAV mission configurations forms a more complicated

planning problem, where in-advance scheduling of station visits is expected to hap-

pen. With the aim of improving planning performance and controlling energy risks,

mission planning for UAVs is expected to be accomplished in an energy-aware man-

ner. It involves a large number of iterations between the planner and the UAV

energy prediction model which is mostly established on the simulation of aerody-

namics and power estimations on the premise of influential factors. Energy-aware

planning indicates a huge increase in computation amounts and a dramatic decrease

in planning efficiency, posing extra challenges for UAV mission planning.

1.2 Aim and Objectives

The thesis focuses on the development of a decentralized mission planning algorithm

for multi-UAV systems, in consideration of the dynamic environments. This thesis

aims to address the challenges identified in Section 1.1.4, establishing a generic

decentralized mission planning paradigm for multi-UAV systems and validating it

in the context of drone delivery scenarios. The intended system will demonstrate

resilience against uncertainties, exhibit effectiveness in offering solutions for scaled-

up situations, and be capable of planning with energy awareness while incorporating

recharging services.

To achieve the aim of this thesis, the following objectives are defined:

• Enhancing the robustness of mission planning solutions against un-

certainties: The first objective is set as enhancing the robustness of multi-

UAV mission planning, aiming for stable performance in the presence of stochas-

tic factors, e.g., unpredictable weather, unexpected UAV failures, and mea-

surement errors generated by the sensor. The enhancement is involved in the

phases of both task allocation and decentralized planning. Towards this target,

approaches include uncertainty identification and analysis, system modelling,

and robust algorithm development and validation.

• Reducing the computational complexity of multi-agent planning al-

gorithms: Multi-agent decision-making problems are significantly more com-

plex than single-agent problems as agents must consider the behaviours of
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other agents in the system. The complexity will also increase with the di-

mensions of joint action and state spaces, which grow exponentially with the

number of agents. Further, the multi-agent planning problem can become

even more complex in consideration of incomplete or uncertain information.

Therefore, decreasing the computational complexity of multi-agent planning

algorithms by taking advantage of system properties is critical for real-world

implementations.

• Developing an efficient decision-making algorithm for UAV operat-

ing with recharging stations: To enlarge the flight range, increase mission

efficiency, and be eco-friendly, we include recharging services in the multi-UAV

systems. This implies that the planning algorithm is required to handle the

design of recharging strategies, the decision of station visiting order, and the

increased system heterogeneity.

• Constructing the efficient energy-aware planning method for multi-

UAV systems: With the aim to increase the stability of mission execution

and avoid the potential loss of vehicles, the mission planning for multi-UAV

systems is expected to be conducted in an energy-aware manner. Considering

the large number of iterations between the planner and the energy model in the

energy-aware planning, an efficient well-formed UAV energy predictive model

is required. In addition, the mission planner should have the ability to take

the most of the energy predictive value into its planning.

1.3 Contributions

Towards the aforementioned aim and objectives, this thesis develops and validates

a decentralized mission planning paradigm for multi-UAV systems, optimizing and

stabilizing the operation of multi-UAV systems in the presence of recharging, winds,

and mission constraints.

Contributions in this thesis are highlighted by two decision-making algorithms (i.e.,

the task allocation algorithm and the route planner) and an energy-aware planning

framework. Figure 1.9 shows the relations between the proposed methods for co-

operative multi-UAV mission planning in the context of drone deliveries. Tasks are

firstly allocated among UAV team members via the proposed auction-based decen-

tralized task coordination strategy (Chapter 2) by communicating the estimated
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value of task-UAV pairs with neighbour UAVs. Then, a DRL route planner is es-

tablished for each individual upon an edge-enhanced attention model (Chapter 3)

to map the route policies, producing route candidates by interacting with the en-

ergy prediction model. The UAV energy cost is modelled using a mixture density

network with respect to wind conditions to enable energy awareness and risk assess-

ment in stochastic planning (Chapter 4). After route candidates are generated via

the interaction between the DRL route planner and the energy predictive model, a

model-based multi-sampling strategy is employed to select the optimal route with

the minimum cost while subjecting to a certain risk threshold (Chapter 4). Finally,

the next action of the individual UAV is selected as the first node from the optimal

route among all the route candidates.

Figure 1.9: Blocked diagram highlighting the relations of proposed algorithms.

The detailed contributions corresponding to each component are:

• An auction-based coordination strategy for multi-agent stochastic

planning with submodular rewards (Chapter 2): A decentralized auction-

based coordination strategy is proposed using a newly formulated score func-

tion which is generated by forming the problem into task-constrained MDPs.

The proposed method guarantees convergence and at least 50% optimality in
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the premise of a submodular reward function. Furthermore, for the imple-

mentation on large-scale applications, an approximate variant of the proposed

method, namely Deep Auction, is also suggested with the use of neural net-

works, which is evasive of the troublesome for constructing MDPs. Finally, we

demonstrate the performance of the two proposed approaches in the context

of drone deliveries, where the stochastic planning for the drone league is cast

into a stochastic price-collecting VRP with time windows.

• An efficient planning algorithm for single drone deliveries in the

presence of winds and recharging stations (Chapter 3): An efficient

DRL-based planning algorithm is developed to solve the typical drone de-

livery problem with recharging which is characterized by directional edges

and stochastic edge costs subject to wind conditions. The drone delivery is

modelled from a practical perspective and is then cast into an MDP over a

graph, with the next node chosen according to a stochastic policy based on

the evolving observation. An AM-E model is suggested to map the optimal

policy via the DRL approach. AM-E comprises a succession of edge-enhanced

dot-product attention layers which is designed with the aim of capturing the

heterogeneous node relationship for DDP-Rs by incorporating adjacent edge

information. In terms of both non-wind and windy cases, extensive simula-

tions demonstrate that the proposed DRL method outperforms state-of-the-art

heuristics for solving drone delivery problems, especially at large sizes.

• A model-based energy-aware planning framework for single drones

(Chapter 4): An EaPF framework is constructed to increase the planning

robustness against energy consumption uncertainties, which integrates a sta-

tistical energy predictive model, a route optimizer, and a risk assessment mod-

ule. Adaptive to any route optimizer, this framework is demonstrated with

the developed DRL planner and produces a more reliable solution for the

energy-sensitive application. In terms of energy modelling, an MDN model is

established to predict the drone’s energy consumption on the premise of wind

distribution and load weight. Based on the energy model, a risk-sensitive

criterion with respect to violating time windows or the energy constraint is

analytically deduced to assess the quality of a route, facilitating solutions of

higher robustness. Further, a novel MBMS strategy is proposed to better

accommodate the DRL planner into the EaPF, enhancing the planner’s ro-

bustness, predictability, and reliability. Finally, simulations are conducted in

the context of drone delivery problems, respectively validating the effective-
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ness of the MDN energy model, the DRL planner, and the EaPF which is

incorporated with the MBMS strategy.

1.4 Organization

The rest of the thesis is organised as follows. Chapter 2 presents the developed

auction-based multiple-agent coordination strategy, and analyses its optimality guar-

antee on the premise of submodular rewards. In Chapter 3, an efficient UAV plan-

ning algorithm in the presence of winds and recharging stations is proposed and

validated in the context of drone delivery scenarios. In Chapter 4, we build a

generic energy-aware planning framework, establish a statistical model of drone en-

ergy consumption via Gaussian Mixtures, and then validate the framework with the

drone delivery case studies. Chapter 5 gives an overall discussion about the pro-

posed planning scheme, that highlights its achievements, benefits and drawbacks.

Finally, a conclusion and several future research potentials are discussed in Chapter

6.
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Chapter 2

An Auction-Based Task

Coordination Strategy

In this chapter, two decentralized auction-based task coordination strategies are pre-

sented to address small-scale and large-scale multi-agent stochastic planning prob-

lems respectively. Convergence and optimality guarantees are provided for the first

strategy on the premise of a submodular reward function. The second coordina-

tion strategy, namely Deep Auction, is built as an approximate variant of the first

one, extending the solution to the scaling problems. It will be introduced in detail

to the neural network architecture, training algorithm, and convergence guarantee.

Demonstrations are designed for both strategies via small-scale and large-scale drone

delivery scenarios in comparison with other state-of-the-art methods.

2.1 Introduction

Cooperative systems of multiple agents have been of great interest, especially for

those operating on unmanned aerial platforms [138]. These systems feature great

characteristics including flexible structure, parallel-processing ability, and scala-

bility. Typical implementations have cooperative surveillance, search and rescue

[55, 139], border patrolling, etc. Among their various instantiations, there is one

specific but widespread category of assigning tasks among team members with a

global goal, followed by independent and possibly stochastic task execution. For

example, in deliveries of parcels [140], tasks are allocated to individual vehicles, and

vehicles deliver their allocated items in sequence, without interference from other
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executors. Meanwhile, the delivery may be subject to stochastic travel delays be-

tween destinations. Also, in multi-target tracking [60], agents decide the tracking

targets and the best action to track based on the estimation of target manoeuvring.

The cooperative task assignment and decision-making must be done considering

the stochastic state transitions. To summarize, these domains share some common

properties: i) Agents are functionally independent, except for the task assignment

constraint; ii) Decisions are made sequentially while taking uncertainty over their

consequences into account; iii) There is an opportunity for coordination in advance

with prior knowledge of task information.

A synergistic combination of two challenges is identified for this type of problem,

i.e., task allocation and stochastic planning [141]. Existing approaches are mostly

proposed from these two perspectives, either using the deterministic algorithm with

greedy selections [142, 143], or modelling problems as resource-constrained multi-

agent MDPs [144]. The major drawback of deterministic approaches is that they do

not account for transition uncertainties, suffering a performance loss in the face of

stochastic operation environments. On the other hand, multi-agent MDPs provide

a rich model for representing uncertainties, while not being scalable and hindered

by a significantly high computing complexity. Despite the fact that they are still

struggling to solve the problem of interest, these approaches have their own merits.

Approaches derived from the greedy selection make use of the independence amongst

task executions to accomplish the conflict-free assignment efficiently and tractably,

while MDPs enhance the results in consideration of transition uncertainties [145,

146]. Motivated by the idea of combining these two methods and built on the

previous work in [147], we propose a hybrid algorithm unifying the strengths of

these two methods.

To summarize, three key contributions are made by this work to address the above

practical task-constrained problems.

1) We formulate a generic model for task-constrained multi-agent stochastic plan-

ning problems based on MDPs, which explicitly presents task dependencies

while taking the stochastic execution process into account.

2) A decentralized auction-based coordination strategy is proposed to allocate

tasks among team members according to a novel score function defined by the

task-constrained MDPs. The proposed coordination strategy is then proved

to converge and hold 50% optimality with submodular reward functions.

3) An approximated extension to the coordination strategy, namely Deep Auc-
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tion, is proposed by utilizing neural networks. The networks get trained by

the reinforcement learning algorithm and benefit the computing efficiency fa-

cilitating the implementation on large-scale applications.

The remaining part of this chapter is organized as follows: Section 2.2 provides

an overview of previous works regarding task allocation and constrained MDPs.

Section 2.3 introduces the motivations of research and gives a formal definition of the

problem. Section 2.4 presents a detailed explanation of the proposed coordination

strategy along with its theoretical analysis. This is followed by an approximate

variant of the approach using neural networks in Section 2.5. Section 2.6 compares

the proposed approaches with the base methods. Section 2.7 demonstrates the

performance of algorithms through simulation in the context of drone deliveries and

conducts the comparison with state-of-the-art approaches. Section 2.8 concludes the

contribution of this chapter and gives a brief plan for future research.

2.2 Related Works

2.2.1 Task-Constrained Stochastic Planning

Task-constrained stochastic planning, characterized by agent-independent execution

and non-overlapping constraints over tasks, can be modelled in a generic form of

Dec-MDPs or a specific case of constrained MMDPs [144]. Dec-MDPs provide a

standard framework for modelling multi-agent stochastic planning problems, which

specify how a stochastic environment behaves when interacting with a set of decision-

makers. Despite the powerful modelling ability, the formulation of Dec-MDPs con-

siders all dependencies among agents, which makes the problem NEXP hard and

thus significantly impacts the scalability [146]. On the other hand, task/resource-

constrained multi-agent MDPs, recognized as weakly-coupled MDPs, can be simpli-

fied by decomposing into the individual concurrent process with cooperative actions

and merging solutions to form the solution of the original problem [148]. A typical

hybrid way to address these resource-constrained MDPs is presented by Meuleau

et al. [149], who incorporates an online coordination scheme with an offline phase,

where a value function is computed to define the expected reward from a specific

state. Following a similar idea, Boutilier et al. [150] propose the budgeted MDPs

defining the value function and policy with a separate budget parameter, and then

piece together the solution by solving the budget allocation problem. However, two
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drawbacks exist in these approaches: i) the amount of computing the value function

depends on the dimension of states, which may suffer with a large number of states

in the concerning task-constrained problems; ii) the online allocation is addressed in

a centralized manner with poor scalability and high communication cost. Agrawal et

al. [141] alternatively formulate task-constrained MDPs in a task-dependent man-

ner, which facilitates its dual decomposition, and then solve it by a greedy heuristic

method GAPS. The combination of the greedy heuristic approach and the MDP for-

malism can also be found in some other applications, such as decentralized planning

for non-dedicated agent teams [146]. Its posterior optimality guarantee is exploited

with submodular rewards [122].

2.2.2 Multi-Agent Coordination Strategy

In the context of the MDP decomposition, various coordination strategies are im-

plemented to generate a joint policy for a multi-agent system. The strategies take

different formulations as the coordination criterion and perform either in a central-

ized or decentralized manner. Meuleau et al. [149] take a centralized coordination

strategy, in which actions are sequentially taken in a greedy manner according to

the gradient computed by value functions. Boutilier et al. [150] instead meets the

global resource constraint by solving an MCKP. In this sense, the concerned task

constraint can be satisfied by solving a standard task allocation problem.

Task allocation problem extracted from task-constrained stochastic planning is cat-

egorized as single-robot multi-task in-schedule assignment problems with task de-

pendencies according to the taxonomy in [90]. It is fundamentally a combinatorial

optimization problem and is recognized as NP-hard. One of the most efficient decen-

tralized methods for this problem is proposed in [94], namely CBBA, which adopts a

consensus mechanism with the guarantee of at least 50% optimality. As variants of

CBBA, a sampling pre-process and a lazy strategy are integrated into the algorithm

for better scalability [95, 56]. These methods show a great performance when tack-

ling large-scale deterministic task assignment problems, yet they do not apply to the

concerned multi-agent stochastic planning. In an effort to retain the outcome with

transition uncertainties, Ponda et al. [96] presents a robust extension to CBBA by

using the integral of expected margin utility instead. Nevertheless, computing these

robust scores takes a huge cost of time, making the allocation process cumbersome

and possibly violating the optimality guarantee [96, 99].
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2.3 Mathematical Formulation

This section introduces a motivating scenario of the task-constrained multi-agent

stochastic planning problem, generalizes it into a generic task-constrained MDP

model, and introduces a two-step method to solve it, which includes searching opti-

mal policies for individuals, namely the Task Routing, and finding the best collection

of non-overlapping task sets, which we refer to as the Coordination. Necessary def-

initions and basic concepts related to the subsequent analyses are also provided in

this section.

2.3.1 Problem Definition

Stochastic planning problem for multi-agent systems with mutual exclusive task

constraint arises in many life or engineering scenarios. One motivating application

is the drone delivery problem where multiple agents (i.e., drones) i ∈ Ag are sent to

accomplish a cooperative mission constituted by a list of heterogeneous tasks (i.e.,

parcel deliveries) j ∈ T , and a task assignment scheme xij ∈ {0, 1}, ∀(i, j) ∈ Ag×T
is expected to be found optimizing certain mission objectives.

The properties of drone delivery problems align with the three characteristics of the

concerning task-constrained stochastic planning problems: 1) Drones are function-

ally independent except for the task assignment constraint. The delivery uncertain-

ties may affect tasks in the same route sequence, but without any interference from

other drones, drones are only confined by task constraints, and otherwise completely

independent. 2) Decisions are made taking account of uncertainties. Drones can

be severely affected by weather conditions, especially airflow, resulting in an unex-

pected delay for subsequent delivery tasks. Accommodating this kind of uncertainty

in the planning tends to increase the quality of routes by improving customer sat-

isfaction and stabilizing deliveries. 3) Coordination can be made in advance with

prior knowledge of tasks. Deliveries always take place after the customer requests

are received. The Network topology is assumed to be a fully spanned tree through

which consistent decisions are made among the drone fleet prior to the delivery.

Once a problem satisfies the above three properties, it is recognized as a task-

constrained multi-agent stochastic planning problem. A hybrid method of the MDP

modelling technique and the auction algorithm is proposed to solve it. First, we give

an introduction to the proposed generic task-constrained MDP modelling scheme.
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2.3.2 Problem Formulation

A task-constrained MDP is defined by the tuple
〈
Ag, T ,K, ⟨Mi⟩i∈Ag

〉
.

• Ag is the set of agents.

• T is the set of tasks.

• K = {ki} indicates the capacities of each agent.

• Mi is the MDP model of agent i which is confined by a global task

assignment constraint. It is defined as the tuple ⟨τi, si, ai, pi, ri, xi⟩:

– τi indicates the decision epoch. The value of τi will add 1 after

one decision is made to the agent i.

– si ∈ Si is the factored local state for agent i (e.g., the system

time, drone’s state of charge, location, etc.).

– ai ∈ Ai is the action for agent i, indicating the next task to

execute under the current state si, which is selected from the

available task set for agent i : ai = j, j ∈ Ti. Ti is defaulted to

be T .

– pi = p
(
s
′
i|si, ai

)
represents the probability that the current state

si is converted to the next state s
′
i by acting ai. (e.g., if the

state only considers the system time, the next state is then de-

termined by the probability distribution of task duration ti (ai):

p
(
s
′
i|si, ai

)
∼ Pr (ti (ai)|i, ai).)

– ri = r
(
si, ai, s

′
i

)
is the reward function which is defined by an

immediate gain after executing the selected task ai under state

si.

– xi = {xij,∀j ∈ T } denotes the task accomplishment for agent i,

where xij : Ag × T → R{0,1} has a similar form as the resource

consumption function in [10] but is defined as binary indicating

whether task j is accomplished by agent i.

The goal for solving this MDP is to obtain a joint policy π∗ that maximizes the

expectation of the joint accumulative reward for the agent group:

π∗ = argmax
π

E

∑
i∈Ag

τfi∑
τi=0

rτii |πi

 = argmax
π

∑
i∈Ag

Vi (πi, s0) (2.1)
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s.t. ∑
i∈Ag xij ≤ 1, ∀j ∈ T∑
j∈T xij ≤ ki, ∀i ∈ Ag

(2.2)

where πi is the individual policy for agent i, τ fi indicates the maximum number

of steps in the process, equal to the total task number that is executed by the

agent i. The accumulated reward under the policy πi could also be represented by

the expected value Vi (πi, s0) on the MDP model Mi. The first inequation defines

the inter-agent constraint in task allocation, i.e., duplicate selection of tasks is not

allowed. The second inequation represents the intra-agent constraint which limits

the upper number of tasks executed by agent i to capability ki.

One interesting observation for this task-constrained MDPs is that if given a collec-

tion of non-conflict task sets {Ti,∀i ∈ Ag}, the global task constraint (i.e., the first

inequation) is then satisfied and the individual MDP models ⟨Mi⟩i∈Ag for each agent

are completely independent and decoupled from others. Inspired by this insight, we

exploit a decomposition approach by reformulating the constrained optimization

problem into

π∗
i , N

∗
T = argmax

NT

∑
i∈Ag

argmax
πi

E

 τfi∑
τi=0

ri(τi) | πi, Ti

 (2.3)

where Ti is the task set allocated to agent i. NT = {Ti,∀i ∈ Ag} is a collection of

disjoint task sets that satisfies |Ti ∩ Tj| = 0,∀i, j ∈ Ag. The maximum step of the

Markov process is τ fi = min[ki, |Ti|].

To find both the optimal policies π∗
i and the task collection NT , we present a two-

step method: 1) Find the optimal policy π∗
i for each agent i ∈ Ag by solving its

individual MDP for any given task set Ti; 2) Given policy π∗
i and the value function

Vi(π
∗
i , Ti), find the best collection of task sets N∗

T = {Ti,∀i ∈ Ag}. At last, the

policy π∗
i and the allocation N∗

T are merged into the global policy π∗.

Following the above idea, solving task-constrained MDPs is then decomposed into

two subproblems: Task Routing : to obtain the local policy π∗
i = argmaxπi

Vi (πi, s0; Ti),
and Coordination: To find the task assignment resultNT by solving the conventional

task allocation problem, which is categorized as single-robot multi-task in-schedule

assignment problems with task dependencies.
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It should be noted that after decomposition, the optimization problem has been

altered from the original one, which might be at the cost of the optimality compro-

mise. Meanwhile, the decomposition benefits the problem solving, which reduces

the computational complexity of the problem from NEXP-hard to P-complete.

2.3.3 Preliminary of Submodularity

This part gives some necessary preliminary concepts for the development and anal-

ysis of the proposed task allocation method.

Definition 1: (Submodularity) Given a finite set Ω, a set function f : 2Ω → R,

where 2Ω is the power set of Ω, is a submodular function if, for every X, Y ⊆ Ω with

X ⊆ Y and every x ∈ Ω\Y we have

f (X ∪ {x})− f(X) ≥ f (Y ∪ {x})− f(Y ) (2.4)

Equivalently, for every S, T ⊆ Ω we have

f(S) + f(T ) ≥ f(S ∩ T ) + f(S ∪ T ) (2.5)

Definition 2: (Monotonicity) Given a set Ω, a set function f : 2Ω → R, that is

defined on Ω, is monotone if, for every X ⊆ Y ⊆ Ω,

f(X) ≤ f(Y ) (2.6)

Definition 3: (Matroid) A matroid is a pair of Ω and I, i.e., M = (Ω, I), where

Ω is a finite set and I ⊆ 2Ω is a collection of independent sets, satisfying:

• ∅ ∈ I

• for every X ⊆ Y, Y ∈ I ⇒ X ∈ I

• for every X, Y ∈ I, |X| < |Y | ⇒ ∃x ∈ Y \X such that X ∪ {x} ∈ I.

Definition 4: (Partition Matroid) A partition matroid is a matroid M = (Ω, I),

where Ω is partitioned into disjoint sets Ω1,Ω2, · · · ,Ωl and

I = {X ∈ Ω : |X ∩ Ωi| ≤ ki for all i = 1, · · · , l} (2.7)

for some given parameters k1, · · · , kl.
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In the context of drone deliveries, we consider all task-agent pairs as a ground set,

denoted as N : T ×Ag, and make partitions each including task-agent pairs with the

same task. The solution to drone delivery (conceptualized as a single-robot multi-

task task allocation problem) is then to find a set of independent sets subject to the

partition matroid, where ki = 1. Therefore, the drone delivery problem modelled in

this paper can be approached as a maximization optimization problem subject to a

partition matroid constraint [56].

A monotone submodular function has good mathematical characteristics, with which

difficulty can be approximated efficiently with a strong quality guarantee [151].

Specifically, a greedy algorithm that incrementally chooses elements by maximiz-

ing marginal utility provides the solution with at least
(
1− 1

e

)
optimality or 1/2

optimality if there is a matroid constraint [151].

2.4 Auction-based Coordination Strategy

This section presents a decentralized auction-based task allocation strategy to ad-

dress the Coordination phase of the above-described task-constrained MDPs. We

first give a brief introduction to the basics of CBBA and its robust variant. Then,

making use of the same framework, a new auction-based coordination strategy is

suggested for the task-constrained MDPs with a reformulated score function.

2.4.1 CBBA and its Robust Extension

The CBBA, originally proposed by [94], is a widely-known decentralized task alloca-

tion method, which resolves conflict-free assignments by implementing the auction

algorithm on networked agents and augmenting it with a consensus protocol. The

algorithm consists of two phases: 1) the bundle construction phase, where a bundle

of tasks is greedily chosen by each UAV, and 2) the task consensus phase, where the

conflicts of tasks are resolved through communicating and negotiating with neigh-

bours. The algorithm iterates between these two phases until all tasks are settled

in a consistent manner.

Further, the discrepancies between the plan and stochastic real-world operating en-

vironments motivated robust extensions to CBBA, where the expected reward is

instead maximized [96]. For a formal elaboration, let θ denotes all uncertainty pa-
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rameters related to the score calculation, the robust version of the objective function

is adapted as

max Ji = Eθ


|T |∑
j=1

cij (xi, θ)

 (2.8)

where cij is the marginal score of task j, given tasks that are already allocated to

agent i, shown as xi.

It should be noted that except for the effect on the reward score, uncertainties also

influence the optimal task order due to the coupling among tasks. All possible task

orders must be taken into account when calculating the score of a task bundle, which

should be

Ji = max
pi

Jpi
= max

pi

Eθ


|T |∑
j=1

cij (pi, θ)xij

= max
pi

∫
θ∈Θ


|T |∑
j=1

cij (pi, θ)xij

P (θ)dθ

(2.9)

where pi indicates the task sequence, following which the task will be executed one

by one.

By means of extracting uncertainty parameters and optimizing the priori-estimated

reward score, this extension indeed enhances the robustness of the CBBA algorithm

in the uncertain environment. However, analytically computing this robust score is

very difficult due to the integral operation of uncertainty parameters and numerous

permutations of the task order. For this reason, some researchers adopt a sampling

process to approximate these calculations with the assumption that the order of ex-

isting tasks is fixed in order to maintain computational tractability [96]. However,

the sampling operation remains cumbersome, and meanwhile, it might also violate

the DMG condition of the algorithm convergence. Therefore, a novel task coordina-

tion method is proposed in the following section providing a more efficient way to

acquire robust scores in the context of the MDP modelling.

2.4.2 The Proposed Coordination Strategy

While adopting the identical consensus stage as CBBA, the proposed task coordi-

nation method follows a novel formulation of score functions based on the MDP

modelling of the problem. Suppose we now have an intended task set for one agent

at some point during the coordination process, its score function is obtained by

calculating the MDP’s state-value function with respect to the assigned task set T
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and state sτ at time step τ :

Vπ (sτ ; T ) = E

 |T |∑
t=τ

r (st, π (st) , st+1; T )

 (2.10)

The maximum objective function is then converted to

max Ji (Ti)⇒ Vπ (sτ ; Ti) (2.11)

where Vπ (sτ ; Ti) means the expected accumulative reward of the agent under the

state sτ with the allocated task set Ti. Using the new utility function formulation,

the maximum objective is then acquired by solving the value function of MDPs.

Given the agent's state si, the marginal gain of task j is then calculated by the

difference between two value functions:

cij = J∗ (Ti ∪ {j})− J∗ (Ti) = V ∗
π (sτ ; Ti)− V ∗

π (sτ ; Ti ∪ {j}) (2.12)

The task bundle for each agent is constructed by greedily selecting the task with the

largest marginal gain that is defined by the value function (2.11). The pseudocode

of the bundle construction procedure is presented as Algorithm 2.1. Each agent

carries three vectors: a winning agent list zi ∈ I |Ag|, a winning bid list yi ∈ R|Ag|
+ ,

and a bundle bi ∈ (T ∪ {∅})|k| where k is the bundle depth. These three vectors

get updated in the bundle construction procedure. The value for every state in the

MDP model is calculated by a policy iteration approach before allocation starts.

Algorithm 2.1 Bundle Construction for agent i

Procedure Update Bundle (zi,yi,bi)

1: while |bi| < k do
2: for j ∈ T \bi do
3: cij = V ∗

π (si;bi ∪ {j})− V ∗
π (si;bi)

4: hij= I(cij > yij)
5: end for
6: j∗ ← arg maxj /∈bi

cij·hij
7: bi ← bi ∪ {j∗}
8: yij∗ ← cij∗
9: zij∗ ← i
10: end while

Another advantage of this MDP-formulated method is that all possible orders of

tasks in the bundle will be spontaneously considered when calculating the value
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function. Most existing auction-based allocation algorithms operate with an implicit

assumption that the order of selected tasks keeps fixed when inserting new tasks

into the sequence, for ease of computing. This assumption is regardless of the

impact of new tasks on the optimal execution order and thus might violate the

underlying conditions for optimality guarantees. The reformulated score function

herein is directly assessed on the task list and is not affected by the task construction

sequences. In other words, it has no relationship with the order of task sequence

and can be determined as long as the task list is given for a vehicle. Therefore,

this formulation helps to further improve the solution optimality and truly holds

the condition for the following optimality analysis.

2.4.3 Convergence Analysis with Submodular Rewards

Using a similar consensus topology, the sufficient condition of convergence for the

proposed method stays the same as CBBA, i.e., the score function must satisfy the

submodularity [94]. The submodularity proof of value function is given by Theo-

rem1. Prior to the proof, we first define a preliminary condition, termed Independent

Extensibility.

Definition 4: (Independent Extensibility) Let Ω be a finite set. θ defines all

transition parameters in a stochastic process {st} on the set Ω. The stochastic

process {st} is independently extensible, if, for every X ⊆ Y ⊆ Ω, it satisfies

• θ(X) ⊆ θ(Y )

• P [θ(Y )] = P [θ(X)] ∗ P [θ(Y )\θ(X)]

where P [θ] is the cumulative distributed function of the variable set θ.

The property of independent extensibility can be found in many applications. Using

VRPs to exemplify, driving between two pairs of locations is regarded as independent

stochastic processes. In this case, the stochastic process regarding city x and city

y follow the time distribution on its arc t (cxy). When the set is extended to have

city z, we got two more variables on two extra edges, t (cxz) and t (cyz), which,

however, are independent from t (cxy). Thus we have θ ([x, y]) ⊆ θ ([x, y, z]) and

P (θ ([x, y, z])) = P [t (cxy)] ∗ P [t (cxz) , t (cyz)], the stochastic process concerned by

VRPs satisfies independent extensibility.

Theorem1: Presuming an independently extensible stochastic process {st}, if its

reward function R is submodular, its state-value function Vπ (sτ ) is also submodular.
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Preliminary: First, let us parameterize the state transition of MDPs on the premise

of task set T as θT . The value function is then presented as

V ∗
π (sτ ; T ) = EθT [Rπ∗ (sτ ; T ,θT )] (2.13)

where Rπ∗ (sτ , T ;θT ) =
∑τ+|T |

t=τ r (sτ , π
∗ (st) , st+1; T ,θT ) is the cumulative reward

for executing task set T under the transition parameters θT . It is noted that given

the optimal policy π∗ and state sτ , Rπ∗ (sτ , T ;θT ) is also equivalent to the determin-

istic reward function with respect to the task set T on the condition of the parameter

instance θT . Further, assume that the policy π∗ and state sτ stay unchanged during

the task coordination, we can get a simplified notation of the value function:

V (T ) = EθT [R (T ;θT )]⇐ V ∗
π (sτ ; T ) (2.14)

As we assume that the process is independently extensible, according to Definition

4, the distribution of parameter θT is not affected by any additional parameters

introduced by extra tasks. Considering a superset T ′, T ⊆ T ′, the expectancy of

R(T ) on θT equals to its expectancy on θT ′ as the additional parameter θT ′\θT is

independent of θT , which is formally presented as

EθT [R (T ;θT )] = EθT ′\θTEθT
[R (T ;θT ′)] = EθT ′ [R (T ;θT ′)] , ∀T ′ ⊇ T (2.15)

Via this equation, we further obtain a connection between the marginal value func-

tion V (T ′)− V (T ) and the marginal reward function R(T ′)−R(T ) :

V
(
T ′
)
− V (T ) = EθT ′

[
R
(
T ′

;θT ′

)]
− EθT [R (T ;θT )]

= EθT ′

[
R
(
T ′

;θT ′

)]
− EθT ′ [R (T ;θT ′ )]

= EθT ′

[
R
(
T ′

;θT ′

)
−R (T ;θT ′)

] (2.16)

It implies that just like the state-value function defines the the expectation of cumu-

lative rewards on uncertainties, the marginal value function is also the expectation

of the marginal reward function on the joint uncertainty parameters θT ′ .

Proof: Now let us consider two available task sets Tm and Tn, Tm ⊆ Tn. Given

the optimal policy π∗ and the state s, the marginal gain of task j with the prior

of the task set Tm, according to the expanded expectation formulation of the value
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function (2.16), is presented as follows:

V (Tm ∪ j)− V (Tm) = EθTm∪j
[R (Tm ∪ j;θTm∪j)−R (Tm;θTm∪j)]

= EθTn∪j
[R (Tm ∪ j;θTn∪j)−R (Tm;θTn∪j)]

(2.17)

Similarly, the marginal gain with respect to the task set Tn is presented as:

V (Tn ∪ j)− V (Tn) = EθTn∪j
[R (Tn ∪ j;θTn∪j)−R (Tn;θTn∪j)] (2.18)

As R is assumed to be submodular, i.e., R (Tn ∪ j)−R (Tn) ≤ R (Tm ∪ j)−R (Tm),

its expectation on the same parameter distributions is going to be submodular, thus:

V (Tn ∪ j)− V (Tn) ≤ V (Tm ∪ j)− V (Tm) (2.19)

■

Similarly, we deduced the Theorem2 for the monotonicity of state-value functions.

Theorem2: Presuming an independently extensible stochastic process {st}, if its

reward function R is monotone, its state-value function Vπ (sτ ) is also monotone.

2.4.4 Optimality Analysis

According to [152], for problems that maximize a monotone submodular function

subject to a matroid constraint, the greedy algorithm is guaranteed to produce a

solution that is bigger than 50% of the optimal solution.

Theorem1 has indicated the submodularity of the objective function with the as-

sumption of the submodular deterministic reward function and the independent

extensibility. The score function is also shown to be monotone if the reward func-

tion is monotone and the stochastic process is independently extensible, according

to Theorem2. The non-overlapping task constraint could be considered as a par-

tition matroid where all task-agent pairs are defined as a ground set N : T × Ag
and the collection of subsets, which is limited to at most one element from the same

subset. Overall, the concerned task coordination problem satisfies the conditions

listed in [152] for the optimality guarantee with the greedy algorithm. The CBBA

holds the identical solution with the greedy algorithm when the reward function is

submodular and monotone. Accordingly, the proposed task coordination strategy

retains the guarantee of 50% optimality. Note that the optimality guarantee refers
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to the optimal expected reward rather than actual execution rewards as uncertainty

parameters will not be known until tasks are executed.

In summary, a new utility function is designed in the proposed coordination al-

gorithm aiming to optimise the expected accumulative rewards. The algorithm is

expected to enhance the robustness under uncertain task execution while maintain-

ing the convergence, as well as the prior optimal guarantee of 50%.

2.5 Approximation via Neural Networks

While the proposed coordination strategy provides an efficient solution for task-

constrained planning, solving MDPs is still subject to the curse of dimensionality,

i.e., the state-action space grows exponentially with the problem scale. In this

section, we consider an approximation method via neural networks to generate the

planning policy and value function for large-scale task-constrained MDPs.

2.5.1 Deep Auction

Deep Auction, an approximated variant of the proposed task coordination method,

employs two neural networks to approximate the individual policies and value func-

tions respectively. It is inspired by the well-known actor-critic architecture where a

policy network maps the action probability and a critic baseline is used to calculate

the advantage value for the benefit to reduce variances.

To elaborate on how the Deep Auction method works, Figure 2.1 and Figure 2.2

summarize its working mechanism in a sequence of a training phase and an imple-

mentation phase. The framework of the approximator training, shown in Figure 2.1,

inherits the learning paradigm of REINFORCE algorithm with baselines, where two

neural networks are updated using the Advantage error defined by the difference

between the accumulative reward from the environment and the value evaluated by

the critic. After training, the Actor and the Critic, both modelled by a Transformer

network, are able to map the policy π∗ and value function V ∗ given a task set Ti
and the agent status si observed from the environment.
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Figure 2.1: The training phase of the Deep Auction method

Figure 2.2: The implementation phase of the Deep Auction method

In terms of the implementation, seen in Figure 2.2, the trained critic baseline consti-

tutes an auctioneer that negotiates with other agents using the coordination strategy

proposed in Section 2.4. Coordination bids cij are calculated by the marginal score

obtained using the value estimate network. By the end of the auctioning process,

a consensus on the task assignment is acknowledged by all agents with a task set

Ti allocated to the current agent i and then passed to a route planner. The route

planner greedily chooses the next action ai from the intended task set according to
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the action probability π (si, ai|Ti) mapped by the policy network till all tasks have

been accomplished or another task coordination is invoked.

In the proposed deep auctioned coordination method, the two decomposed problems

for solving task-constrained MDPs, i.e., the Coordination and the Task Routing, as

stated in Section 2.3.2, are addressed by introducing the policy network and the

critic baseline in an approximate scalable way.

2.5.2 Network Architecture

The Transformer model [153], recognized as a powerful work to address the combi-

natorial problem with unordered inputs, is adopted for both the policy network and

critic network to map the action probability and value function respectively.

Figure 2.3: The neural network architecture. The critic network and actor network
share the same architecture except for the output layer for the corresponding output
format.
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Figure 2.3 depicts the architecture of networks, which takes advantage of the encoder-

decoder architecture in the Transformer model. The network architecture follows

the Transformer model presented in [154] and varies slightly in the output layer

between the actor network and the critic network. For the actor i.e., the policy

network, the output is the probability for all unmasked actions by passing the com-

patibility vector through a Softmax layer and a Masking scheme. For critic i.e., the

baseline, the output is the state value corresponding to the current mission state

and agent state, which is decoded by a N × 1 linear layer, where N is the number

of tasks.

2.5.3 Training Algorithm

Networks get trained by the REINFORCE algorithm integrated with the critic base-

line. In detail, at the beginning of each episode, a batch of initial states {s0}b∈B
and corresponding task sets {T }b∈B are stochastically sampled. Tasks are then se-

quentially selected from the set according to the probability output of the policy

network π(s;θ) and rewards r(s, a) are meanwhile collected. By the end of each

episode, we calculated a policy loss L to train the policy model, which is defined as

the Advantage error averaged over the batch B:

L (B;θ) =
1

|B|

|B|∑
b=1

A
(
sb;π

)
=

1

|B|

|B|∑
b=1

(
R
(
sb;π

)
− bl

(
sb
))

(2.20)

The Advantage error is used for variance reduction and is defined by the difference

between the accumulative reward and a baseline bl(s). The baseline is calculated

by the critic network, which estimates the state-value function, denoted as v̂(s;w)

parameterized by w:

L (B;θ) =
1

|B|

|B|∑
b=1

(
R
(
sb;π

)
− v̂

(
sb;w

))
(2.21)

The function v̂ can be learned from the observation R (s,π), which is the Monte

Carlo estimate of the true value function. Thus, we define a value loss based on

the mean square error between the estimate function and observations concerning

parameters w:

Lv (B;w) =
1

|B|

|B|∑
b=1

(
R
(
sb
)
− v̂

(
sb;w

))2
(2.22)
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Standard back-propagation is then adopted to update the policy network and the

critic network using the gradient descent method. Beneficial from more efficient

training, parameters are shared among these two networks except those of the output

projection layer. However, in this case, the learning for the critic network might get

distracted by policy errors, as the shared parameters are impacted by the variance of

the policy loss due to the greedy sampling method. This does not matter in previous

studies, as the critic network is only used to facilitate the training of the actor and

will be cut off in the implementation. However, in our study, we are looking for

good performance of both two networks. To that end, the training is divided into

two phases:

1) Generic Training: All parameters (θ,w) in both networks get trained. Joint

parameters are updated using combined gradients:

dθ =
∂L (B;θ)

∂θ
=

1

|B|

|B|∑
b=1

(
R
(
sb
)
− v̂

(
sb
))
∇θ logπθ

(
sb
)

dw =
∂Lv (B;w)

∂w
=

1

|B|

|B|∑
b=1

∂
(
R
(
sb
)
− v̂

(
sb;w

))2
∂w

(2.23)

2) One-hot Critic Training: In this phase, the value network is detached from the

policy network and updated for a more delicate adjustment on w, with parameters

in the policy network fixed.

2.5.4 Convergence Guarantee

As mentioned in Section 2.4.3, the sufficient convergence condition for the decen-

tralized auction-based coordination framework is that the bids must satisfy sub-

modularity. However, the network-approximated score function might violate the

property of submodularity due to the inevitable approximating error using neural

networks, even though its MDP form has been proven submodular by Theorem1. To

resolve this, we implement a bid wrapping function proposed by [97] that disguises

the actual task scores with submodular bids when sharing between agents.

The basic idea behind this wrapping function stems from the key insight that the bids

agents share must satisfy submodularity rather than its actual task scores. Thus,

when calculating the marginal scores for all available tasks, cij = V (bi ∪ {j}) −
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V (bi) , ∀j ∈ T \bi, each of them is wrapped with the function:

c
′

ij = min (cij, yik) , ∀k ∈ bi (2.24)

where cij is the actual marginal gain, c
′
ij is the wrapped coordination gain, and yik is

the existing bid for all tasks in its bundle. The bid wrapping function ensures that

the new bids are not greater than the bids already in the bundle, and thus will not

affect their allocations. For further details and proofs of convergence, please refer

to [97].

2.6 Comparison with Base Methods

The proposed work builds on multiple base research, featuring with advantages

on the trade-off question between computational expenses and robustness against

uncertainties. In addition to Section 2.4 where we have demonstrated the improved

performance of the mission planning algorithm targeting the listed objectives, in this

section we will mainly focus on its optimality, and time and space complexity, in

comparison with the CBBA and the centralized Multi-agent Reinforcement Learning

algorithm.

First, the proposed task coordination method features a reduction of computing

amount in the bundle construction phase compared to CBBA, which benefits from

the new-formulated non-ordered score function. In the original CBBA, tasks are

sequentially inserted into the path with the best location gained by a trial loop of

all possible positions [94]:

cij [bi] = max
n≤|pi|

S
pi⊕n{j}
i − Spi

i , ∀j /∈ bi (2.25)

where the trial number |pi| depends on the length of the path, increasing linearly

with problem dimensions. In contrast, in the proposed method, bids are calculated

using a value function defined on the non-ordered task set, thus exempted from the

need to find the best insertion positions. Formally, given the total number of tasks

n, the depth of the bundle k, and the number of agents a, we summarize the total

amount of score calculation for using the proposed auction method, CBBA, robust

CBBA in Table 2.1.
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Table 2.1: Complexity comparison

Method
Individual
complexity

Total
complexity

Individual
complexity

(k = n)

Total
complexity

(k = n)

Proposed method O(nk) O(ank) O (n2) O (an2)

CBBA O (nk2) O (ank2) O (n3) O (an3)

Robust CBBA O (rnk2) O (arnk2) O (rn3) O (arn3)

where r is the sampling number of robust CBBA.

An improved optimality guarantee is also facilitated by the proposed non-ordered

score function. As we previously noted, there is an unnoticeable assumption in the

CBBA process and most of its variations for computational tractability, that the

path is always fixed when additional tasks are added to the sequence. However,

for some mission profiles, especially those with uncertain executions, the optimal

order of actions may alter. Ignoring the influence of additional tasks on optimum

execution order reduces solution optimality, resulting in a 50% guarantee relative to

a weakened optimal value. Instead of defining the score on a path, the suggested

method calculates the marginal gain directly on the task bundle, taking into account

all permutations of the task bundle, truly holding 50% optimality for the problem.

The decomposition of Multi-agent MDPs reduces the complexity of solving M-MDPs

by using a predefined task bundle depth k. In the proposed work, M-MDPs is frac-

tioned by individuals and utilized to compute bids for auction-based coordinates.

Due to that, the constructed MDPs only attempt to solve the problem of dimensions

up to the depth of the bundle k instead of the total problem size n. For example,

if there are a = 10 agents serving n = 50 customers, for a relatively even allocation

the task number for each agent is restricted to k = 10. In this case, the dimension of

intended problems is 1 ∼ 10, instead of 50. This characteristic is imperative for the

implementation of large-scale applications. In the integrated M-MDPs, the dimen-

sionalities of the joint action and state space increase exponentially as the problem

size increases, though its worst-case complexity is P-complete [117]. It is reported

in [155] that one training episode takes 3 mins for solving VRPs of 10 customers

while 22 mins/epoch is required for 50 customers. In contrast, the proposed decom-

position strategy will keep the training time constant up to 3 mins/epoch regardless

of the overall issue size.
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2.7 Case Study on Drone Deliveries

To test the performance and expected properties of the proposed auction-based co-

ordination method, we implement it in the context of the drone delivery problems,

which is cast into stochastic price-collecting VRPs with time windows operated on

the unmanned aerial platform. In this section, we start by introducing the definition

of this problem and how we generate its mission instances. Then we discuss the per-

formances of using the proposed auction-based coordination method in comparison

to state-of-the-art approaches. Demonstrations are conducted in terms of the exact

method for small-scale problems and the approximate extension to larger problems.

2.7.1 Drone Delivery Problem with Time Windows

Suppose a drone delivery scenario where there is a list of customer requests j ∈ T
and a fleet of drones i ∈ Ag is sent from the depot (x0, y0) to serve the customers

and finally returns to the depot after visiting all the tasks. The corresponding

price rj is collected from the customer j if any of the drones arrive at its location

(xj, yj) during the time window
[
tjr, t

j
d

]
, otherwise a pending cost cpen is imposed. In

this logistic problem, optimizing the delivery flow indicates maximizing the rewards

collected from customer requests while minimizing the loss of failed tasks.

According to the described delivery scenario, we independently generate sets of

instances for different problem dimensions using the mission parameters shown in

Table 2.2 and Table 2.3 for performance evaluation. Some of the mission settings

are adapted from [155].

Due to the impact of airflows, the time cost on arcades between customers is shown

to be stochastic considering the wind-sensitive property of drones. We simulate the

stochastic travel times by sampling the drones’ speed from a normal distribution,

shown in Table 2.4.

2.7.2 Simulations with Small-Scale Problems

In the first simulation, we test the coordination algorithm proposed in Section 2.4 on

a set of small-size drone delivery problems (task number is 2 ∼ 5). The simulation

result is compared to the original CBBA and the sampling robust extension of

CBBA [96]. A Sample process of N = 1000 is used in the sampling robust CBBA



50 An Auction-Based Task Coordination Strategy

Table 2.2: Generic parameter values or distributions used to generate instances of
drone delivery. Nsmall,Msmall are sets of customer counts and drone counts for small-
scale simulations. Nlarge,Mlarge are sets of customer counts and drone counts for
large-scale simulations. U(a, b) denotes a discrete uniform distribution on integer
interval [a, b].

Parameter notation Value or distribution

Planning horizon (min) H = 480

Number of customers
Nsmall = [2, 3, 4, 5]
Nlarge = [10, 20, 50]

Number of drones
Msmall = 2
Mlarge =

[
N
5

]
Expected drone flight speed (km/min) V = 1

Depot location (km) x0, y0 ∼ U(0, 100)

Customer locations (km) xj, yj ∼ U(0, 100)

Customer price rj = 1

Penalty for failed customer cpen = 1

to approximate the expected score function. A submodular wrapper is also adopted

in the robust CBBA method for convergence.

Suppose that there is a list of 2 ∼ 5 customer requests and a group of 2 drones

is sent from one common depot to these requests for the delivery mission. For the

evaluation purpose, we randomly generate 100 mission instances of each problem

dimension with parameters following Table 2.2 and Table 2.3 and then solve it using

the above three coordination methods. The assignment results are validated with the

environment that subjects to stochastic travel times following the distribution shown

in Table 2.4. Validation is conducted for 100 rounds. The expected cumulative

rewards and validation rewards of all three methods are presented in Table 2.5.

Computing times are shown in Table 2.6.

Table 2.5 demonstrates better robustness of the proposed Auction-based method

and the robust sampling CBBA against stochastic edge costs. As indicated in the

table, the original CBBA has the highest expectation for planning results, even 100%

accomplish rates for instances of N = 3, 4, 5, but suffers a performance degradation

(to about 97% success rate) when executed in stochastic environments. In contrast,

the proposed auction method and sampling CBBA coordinate which use more precise

scores though in two distinct ways, both result in a greater completion rate (about
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Table 2.3: Parameter distributions related to time windows. U(a, b) denotes a dis-
crete uniform distribution on integer interval [a, b]; U{x1, · · · , xn} denotes a discrete
uniform distribution on finite set {x1, · · · , xn}; and B(p) is a Bernoulli distribution
of parameter p.

Parameter notation Value or distribution

Is customer constrained by TM?
δjTW = B (pTW )
where pTW ∼ U(0.25, 0.5, 0.75, 1.0)

Customer ready time (min)
tjr ∼ U (0, tjmax)

where tjmax = H − dist(0,j)
V
− τ j

Customer time window width (min) wj
TW ∼ U(30, 90)

Customer service duration (min) τ j ∼ U(10, 30)

Customer due time (min) tjd = tjr + wj
TW

Table 2.4: The distribution of drone speed

Parameter notation Distribution

Drone flight speed (km/min)
V ∼ N (µV , σ

2
V )

where µV = 1, σ2
V = [0, 0.05, 0.1, 0.2]

1% increase) and a reduced deviation from predicted performance.

While the sampling CBBA performs comparatively to the proposed method, it costs

much longer time due to the sampling process, as shown in Table 2.6. Further, as

seen in Fig. 2.4, the running times for CBBA and robust CBBA present a trend

of exponential growth as the customer count increases, while the proposed auction

method increases linearly with respect to the problem size, implying better efficiency

on large-scale problems.

2.7.3 Deep Auction Training Result

To train the two neural networks presented in Deep Auction, we built a simulated

environment by which we can evolve the mission state and vehicle state, and get

rewards back to update the policy network and the critic network. Instances are

generated for training and testing following the parameter scheme in Table 2.2 and

Table 2.3.

Training over varied dimensions: It is noted that for a generalization ability
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Table 2.5: Total task scores: Expected vs. Actual

Mission
setting \
Method

Proposed auction
method

CBBA Robust CBBA

Dro.
count

Cust.
count

Exp.
re-
ward

Act. reward
(finish rate)

Exp.
re-
ward

Act. reward
(finish rate)

Exp.
re-
ward

Act. reward
(finish rate)

2 2 1.90 1.90(97.5%) 1.8 1.86(96.6%) 1.86 1.86(96.65%)

2 3 2.84 2.84(97.38%) 3.0 2.77(96.2%) 2.88 2.81(96.93%)

2 4 3.93 4.0 (100.0%) 4.0 3.82(97.08%) 4.0 4.0 (100.0%)

2 5 4.93 4.92(99.28%) 5.0 4.84(98.44%) 4.97 4.94(99.47%)

Table 2.6: Running time of three methods for solving 1000 validation instances of
each problem size

``````````````̀Method
Cust. Count

2 3 4 5

Proposed Auction 1′′ 2′′ 4′′ 5′′

CBBA 4′′ 8′′ 17′′ 25′′

Sampling CBBA 3′35′′ 8′57′′ 18′50′′ 29′33′′

over problem dimensions in value estimate and route planning, datasets for training

and testing are constituted by instances of varied dimensions N ∼ U(1, k), where

k = 10 is the bundle depth defined by the proposed auction-based coordination

method.

Network setup: For the structure of Transformer networks, the depot embed-

ding and task embedding are both one-layer element-wise linear projections with

dimension 128. The multi-head attention network consists of 8 heads computing

key vectors and value vectors of dimension dk = dv = 16. There are N = 3 multi-

attention modules in a row for the encoder network. In the feed-forward layer, the

node features are passed through node-wise projections of one hidden sublayer with

the ReLu activation and 512 hidden neurons. The Adam Optimizer is used to train

networks with a constant learning rate αθ = 10−4 for the policy network and a

constant learning rate αw = 10−5 for the critic network.

We run training for 100 epochs for the generic policy training and an additional 50

epochs for one-hot value training. In one epoch, we process 1.28 million instances in
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Figure 2.4: Running time for all three methods as the customer number changes.

2,500 iterations with a batch size of 512. Each epoch takes up to 1 minute using the

Tesla A100 GPU. Learning curves are presented in Figure 2.5. All curves integrate

data from two learning phases: generic learning for the first 100 epochs and value

learning for the 100-150 epochs.

One interesting point is observed from the Figure 2.5. The cumulative reward ob-

tained from the test dataset gives a better performance than those from the train-

ing dataset before the 100th epoch. This phenomenon is reasonable, as the agent

stochastically selects its action according to the policy probability at the training

phase for the sample diversity while at the testing, actions are chosen greedily for

better performance. After 100 epochs, when we fix the policy parameters and use a

greedy decoder strategy for both testing and training, the cumulative rewards match

rather well even without the overfitting issue. Nevertheless, all curves shown in Fig-

ure 2.5 demonstrate a convergent training process finalized with stable performance

regarding the cumulative reward, actor loss and critic loss.

2.7.4 Comparative Study with Deep Auction

With the well-trained networks, the proposed deep auction-based approach is evalu-

ated over 3 different mission dimensions N = [10, 20, 50] in comparison with three
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Figure 2.5: Learning curves of training actor and critic networks: (left) cumulative
reward on training and test datasets per epoch; (right-top) critic loss on training
and test datasets per epoch; (right-bottom) policy loss on training and test datasets
per epoch.

baselines:

• The first baseline is the original CBBA, which is decentralized deployed as our

method but uses deterministic reward functions.

• The second baseline considers a hybrid approach that integrates the CBBA

task coordination method and the proposed DRL route planner, partially im-

plementing the approximators present in Section 2.5, termed CBBA-DRL.

• A centralized DRL-based approach, namely MARDAM, proposed in [155], is

also included in the comparison. To the best of our knowledge, there is no

decentralized instantiation of DRL on routing problems yet due to its compu-

tational complexity, so we refer to this centralized approach as a representative

of the DRL domain.

Simulation results for solving deterministic instances are shown in Table 2.7, where

we assume that delivery processes are identical to the ones planned, where the drone

keeps a constant speed, and the time cost on transport is exactly as expected. In

these cases, among the decentralized approaches, including Deep Auction, CBBA,

and CBBA-DRL, the CBBA provides the best planning solutions for each problem

dimension. When using the proposed Deep Auction method, there is a performance
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decrease of about 2%. Among all methods under consideration, the centralized

MARL, i.e., MARDAM, provides the highest quality of solution, which benefits

from its global scope of planning.

Table 2.7: Comparison of cumulative rewards for solving deterministic drone delivery
problems with time windows of different dimensions. The value is averaged over 1000
randomly generated instances.

Mission setting
\ Method

Deep Auction CBBA CBBA-
DRL

MARDAM

Dro.
count

Cust.
count

Exp.
reward

Act.
reward

Exp.
reward

Act.
reward

Act.
reward

Act.
reward

2 10 8.5477 8.42 8.55 8.55 8.28 9.020

4 20 18.396 18.04 18.78 18.78 17.21 19.080

10 50 48.108 46.93 48.24 48.24 41.29 48.070

Table 2.8: Comparison of the total coordinating time required by the proposed
method and the original CBBA for solving 1000 validation instances of drone delivery
problems of different dimensions.

PPPPPPPPPMethod
Dim.

Cust. Count = 10 Cust. Count = 20 Cust. Count = 50

Deep Auction 2′23′′ 12′49′′ 2h2′32′′

CBBA 5′24′′ 54′43′′ 16h28′32′′

Table 2.8 compares the computing time of the proposed Deep Auction method and

the CBBA for solving 1000 validation instances of each dimension. As indicated from

the table, CBBA consumes a longer time to solve the problems than the proposed

Deep Auction, and it is noted that the differences become larger as the dimension

increases, as shown in Figure 2.6. The proposed Deep Auction shows a more moder-

ate growth than the CBBA does, which is consistent with the complexity analysis in

Section 2.6 and further exemplifies the better scalability of the proposed approach.

The second series of simulations is conducted regarding the performance in a stochas-

tic environment. Variances of flight speed σ2
V = 0.05, 0.1, 0.2 are added to the envi-

ronment, indicating different levels of uncertainties. Simulation results are depicted

in Table 2.9.
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Figure 2.6: Running time for Deep Auction and CBBA as the customer number
changes.

Table 2.9: Comparison of cumulative rewards for solving stochastic drone delivery
problems with time windows of different dimensions. The stochastic feature of de-
liveries is emulated by sampling the drone speed from a normal distribution defined
by different variances. Larger variances indicate higher randomness. The value is
averaged over 1000 randomly generated instances.

Mission setting \
Method

Deep Auction CBBA CBBA-
DRL

MARDAM

Dro.
count

Cust.
count

σ2
V Exp.

reward
Act.
reward

Exp.
reward

Act. reward Act.
reward

Act. reward

2 10

0.05

8.291

8.499

8.55

8.216 (-3.33%) 7.987 9.043 (+6.40%)

0.10 8.448 7.795 (-7.73%) 7.689 8.992 (+6.44%)

0.20 8.165 6.758 (-17.23%) 7.434 8.678 (+6.28%)

4 20

0.05

17.437

17.923

18.78

17.007 (-1.24%) 16.448 18.864 (+5.25%)

0.10 17.805 16.603 (-6.75%) 16.109 18.761 (+5.37%)

0.20 17.181 13.936 (-18.89%) 15.027 18.366 (+6.90%)

10 50

0.05

46.072

46.886

48.24

44.799 (-4.45%) 39.629 47.746 (+1.83%)

0.10 46.676 41.558 (-10.96%) 38.765 47.582 (+1.30%)

0.20 45.466 34.275 (-24.61%) 35.967 46.909 (+3.17%)

If we vertically compare rewards in Table 2.9, the DRL-series methods perform



An Auction-Based Task Coordination Strategy 57

stably against different speed variances, in contrast with the significant performance

degradation using deterministic CBBAs as the variance increases. We attribute the

increased robustness to the newly formulated score function in the Deep Auction

and the observation evolvement in MARDAM.

Second, comparing the rewards horizontally, the proposed Deep Auction gains a

better performance compared to the CBBA, while being inferior to the centralized

MARDAM method. The inferior performance is within expectation, as centralized

methods have global situation awareness and are more likely to choose better actions

than decentralized approaches. However, as previously noted, centralized methods

have inherent limitations, due to the central-node dependency and the high com-

munication requirement, as well as the poor scalability which is also demonstrated

by the simulation results: the MARDAM loses its superiority incrementally as the

problem size increases.

At last, in terms of CBBA-DRL, which is an additional reference incorporating the

CBBA for task coordination and a DRL planner for task routing, its performance is

poorer than the original CBBA with small variances of 0.05 and 0.1, and surpasses

the CBBA with σ2
V = 0.2. This demonstrates the robustness of the DRL planner un-

der uncertainties, though there is a significant negative impact due to inconsistency

between the coordination method and the route planner.

2.8 Conclusion

This chapter presents two decentralized auction-based approaches addressing the

task coordination problem of multi-agent systems while considering the possible op-

eration uncertainties. Through casting the problem as task-constrained MDPs, the

task dependency due to an exclusive constraint is despatched from M-MDPs and

then resolved by adopting the auction-based coordination method. For these multi-

agent stochastic planning problems, the suggested technique resolves the trade-off

concern between computational tractability and solution quality. Further, this al-

gorithm is proven to be convergent and can reach a prior optimality guarantee of

at least 50% with submodular reward functions. The second algorithm, namely

Deep Auction, is an approximate modification of the first suggested auction-based

coordination system that includes two neural network approximators to facilitate

large-scale implementations. By theoretical analysis, these two proposed algorithms

achieve more robustness and less computing complexity, compared to the original
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CBBA with respect to the score function calculation and to the centralized MARL

in terms of the problem dimensions. Finally, a case study of drone delivery with

time windows is studied. The simulation results demonstrate the theoretical benefits

of the recommended methodologies.



Chapter 3

Edge-enhanced Attentions for

Route Planning

In this chapter, a specific DDP-R will be presented, and an AM-E model is proposed

based on the DRL method to address the DDP-R. A stochastic drone energy cost

model is also established for validation. Extensive simulations are conducted to

demonstrate the performance of the proposed AM-E in comparison to other state-

of-the-art approaches in both non-wind and windy cases.

3.1 Introduction

Rapid developments in drone technology opened the way for a wide range of civilian

applications, e.g., traffic surveillance, medical delivery, and general warehouse, which

comprise an important component of the Intelligent Transport System. Meanwhile,

worldwide authorities began to authorize flights beyond the visual line of sight to

test the safety of opening up the technology to the wider industry. Integrating

drones into ITS offers increased flexibility and efficiency to transportation, which

brings high societal and economic benefits.

Despite their advantages, the introduction of drones as new couriers into the logis-

tics market implies new challenges in terms of logistics planning due to their limited

onboard battery and load capacity. The VRP is a generic optimization class for

modelling multi-vehicle logistics with the objective of seeking the best route for a

fleet of vehicles to serve a set of customers [156]. To avoid exceeding the limited

flight time of Li-Po battery-equipped drone couriers, an MTVRP for drone deliv-
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ery are proposed in [48], which compensates by making multiple trips to the depot

while subjecting to a budget constraint. However, in MTVRP, the serving range

of delivery is still restricted, and drones continuously return the depot resulting in

low efficiency. Motivated by this, a new area of research is arising that investigates

the placement of recharging stations to extend drone flight distance and maximize

covered demand with the least amount of infrastructure investment [157, 158], which

benefits drone delivery with greater coverage, lower costs, and higher quality deliv-

ery services, and is also eco-friendly by reducing unnecessary return flights. The

routing problem considering recharging is termed as the EVRP [159], also known

as the Green Vehicle Routing Problem, and was originally proposed for electric cars

similarly suffering from limited battery capacity. Furthermore, in addition to the

Amazon ‘beehive’ delivery pattern, where all drones pick up parcels from a shared

giant centre, a delivery request is likely to have its own pickup and delivery locations,

such as those in a medical delivery service [138]. This type of route planning prob-

lem can be described as PDP, another variant of VRP characterized by pairing and

precedence relationships. To address the unmanned aerial logistics while both con-

sidering recharging facilities and heterogeneous pickup and delivery requirements,

a combination of EVRP and PDP is investigated in this paper. Moreover, com-

pared to ground-based vehicles, UAVs are severely affected by weather conditions,

especially airflow, introducing stochastic factors to the execution environment. Ac-

commodating this uncertainty in planning tends to increase the quality of routes by

reducing risks and stabilizing deliveries.

To summarize, the DDP-R considered in this paper is essentially an optimization

problem that finds the best routes for serving pickup and delivery tasks while taking

into account load and battery constraints as well as the randomness introduced by

weather. Due to its NP-hard and stochastic nature, conventional methods including

exact and heuristic algorithms struggle to efficiently address this routing problem

[160]. Recently, there has been increasing attention on DRL for solving combina-

torial optimization problems, which has delivered promising results on the basic

VRP and some of its variants [154, 161]. To this end, this paper explores learning

techniques for solving the drone delivery problem considered.

Since most DRL-based approaches are proposed for typical VRPs and have few

actual applications for stochastic environments, two key challenges are accordingly

identified on the above-mentioned drone delivery problem. Firstly, nodes in the

DDP-R involve more heterogeneous roles, consisting of pickup tasks, delivery tasks,

charging stations, and the depot. Current network architectures are not intended
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to capture their sophisticated characteristics and connections. Secondly, routing

problems with drones are vulnerable to weather. Performance degradation is likely

to happen due to discrepancies between the deterministic planning model and the

actual stochastic system in the presence of wind.

To address these challenges, we developed a routing simulator for DDP-Rs in the

presence or absence of winds and propose a novel neural network architecture with a

stronger ability of description. To summarize, the main contributions are as follows:

1) To the best of our knowledge, this paper is the first attempt to solve the DDP-

Rs via the RL method. A good policy is sought by devising the evolution of the

environment, masking scheme, and reward function. Through the comparison

of state-of-the-art algorithms, the proposed DRL-based planning method is

shown to provide high-quality solutions (within a 5% gap to optimal solutions

in terms of both TSPs and PDPs) and demonstrates robustness in the presence

of stochastic winds.

2) A policy neural network called AM-E is proposed for solving DDP-Rs, where

an edge feature matrix is additionally considered to offer the network greater

description power in terms of elaborate node connectivity extensively without

increasing its computational complexity.

3) In contrast to existing studies, this paper also considers the pickup-delivery

task configuration, the effect of wind variations, and the presence of charging

stations in formulating the drone delivery problem for the most practical pur-

poses. The newly formulated problem has a stochastic nature and complex

node relationships that pose difficulties for traditional methods. Therefore, we

further describe the problem in the form of an MDP [145], which facilitates

the generation of AM-E policies.

The rest of the paper is organized as follows: Section 3.2 provides an overview of

related works based on conventional methods and learning techniques. Section 3.3

gives an explicit description of the routing problem of concern, including the drones’

energy consumption model. This is followed by the proposed DRL-based in Section

3.4. Section 3.5 presents details of the demonstration experiments, in which the

experimental settings are described and the evaluation results under deterministic

and stochastic cases are presented. Section 3.6 offers conclusions of this study and

outlines a brief plan for future research.
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3.2 Related Works

In this section, we introduce readers to existing works that have addressed vehicle

routing problems using conventional methods or using learning-based methods, with

a focus on its two variants: pickup and delivery problems with recharging and

stochastic routing problems.

3.2.1 Exact and Heuristic Methods

Since the VRP is an NP-hard problem, either EVRP or PDP is a generalization

of the VRP, thus are equally considered NP-hard in the strong sense [156]. Due

to the complexity of the problem, studies using exact approaches are rarely found

in the literature, and most of them adopt branch-and-bound algorithms or their

variants. A branch and cut algorithm is proposed in [162] to solve the EVRP. Sim-

ilarly, a branch-price-and-cut algorithm was used in [163] to solve the EVRP with

time windows. Various branch-and-price algorithms were designed, targeting spe-

cific extended versions of EVRP, e.g., with heterogeneous stations, partial charging

policy, and non-linear charging rate [164]. In terms of PDP, extra bounding proce-

dures or column generation schemes are introduced to the basic branch-and-bound

algorithm to meet the pickup-delivery constraints [165, 166]. It is worth mention-

ing that based on these methods, some commercial solvers, such as CPLEX and

GUROBI, are broadly employed to find the optimal solution for small-sized VRPs

and their variants. However, for large-scale problems, exact methods suffer from the

computational complexity of the problem.

One trend in solving VRPs is to use metaheuristics, with the purpose of tackling

the problem approximately but efficiently. Typical metaheuristics include neigh-

bourhood search, simulated annealing [167], tabu search, evolutionary metaheuris-

tics [168] and genetic algorithms [169]. Rastani et al. [170] integrated an optimal

repair procedure in a large neighbourhood search heuristic method for solving the

load-dependent EVRP with time windows. Another adaptive large neighbourhood

search method was proposed in [171] to solve PDP based on the destroy and re-create

principle. Particularly, stated as the first solution to PDP with electric vehicles, a

granular tabu search algorithm is developed in [172] by restricting the neighbour-

hood of search by creating a promising arc. Although these heuristic methodologies

perform well in offline situations, most of them cannot be directly employed in real-

time or dynamic cases, since they fail to efficiently deal with unforeseen changes,
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i.e., incoming requests. In terms of stochastic routing problems, the problem is mod-

elled as a stochastic VRP, which is then handled by simulation-based optimization

techniques for maximizing the expected objective function. However, the increase

in complexity due to stochastic factors makes the problem even harder to solve in

real time.

3.2.2 Learning-Based Approaches

In recent years, great potential has been found to employ DRL to resolve routing

problems. To use DRL, the route is constructed by appending next visit nodes,

formulated as a sequential Markov decision-making process. Graph-based policy

networks and sequence-to-sequence networks are found in the literature to map the

state space to action probabilities.

The Pointer Network is the first seminar work to cope with the routing problem

via learning, which solves TSP via recurrent neural networks [173]. The PtrNet is

firstly implemented in a supervised manner and later extended into an RL framework

[174]. Furthermore, the work in [175] generalizes the application of PtrNet to a wider

range of CO such as CVRP, where element embeddings could be dynamic. After

that, more effective DL architectures are proposed to represent problem statements

by combining the transformer-based attention model [154, 155] or graph embedded

structure [161, 176], showing outperforming results in comparison with heuristic

methods. A stage has arrived where deep neural networks can effectively extract

useful information from customer configurations and obtain high-quality policies for

typical routing problems through reinforcement learning.

Extending to variants of the vehicle routing problem, such as the PDP or EVRP,

the above-mentioned networks could be directly employed with a redesigned reward

scheme and mask policy. However, this is less effective for distinguishing different

types of nodes and identifying their relationship with specific variants. To that

end, Li et al. [177] propose a heterogeneous attention model for PDP, in which

seven types of attention layers are sophisticatedly designed to consider different

roles played by nodes while taking the precedence constraint into account. Lin et al.

[176] incorporate the model of [175] with a graph-embedding component to yield the

global information of the graph for EVRP with time windows. In addition to these

efforts, another direction of enhancement is to integrate edge features in the graph

neural networks. Instead of the one-dimensional binary adjacent matrix, Gong et

al. [178] made efforts to exploit more complex edge features leading to a generic
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edge-integrated framework. Despite its purpose to boost performance, edge-featured

models are not always superior, especially for some node-sensitive tasks [179], which

has actually motivated our proposal of an AM-E network.

On the other hand, the routing problem with stochastic model parameters has re-

ceived increasing attention. Instead of assuming cost and customers are static and

known a priori, taking into account the randomness of planning parameters leads

to a higher quality of the solution. Since RL provides promising tools to optimize

policies with stochastic state transitions, Bono et al. [180] developed an online

representation of problem states enabling real-time planning based on the latest

observation of vehicles. Machine learning techniques have also been used to build

a probabilistic energy consumption model [181], achieving more energy-saving and

reliability for routes.

3.3 Problem Statement

This section describes the DDP-R problem, presents a stochastic drone energy con-

sumption model in consideration of varying wind conditions, and then formulates

DDP-Rs in the form of MDPs [182].

3.3.1 Drone Delivery Problem with Recharging

Suppose a drone delivery scenario where there are n customer requests and each of

them is decomposed into a pickup task i ∈ P and a delivery task i + n ∈ D. A

drone is sent from the depot point with a fully charged battery and finally returns

to the depot after accomplishing all tasks. During mission execution, the drone can

get charged at any recharging station j∈ C. The aim of solving the drone delivery

problem is to find a route that minimizes the energy cost while subjecting to con-

straints regarding the delivery mission and drone properties. Further assumptions

used in this study are listed below:

• Each customer request is labelled with a predefined load weight.

• The drone only processes one request at a time.

• Only fully recharging is considered in this study.

• The recharge stations could be visited infinite times.
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• The depot also serves as the recharging station during mission execution.

Figure 3.1: Drone delivery with recharging

3.3.2 Drone’s Energy Consumption Model with the Wind

Effect

For drone delivery, estimating energy requirements performs an essential role in route

planning. Unlike ground vehicles, the drone’s energy cost can be strongly affected by

weather conditions, especially the wind speed and direction as they directly impact

the flight kinematic model [36, 183]. Nonetheless, most route optimization mod-

els only incorporate energy consumption implicitly via a pre-defined limited drone

duration or range. With the aim of better emulating the real-world drone delivery

scenarios, we build a stochastic energy consumption model considering varying wind

conditions, inspired by the work in [184] and [185].

Energy Consumption without Wind

The total aerodynamic power required for drone flight comprises four parts: parasite

power, induced power, profile power and power required to climb [185]:
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Paero = Pparasite + κindPinduced + Pprofile + Pgravity

= Dbodyva + κindTw + ρAv3T

(
1 + 3

(
va
vT

)2
)
σcbd

8
+mgva sin γ

(3.1)

where va is the airspeed, γ is the flight angle, κind is the induced factor (usually

equal to 1.15, see [185]), body drag force Dbody = qSCDbody
v2a, thrust

T =
√
m2g2 +D2

body + 2Dbodymg sin γ, w is the downwash coefficient, A is the rotor

dis area, vT is the blade tip speed, σ is the rotor solidity ratio and cbd is the blade

drag coefficient. Details about determining w, A, vT , σ and cbd are referring to [185].

The overall power during flight includes aerodynamic power (conditioned by the

power efficiency η) Paero and the hotel power (the power required to supply internal

electronics) Photel [185]:

P =
Paero

η
+ Photel (3.2)

Figure 3.2: The flight profile for the VTOL drone delivery, consisting of four phases:
takeoff, level flight, hovering and landing.

For delivery problems, we identify the flight process as having four phases: take-off,

level flight, hovering and landing. A typical flight profile is shown in Fig 2. To

estimate the total energy demand, the power demand for each phase is weighted

with an associated duration:

E =
1

η

(
ttofPaero

(
m, vtofa , γtof

)
+ tlfPaero

(
m, vlfa , 0

◦)
+ thoverP aero

(
m, |vw| , 0

◦
)

+ tlandP aero

(
m, vlanda , γland

)
+ ttotalPhotel

(3.3)

Where |vw| is the wind speed, ttof , tland indicates the time for takeoff and landing,

thover is time for hovering, tlf is time for level flight, and ttotal is the total duration.
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Figure 3.3: Energy consumptions for a 10km flight with airspeed and package weight
varying. In the first figure, three cases are considered with package weight mload =
0, 2kg, 5kg respectively. In the second figure, a contour map of energy consumption
is depicted with regard to airspeed and package weight. In simulations, no wind is
considered, altitude for level flight a = 100m, hovering time thover = 5s, and vertical
speed is assumed as a constant vv = 3m

s
.

In this paper, we consider the drone with vertical take-off and landing, indicating

that the ascent angle γtof = 90
◦

and the descent angle tland = −90
◦
.

Given the altitude of level flight a and the UAV ground speed vg (vg = va with

no wind), the time for level flight is tlf = d
vg

, and the time for takeoff and landing

is ttof = tland = a
vv

, where vv is the vertical speed. Figure 3.3 depicts the energy

consumption curves for a 10 km delivery flight with three different package weights

and airspeed varying (left), and its contour map with respect to both airspeed and

package weight (right).

Energy Consumption in Presence of Wind

According to the above model, the energy cost for a specific delivery is defined by

three variables: package weight mpack, airspeed va, and flight time t. Further, assume

that the drone is directed by a constant ground speed command, the airspeed is then

obtained by integrating the velocity of wind and the ground speed command, which

is derived from the drone kinematic model [186]:

ẋ = vg cosχ = va cosψ + vw cosψw

ż = vg sinχ = va sinψ + vw sinψw

(3.4)
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where vg, va and vw indicate the ground speed, airspeed and wind speed respectively,

χ = tan−1
(
z
x

)
is the course angle, ψ is the heading angle of the UAV, and ψw is the

wind course angle. Due to the constant ground speed, the airspeed could be derived

as

va =
√

2v2g + 2v2w − 2vgvw cos (ψw − χ) (3.5)

In terms of wind modelling, we establish a stochastic wind model in which a constant

wind is combined with a random turbulence flow. The constant wind speed is ran-

domly generated via a Weibull distribution, which is widely used to describe wind

variation [187]. The scale parameter and shape parameter in wind Weibull distri-

butions indicate the mean value of wind speed and distribution shape, respectively.

The direction of the constant wind is assumed to follow a uniform distribution from

ψw = 0
◦

to ψw = 360
◦
. The turbulence wind component is generated through the

well-known Von Karman turbulence model [188].

To analyze the distribution of energy consumption under varying wind conditions,

we conduct a series of Monte Carlo simulations given a single-way waypoint task,

where the distance to the target position is 10km, and the flight is unloaded. After

running simulations of 10000 rounds each with different airspeeds and average wind

speed, the statistical figure of the energy consumption is depicted in Figure 3.4.

Figure 3.4: Statistical distribution of energy consumption for a 10km flight with
the wind. In Monte Carlo simulations, the shape parameter of the wind Weibull
distribution is set as k = 2.

The 90% confidence intervals of energy consumption are calculated and depicted as

the shaded areas in Figure 3.4, where the energy cost value will fall inside with the

probability of 90% when the average wind speed is 5m/s or 10m/s. As shown in
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the figure, these two shaded areas are both unignorable. We can also find out that

when airspeed increases, the UAV could resist the wind to some degree, leading to

a smaller variance. However, even with 20m/s airspeed, winds having an average

speed of 5m/s could also cause a difference in the energy cost up to 0.2kWh for a

10km path segment, and the deviation even becomes larger as wind speed increases.

This implies that ignoring variances in energy consumption caused by random wind

conditions will degrade the performance of planned routes and even lead to task

failures. Meanwhile, in many practical applications, such as drones operating in

built-up urban areas or in windy outdoor areas with complex terrain, it is always

impossible to obtain accurate wind models. This emphasizes the importance of

introducing the stochastic energy consumption model in planning to make the results

with better wind resistance.

3.3.3 Markov Decision Process for DDP-Rs

For the purpose of handling randomness, we model the stochastic DDP-R as se-

quential MDPs. This idea, borrowed from path planning algorithms, is naturally

well suited for stochastic problems, enabling us to update the route based on the

evolution of available information.

A generic MDP consists of four components: state space S, action space A, imme-

diate reward function r(s, a) and state transition probability p (s′|s, a). Specifically,

for the DDP-R described above, these components are defined as follows:

• State: The global state si ∈ S is factored into the drone state sDi (location,

remaining energy) and the mission state sMi including locations and status

of customer requests, recharging stations and the depot. The mission state is

further decomposed into the vertex features sv (location) and the edge features

se (distance, connectivity).

s =
(
sD, sM = (sv, se)

)
∈ S (3.6)

where

sD = [xd, yd, soc]

svj = [xj, yj, wj]

seij = [dij, aij]

(3.7)
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where (xd, yd) and (xj, yj) is the coordinate of the drone and the vertex j, soc

is the state of charge level of the drone, wj is the weight of the package, dij

is the distance between vertex i and j, and aij is a binary variable, indicating

directional connectivity from vertex i to vertex j.

It is noted that there are two possible route ends:

a. All customer requests have been served.

b. Planning steps reach the maximum step limitation.

When the route comes to an end, the drone is forced to go back to the depot

and the state arrives at the goal state sf ∈ Sf .

• Action: The action indicates the next movement of the UAV, represented by

the corresponding vertex: a = j, j ∈ N. It could be the depot, a task or a

recharge station. With the purpose of improving the exploration efficiency, the

set of actions is partitioned into valid and invalid sets and a masking policy

is employed to mask invalid actions. The details of the action masking policy

will be introduced in Section 5.3.

• Reward: The reward function determines the return value obtained from the

environment after the system acts. The design of the reward mechanism is

critical, which directly guides the training of the RL agent. In the DDP-R

problem, our aim is to minimize the overall energy consumed, which accumu-

lates the energy cost on each path edge. We define an energy cost function

ϵ for the drone traversing an edge e, which depends on 1) the payload l, 3)

wind conditions w. Thus, the reward associated with each travel is set as the

negative energy cost of the travel under the configuration (l, w):

r(s, a) = −ϵ(e; l, w) (3.8)

However, with a negative reward function like this, there is an incentive for

the UAV to stay at the depot forever to avoid all costs. To encourage the UAV

to serve more tasks, an additional negative reward is imposed for tasks left

pending when the drone is back at the depot. Specifically, a constant penalty

variable Cpen is imposed for every task that is left unfinished at the end of the

episode, which is denoted as a terminal reward RG:

RG (st) =

−Cpennpen if st ∈ Sf

0 otherwise
(3.9)
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where npen counts the number of pending tasks when the state arrives at sf .

• Transition: A transition function describes how states are updated, repre-

sented by the probability p
(
s
′∣∣s, a) that the current state s is converted to

the next state s
′

by taking the action a. When the UAV travels to the ver-

tex j after choosing action a = j, the drone’s state and the mission state get

updated according to the type of node the drone visited.

1) If the targeted vertex is a task, the status of the drone is updated ac-

cording to its new location and the energy consumption for the journey,

using the model described in Section 3.2.

2) If the targeted vertex is a recharge station or the depot, the mission status

remains unchanged, while the location of the drone moves to the targeted

vertex and the energy level of the UAV returns to full.

3.4 Reinforcement Learning Model

This section describes details about the design of a DRL-based algorithm to solve the

problem formulated, including the architecture of the policy network, the masking

policy, and the implemented RL training method.

3.4.1 Edge-Enhanced Attention Model

The policy network adapts the original AM model [154] for a better description

of the considered DDP-Rs using a dot-product attention layer with edges, which is

inspired by embedding techniques in Graph Neural Network. Most policy networks,

as discussed in Section 2, were designed for homo-vertex problems such as classical

TSPs and CVRPs, with only one depot serving as the starting and terminal points.

However, in DDP-Rs, there are four different types of nodes (i.e., pickup tasks,

delivery tasks, depot, and recharging stations), coupled with heterogeneous connec-

tions subject to the drone’s payload limitation and the pickup-delivery precedence

constraint. To describe the connectivity status of nodes, we build up an adjacent

matrix, which together with the distance matrix forms edge features. The adjacent

matrix is constituted of binary element eij which describes the connectivity from

the node i to the node j. For further elaboration, a toy example is given in Figure

3.5, which contains 2 delivery tasks, 1 depot and 1 charging station. If we define

the node order as the depot, stations, pickup tasks and delivery tasks, its adjacent
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matrix will be constructed as the binary matrix in Figure 3.5. For instance, the first

row in the matrix indicates that departing from the depot, the UAV is only expected

to pick up parcels or get recharged for long-distance cruises instead of flying back

or going to delivery destinations, while the first column indicates the vehicle can

only return back to the depot from the delivery destinations and recharging sta-

tions. In terms of recharging stations, they are indirectly connected with all other

nodes except from themselves. For pickup nodes, they are only connected to their

corresponding delivery locations and recharging facilities, while for delivery tasks,

they could direct to any other pickup positions with the empty vehicle except for

its corresponding pickup task since the parcel has just been delivered.

To summarize, the logic behind the connectivity matrix comprises: the edge between

paired requests is a one-way flight from pickup locations to delivery locations, the

drone is not able to load another parcel while loaded, and the empty drone is not

expected to fly to any delivery destination.

Figure 3.5: An example of the adjacent matrix in DDP-Rs. According to delivery
logic and payload constraint, the connectivity matrix is defined as shown in the
figure.

With the aim to efficiently capture the complex node relationship in DDP-Rs and

enhance the network’s description ability, the establishment of an adjacent matrix

could be regarded as a manual process of feature extraction. To adapt edge fea-

tures into a policy neural network model, we develop an edge-enhanced dot-product

attention layer (shown in Figure 3.7) and integrate it into the Attention Model.
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Edge-Enhanced Dot-product Attention Layer

Exploring edge information in the graph neural network, this paper is not the first

trial. Gong et al. [178] have built a generic framework to sufficiently exploit edge

features. The framework can consolidate both GCN and GAT, extending the one-

dimensional adjacent matrix to multi-dimensional edge features. Based on the idea

of [178], Wang et al. [179] and Hussain et al. [189] instantiates the edge augmenta-

tion with GAT and the transformer network respectively.

Though the intention of using extra edge features is to enhance performance, these

edge-integration networks do not always perform superiorly. Simulations in [179]

revealed that EGAT even has a slight performance degradation compared to GAT

when executing node-sensitive tasks (e.g., Cora, Citeseer) though achieving higher

accuracy on edge-sensitive tasks (e.g., trading network classifications). As analyzed

in [179], this is due to the fact that in EGAT, edge features are updated by inte-

grating their adjacent edges. These features, however, are most likely to be useless

in node-sensitive tasks and interferences may occur because of the intensive updat-

ing. To avoid interference from other adjacent edges, we adopt another architecture

of edge integration for the concerned routing problem which is identified as node-

sensitive. The difference is illustrated in Figure 3.6. The EGAT model in [179]

coupling embeds the node features H and the edge feature E by each GAT layer,

while the proposed EGAT only updates the node features retaining the edge fea-

tures the same for each layer. To implement the model, we propose an edge-enhanced

dot-product attention layer which facilitates the network model to use edge features

without updating it frequently.

Figure 3.6: Two edge-enhanced GAT architectures. In the first architecture, both
of node features and edge features are evolved for each attention layer, while the
second one only updates the node features.

The attention mechanism performs a message-passing process over nodes of a graph,

during which weights are added when integrating neighbourhood elements. In the
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proposed edge-enhanced attention layer, edge features are taken into account when

calculating weights and merging values. Specifically, an attention layer originally

integrates the value of the node’s neighbours vi, and weights them using the com-

patibility of its query qi with the key of the neighbour ki. To take advantage of edge

information, we integrate the embedded edge feature into the compatibility and also

merge it into the value of neighbours, as illustrated in Figure 3.7.

Figure 3.7: (left) Scaled dot-product attention. (right) Edge-enhanced scaled dot-
product attention. In edge-enhanced scaled dot-product attention, edge features
are projected and then merged into the original value vector and the compatibility
vector, i.e., the scaled dot-product of query and key vectors.

Formally, the key, value and query for each node are computed by projecting node

embedding hi:

qi = WQhi ki = WKhi vi = W V hi (3.10)

where WQ, WK ∈ Rdk×dh and W V ∈ Rdv×dh , dk and dv are designable dimensions.

In addition to node projection, edge embedding eij are also linearly projected, con-

structing the edge component for the compatibility and the value of each edge:

ceij = WCeeij veij = W Veeij (3.11)

Here learnable parameter WCe ∈ R1×dh is used to generate a 1-dimensional edge

compatibility matrix ceij, and W Ve ∈ Rdv×dh has the same dimensions as the node

weight W V .

The compatibility uij∈ R is then calculated as the sum of its edge component and
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the normalized dot-product of the query from node i and the key from node j:

uij =
qTi kj√
dk

+ ceij (3.12)

From the compatibilities, we compute the attention weights aij ∈ [0, 1] using a

softmax function:

aij =
euij∑
j′ e

uij′
(3.13)

Finally, the vector h
′
i that is received by node i is the weighted sum of the node

value vi and the edge value veij:

h
′

i =
∑
j

aij
(
vj + veij

)
(3.14)

To enhance the capability of expression and also benefit the stability of the atten-

tion learning process, the single-layer attention is then extended to the multi-head

attention network. Specifically, we compute M attention layers with independent

parameters, using dk = dv = dh
M

, and then concatenate their outputs to the single

dh-dimensional vector. The final multi-head attention value for the node is:

h
′

i =∥Mm=1

∑
j

a
(m)
ij

(
v
(m)
j + v

e(m)
ij

)
(3.15)

where ∥ represents concatenation, and superscript (m) indicates parameters ob-

tained by the mth attention mechanism.

The Encoder-Decoder Architecture

Figure 3.8 depicts the overall architecture of our policy network, called Attention

Model with Edges (AM-E). AM-E inherits the encoder-decoder structure of the

Transformer model, which is recognized as the most competitive neural sequence

transduction model [153]. Taking a toy instance (i.e., two deliver requests, one

recharging station, and one depot) for example, the vertex features [sv0 · · · sv5] and

edge features se are first passed to the dash line-blocked attention module after being

initially embedded. Then the encoded features are recursively updated by the at-

tention module N times until we get the output of the encoder: the embedded node
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features [hN0 · · · hN5 ]. Afterwards, using drone features sD as the query vector

and masking unavailable nodes, we could finally get the policy output [p0 · · · p5],

which is the policy probability of each node.

Figure 3.8: AM-E policy network.

Regarding the encoder, a similar structure to the Transformer [153] is adopted, which

provides a mapping from nodes’ raw features to a richer embedding space, through

which the node’s own features, the features of its neighbours, and the features of the

edge connected with neighbours are all represented. Specifically, mission features

[sv, se] are initially embedded to a larger dimension dh via the node-wise linear

projection. The projection parameters are only shared among features of the same

category (pickup nodes, delivery nodes, recharging nodes and the depot). Then

the embeddings h
(0)
i are recursively updated by N multi-head attention layers, each
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consisting of three operations: multi-head attention, feed-forward and normalization

(see [154] for details on the rest of the encoder).

The decoder of the policy network leverages the node embedding from the encoder

and generates a probability vector p for selecting nodes at each step. To achieve this,

the graph is augmented with a special context node (c) to represent the decoding

context. Herein, the context of the DDP-R consists of the embedding of the graph

and the current state of the drone:

h
(N)
(c) =

[
h
(N)
(g) , h(d)

]
(3.16)

where the context h(c) is the concatenation of an aggregated node embedding h
(N)
(g) :

h
(N)
(g) =

1

n

n∑
i=1

h
(N)
i (3.17)

and h(d) is the linear projection of the drone state sD:

h(d) = W (d)sD + b(d) (3.18)

Then, the context embedding is computed using a multi-head attention mechanism,

with a single query q(c) from the context node, and the keys and values from the

node embedding of the encoder:

h
(N+1)
(c) = MultiHead

(
WQ

c h(c),W
K
c h

(N),W V
c h

(N)
)

(3.19)

Given the context embedding output h
(N+1)
(c) , we add one final attention layer to

compute the output probabilities, for which we only compute the compatibilities

with q(c) = WQ
c h

(N+1)
(c) and ki = WK

c h
(N)
i . The compatibility is then clipped within

[−C,C] using a tanh, which is followed by the masking policy described in Section

3.4.2:

u(c)j =

C · tanh
(

qT
(c)

kj
√
dk

)
if j is valid

−∞ otherwise

(3.20)

Finally, after a softmax function, each node is scored with a probability as the final

output, given as,

pi = pθ (πi|s) =
eu(c)i∑
j e

u(c)j
(3.21)
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3.4.2 Masking Scheme

With the purpose to improve exploration efficiency and ensure the feasibility of

solutions, the set of actions is masked by a designed masking scheme to exclude

infeasible routes. According to the battery capacity constraint and the pickup-

delivery precedence constraint, an action a = vj is labelled as valid only if all of the

following conditions are satisfied:

1. If vj represents a pickup or delivery task, the task must not have been served,

and the UAV has enough energy to cover the trip to the vertex vj and return

to the closest charging station.

2. If vj represents a charging station (or the depot), it should be reachable from

the vertex where the UAV is currently located within its remaining battery

capacity.

3. If the previous node visited is a pickup task, all other nodes except charging

stations, the depot, and the corresponding delivery tasks are masked.

4. If the previous node visited is a delivery task, or if the UAV just departs from

the depot, all delivery tasks would be masked.

5. If the last node visited is a charging station (or the depot), all station nodes

and the depot node would be masked. Regarding task nodes, it depends on

what type of node was visited before the charging station (or the depot) and

then execute masking according to point 3 and point 4.

It is noted that even for stochastic cases in the presence of winds, the energy amount

for paths is still calculated using non-wind energy prediction model as the wind

information is assumed to be unknown prior to planning.

3.4.3 Training Method

Shown as Algorithm 3.1, we train the policy network using the REINFORCE al-

gorithm with baselines. The baseline is chosen as rollout or critic according to

whether the problem is deterministic or stochastic. In detail, at the beginning of

each episode, one batch of new samples is stochastically generated. Then routes are

sequentially sampled according to the probability output from the policy network

and rewards are collected. Moreover, we get the expected reward v
(
sb0
)

from the
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Algorithm 3.1 REINFORCE learning algorithm

Input: number of epochs N , batch size B
Initialize: policy parameter θ, rollout baseline parameter ϕ and paired t-test
threshold α if rollout baseline, critic baseline parameter θv if critic baseline

for each training epoch = 1, 2, · · · , N do
Generate instances of batch size B
for each instance b = 1, 2, · · · , B do /* ran in parallel */

sample trajectory using policy πθ
receive the accumulative reward of the trajectory Rb

if rollout baseline then
receive baseline reward v

(
sb0
)

using GreedyRollout policy πϕ
else if critic baseline then

estimate values of initial states using critic v
(
sb0
)

end if
end for
estimate mean Policy Gradient on the batch of trajectories:
dθ = 1

B

∑B
b=1

(
Rb − v

(
sb0
))
∇θ log πθ (πb|s0)

if rollout baseline then
update policy parameter θ
if OneSidedPairedTest (πθ, πϕ) < α then

replace ϕ using θ
end if

else if critic baseline then
estimate the mean gradient of the MSE of critic on the batch of trajectories:

dθv = 1
B

∑B
b=1

∂(Rb−v(sb0))
2

∂θv
update policy parameters θ and critic parameters θv

end if
end for

critic network or the rollout baseline network, which is used to calculate the advan-

tage component of the gradients. Backpropagation is then adopted to update the

policy network and the critic network for the critic baseline. Regarding the use of

rollout baseline, at the end of each episode, the parameter of the baseline policy

network will be replaced by that of the policy network if the performance of the

latter is significantly superior.

3.5 Numerical Simulations

To verify the effectiveness and evaluate the performance of the proposed AM-E

model, we conduct simulations for solving DDP-R problems in the presence and

absence of winds. In this section, we will introduce our experimental setup, and
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investigate the performance of the proposed method in comparison to the original

AM and other state-of-the-art solutions.

All experiments are carried out on a 16-core Intel E5-2620 v4 CPU, a Tesla K80

GPU, or a Tesla V100 GPU.

3.5.1 Experimental Setup

1) Simulated Environment: A simulated environment is built to imitate missions

of the DDP-R, from which we can sample trajectories and get rewards back to

train networks or evaluate the planning models. For initialization, pickup tasks,

delivery tasks, charging stations, and the depot are randomly located on a 10km×
10km mission area. The distance between every two nodes is set as the Euclidean

distance. In simulations, the airspeed of the UAV is set to a constant 20m/s and

a battery capacity of 1.5kWh is assumed. The energy cost on each edge is decided

by the energy consumption model presented in Section 3.2 and normalized by the

maximum battery capacity. The constant penalty for each pending task is Cpen = 1.

Parameters of the constant wind component (i.e., direction and speed) are generated

following the distribution model in Section 3.2 and assumed to remain unchanged

for each path segment.

2) Network Structure: For the proposed AM-E model, the node embedding, edge

embedding and context embedding are all one-layer element-wise liner projections

with dimension 128. The multi-head graph attention network consists of M =

8 heads computing key vectors and value vectors of dimension dk = dv = 16. The

number of sequential multi-attention modules is 3. In the feed-forward layer, the

node features are passed through node-wise projections of one hidden sublayer with

the ReLu activation and 512 hidden units.

3) Training Parameters: We adopt the Adam Optimizer to train the network with

a constant learning rate α = 10−4. We run training for 100 epochs for each problem.

In one epoch, we process 1.28 million instances in 2500 iterations with a batch size

of 512. Each epoch takes around 15 min for training DDP20-R3 using a Tesla K80

GPU, 42 min for DDP40- R3 using a Tesla K80 GPU, and 28 min for DDP80-R3

using a Tesla V100 GPU.
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3.5.2 Ablation Study of Attention Model with Edges

3.5.3 Evaluation Against Other Models

To justify the choice of the attention model as the base policy network, different

models are evaluated on solving TSP. Models used in the comparison are Pointer

Network (offline) [173], Pointer Network (A2C) [174], Graph embedding model [190],

and Graph neural network [191]. A test dataset of TSP with 10,000 instances is

used to validate models, with coordinates generated uniformly in the unit square.

All results are compared against the optimal solution obtained by solving the mixed

integer programming formulation using the Gurobi Software.

Results are presented in Table 3.1. As seen from the table, the attention model

demonstrates the best performance across all three problem dimensions. Those re-

sults offer evidence that the attention model provides a structure that can effectively

be learned and used to address combinatorial optimization problems.

Table 3.1: Results for solving TSPs using various models. Results are cited from
each reference. Note that for the Graph embedding model, results are for 15-20,
40-50, and 50-100 node graphs.

Method TSP20 TSP50 TSP100

Optimal 3.83 5.69 7.76

Pointer Network (offline) 3.88 (1.25%) 7.66 (34.56%) -

Pointer Network (A2C) 3.89 (1.51%) 5.95 (4.59%) 8.30 (6.89%)

Graph Embedding Network 3.89 (1.47%) 5.99 (5.33%) 8.31 (7.01%)

Graph Neural Network 3.93 (2.7%) - -

Attention Model 3.84 (0.33%) 5.82 (2.28%) 8.19 (5.49%)

3.5.4 Validation of Edge Feature Enhancement

To test the efficacy of edge enhancement for solving DDP-Rs, we carried out a com-

parison study among three neural network models: the proposed AM-E model, the

original AM [154], and the heterogeneous attention model [177]. As mentioned, the

heterogeneous attention model is designed for PDP featuring a better performance

by considering heterogeneous roles in PDP. It does not exactly match the DDP-R

studied in this paper because of the presence of recharging stations, so an extension
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is made that two more types of attention layers are added regarding pickup-recharge

relations and delivery-recharge relations respectively.

The learning curves of the above three models are depicted in Figure 3.9. The

total number of trainable parameters and the training time for one episode are

summarized in Table 3.2. Simulation results in terms of the basic TSPs and the

concerned DDP-Rs are shown in Table 3.3.

Figure 3.9: Learning curves for solving the DDP-R with 10 delivery requests and 3
recharge stations.

Table 3.2: Total trainable parameters of models and running time for one epoch*.

AM Heterogeneous AM AM-E

Trainable parameters 693,632 1,086,848 746,112

Running time 4min 50s 8min 18s 6min 07s

*All Programs ran in Tesla V100, and time was measured over the entire training
set and averaged.

From Table 3.3, in the case that all settings are identical except for model architec-

tures, the AM-E and heterogeneous attention model show superiority over AM in

solving DDP-Rs, with no significant difference is shown for TSPs with homogeneous

and fully connected nodes. It should be noted that the heterogeneous attention

model degenerates to the AM in solving the TSP, so we refer to the same results in

the table.
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Table 3.3: Comparison among AM, AM-E and heterogeneous AM*.

Task Optimal AM Heterogeneous AM AM-E

TSP20 3.83* 3.84 (0.33%)* 3.84 (0.33%)* 3.84 (0.33%)

TSP50 5.69* 5.82 (2.28%)* 5.82 (2.28%)* 5.81 (2.11%)

TSP100 7.76* 8.19 (5.49%)* 8.19 (5.49%)* 8.08 (4.12%)

DDP10-R3 1.483 1.590 (7.36%) 1.527 (2.97%) 1.526 (2.90%)

DDP20-R3 2.688 2.864 (6.55%) 2.788 (3.72%) 2.790 (3.79%)

DDP40-R3 - 5.286 (2.66) 5.170 (0.41%) 5.149 (0.00%)

*Results reported in Ref. [154]. .

For further comparison, the proposed AM-E model achieves comparable and even

slightly better performance than the heterogeneous attention model with about a

32% reduction in parameters. In the heterogeneous attention model, 8 extra types of

attention layers are added to the original one for solving DDP-Rs. Even though pa-

rameters of all keys and values are shared, the query matrices of attention layers are

kept independently, which introduces a large number of extra trainable parameters

to the model and almost doubles the running time for one episode. More trainable

parameters always imply more computational amounts and larger memory require-

ments. In the proposed AM-E model, we only use one extra edge matrix to capture

the node relationships, which requires much fewer trainable parameters and avoids

complex network formulation while retaining comparable performance.

3.5.5 DDP-Rs without Winds

In the first experiment, we test the performance of the proposed AM-E model for

solving deterministic DDP-R without considering the wind. The DRL agents are

trained and tested with 3 different dimensions respectively (i.e., the number of de-

livery requests N = 10, 20 and 40 while the number of charging stations is fixed to

3) and compared to the original AM model and deterministic baseline methods.

The first baseline in comparison is obtained by Gurobi, a mathematical optimiza-

tion solver, to provide the exact optimal solution for evaluation. To avoid unaf-

fordable computing time, we set a 100-second time limit for the Gurobi. Under

these limitations, Gurobi sometimes fails to obtain a feasible solution, so we also

count the success rate for the Gurobi baseline. The second baseline comes from
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Google’s Or-tools backed by a CP-SAT solver, which is usually seen as the most

advanced heuristic solver. We gather Or-tools solutions of different qualities using

the 1-second, 10-second, and 50-second solving time respectively.

Regarding the DRL implementations, we introduce the original AM model as an-

other baseline. For the heterogeneous AM model, since the proposed AM-E model

outperforms it in terms of both solution qualities and computing efficiencies as

demonstrated by simulations in the last section, so we remove the heterogeneous

AM model from the following comparison studies. With regard to the proposed

AM-E model and the baseline AM model, we apply two decoding strategies for eval-

uation: 1) Greedy, always select the action with maximum probability at each step;

2) Sampling, sample N = 1280 routes for each instance according to the probability

distribution and choose the one with minimum cost. The simulation results are

summarized in Table 3.4.

Table 3.4: Costs and computing time for solving deterministic DDP-Rs

Method
DDP10-R3 DDP20-R3 DDP40-R3

Cost Gap,% Time,s Cost Gap,% Time,s Cost Gap,% Time,s

Gurobi (optimal) 1.483
(99.88%)

0.13 2.436 2.688
(98.90%)

0.00 4.306 4.925
(88.00%)

- 46.064

Or-tools (1s) 1.493 0.81 1.0 3.438 27.90 1.0 - - -

Or-tools (10s) 1.481 0.00 10.0 2.752 2.38 10.0 10.007 98.59 10.0

Or-tools (50s) - - - 2.726 1.41 50.0 6.452 28.04 50.0

AM (greedy) 1.590 7.36 0.109 2.864 6.55 0.181 5.286 4.90 0.280

AM (sample1280) 1.521 2.70 0.141 2.741 1.97 0.251 5.094 1.09 0.380

AM-E (greedy) 1.530 3.04 0.063 2.776 3.79 0.121 5.131 2.18 0.416

AM-E (sample1280) 1.487 0.41 0.131 2.709 0.79 0.286 5.039 0.00 0.465

From Table 3, Gurobi fails to obtain a feasible solution in some instances within

100 seconds, and the proportion of these cases becomes larger as the problem size

increases. Or-tools obtains high-quality solutions to small-size problems but scales

poorly since the time required to search a high-quality route explodes as the number

of delivery requests increases. Comparing these two DRL-based methods, the pro-

posed AM-E model shows a performance improvement over its basic form, the AM

model, both for greedy decoding and sampling decoding. Overall, AM-E has better

scalability and efficiently produces high-quality routes for all three dimensions.
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3.5.6 DDP-Rs in Presence of Winds

Next, the robustness of the proposed model is tested against stochastic edge cost in

DDP-Rs under varying wind conditions. Regarding stochastic energy costs, if the

drone’s onboard battery is used up before it gets recharged, a penalty p = 1.0 will be

imposed on the overall cost. The model is trained in a stochastic environment with

the mean wind value vw = 5m/s, and then tested for robustness with vw = 2m/

s, 5m/s, 10m/s. Since the DRL agent performs as an online policy, it is expected

to continuously adjust the route according to its current battery level. However,

the Gurobi and Or-tools, as offline planning methods, use predefined routes with

less flexibility. Thus, in order to prevent battery exhaustion, a margin of safety is

implemented to these baselines, i.e., the amount of available battery capacity used

in planning is reduced by a specific percentage.

Figure 3.10: Expected costs and actual costs with different margins of safety.

To ascertain the best value of the margin of safety, we obtain the expected costs

and actual costs via Or-tools using different margins for solving S-DDP10-R3 and

S-DDP40-R3, presented in Figure 3.10. As seen in Figure 3.10, small margins turn

out to be risky, resulting in large biases between expected and actual costs, whereas

overly large margins are conservative, resulting in higher costs for frequent charging

station visits. A margin of safety of around 20-40% provides the best planning

results with the lowest costs in actual executions.
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Table 3.5 compares the proposed AM-E model, AM model and offline planning

baselines with the 20%, 30% and 40% margin of safety. It is noted that the results

of Gurobi are excluded from the comparison for solving S-DDP40-R3 due to its

high failure rate. Like deterministic cases, Or-tools gains solutions of lower costs

for small-size deliveries while DRL methods perform better with scenarios of 20

requests or 40 requests. Setting certain margins for battery usage is the strategy

mostly used in industrial applications, and it successfully guarantees a certain degree

of robustness for these deterministic baselines, as shown in Table 3.5. However, how

to define the margin value while operating in varying wind fields is a tricky question.

It might either become risky or conservative. As an alternative solution, the DRL

approaches to avoid this problem by continuously adjusting the route according to

the UAV’s remaining energy.

Concerning the comparison with varying mean wind values, Or-tools obtains the

best results with the wind vw = 2m/s while AM-E shows better robustness when

planning with windier scenarios. We also notice that or-tools, as an offline planner

causes large variances when executing with vw = 10m/s, indicating that the drone

fails to return to stations for some instances. At the same time, even though the

AM-E policy was also trained with a milder wind field, it still remains a good

performance and small variances with wind fields of vw = 10m/s showing a certain

transferring ability.

Overall, the proposed method obtains high-quality routes and arrives at the solutions

in a very short time. The improvement becomes more significant when handling

larger scales, demonstrating the AM-E with better scalability than Gurobi or Or-

tools, as also seen by its stable performance and quick processing times. Again, AM-

E offers better solutions than AM without consuming more time. Moreover, since

the DRL-based method possesses the ability to respond to environmental changes,

it is expected to perform better in dynamic scenarios compared to the deterministic

approaches which require replanning of the whole routes.

3.5.7 Generalization with Dimensions

In all the above simulations, AM-E was trained and tested separately on each prob-

lem dimension, such that model weights are specialized on these dimensions. Despite

that a route planner could transfer across these models according to current task

requirements, we are still expecting a general model that performs well in all cases

to facilitate future implementations. To that end, the proposed model has been
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designed in a dimension-independent way, decorated with a node-wise embedding

layer and a mean-reduction value layer for the critic baseline. Models are able to

solve problems of other dimensions without parameter structure inconsistency.

Figure 3.11 and Table 3.6 record the intersecting validation results of models for

solving delivery problems with N = 10, N = 20, N = 40, where the bottom

axis in the figure refers to the problem size of the model learned, and the top axis

refers to the problems to be solved. We observed that though the corresponding

model achieves the smallest cost in comparison with those learned for other sizes,

the differences across them are very small for all dimensions. More interestingly,

we notice that even though the policy for DDP10 is only trained with the problems

of small sizes, its degradation in solving DDP40 is still acceptable, which is quite

meaningful in real-life situations as generalizing to larger problem sizes can save

tremendous time and computing resources for large applications.

Figure 3.11: Generalization performance of AM-E.

Table 3.6: Costs using AM-E models trained with different dimensions

Method
DDP10-R3 DDP20-R3 DDP40-R3

Cost Gap, % Cost Gap, % Cost Gap, %

AM-E (greedy)
(DDP10)

1.530 ± 0.015 0.00 2.816 ± 0.022 1.44 5.266 ± 0.027 2.63

AM-E (greedy)
(DDP20)

1.532 ± 0.013 0.13 2.776 ± 0.017 0.00 5.147 ± 0.023 0.31

AM-E (greedy)
(DDP40)

1.544 ± 0.013 0.92 2.783 ± 0.017 0.25 5.131 ± 0.023 0.00
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3.6 Conclusion

In this chapter, a new variant of the vehicle routing problem has been investigated,

which is proposed to target the drone application for parcel delivery. The rout-

ing model includes recharging operations and considers the effect of varying winds.

Specifically, we have built a simulated environment with a stochastic energy con-

sumption model under varying winds to imitate real-world delivery scenarios, in

which the energy-constrained UAV could be recharged in the middle of mission ex-

ecution. To address the delivery problem efficiently, a DRL-based method with an

AM-E network model has been presented and demonstrated with high-quality so-

lutions. AM-E model is composed of a novel edge-enhanced dot-product attention

layer via merging edge features into the information propagation, offering the net-

work a stronger ability to describe the complex relationship among heterogeneous

nodes. With the designed masking policy and reward function, the AM-E model has

been trained and evaluated via the simulated environment. Results showed the AM-

E is fast, robust and has better scalability compared with three baseline heuristic

methods and a state-of-the-art deep learning model.



90 Edge-enhanced Attentions for Route Planning



Chapter 4

A Model-based Energy-aware

Route Planning Framework

This chapter introduces an integrated mission planning framework, namely EaPF.

The framework aims to resolve the stochastic route optimization problem for drone

delivery, with a focus on optimizing service qualities while considering possible time-

window violations and battery depletion. Three main components of the EaPF will

be presented, including a statistical energy predictive model based on an MDN,

a DRL route optimizer, and a risk assessment module. Besides, an MBMS route

construction strategy is also proposed to better accommodate the DRL planner

within EaPF and further improve its solution quality and robustness of planning.

Simulations are carried out to demonstrate the performance of the proposed EaPF

in the context of drone deliveries.

4.1 Introduction

With the rapid development of drone technologies, using drones to transport goods

has gained increasing attention. Online retailers such as Walmart, Google, and

Amazon are exploring the potential of UAVs to enhance delivery time in last-mile

delivery while being eco-friendly and cost-efficient [192, 193, 194]. Zipline, who has

delivered over five million items globally, highlighted that the speed, reliability, and

efficiencies have been brought by those aerial couriers to medical distribution with

reduced expiration rates by 67%, reduced maternal mortality by 88%, and reduced

CO2 emissions by 97% as compared to ground deliveries today [195, 196].
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Despite benefits, delivering goods with drones comes with a very limited battery and

load capacity when compared to conventional ground transportation. To compen-

sate, multiple trips are made subject to a budget constraint, resulting in multi-trip

VRPs [197]. However, frequently returning to the depot results in low efficiency of

time and energy, and the serving range of delivery is still restricted. The deployment

of recharging stations is thus motivated and investigated in [198, 199] on the subject

of deciding the station placement to maximize the coverage demand with the least

amount of infrastructure investment. Hybrid truck-drone systems are also proposed

to utilize ground vehicles to refuel drones [200]. Considering recharging services in

aerial logistics tends to optimize the overall travelling distance and quality of ser-

vices. It forms a more complicated planning problem, where in-advance scheduling of

station visits is desirable. Further, in unmanned aerial systems, energy risk control

is critical for avoiding the potential loss of vehicles. It involves the process of pin-

pointing, evaluating, and prioritizing risks associated with uncertainties in drones’

energy consumption. Overall, with the aim of reducing the travelling distance, im-

proving the service quality, and controlling the energy risk, route optimization for

drone delivery is expected to be conducted in an energy-aware manner.

While estimating the energy requirement plays an essential role in energy-aware

route planning, it faces challenges in terms of prediction precision and planning

efficiency. First, unlike ground vehicles, drones’ energy consumption can be consid-

erably affected by factors such as prevailing wind conditions, air density, payload,

drone design, and airspeed [201]. Developing a precise energy prediction model is of

utmost importance to prevent the loss of UAVs, and to avoid overly cautious and

inefficient solutions resulting from overestimation of energy costs. Second, energy-

aware planning involves a large number of iterations between the route planner and

the drone energy prediction model, which is mostly established on the simulation of

aerodynamics and power estimations. This causes a huge increase in computation

amounts and a dramatic decrease in planning efficiency. Due to this reason, most

route optimization models only incorporate energy consumption implicitly via a pre-

defined limited drone duration or a linear function of payload weight [197, 202, 203].

This simplification may benefit computational tractability but does not reflect real-

ity. To enable efficient and effective energy-aware planning, an efficient well-formed

energy model is desirable for producing more reliable and robust solutions for route

optimization.

This chapter investigates the stochastic route optimization problem for drone de-

liveries and proposes an efficient energy-aware planning scheme that accounts for
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stochastic wind conditions and aims to enhance the robustness of route solutions.

The contribution of this study is four-fold:

1) An energy-aware planning framework, namely EaPF, is proposed, which in-

tegrates a statistical energy predictive model, a route optimizer, and a risk

assessment module. Adaptive to any route optimizer, this framework is demon-

strated with a DRL planner herein and produces a more reliable solution for

the energy-sensitive application.

2) A MDN model is developed for predicting drones’ energy consumption with re-

spect to wind distributions and load weights. This statistical model estimates

a posterior distribution of the energy cost without the need for an erroneous

and time-intensive sampling process.

3) A risk-sensitive criterion is established based on the statistical energy model,

where the possibility of violating time windows and exceeding the energy bud-

get constraint are both considered. The criterion is used to assess the quality

of a route, facilitating solution production of higher robustness.

4) A novel MBMS route construction strategy is proposed. This strategy accom-

modates the DRL planner into the EaPF, enhancing the planner’s robustness,

predictability and reliability.

The rest of the chapter is organized as follows. Section 4.2 provides an overview of

previous works with regard to energy-aware planning and simulation-based optimiza-

tion. Section 4.3 gives a conceptual definition of green logistics systems, introduces

the route optimization problem for the system, and provides its Markov modelling.

This is followed by the proposed Energy-ware planning framework in Section 4.4.

Section 4.5 and Section 4.6 respectively present the details about the implementa-

tion of the MDN energy predictive model and DRL route optimizer. The validations

and discussion in terms of energy modelling and the EaPF are provided in Section

??. Section 4.9 concludes this study and outlines a brief plan for future research.
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4.2 Related Works

4.2.1 Drone Energy-aware Planning

A variety of energy consumption models have been established to predict the energy

demand for drones, either based on the dynamics of vehicles [204, 205, 197] or via

fitting the practical experiment dataset. Langelaan et al. [206] investigate the flight

power demands of rotary-wing vehicles, considering both hover and forward flight.

Based on this study, Kirschstein et al. [207] propose an energy consumption model

focusing on the drone delivery task constituted by four flight patterns. Some other

energy models were established upon regression techniques and machine learning.

After partitioning the flight of the UAV into segments of different movements, Prase-

tia et al. [208] establish energy regression models for these movements separately.

Nguyen et al. [209] model the energy consumption as a black box and train it by

comparing a set of predicted destinations and the truly reachable set to extend the

range of delivery. Choudhry et al. [210] develop a deep energy consumption model

with temporal convolutional networks, which is trained on a real-world dataset [211]

and shows a 29% improvement in power predictions compared to the analytic energy

model proposed in [204]. Nonetheless, most existing drone energy predictive models

are deterministic, assumed to operate in a static and pre-known environment, failing

to reflect the randomness in real-world scenarios.

On the basis of energy cost predictive models, studies have been conducted to take

into account energy consumption in drones’ planning, routing and scheduling [212].

On applications of data gathering, the energy minimization problem of multiple-

drone systems is investigated in [213] and [214], where mixed-integer non-linear pro-

gramming problems are formulated and solved based on the propulsion and commu-

nication energy model. To address the drone delivery problem under varying wind

conditions, Sorbeliili et al. [49] define a specific variant of the VRP, namely the

mission feasibility problem. In the mission feasibility problem, future energy con-

sumption is continuously updated using the latest observation of wind control units

and reflected by dynamic edge costs of the routing graph. Different from our work,

the MFP focuses on finding feasible routes for a single delivery cycle, where the drone

serves only one customer and returns to the depot. A multi-drone multi-delivery

system dealing with winds, obstacle avoidance, and energy budget is investigated in

[215]. Given a precise weather forecast, the time horizon is subdivided into weather

time windows. A set of admissible submissions are created regarding each time win-
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dow and arrive at the final mission plan via a depth-first search strategy. This work

is then extended in [50] with regard to task clusters. In both works, wind conditions

are assumed to be known and unchanged during each mission. However, the wind

is by its nature uncertain and unpredictable. Especially when drones are operating

in built-up urban areas or in the windy outdoors with complex terrain, it is always

impossible to obtain accurate wind predictions.

Energy-risk assessment is an important component in energy-aware planning, which

refers to the evaluation of the potential risk that a UAV may exceed its energy

limitation. It is a relatively new research domain and stems from the difficulty in

identifying and quantifying various factors that affect UAV energy consumption.

Choudhry et al. [210] employ Conditional-Value-at-Risk [216] to quantify the risk

by simulating the energy cost of a flight path through Monte Carlo forward simula-

tion. Though the Conditional-Value-at-Risk provides a good assessment tool for the

energy risk on a given trajectory, the Monte Carlo simulation is not efficient enough

for risk-aware planning, as it requires a large number of iterations between the plan-

ner and the risk assessment module. Alternatively, Lau et al. [217] describe the

travel time of edges as pre-known gamma distributions, and optimize a stochastic

orienteering problem while considering the possibility of not completing the intended

plan. In [217], a risk-aware criterion is proposed in addition to the reward-collecting

objective, taking into account the probability of violating deadlines, which is then

used in a local search method for solving the problem. Distributions of uncertainties

in this model are assumed pre-known, which is not always true in reality.

To sum up, there is still a lack of research on energy risk assessment and energy-

aware planning for UAVs, and the main challenge lies in the prediction of flight

energy costs.

4.2.2 Simulation-based Optimization for Routing Problem

Simulation-based optimization extends deterministic techniques to deal with stochas-

tic optimization problems. One typical application, referred to as the term sim-

heuristics, is combined with metaheuristic methods. By integrating simulations

into an existing metaheuristic framework, sim-heuristic allows the handling of un-

certainties. Sim-heuristics also facilitate the introduction of risks and reliability

analysis/assessment of solutions in stochastic combinatorial problems. Juan et al.

[218] provides a general scheme of sim-heuristics for solving stochastic combinatorial

optimization problems. For its specific application on routing problems, Mazzuco et
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al. [219] investigates the problem of daily good deliveries and presents the first out-

comes of a simulation-based optimization approach for vehicle routing and transport

scheduling. In terms of the stochastic character of real-world VRPs, Mayer et al.

[220] offer a rich VRP simulation model based on the DES workflow. The simulation

model is then used to evaluate the solution candidates for metaheuristics.

In addition to combinations with metaheuristics, the combined use of system simu-

lation and machine learning was also proposed in a few studies, aiming to enhance

the quality of solutions generated via intelligent agents. A trial model of applying

RL in the AnyLogic model is investigated in [221]. They demonstrate how to im-

plement RL in the AnyLogic simulation model using the Pathmind Library. The

combination of DES and deep RL has also been studied on large logistics networks

[222], for which the authors first employ meta-heuristic approaches and then replace

them with a reinforcement learning agent to find the most promising action sets.

4.3 Energy-constrained Drone Delivery

This section offers a generic concept of drone delivery systems including its essential

system components and the definition of its route optimization problems. The route

optimization problem is further modelled as a Markov decision process, providing

the preliminary of the approach proposed in the following sections.

4.3.1 Route Optimization for Drone Delivery

System Components

Referring to the architecture of the green logistics system in [223], we list the five

basic components for drone delivery systems, namely the transportation network,

vehicles, logistics requests, renewable generations, and depots.

• Aerial Transportation Network : We define the transportation network on an

undirected graph G = ⟨V,E⟩. Each vertex v ∈ V stands for a point of interest,

which could be a task request, a recharging facility or the depot. Each edge e ∈
E represents the path segment linking a pair of vertices. Vertices are connected

with the corresponding logistics components and each edge is associated with
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a series of waypoints, including the take-off, landing and predefined mid-way

route points.

• Autonomous Aerial Vehicles : We denote aerial vehicles in the system as k ∈ K.

Each of them is attached with an independent battery capacity Bk and SoC

ck. Drones are normally sent out from the depot with fully recharged batteries

and are expected to get recharged before the battery is used up. It is assumed

that the logistics capacity of drones is 1, i.e., it only processes one request at

a time.

• Logistics Requests : Customer requests are denoted as q ∈ Q, which consist of

pickup requests qp ∈ Qp and delivery requests qd ∈ Qd. Each pair of pickup

and delivery requests is bound together and constrained by a precedence rela-

tionship. They share the same load weight wq, task value rq, appearance time

aq, and execution deadline dq.

• Renewable Generation: Renewable facilities g ∈ G are deployed to extend

the range of services and improve environmental-friendliness. The batteries

of drones get recharged or swapped in these locations. If it is recharged, the

recharging rate is denoted as rk. Additionally, we consider at most Ωg drones

could be charged at point g at the same time.

• Depots : Depots d ∈ D refer to those places where drones take off and are

recycled at the end of the route. In the concerned drone delivery system, the

depots also serve to charge drones.

Mission planning for drone delivery systems involves two subproblems, i.e., the allo-

cation of logistics requests among the UAV fleet, and the generation of an optimal

route for each team member. In this study, we mainly focus on the latter problem,

which can be classified as a dynamic and stochastic green vehicle routing problem.

Route Optimization

In logistics systems, optimizing the delivery flow indicates maximizing the rewards

collected from requests while minimizing the loss if failing to arrive at one task

within its time window or exceeding the energy budget. For easier expression, we

denote the status of the vehicle at vertex j by visiting time tj and SoC cj, which

respectively indicate the time and battery level of the drone when it arrives at vertex

j.
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In drone delivery systems, we consider a practical objective from four aspects: 1)

maximizing the sum of collected rewards; 2) minimizing the penalty of missing

delivery time windows; 3) minimizing the penalty of battery depletion; and 4) min-

imizing the overall energy cost. Regarding a route P = [v1, v2, · · · , vn], using the

above definitions, the objective function of the drone delivery is formally given by

max f(P) =
n∑

j=1

r(vj)− pe(P)−
n−1∑
j=1

e(vj, vj+1) (4.1)

where r(vj) is the task-oriented reward function, which returns a positive value when

the execution deadline is met, otherwise returns a negative value −Cpen
t
j, e(vj, vj+1)

indicates the energy cost flying from vj to vj+1, and pe(P) is the penalty function

that a constant penalty variable Ce
pen will be imposed to the system if an energy

depletion happens during any point of the delivery process. The formal definitions

of r(vj) and pe(P) are given as

r(vj) =


0 if vj /∈ Qd

rj if vj ∈ Qd and tj ≤ dj

−Cpen
t
j if vj ∈ Qd and tj > dj

(4.2)

pe(P) =

0 if cj > 0,∀vj ∈ P

Ce
pen otherwise

(4.3)

It is noted that adding the penalty of energy depletion is to avoid adverse objective

value when an algorithm performs well at searching the optimal path but is bad

at energy management, which is not how the energy constraint is controlled. The

energy constraint is guaranteed in other ways, i.e., energy usage margin and the

action masking in the DRL planner. This will be expanded later in this chapter.

4.3.2 Markov Modelling for Drone Delivery

The MDP model of the drone delivery problem is defined as the tuple ⟨si, ai, ri, pi⟩.

• si ∈ S is the system state, constituted by the drone state sD = [xd, yd, t, c]

indicating the drone’s coordination, system time and state of the charge, and

the mission state sM = {[(xj, yj), wj, rj, (aj, dj)], j ∈ T } representing the co-
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ordination, weight, reward, and time window of the customer request.

• ai ∈ A is the agent action, indicating the next movement of the drone, repre-

sented by the corresponding vertex a = vj, j ∈ T . The whole path is generated

by successively selecting actions, denoted as P = [a0, a1, a2, · · · ]. An action

could be the depot, a task or a recharge station. With the purpose of explo-

ration efficiency, actions that tend to exceed the energy budget will be masked

by a masking policy.

• ri = r(si, ai, s
′
i) is the reward obtained from the environment after the drone

executes the selected action ai under state si. The calculation of reward follows

the objective function defined in Section ??.

• pi = p(s′i|si, ai) represents the transition probability that the current state si

is converted to the next states′i by taking action ai. When the drone travels

to the vertex j, the drone state and mission state get updated according to

the type of the node

– i) if the targeted vertex is a task, the drone moves to the location of the

destination, the state of the charge is reduced by the edge cost, and the

time is evolved with the flight duration.

– ii) if the destination is a recharge station or the depot, the mission state

remains unchanged, while the location of the drone moves to the targeted

vertex, the energy level of the drone returns to full, and the time clock

moves forward counting in both the flight time and recharge time.

The goal for solving this MDP is to obtain a policy π∗ that maximizes the expected

accumulative reward within a finite time range:

π∗ = argmin
π

E

[
∞∑
τ=1

rτ |πτ

]
(4.4)

4.4 Energy-Aware Planning Framework

To resolve the described delivery problem, we propose an EaPF as depicted in Figure

4.1. The main goal of EaPF is to produce robust routes considering the possible

violation of task deadlines and manage energy risks in the face of poorly known

uncertainties. It mainly consists of three modules: an energy cost model, a route

optimizer and a risk assessment block.
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Figure 4.1: Overview of the Energy-aware Planning Framework. It integrates an
MDN energy cost model, a DRL route optimizer, and a risk assessment block. The
DRL optimizer is adapted with an MBMS route construction strategy with the help
of the energy model and the risk assessment.

First, a routing environment is imitated by using an energy cost model built on an

MDN. The MDN of the energy cost is pre-trained by historical data and refined on-

line using empirical observations to reduce the discrepancies between the simulator

and real-world transition probabilities. Mixture Gaussian distributions of energy

and time along a given route are then calculated by integrating the MDNs of path

segments. The distributions are then used to estimate the risk of task failure and

battery depletion, constituting the risk assessment function of the EaPF. For route

planning, a pre-trained DRL planner operates as the route optimizer which con-

structs the route by appending the next action to the existing partial path based on

the evolved observation from the outer environment. To enhance its robustness, reli-

ability and predictability, the MBMS strategy is incorporated with the DRL planner,

where route candidates are constructed, evaluated and executed in a Model Predict

Control and Simulation-based Optimization way.

4.4.1 MBMS Route Construction Strategy

In terms of the route optimizer, we implement a DRL method for its natural ability

to handle uncertainties and embed it with an MBMS route construction strategy as
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shown in Figure 4.2. Instead of choosing the next action following the greatest prob-

ability from the output of the policy network (i.e., the greedy strategy), the MBMS

strategy enables the DRL planner to perform in a sim-heuristic way. It enhances the

performance of the original DRL planner to deal with stochastic optimization prob-

lems and also facilitates the introduction of risks and reliability through assessing

solutions via simulators.

Environment Model

DRL policy

Real Environment

1. Route Generation 

next nodesimulate state:
soc, time

observed
state

Time & soc
distributions 

first action in
route 

2. risk-aware evaluation:

energy cost


task failure penalty

energy risk penalty

Route candidates 

Optimal route      

3. Optimal action application 

Figure 4.2: Three steps for the Model-based Multi-Sampling Route Construction
Strategy.

The proposed MBMS strategy is implemented in three steps: route generation, risk-

aware evaluation, and optimal action application.

1) Route generation: Given the initial state observed from the outer environment,

the DRL planner samples the next action by the sampling number N based on

the probability vector yielded by the policy network. Instead of executing the

action in the real world, the agent applies these actions to the environment

model and receives the estimated state from the model. The process is repeated

till a batch of routes is fully constructed.

2) Risk-aware evaluation: Time-window exceeding risks and energy depletion

risks are both assessed along the generated routes via applying energy MDN

models for each path segment and integrating the distributions prior to each

task or recharging way-point. A risk-aware criterion is built on account of

these risks and used to evaluate all the route candidates.
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3) Optimal action application: Only the first action in the best route sequence will

be taken in the real environment. The planning problem is solved successively

with the latest observation from the real world.

The incorporation of the MBMS strategy is expected to enhance the robustness

of the DRL planner by sampling a batch of route trajectories and filtering the

candidates using risk-aware criteria. In previous studies, researchers have proposed

various attempts to improve the robustness of the DRL method, with most of the

focus on modifying the structure of policy neural networks. For example, LSTM

has been used to capture the history of state transitions while making decisions.

While these attempts have achieved considerable progress, the approximate nature

of neural networks limits their efficacy, and sometimes a sophisticated design is less

beneficial than simply adding a sample decoding scheme, as demonstrated in [5].

However, little attention has been paid to the solution construction phase after the

policy model is trained, and difficulties arise in evaluating the quality of solutions

in stochastic cases, which hinders further solution searching. The MBMS strategy

is proposed to address these challenges.

4.5 Energy Modelling and Risk-Aware Criterion

4.5.1 Energy Prediction Model via MDN

We use an MDN to estimate the energy cost of drones with respect to the wind and

the payload weight. Researchers have adopted regression techniques to predict the

energy cost, the goal of which is to find a single-value prediction with maximum

likelihood or a Gaussian conditional distribution p(e|x), where e is the energy cost

and x indicates the influential variables. However, under varying wind conditions,

the drone energy cost for a given path is distributed across a large range and is

shown to be non-Gaussian [36]. To that end, we adopt the MDN in this study for a

more general formulation and more precise prediction.

MDN model

The MDN approximates conditional density functions by mixing several compo-

nent densities with mixing coefficients. Both densities and coefficients are flexible



A Model-based Energy-aware Route Planning Framework 103

functions of the input vector x. Here components are chosen as GMs:

p(t|x) =
K∑
k=1

πk(x)N (t|µk(x), σ2
k(x)) (4.5)

where the decision variables x on drone energy consumption is selected as x =

[µvw , σ
2
vw , µθw , σ

2
θw
, w], containing the mean and variance of both wind speed vw and

direction θw, and payload weight w.

wind
distribution

payload
weight

.  
.  

.

.  
.  

.
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exp(·)
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Mixture Density Network

Input Hidden layers Distribution Parameters

Mixing weights

Means

Standard deviations

Mixture
distributions

Figure 4.3: The mixture density network for predicting the distribution of the
drone’s energy cost, given the input including the wind distributions and the pay-
load weight.

Parameters in the above Gaussian mixtures are governed by the outputs of a con-

ventional neural network that takes x as its input. If there are K components in the

mixture model, the network will have 3*K outputs, representing mixing coefficients

πk(x), means µk(x) and variances σ2
k(x) respectively. Notably, since the sum of mix-

ing coefficients must be 1, an extra SoftMax is added to coefficient outputs, and an

exponential operation is added to the variance outputs to satisfy the positivity of

variances.

Parameter Update

Ahead of the mission, the MDN network forms the prior distribution of energy cost

p(t|θi), which is parameterized by θi and trained using historical and simulated data.

Once practical flights launch, the network is then modified onboard with the latest

empirical results (xi, yi), producing a posterior distribution p(t|θi, xi, yi).

In terms of the parameter update, the trainable parameters θ of this density net-

work, including weights and biases in the neural network, are set by maximizing
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the likelihood, or equivalently by minimizing a loss function defined as the negative

logarithm of the likelihood. The loss function takes the form

L(θ) = −
N∑

n=1

ln

{
K∑
k=1

πk(xn, θ)N
(
tn|µk(xn, θ), σ

2
k(xn, θ)

)}
(4.6)

To minimize the loss function, we calculate the derivatives of the loss L(θ) with re-

spect to the parameters θ and update the network via the standard back-propagation

procedure. Unlike the fixed energy prediction model, the MDN is updated continu-

ously, beneficial to long-term performance in real-world applications

4.5.2 Risk-Aware Criterion

Expectation of Objectives

The risk-aware criterion takes the expected form of the deterministic objective func-

tion defined in Section 3.B. Total energy cost is directly governed by the GM model

of drone energy consumption. The reward function and task lateness penalty are de-

cided by arriving times, which implicitly depend on energy cost as it affects charging

time if ground speed is assumed to be constant. Accordingly, the expected objective

function with respect to the GM model of energy cost is formulated as

max E(f(P | θ) =
n∑

j=1

E(r(vj) | θ)−
n−1∑
j=1

E(e(vj, vj+1) | θ) (4.7)

where the expected objective components are given by

E(r(vj) | θ) = P(tj ≤ dj | θ)rj − P(tj > dj | θ)Ct
pen (4.8)

E(e(vj, vj+1) | θ) = µ(e(vj, vj+1) | θ) (4.9)

where P(• | θ) denotes the probability defined by uncertainty parameters θ.

Regarding the objective of not depleting the battery, we first build up a risk profile

for a given route. Then, a chance-constrained route filter is applied to the candi-

date route to guarantee that the energy constraint is satisfied within a certain risk

threshold. Precisely, a route candidate p = [v1, v2 . . . , vk] can only be denoted as
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valid if it satisfies the following change-constrained metric:

P∗ = {p : P(c(vj) < Br | θ) ≥ 1− ϵ), vj ∈ p} (4.10)

where Br is the drone’s remaining budget. If the agent chooses a route from P∗, it

can be guaranteed to finish the route within the allowable risk threshold specified

by ϵ.

Joint Energy Distribution

The probability distribution of energy cost for flying over a mission route is calcu-

lated by integrating all the probability density functions of its path segments. The

MDN energy cost predictions are applied on each edge segment rather than overall

route solutions for the purpose of flexibility and computational efficiency. The path

partition is under the assumption of independent energy costs. As a simple illus-

tration, suppose there is a route from waypoint A to waypoint C passing through

waypoint B, the probability function of the route is then given by

eac = eab + ebc ∼
∑
i

∑
j

πiϕjN (µi + µj, σ
2
i + σ2

j ) (4.11)

when energy costs for both path segments follow GM distributions:

eab ∼
n∑

i=1

πiN (µi, σ
2
i ), ebc ∼

m∑
j=1

ϕjN (µj, σ
2
j ) (4.12)

Mixture Reduction

We employ a mixture weight Pruning technique to retain the number of GM com-

ponents within a reasonable range for the energy cost MDN model. The component

number of the energy prediction model increases exponentially when integrating

GMs of all path segments. Thus, we resort to mixture reduction techniques, which

attempt to reduce the number of components in a mixture through emerging or

pruning. Here we primarily employ the emerging operation, which is inspired by

[224].

The emerging operation replaces a pair of components in a mixture density with a

single component of the same type. The KL divergence is used as the criterion for

selecting the emerging pair to minimize the divergence between the emerged and
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original components. Formally, the KL divergence criterion B(i, j) is calculated as

B(i, j) =wiDKL

(
p(x;µi, σ

2
i )||p(x;µij, σ

2
ij

)
(4.13)

+ wjDKL

(
p(x;µj, σ

2
j )||p(x;µij, σ

2
ij

)
(4.14)

where merged parameters are obtained by moment matching:

µij =
wiµi + wjµj

wi + wj

(4.15)

σ2
ij =

(σ2
i + µ2

i )wi + (σ2
j + µ2

j)wj

wi + wj

− µ2
ij (4.16)

Merging operations are implemented in a greedy manner. The pair of components

with the minimum global KL divergence is recursively selected to be merged until

the target component number is reached.

4.6 DRL Route Optimizer

4.6.1 Policy Network and Masking Scheme

We use the DRL approach to address the formulated MDPs by adapting the AM-E

neural network model, proposed in Section 3.4.1, to map the best policies.

With the purpose of improving exploration efficiency and ensuring the feasibility

of solutions, the set of actions is masked by a designed masking scheme to exclude

infeasible routes. According to the battery capacity constraint and the pickup-

delivery precedence constraint, an action a = vj is labelled as valid only if all of the

conditions listed in Section 3.4.2 are satisfied.

4.6.2 Training of the Planning Network

The policy network is trained using the REINFORCE algorithm with baselines,

shown as Algorithm 4.1. A Critic baseline is chosen to reduce the variance of gra-

dients. In detail, at the beginning of each episode, one batch of new missions is

stochastically generated. Routes are sequentially sampled according to the proba-

bility output from the policy network while rewards are collected from the environ-
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ment. Meanwhile, we calculated the expected reward v(sb0) via the critic baseline

network, which is used to calculate the advantage component of the gradients. Back-

propagation is then adopted to update the policy network and the critic network for

the critic baseline.

Algorithm 4.1 Training of the route planning network

Initialize: policy parameters θ, critic baseline parameter θv
Input: number of epochs N , batch size B, learning rate α

for each training epoch = 1, 2, · · · , N do
generate instances of batch size B;
for each instance b = 1, 2, · · · , B do
\*run in parallel* \
sample trajectory according to policy πθ;
receive the accumulative reward of the trajectory Rb;
estimate the value of initial state using the critic v(sb0);

end for
estimate the mean Policy Gradient on the batch of trajectories:
dθ = 1

B

∑B
b=1(R

b − v(sb0))∇θlogπθ(πb | s0)
estimate the mean gradient of the mean squared error of the criric on the batch

of trajectories:
dθv = 1

B

∑B
b=1 ∂(Rb − v(sb0))

2/∂θv
update policy parameters θ = θ + αdθ
update critic parameters θv = θv + αdθv

end for

4.7 Validation of the MDN Energy Model

A power consumption model from [204] is used to obtain the reference energy cost

for training and validating the proposed MDN energy model. Parameters in the

baseline power model are identified via an energy usage dataset collected from 100-

hour real-world flights [211]. Drone’s parameters are shown in Table 4.1.

Table 4.1: Drone specifications

Parameter Value

weight (including battery) 3.71kg

airspeed command 10m/s

cruise altitude 20m

battery capacity 369.36kJ
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The process of dataset generation is depicted in Figure 4.4. Inputs to the training

and validation datasets consist of wind parameters and payload weights, which are

randomly generated and cover the full range of scenarios for a feasible UAV flight.

To improve the training stability, the input data and output data are both pre-

processed by feature-wise normalization. We apply the Adam optimizer to train

the network with a learning rate of 0.001. The component number of the Gaussian

Mixture model is set as K = 5. Key parameters of the MDN model and datasets

are summarized in Table 4.2.

Figure 4.4: Energy consumption dataset generation.

After training for 100 epochs, the average likelihood on the validation dataset be-

tween the MDN model and the Monte Carlo simulation arrives at 8.0159. The

likelihood function is defined by

Likelihood(MDN(θ) | xn) =

K∑
k=1

πk(xn, θ)N
(
tn|µk(xn, θ), σ

2
k(xn, θ)

)
(4.17)

Table 4.3: Running time for the MDN energy predict model and Monte Carlo sim-
ulations

Method Running time

MDN energy cost model 0.026′′

1000 Monte Carlo simulation 8′45′′

The predicted distributions of energy costs via MDN for four typical flight cases are

depicted in Figure 4.5.
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Table 4.2: Key parameters for MDN model and dataset. U(a, b) denotes a uniform
distribution on interval [a, b].

Parameter notation Value or distribution

Wind speed mean (m/s) µvw ∼ U(0, 10)

Wind speed std (m/s) σ2
vw ∼ U(0, 5)

Wind direction mean (deg) µθw ∼ U(0, 360)

Wind direction std (deg) σ2
θw
∼ U(0, 60)

payload weight (kg) w ∼ U(0, 1)

Training/Validation 80%/20%

The size of dataset 10000

Neural network architecture Dense

Input number of network 5

Output number of network 15

Hidden layer number 2

Neuron of hidden layer 256

Learning rate 0.001

Maximum training epochs 100

Table 4.3 compares the average computing time of the MDN model and the Monte

Carlo simulation. The results show that to predict the distribution of the energy

consumption considering winds, the MDN energy cost model only requires 10−4

running time compared to Monte Carlo simulations.

In summary, the simulation outcomes demonstrate that the MDN model is profi-

cient at accurately estimating the distribution of drone energy cost with respect

to wind conditions and payload weight. Furthermore, it significantly decreases the

computational time required for optimizing flight routes.

4.8 Case Study on Drone Deliveries

To test the performance of the proposed EaPF, we implement it in the context of

drone delivery problems, which have been cast as stochastic greedy vehicle rout-
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Figure 4.5: Energy prediction via MDN for four typical cases. Results obtained by
MDN and Monte Carlo simulations are plotted in the form of probability densities
functions and cumulative densities respectively. Four cases are simulated in the
presence of winds from different directions: 0deg (tailwind), 90deg, 180deg (head-
wind), 270deg. The wind velocity vw and direction θw follow: vw ∼ N (5m/s, 1m/s),
θw ∼ N (θ̄w, 30deg)

ing problems with time windows (S-GVRP-TW) operated on the unmanned aerial

platform.

4.8.1 Experimental Setup

Delivery Mission

To train and validate the performance of the EaPF, a simulated environment is

set up to initialize the system and evolve its state updates. As stated in Section

4.3.1, the drone delivery problem considers the scenarios where a list of customer

requests j, consisting of the pickup location (xpj , y
p
j ) and the delivery location (xdj , y

d
j )
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Table 4.4: Parameter settings for drone delivery instances. U(a, b) denotes a uniform
distribution on interval [a, b]; U{x1, · · · , xn} denotes a discrete uniform distribution
on finite set {x1, · · · , xn}.

Parameter notation Value or distribution

Number of customers Nq = 10

Number of recharge stations Ng = 3

Depot location (km) x0, y0 ∼ U(0, 1)

Recharge station location (km) xg, xg ∼ U(0, 1)

Customer pickup location (km) xpj , y
p
j ∼ U(0, 1)

Customer delivery location (km) xpj , y
p
j ∼ U(0, 1)

Customer load weight (kg) wq ∼ U(0.0, 0.25, 0.5, 0.75, 1.0)

Drone airspeed command (m/s) V = 10

Drone battery capacity (kJ) B = 369.36

Planning horizon (min) H = 120

Customer due time (min) dj ∼ U(tjmin, H)

where tjmin = dist(0, j)/V

are pending for the drone to execute. Due to the battery limitation B, recharging

facilities (xg, yg) are also deployed for drones to get recharged and maintain their

working status. The drone is sent from the depot (x0, y0) to serve the customers

and finally returns to the depot after completing all the tasks. Following the stated

delivery scenario, delivery instances are generated using the parameter settings in

Table 4.4.

Stochastic winds are also taken into account in the training environment. The

wind speed is randomly generated via a Weibull distribution, which is widely used

to describe wind variation [225]. The scale parameter w and shape parameter wk

in wind Weibull distributions respectively indicate the mean value of wind speed

and distribution shape. The direction of the constant wind is assumed to follow a

uniform distribution from θw = 0◦to 360◦. Details of parameters related to the wind

modelling are listed in Table 4.5.
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Table 4.5: Parameter settings for wind modelling.

Parameter notation Value or distribution

Wind speed (m/s) vw = N (µvw , σ
2
vw)

Wind speed mean (m/s) µvw ∼ Weibull(vw, 2), vw = 5

Wind speed std (m/s) σ2
vw = 0.2vw

Wind direction θw = N (µθw , σ
2
θw

)

Wind direction mean µθw ∼ U(0◦, 360◦)

Wind direction std σ2
θw

= 15◦

DRL Planner Setup

The neural network structure and training hyper-parameters of the DRL route plan-

ner are set as follows:

• Structure: The AM-E network structure is as shown in Figure 3.8. The node

embedding, edge embedding, and context embedding are all one-layer element-

wise liner projections with 128 dimensions. The encoder is constituted by

N = 3 sequential attention modules. The multi-head attention layer consists

of M = 8 heads, in which key vectors and value vectors are of dimensions

dk = dv = 16. In the feedforward layer, the node features are passed through

node-wise projections of one hidden sublayer with the Rectified Linear Unite

(ReLU) activation and 512 hidden units.

• Training parameters: We adopt the Adam optimizer to train the network with

a constant learning rate of α = 10−4. We run training for 100 epochs. In one

epoch, we process 1.28 million instances in 2500 iterations with a batch size

of 512.

Energy Cost Calculation

Energy cost is a very important component in a drone’s energy-aware planning and

validation. Three energy cost models are used in the simulations.

• Baseline energy model: The baseline energy model is adapted from [204] and

employed to validate all the solutions in the comparison study, as it considers
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the dynamics of drones and stochastic wind field, featuring a high fidelity.

• Steady energy model: The steady energy model is a simplified version of the

baseline model. It assumes the drone is in a steady state most of the flight,

and the external forces are in static equilibrium. This model is not as accurate

as the baseline model but more efficient because it avoids the dynamic model

and renders a static map from commanded airspeed and trust to energy. This

model is used in the heuristic planning method.

• MDN model: The MDN energy cost model is proposed in this work and per-

forms as the key component in EaPF. It interacts with the DRL planner gen-

erating route candidates and is used to build the risk-aware criterion.

4.8.2 Simulation Results

Four different energy-aware planning methods are implemented and compared for

solving the above drone delivery planning problems.

1. Energy-aware heuristics: Google’s Or-tools is employed to solve the energy-

aware drone delivery problem through an energy cost matrix of flight edges.

The cost matrix is built up using an analytical energy cost model from [204]

under the assumption of the accurate forecast of wind speed and direction.

Google’s Or-tools is backed by a CP-SAT solver and is regarded as the most

advanced commercial solver for combinatorial optimization.

2. Stand-alone DRL planner: The DRL planner is trained by interacting with

the simulated environment via the REINFORCE algorithm, as presented in

Section 4.6. The stand-alone DRL planner observes the energy cost from the

validation environment each time the drone finishes a task, and makes decisions

by choosing the next node with the highest probability.

3. DRL planner (sample128): The planner retains the same as the stand-alone

DRL planner, but with the addition of a sampling decoding strategy to con-

struct the next action. Specifically, it utilizes an environmental model to

generate a set of trajectory samples of size 128 and choose the best one from

it.

4. DRL planner (EaPF): In EaPF, the DRL planner constructs the route via

a new proposed MBMS strategy, as presented in Section 4.4.1. The MBMS
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strategy makes use of MDN energy models to construct and evaluate the route

candidates.

We consider three series of validation scenarios by varying three variables: 1) the

margin of safety c, 2) wind speed variance σ2
vw , and 3) wind direction variance σ2

θw
.

The margin of safety refers to a common strategy in practice, which is to reduce

the available battery capacity used in planning to avoid battery depletion. We vary

margins of safety among c = 0% ∼ 30%. Large safety margins indicate conservative

planning with respect to energy depletion risks. When c decreases, the planned

results tend to be risky. Wind speed variances σ2
vw , and wind direction variances

σ2
θw

indicate different level of uncertainties. These two dimensions are set to test the

robustness of methods in the presence of varying wind conditions.

Results of all three simulation series are depicted in Figure 4.6. Four plots in the

first row respectively depict four performance metrics with respect to varying battery

safety margins. As seen from them, the margin value has a significant impact on

the performance of or-tools(e) and DRL (sample128). Planning with 30% margins,

both methods produce much safer routes in terms of lower energy depletion risk,

leading to an increase of overall performance with lower cost. Meanwhile, as the

introduction of battery margin imposes a hard boundary to the amount of energy

available, it sacrifices the capability of drones regarding task accomplishment for all

methods.
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Table 4.6: Route planning results for drone deliveries in the presence of stochastic
winds

Method Overall
cost

Task accom-
plishment rate
(%)

Energy
cost

Battery
depletion
risk (%)

Or-tools(e) (mgn. 0%) 6.63 71.86 1.47 23.5

Or-tools(e) (mgn. 30%) 4.85 70.77 1.45 4.80

DRL(g) 3.87 80.10 1.73 1.50

DRL(s) (mgn. 0%) 4.33 87.22 1.68 13.67

DRL(s) (mgn. 30%) 3.28 85.30 1.71 1.04

DRL(EaPF) 2.90 88.65 1.67 1.00

We further extract representative points into Table 4.6. The simulation setting

follows those used in the first simulation series. If we compare the original DRL(g)

with DRL(s) (mgn. 0%), where a branch of 128 trajectories is generated with

a good intention to extend the solution exploration range, it is evident that rather

than achieving the desired effect, DRL(s) exhibit an increased cost and a higher rate

of battery depletion. As previously mentioned, the evaluation of route candidates in

DRL(s) relies on one-time performance, making the planned result highly unreliable

and risky. After adopting 30% safety margin, results are more robust leading to a

reduced energy risk from 12.67% to 1.04%, and with the higher task accomplishment

rate, the performance of DRL(s) (mgn. 30%) surpasses the DRL(g). Nonetheless,

this unstable property of DRL(s) cannot be eliminated and thus motivated the

proposed DRL(EaPF), where each trajectory sample is well evaluated and risks

are also assessed with the incorporation of statistical models of uncertainties. As

demonstrated in the table, the DRL(EaPF) features an enhanced performance from

all perspectives, showing a low battery depletion rate and high task accomplishment

rate.

The following two rows in Figure 4.6 compare the performance of four algorithms

in terms of varying wind speed variances and wind direction variances respectively.

Note that the Or-tools(e) and DRL(sample) are implemented under a safety margin

of 30%, with which they achieve the best planning performance. As seen from the

figure, increasing variances of wind variables moderately degrade the performance

of all the methods. Larger variances of wind conditions bring stronger disturbances

to the system, in which circumstances both task accomplish rate and flight safety in

consideration of battery depletion are adversely affected. A noticeable observation
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is that when the standard deviation exceeds a certain value, which is σvw = 1m/s,

σθw = 15deg in the case, the robustness brought to DRL(sample) by setting the

safety margin is compromised, resulting in a battery depletion rate as high as 6%.

It indicates that a larger proportion of battery margin is required, however, it is at

the cost of weakening task-related performance. Overall, the integration of the DRL

planner with the proposed EaPF framework yields the best performance, achieving

a consistently high task completion rate while guaranteeing a low risk of battery

depletion.

4.9 Conclusion

This chapter investigated the energy-aware route planning problem for unmanned

aerial logistic systems. As UAV couriers are mostly constrained by limited battery

capacities, it is imperative to monitor and predict their energy consumption in route

planning to avoid potential losses and stabilize the delivery service. For that reason,

we proposed the EaPF, which consists of an energy predictive model, a route opti-

mizer, and a risk assessment module. The energy predictive model adopts statistical

techniques. Rather than time-consuming sampling, an MDN model is trained to es-

timate the energy distribution with respect to winds and payload weights. It firstly

facilitates a DRL route optimizer by employing a novel Model-based Multi-Sampling

route construction strategy. Secondly, it enables the establishment of a risk-aware

metric to consider the possible task lateness and battery depletion in the solution

evaluation. Finally, we demonstrate the performance of the MDN energy predictive

model and EaPF framework. The results have demonstrated that by incorporating

EaPF, the DRL planner produces more reliable and robust solutions with an overall

cost reduction of 25% on overall cost and a 9% increase in task accomplishment

compared to the stand-alone DRL planner, and guarantees that the energy risks are

within the 2% threshold.



Chapter 5

Overall Discussion

This thesis aims to establish a generic decentralized mission planning paradigm for

multi-UAV systems to enable a more efficient and stable operation under stochastic

and dynamic real-world environments. In accordance with the objectives presented

in Chapter 1, planning algorithms are developed and validated in simulations. An

overall discussion is presented in this section, including the development of simu-

lation models, achievements, advantages and drawbacks of the proposed methods,

and some insights from the research.

5.1 Simulation Environment Development

The developed simulation environment provides a generic platform for the future

demonstration of mission planning algorithms on drone delivery cases. The envi-

ronment is modular so that the drone operators and the energy model can be easily

shifted as required. Other additional modules can also be potentially plugged in

when necessary.

A simulation model for multi-drone delivery has been established for the purpose of

training and validating the proposed approaches, which include recharging services

and pickup-delivery precedence constraints. Parameters settings are shown in Table

4.4 and Table 4.5. Energy cost simulation models are also plugged in as a changeable

module.

Two simulation models for drone energy cost have been established for the purpose

of verification and validation. Both take account of wind conditions and payload
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weights. One is based upon the analytic model proposed in [185]. It is computa-

tionally efficient and thus used in the training progress of the DRL planner. The

other is built on the TCN deep drone power model[210], featuring higher precision.

It emulates the energy changes observed in the real environment and is used to

generate datasets to train and update the MDN model of energy consumption.

5.2 Accomplishments Toward Objectives

• Enhancing the robustness of mission planning solutions against un-

certainties

The robustness of the multi-UAV mission algorithm has been enhanced from

the perspective of task coordination and route planning.

In Chapter 2, the robustness of task coordination is enhanced with the pro-

posed auction-based strategies via optimizing the priori expectation of the

score function in consideration of uncertainties. A new score function is for-

mulated based upon the value function of MDPs, which takes account of un-

certainties and all possible permutations of task orders, eliminating the perfor-

mance loss with respect to the discrepancies between the planning and stochas-

tic real world. Simulation results support the theoretical analysis, where the

proposed method experiences much less performance degradation after intro-

ducing the stochastic drone flight speed, compared to the CBBA algorithm,

as shown in Table 2.7 and Table 2.9.

In Chapter 3, the robustness of the drone delivery planning algorithm is further

enhanced against stochastic wind conditions. The wind effect is identified as

one of the most influential factors and modelled into a stochastic drone energy

consumption model. A DRL planner is then proposed to handle the drone

delivery in the presence of winds via casting it into an MDP. The robustness

of solutions is demonstrated in the presence of stochastic winds, where the

DRL planner shows a more stable performance with windier scenarios, as

demonstrated in Table 3.5.

• Reducing the computational complexity of mission planning algo-

rithm

In Chapter 2, the computational complexity for solving decentralized multi-

agent stochastic planning is reduced from NEXP-hard to P-complete via de-

composing the multi-agent MDPs into a series of weakly-coupled task-constrained



120 Overall Discussion

MDPs. The task dependency due to an exclusive allocation constraint is

despatched from MMDPs, forming the specific task-constrained MDPs. The

multi-agent stochastic planning problem is then decomposed into two sub-

problems with the aim of finding the task allocation and the optimal policy

sequentially. It degrades the multi-agent MDP into a set of parallel single-

agent MDPs, reducing the computational complexity from NEXP-hard to P-

complete.

• Developing an efficient decision-making algorithm for UAV operat-

ing with recharging stations

The drone decision-making in consideration of recharging is handled in Chap-

ter 3 by formulating a DDP-R problem and proposing a novel AM-E model

to solve it. DDP-R is a specific variant of the VRP, describing the pickup and

delivery problem in the presence of recharging facilities. AM-E enhances the

description ability of the attention model to handle the increased heterogene-

ity caused by recharging nodes. Adjacent edge information is incorporated

via a series of edge-enhanced dot-product attention layers. Validation results

demonstrate the superior performance of AM-E compared to the origin model,

as shown in Table 3.3 and Figure 3.9. The efficiency of the proposed method is

also demonstrated via simulations, as shown in Table 3.4, where the solution

generation time is always within 1 second.

• Constructing the efficient energy-aware planning method for multi-

UAV systems

An energy-aware planning framework is established in Chapter 4, featuring

functions of energy cost prediction, risk assessment, and performance enhance-

ment for route planners. A MDN model is established for efficiently predicting

a future energy cost statistical model, enabling efficient energy-aware planning

without disregarding the stochastic factors from the real world. The effective-

ness of the proposed planning framework is demonstrated in the context of

drone deliveries, reducing the objective cost by 23% and 31% respectively for

stochastic and deterministic cases in comparison with the stand-alone DRL

planner, as shown in Table ?? and Table ??.
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5.3 Benefits to the Real World

Society and the economy will benefit from a higher quality of services and a more

reliable operation of multi-UAV systems when incorporated with the proposed ro-

bust mission planning algorithm. Specifically, when the drone flight speed has a

variance of 3m/s, using the newly formulated score function can increase the overall

reward by 24%, compared to the original CBBA. With the average wind speed of

5m/s, using the integrated energy-aware planning algorithm, the overall cost func-

tion is reduced by 23% compared to the stand-alone planner. These optimized

metrics indicate a reduction in waiting time, an increase in task accomplishment

rate, and a saving of energy consumption. Regarding risk management, the pro-

posed energy-aware planning framework enables risk regulation and generates more

reliable solutions subject to a predefined risk threshold. That helps the authorities

to assess the safety of flights above urban areas, mitigating the safety concerns of

civil residents.

Meanwhile, the electric-driven UAV systems provide an environmentally friendly so-

lution for many civil applications by making the overall system cleaner and quieter.

The drone delivery system enables zero-carbon-emission air transport and mitigates

road congestion. The proposed mission planning system further minimizes the im-

pact of the system on climate and the environment by optimizing the objective

regarding total energy consumption. Moreover, the decentralized implementation of

mission planning systems provides a resource-efficient solution, which makes full use

of the onboard processing capability, saving the cost of deploying massive ground

infrastructures.

5.4 Gaps from the Real-World Implementation

This study has included practical scenarios such as uncertain energy consumption

in the presence of winds, recharging services during the mission execution, and

asynchronized and decentralized intra-group task coordination. Nevertheless, there

are still gaps in implementing the proposed algorithms in the real world

1. Communication latency and package loss.

The study herein is conducted under the assumption of ideal communication

conditions, which, however, is not always true in the real world. High latency
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and package loss may exist in drone communications as a consequence of net-

work congestion, bandwidth limitation and weak signals. It can significantly

affect timely decision-making and effective allocation of resources in mission

planning by diverging the local situational awareness through a time gap.

Developing mission planning algorithms that consider partial observation is

an alternative mitigation for this issue. Partial observation features a lim-

ited amount of communication with neighbours so that guarantees efficiency.

However, it poses challenges to the convergence and performance of the plan-

ning, as partial observability will introduce non-stationarity and extra distur-

bances into multi-agent decision-making. Second, optimizing the communica-

tion topology to enable low latency is another subject that has been pursued

in multi-UAV decision-making. Predictive models and algorithms are used to

anticipate the future positions and intentions of other UAVs, enabling more

proactive decision-making and navigation.

2. Limited capability in handling highly dynamic events.

The proposed task coordination strategy is still based upon the basic frame-

work of the CBBA algorithm, which involves several iterations between the

bundle construction phase and the conflict resolution phase before arriving

at the final consensus throughout the network. This indicates that the coor-

dination process is not efficient for dynamic events, e.g., a breakdown of the

drone or the arrival of a new request, especially for large-scale scenarios. Thus,

the method might not be applicable for rapid-changing environments, as the

rapid-changing environment demands a quick re-planning ability of the task

coordination method.

From this perspective, the decision-making node is expected to perform in a

more independent way, where others’ behaviours can be inferred beforehand,

instead of solely depending on communications for coordination. This could

benefit less iteration for consensus, facilitating a quicker re-planning loop.

MARL algorithms, either with independent learners or using a centralized

training and decentralized execution framework, are a promising solution for

handling dynamic mission scenarios.

3. Adaptability to real-world cases with complex geo-features.

All demonstrations in this thesis are conducted using a simulation environ-

ment, where the locations of tasks and the deployment of recharging facilities

are randomly generated inside a square of a mission area. While this random
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setting aims for a certain level of adaptability on different mission profiles, it

might lack the ability to handle more problem-specific issues, e.g., geo-fences

or non-fly zones.

Future investigation is desirable to consider more problem-specific simulation

settings, to move the research closer to the real-world implementation. We ex-

pect to employ higher-fidelity simulation models for network training and val-

idation. The refined simulation model will utilize Unreal Engine, Cesium, and

AirSim models to establish and integrate high-resolution environment models,

UAV models, and UTM services to provide a trustworthy solution for multi-

UAV mission planning.

5.5 New Insights from the Research

We obtained some additional experience and highlighted some comments when doing

this research.

An evaluation of the UAV group size for a given mission profile is beneficial prior to

implementing the mission planning algorithm. During simulations, we found that

the capability of a group of fixed-number UAVs might be insufficient for a larger-size

mission profile. It results in many tasks left unfinished, especially with time-window

restrictions. On the other hand, sending too many drones than it is needed causes

a waste of resources. It is beneficial to estimate the most suitable group of UAVs

given a mission configuration. However, there is a lack of investigation in the existing

knowledge body regarding the choices of the UAV group size, thus we identify this

research as a great help as a preliminary study to the mission planning algorithm

development.

Simulation-based optimization techniques have great potential in enhancing the so-

lution quality and robustness of AI approaches. Robustness has always been one of

the greatest concerns in applying AI techniques. To that end, there have been many

attempts focusing on modifying the neural networks, e.g., using Long Short-Term

Memory networks. However, Despite the considerable progress they have made, the

neural network has an inherent limitation due to the approximate property, and the

resultant benefit from a sophisticated design sometimes is even less significant than

simply adding a sample decoding scheme, as shown in [226]. In this sense, taking

advantage of the idea of sim-heuristic approaches, the simulation-based optimiza-

tion approaches can be used to generate future actions with AI planners, enabling
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an evaluation of the further performance of the solution candidate. However, this

proposition is basically model-based, and thus its good performance requires a well-

designed simulator.
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Conclusion and Future work

6.1 Conclusion

This thesis investigates the mission planning problem for the multiple-UAV system

under a dynamic and stochastic environment. In the thesis, a robust task coordi-

nation strategy, an efficient DRL planner and an energy-aware planning framework

are proposed, which has improved upon the current state-of-the-arts and achieved

the following objectives: (1) Enhancing the robustness of mission planning solu-

tions against uncertainties; (2) Reducing the computational complexity of mission

planning algorithms; (3) Developing an efficient decision-making algorithm for UAV

operating with recharging stations; (4) Constructing the efficient energy-aware plan-

ning method for multi-UAV systems. The proposed mission planning scheme follows

a two-tier hierarchical architecture (i.e., task coordination and individual planning)

and enables the incorporation of energy awareness in the decision-making. Con-

clusions regarding these three progressions in the development are highlighted as

follows.

Firstly, in Chapter 2, we present two decentralized auction-based task allocation

approaches for multi-agent systems while considering the possible operation uncer-

tainties. Through casting the problem as task-constrained MDPs, the task depen-

dency due to an exclusive constraint is detached from M-MDPs and then resolved by

adopting the auction-based coordination method. For these multi-agent stochastic

planning problems, the suggested technique resolves the trade-off concern between

computational tractability and solution quality. Further, this algorithm is proven to

be convergent and can reach a posterior optimality guarantee of at least 50% with
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submodular reward functions. The second algorithm, namely Deep Auction, is an

approximate variant of the first suggested auction-based coordination system that

includes two neural network approximators to facilitate large-scale implementations.

By theoretical analysis, these two proposed algorithms achieve more robustness and

less computing complexity, compared to the original CBBA with respect to the

score function calculation and to the centralized MARL in terms of the problem

dimensions. Finally, a case study of drone delivery with time windows is studied.

The simulation results demonstrate the theoretical benefits of the recommended

methodologies.

In Chapter 3, a new variant of the vehicle routing problem has been investigated

with extra considerations of recharging operations and the effect of varying winds.

To address the delivery problem efficiently, a DRL-based method with an AM-E

network model has been presented and demonstrated with high-quality solutions.

AM-E model is composed of a novel edge-enhanced dot-product attention layer

via merging edge features into the information propagation, offering the network a

stronger ability to describe the complex relationship among heterogeneous nodes. To

validate, we have built a simulated environment with a stochastic energy consump-

tion model under varying winds to imitate real-world delivery scenarios, in which

the energy-constrained UAV could be recharged in the middle of mission execution.

With the designed masking policy and reward function, the AM-E model has been

trained and evaluated via the simulated environment. Results showed the AM-E is

fast, robust and has better scalability compared to three baseline heuristic methods

and a state-of-the-art deep learning model.

In Chapter 4, an Energy-aware Planning Framework (EaPF) is proposed, which con-

sists of an energy predictive model, a route optimizer and a risk assessment module.

The energy predictive model adopts statistical techniques. Rather than doing te-

dious and time-consuming sampling, a Mixture Density Network (MDN) model is

trained to estimate the energy distribution with respect to the winds and payload

weight. It firstly facilitates a DRL route optimizer by employing a novel Model-based

Multi-Sampling route construction strategy, secondly enables the establishment of

a risk-aware metric to account for the possible task lateness and battery depletion

into the solution evaluation. Finally, we demonstrate the performance of the EaPF

via a drone delivery case study, where the MDN model and DRL route optimizer

are also validated. The results have shown that by incorporating EaPF, the DRL

planner produces more reliable and robust solutions, reducing the objective cost by

23% and 31% respectively for stochastic and deterministic cases in comparison with
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the stand-alone DRL planner using the Greedy decoding strategy.

6.2 Future Work

For future investigation, the current research could be extended from the following

three aspects.

First, though numerical simulations herein are delicately designed for training and

validation, more empirical data still benefits the technology consolidation, making it

even closer to real-world scenarios. It would be desirable to gather more experimen-

tal data or construct finer environments using micro-simulation or discrete-event

simulation to train the networks and validate them in more realistic scenarios.

Second, while focusing on the robustness against stochastic operations, this paper

did not fully explore the performance of proposed technologies in handling dynamic

events, such as a breakdown of drones and arrival of new requests. Rapid-changing

lists of pending tasks might pose challenges demanding a quick replanning ability

of the coordination method. Recent work on multi-target tracking [60] predicts

neighbours’ bids before the coordination. This could be borrowed to reduce the

iterations for consensus, facilitating a quicker replanning loop.

Third, the scope of this thesis is mostly around intra-group cooperation focusing on

the middle layer of the hierarchical architecture of mission planning. However, it

is worthwhile extending the current investigation to include the interplay analysis

with the higher layer of cloud and the lower layer of executives, as it would provide

insight into systematic behaviours and facilitate the development of decision-making

algorithms with stronger robustness.
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task allocation in multi-robot systems. The International journal of robotics
research, 23(9):939–954, 2004.

[92] Rainer E. Burkard, Mauro Dell’Amico, and Silvano Martello. Assignment
problems. In IFIP Congress: Fundamentals - Foundations of Computer Sci-
ence, 1998.

[93] Alaa Khamis, Ahmed Hussein, and Ahmed Elmogy. Multi-robot task alloca-
tion: A review of the state-of-the-art. Cooperative robots and sensor networks
2015, pages 31–51, 2015.

[94] Han-Lim Choi, Luc Brunet, and Jonathan P How. Consensus-based decen-
tralized auctions for robust task allocation. IEEE transactions on robotics,
25(4):912–926, 2009.

[95] Hyo-Sang Shin, Teng Li, Hae-In Lee, and Antonios Tsourdos. Sample
greedy based task allocation for multiple robot systems. Swarm Intelligence,
16(3):233–260, 2022.

[96] Sameera S Ponda. Robust distributed planning strategies for autonomous multi-
agent teams. PhD thesis, Massachusetts Institute of Technology, 2012.

[97] Luke Johnson, Han-Lim Choi, Sameera Ponda, and Jonathan P How. Allow-
ing non-submodular score functions in distributed task allocation. In 2012
IEEE 51st IEEE Conference on Decision and Control (CDC), pages 4702–
4708. IEEE, 2012.



REFERENCES 137

[98] Ruifan Liu, Minguk Seo, Binbin Yan, and Antonios Tsourdos. Decentralized
task allocation for multiple uavs with task execution uncertainties. In 2020
International Conference on Unmanned Aircraft Systems (ICUAS), pages 271–
278. IEEE, 2020.

[99] Xiaowei Fu, Hui Wang, Bin Li, and Xiaoguang Gao. An efficient sampling-
based algorithms using active learning and manifold learning for multiple un-
manned aerial vehicle task allocation under uncertainty. Sensors, 18(8):2645,
2018.

[100] Christian Blum and Andrea Roli. Metaheuristics in combinatorial optimiza-
tion: Overview and conceptual comparison. ACM computing surveys (CSUR),
35(3):268–308, 2003.

[101] Helena Ramalhinho Lourenço, Olivier C Martin, and Thomas Stützle. Iterated
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Jerzy Światek, Leszek Borzemski, and Zofia Wilimowska, editors, Information
Systems Architecture and Technology: Proceedings of 39th International Con-
ference on Information Systems Architecture and Technology – ISAT 2018,
pages 228–238, Cham, 2019. Springer International Publishing.

[202] Nicolas Bono Rossello, Renzo Fabrizio Carpio, Andrea Gasparri, and
Emanuele Garone. Information-driven path planning for uav with limited
autonomy in large-scale field monitoring. IEEE Transactions on Automation
Science and Engineering, pages 1–11, 2021.

[203] Yongyong Wei and Rong Zheng. Informative path planning for mobile sensing
with reinforcement learning. Proceedings - IEEE INFOCOM, 2020-July:864–
873, 2020.

[204] Zhilong Liu, Raja Sengupta, and Alex Kurzhanskiy. A power consumption
model for multi-rotor small unmanned aircraft systems. 2017 International
Conference on Unmanned Aircraft Systems, ICUAS 2017, pages 310–315,
2017.

[205] Joshuah K. Stolaroff, Constantine Samaras, Emma R. O’Neill, Alia Lubers,
Alexandra S. Mitchell, and Daniel Ceperley. Energy use and life cycle green-
house gas emissions of drones for commercial package delivery. Nature Com-
munications, 9(1):1–13, 2018.

[206] Jack W. Langelaan, Sven Schmitz, Jose Palacios, and Ralph D. Lorenz. Ener-
getics of rotary-wing exploration of Titan. IEEE Aerospace Conference Pro-
ceedings, 2017.

[207] Thomas Kirschstein. Comparison of energy demands of drone-based and
ground-based parcel delivery services. Transportation Research Part D: Trans-
port and Environment, 78(December 2019):102209, 2020.

[208] Alex S. Prasetia, Rong Jong Wai, Yi Lun Wen, and Yu Kai Wang. Mission-
based energy consumption prediction of multirotor uav. IEEE Access, 7:33055–
33063, 2019.

[209] Ty Nguyen and Tsz Chiu Au. Extending the range of delivery drones by
exploratory learning of energy models. Proceedings of the International Joint
Conference on Autonomous Agents and Multiagent Systems, AAMAS, 3:1658–
1660, 2017.



146 REFERENCES

[210] Arnav Choudhry, Brady Moon, Jay Patrikar, Constantine Samaras, and Se-
bastian Scherer. CVaR-based Flight Energy Risk Assessment for Multirotor
UAVs using a Deep Energy Model. 2021.

[211] Thiago A. Rodrigues, Jay Patrikar, Arnav Choudhry, Jacob Feldgoise, Vaib-
hav Arcot, Aradhana Gahlaut, Sophia Lau, Brady Moon, Bastian Wagner,
H. Scott Matthews, Sebastian Scherer, and Constantine Samaras. In-flight
positional and energy use data set of a DJI Matrice 100 quadcopter for small
package delivery. Scientific Data, 8(1):6–13, 2021.

[212] Jianfa Wu, Honglun Wang, Yu Huang, Zikang Su, and Menghua Zhang. En-
ergy management strategy for solar-powered uav long-endurance target track-
ing. IEEE Transactions on Aerospace and Electronic Systems, 55(4):1878–
1891, 2018.

[213] Mason Thammawichai, Sujit P Baliyarasimhuni, Eric C Kerrigan, and Joao B
Sousa. Optimizing communication and computation for multi-uav informa-
tion gathering applications. IEEE Transactions on Aerospace and Electronic
Systems, 54(2):601–615, 2017.

[214] Uihwan Choi, Chaehwan Moon, and Jaemyung Ahn. Energy minimization
of dynamic multi-uav communication network for cooperative multi-hop data
gathering. IEEE Transactions on Aerospace and Electronic Systems, 2022.

[215] Amila Thibbotuwawa, Grzegorz Bocewicz, Peter Nielsen, and Banaszak Zbig-
niew. Planning deliveries with uav routing under weather forecast and energy
consumption constraints. IFAC-PapersOnLine, 52(13):820–825, 2019.

[216] R Tyrrell Rockafellar, Stanislav Uryasev, et al. Optimization of conditional
value-at-risk. Journal of risk, 2:21–42, 2000.

[217] Hoong Chuin Lau, William Yeoh, Pradeep Varakantham, Duc Thien Nguyen,
and Huaxing Chen. Dynamic stochastic orienteering problems for risk-aware
applications. Uncertainty in Artificial Intelligence - Proceedings of the 28th
Conference, UAI 2012, pages 448–458, 2012.

[218] Angel A. Juan, Javier Faulin, Scott E. Grasman, Markus Rabe, and Gonçalo
Figueira. A review of simheuristics: Extending metaheuristics to deal with
stochastic combinatorial optimization problems. Operations Research Per-
spectives, 2:62–72, 2015.

[219] D. E. Mazzuco, A. M. Carreirão Danielli, D. L. Oliveira, P. P.P. Santos, M. M.
Pereira, L. C. Coelho, and E. M. Frazzon. A concept for simulation-based
optimization in Vehicle Routing Problems. IFAC-PapersOnLine, 51(11):1720–
1725, 2018.

[220] Thomas Mayer, Tobias Uhlig, and Oliver Rose. An open-source discrete event
simulator for rich vehicle routing problems. IEEE Conference on Intelligent
Transportation Systems, Proceedings, ITSC, pages 1305–1310, 2016.



References 147

[221] Edward Farhan, Mohammed and Gohre, Brett and Junprung. Reinforcement
learning in anylogic simulation models: a guiding example using pathmind.
2020 Winter Simulation Conference (WSC), 4(5):3212—-3223, 2020.

[222] Markus Rabe, Felix Dross, and Alexander Wuttke. Combining a Discrete-event
Simulation Model of a Logistics Network with Deep Reinforcement Learning.
pages 765–774, 2017.

[223] James J.Q. Yu and Albert Y.S. Lam. Autonomous Vehicle Logistic System:
Joint Routing and Charging Strategy. IEEE Transactions on Intelligent Trans-
portation Systems, 19(7):2175–2187, 2018.

[224] Andrew R. Runnalls. Kullback-Leibler approach to Gaussian mixture reduc-
tion. IEEE Transactions on Aerospace and Electronic Systems, 43(3):989–999,
2007.

[225] Gary L Johnson. Wind energy systems. Citeseer, 1985.

[226] Ruifan Liu, Hyo-Sang Shin, Minguk Seo, and Antonios Tsourdos. Delivery
route planning for unmanned aerial system in presence of recharging stations.
In AIAA AVIATION 2022 Forum, page 4028, 2022.



148 References


