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Temporal-Augmented Observation for Navigation of Unmanned Aerial
Vehicles: a Recurrent Reinforcement Learning Architecture

Gabriele Gemignani, Adolfo Perrusquia, Antonios Tsourdos, Lorenzo Pollini

Abstract— In aerial robotics, data-driven Reinforcement Learn-
ing (RL) approaches have proven highly effective for obsta-
cle avoidance and goal-directed navigation, especially when
operating on high-dimensional sensor data that provide only
partial, local information about the environment. Such lim-
ited observability, combined with irregularly shaped obstacles,
poses significant challenges for reactive control policies that
rely solely on instantaneous observations. To address these
issues, this paper introduces a Twin Deep Deterministic Pol-
icy Gradient (TD3)-based algorithm that leverages explicit
Temporal Augmentation of the Observation space (TAO-TD3).
The proposed method preserves the simplicity of the original
TD3 framework by augmenting the observation with a short
history of past states and incorporating a lightweight recur-
rent network, without requiring changes to the TD3 training
paradigm. Extensive simulations across diverse environmental
topographies and irregular obstacle shapes demonstrate that
the proposed approach nearly halves the collision rate and
improves overall navigation success compared to feedforward
RL-based architectures.

I. INTRODUCTION

The navigation of Unmanned Aerial Vehicles (UAVs) to-
wards a known target through obstacle-dense environments
is a key problem of interest across various sectors of the
automation industry. Several challenges still need to be
tackled before reliably and efficiently deploying navigation
systems in real-world UAV applications; above all, we
mention strict onboard payload, limited knowledge of the
surrounding environment, deadlocks caused by local minima
or irregularly-shaped obstacles, and scarcity or degradation
of sensory data (e.g., GPS-denied indoor scenarios).

Classical global planning algorithms such as A* and Dijkstra
rely on discrete map representations and strong assump-
tions on environmental knowledge, which limit their stan-
dalone applicability in modern UAV navigation [1]. Recent
works therefore combine them with numerical optimiza-
tion techniques to enhance model constraints [2]. However,
optimization-based methods, including Particle Swarm Opti-
mization [3], still pose significant computational challenges
for onboard deployment, especially in large-scale environ-
ments. Lightweight approaches like Artificial Potential Fields
(APF) have shown effectiveness in handling dynamic obsta-
cles and local minima [4], [5], but they strongly depend on
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a priori map information. This assumption becomes fragile
in scenarios with frequent reconfigurations, where obstacles
are carried around (e.g., packages in a warehouse) and the
navigation system requires manual re-tuning.

To overcome the reliance on explicit environment modeling,
learning-based, model-free Reinforcement Learning (RL) has
emerged as a promising alternative for UAV navigation in
obstacle-dense environments [6]. RL maps raw sensor data
directly into control commands, enabling adaptive navigation
without requiring a predefined map. Such an approach has
been successfully applied both to navigation on discrete
representations [7]—-[9] and to end-to-end control in continu-
ous state and action spaces [10]-[14]. Extensions of these
methods further address three-dimensional navigation [9],
[10] and dynamic environments, including teammates and
moving targets [15], [16].

Most works equip UAVs with perceptive, obstacle-aware
observations to enable adaptive navigation in dynamic en-
vironments. The simplest perception model augments the
observation vector with distances to nearby obstacles [14],
[17], which clearly struggles with complex geometries. An-
other approach uses cameras to extract visual features of
the environment [12], [13]; this typically relies on Convo-
lutional Neural Networks (CNNs), which are nevertheless
computationally demanding at run-time. Finally, raw distance
measurements from sensors such as multi-beam rangefinders
are simulated with varying degrees of accuracy [10], [15];
this approach is much more lightweight and, as shown
in [16], a rangefinder-based RL navigation policy can be
successfully deployed in real-world scenarios.

Neural architecture is critical for UAV navigation under par-
tial observability and complex obstacle topologies. Several
works introduced memory and temporal processing into the
policy to help the agent integrate information over time
and mitigate issues such as local minima and “infinite-loop”
behaviors in cluttered environments. Recurrent models based
on Long Short-Term Memory (LSTM) networks [12], [18],
[19] and partially observable deep-Q-learning [20] have been
explored. Closely related to our work, Zhang et al. [21]
employ an LSTM-based architecture for real-time UAV path
planning in a rangefinder-based continuous path-planning
problem, and confirm the benefit of recurrent models in
capturing temporal dependencies. More recently, attention-
and transformer-based architectures, which can selectively
focus on salient spatial and temporal features, have been
investigated to handle long-range dependencies in partially
observable RL navigation tasks [22]-[24]. Taken together,
these studies show that temporal modeling is increasingly im-
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portant for UAV navigation. However, unlike our approach,
they do not explicitly represent the input as a temporally
augmented observation, nor do they integrate such memory
into a deterministic actor-critic framework such as TD3.
This manuscript addresses the problem of goal-oriented
UAV navigation with rangefinder-based perception to provide
obstacle-awareness to rapidly changing maps. Building upon
this environment, our main contribution lies in the training
framework: we propose a recurrent-style neural network
featuring a Temporally-Augmented Observation and trained
based on the TD3 algorithm (TAO-TD3) [25], already used
in the RL community for continuous navigation [10]. We
employ the mechanism of memory in our actor-critic archi-
tecture, as investigated similarly by other works [16], but
differently introduce an augmented observation that feeds a
sequence of past observations to the actor network, requiring
minimum change to the algorithm. Moreover, unlike similar
works that approximate obstacles with simple convex shapes
(e.g., circles) [21], [24], our navigation scenario includes
generic polygonal obstacles, increasing realism and further
exacerbating local-minima phenomena that commonly arise
in reactive navigation.

The rest of the article is organized such that: in Section II
we formulate the UAV navigation problem; in Section III
we describe our neural architecture proposal; in Section IV
we present the numerical simulations and in Section V we
conclude with findings of this study and future works.

II. UAV NAVIGATION PROBLEM FORMULATION
A. Physical Scenario

We consider a 2D continuous map of size L. While the work
we present can be extended to non-squared maps without loss
of generality, the planar model hypothesis is, to the authors’
opinion, reasonable when employing UAVs, as commonly
assumed for instance in coverage and inspection problems
[26]. Let p = (x,y) and p* = (z*,y*) be the positions
on the map respectively of the UAV agent and of the target
point. Also, denote as € the UAV’s yaw angle taken w.r.t. the
inertial reference frame. We model the UAV planar motion
as a unicycle-like discrete kinematics with control inputs the
linear and angular velocity, v and w:

Th41 = Tk + ATy, cos 0y,
. {0 <wu <
with

Yrt+1 = Yk + ATy sin O, (1)

v
—w <wr <w
9k+1 :6k+Aka ==

Here, AT is the control sampling time, and the inputs are
saturated. The objective is to generate control sequences that
steer the UAV from a randomly initialized position pg to the
target in minimum time while avoiding obstacles along the
path.

B. Obstacle Generation

Obstacles are generated at the beginning of each scenario and
remain static during the UAV navigation. Two environment
parameters define the obstacle density: g, the fraction of the
map area occupied by obstacles, and Z, the total number

of obstacles. The area of each obstacle is hence sampled
randomly ensuring the total obstacle area is oL>.

Obstacles can be either circular or irregular polygons. The
latter are obtained by radially perturbing a nominal circle: a
set of vertices is placed uniformly around a center point,
and each vertex’s radial distance is randomly varied to
produce irregular, star-shaped geometries. Obstacles are then
positioned on the map by uniformly sampling their centers.
Any obstacle whose footprint overlaps with the UAV’s initial
or target location is discarded and resampled.

C. Perception Model

Aside from global information on the target localization, the
UAV receives feedback on its surroundings through a multi-
beam range sensor. This allows to cope with obstacles of
diverse locations and geometries.

1) Global Perception: The global observation vector at
discrete time k, of, is computed given the absolute positions
of the agent and the target:

of = |di/L, (cosuy +1)/2, (sindfy +1)/2) @)

with the euclidean distance d and the heading angle ¢ simply
computed from planar geometry:

di, = [[pr — P*ll2, ¥x = atan2(y” —yx, 2" — ) — O
The algebraic manipulations carried out in (2) seek to nor-
malize the quantities between 0 and 1.

2) Local Perception: Our 2D rangefinder sensor model
resembles, for instance, the ones in [10], [24] (Fig. 1).
The number of rangefinder beams N are symmetrically

distributed and equally spaced in the angular range [0} —
©, 0 + ], around the yaw angle. Each rangefinder beam

H

Fig. 1: Local Range measurement Model. Illustrative
example with parameters N, B, ¢ different from the ones
used in Sec.IV. Three sub-groups of rangefinder beams
(highlighted in different colors) are shown within the full
field of view 2¢ (light-blue region). Solid beams represent
the reduced observation obtained by taking the minimum
range within each group, whereas the remaining beams
(dotted) are discarded.



measures:

i {s if beam ¢ intercepts no obstacles 3)

distance + N (0, %) otherwise

where 5 is the maximum range of the sensor and o is the
standard deviation of a zero-mean noise, inserted to enhance
the realism of the sensor’s model. Instead of using an N-
dimensional observation vector containing all beam measure-
ments, we employ a method to compress the feedback. This
reduces the network size and facilitates training convergence,
while preserving the most relevant information. Let B be a
design parameter that represents the number of sub-groups
equally splitting the whole rangefinder data. Then, for each
group, we only keep the most informative beam, which is
the minimum distance from an obstacle:

1° = min{sC-VO/BIFL L NBIL T h =1, B (4)
These B quantities form the local observation vector, which
is again normalized between 0 and 1 by dividing for the
maximum range distance:

o) = [14/5, ..

The navigation policy, in our case an RL-trained neural
network, receives as input the observation vector o =
[of, of] and outputs the control uy, = [vj, wy].

el (5)

D. Reward Function

RL algorithms train a neural network optimizing the sum of
discounted rewards obtained by the agent along its trajectory
[6]. The reward function 7 (0k, uy) must therefore reflect
the objective of the problem; for our case study, we designed
it as follows:

100 goal reached )
. — scenario ends
. — —100 obs. or walls hit (6)
o T (mi )
min
k— M - 1=b=B Uk , otherwise

2 2

with the function I which introduces a proximity penalty for
obstacles within a threshold of 1 meter, namely:

I'(c) = max(1 —¢, 0) 7

The penalty increases the closer the UAV gets to an ob-
stacle. The first two cases in (6) represent strong, sparse
rewards corresponding to task success or failure, ensuring
that reaching the goal or colliding with an obstacle dominates
the overall reward. They also determine termination of the
current scenario, a.k.a. episode. The third case encourages
desirable behavior during normal operation: i) The lin-
ear velocity term vy incentivizes faster motion, promoting
shorter task duration. ii) The angular velocity penalty |wy|/2
discourages sharp turns, encouraging smoother trajectories.
iii) The proximity penalty I" described in (7) encourages safe
around-the-target motion.

III. TEMPORALLY-AUGMENTED TD3 ARCHITECTURE
A. Augmented Observation and Actor-critic Architecture

We define a Temporally-Augmented Observation (TAO) vec-
tor using a First-In-First-Out (FIFO) queue of fixed length H.
At the start of each training episode, the queue is initialized
with H copies of the initial observation. At each subsequent
time step, the newest observation is appended to the back
of the queue, and the oldest entry is removed. The TAO oy
is obtained by vertically stacking (notation [-;]) the H past
observation vectors:

or = [0k—m+15 -..; of] € RFXIel 8

with |o| = 3 4+ B following (2) and (5). At this point, the
TAO is fed to both actor and critic, whose architecture is
schematically illustrated in Figure 2. The actor and critic
networks share a recurrent feature extraction backbone. The
TAO is first processed by a feedforward feature extractor
applied independently at each row of 0y, namely each state
of the queue from k — H + 1 to k. The resulting temporal
feature sequence is then passed to a single LSTM layer,
which models temporal correlations across the observation
history. Only the final hidden state of the recurrent module
is retained, providing a compact representation of the recent
trajectory. In the actor network, this temporal embedding is
mapped to the control action through a feedforward head
and a hyperbolic tangent activation to scale the outputs in
the [—1, 1] range. Since the policy is deterministic, namely
the actor outputs directly the control variables, an external
noise is added to account for exploration of new policies
during training, as standard practice in RL algorithms [6].
Finally, before being applied to the navigation environment,
the control is scaled to match the kinematics given by (1).
On the critic side, instead, the LSTM'’s last hidden state is
fed to two head networks responsible for estimating the Q-
functions of the TD3 training algorithm.

B. TD3 Training Framework

At each episode step, transitions of the form
(Ok,uk, Tk, O0r+1) are stored in a replay buffer and, at
the end of the episode, a TD3 training is carried out using
randomly sampled mini-batches. This represents the only
difference from the classical TD3 training scheme: a list of
observations O, is stored and subsequently used as training
batch rather than a single observation vector oy.

Compared to standard Deep Deterministic Policy Gradient,
TD3 improves training stability by employing a double critic
architecture [25]: let Q4, denote the two critic networks (j =
1,2) parametrized by weights ¢;. Each critic is trained by
minimizing the squared Bellman error:

L5 (¢5) = E[(Qg, (0k, ur) — yk)?] , ©)
Yk =1k + 73211% Qe (Ok41, T/ (Ok41) +€) (10)

with € a clipped white noise and ~y the discount factor.
The actor 7 is unique, parametrized by weights ¢, and is
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Fig. 2: TAO-TD3 actor and critic networks. The TAO input is applied independently to each row (H entries) and processed
through a feedforward network to have H temporal features describing the agent’s past trajectory. These pass through an
LSTM layer, whose last hidden state provides a compact representation of the trajectory history. This representation is
subsequently fed into both the actor and the critic networks, with the critic additionally receiving the policy output. The
sizes of the feedforward and recurrent modules reported in parentheses correspond to our implementation. LeakyReLU is

used all over as non-linear activation.

optimized to maximize the first critic value:

Eactor(c) — E[Qm (()k, W((ak))] an

In TD3, the actor is updated less frequently than the critics
to further improve training stability. At the end of the
training loop, target networks (¢, (") are updated through
standard soft updates with rate 7, ensuring stable temporal
propagation of value estimates:

¢ — 1o + (1 — 1)), C—1¢+0-7)¢. (12
IV. NUMERICAL RESULTS

A. Simulations Setting

We validated our TAO-TD3 algorithm for 2D UAV navi-
gation in an environment defined as follows. We took a
map of size 10 m and, accordingly, a maximum linear and
angular velocity in norm equal to 0.5 m/s and 1 s~'. The
sampling time of the algorithm is chosen as AT = 0.3 s.
For the obstacles, we set the following parameters: Z = 8§,
o = 0.2, since the resulting scenario is mildly dense of
obstacles of different shapes. As regards the rangefinder,
we opted for N = 180, 5 = 7T m, ¢ = 7/2 and o°
= 0.08. The number of groups in which the rangefinder
beams are divided is B = 20. Interestingly, this reduces the
observation space dimension from 183 to 23, namely the 20
range measurements in (4) plus the three quantities in (2).

From an algorithmic perspective, after some trial-and-error,
we found that the number of past observations to store which
yields a boost in performance is around H = 20. The
performance is compared with feedforward baselines, namely
architectures like Fig.2 but without the LSTM module and
with non-augmented, classical environment observation. In

particular, we chose TD3 [25] and Soft-Actor-Critic (SAC)
[27], respectively a deterministic and stochastic policy in
the field of continuous RL. For an honest comparison, we
used the same set of common hyperparameters, plus some
extra fine-tuned ad-method hyperparameters (Table I). Both
training and simulation campaigns were run on NVIDIA
A100 GPU with 80 Gb of RAM.

B. Training Performance

During training, we evaluated the network on environments
with the same parameters but varying obstacle configurations
and initial conditions. Every 50 training episodes, we ran 50
evaluation episodes and recorded key metrics. Fig. 3 shows
the fraction of episodes ending in collision and the aver-
age episodic reward. The TAO-TD3 approach outperforms
feedforward baseline architectures on both metrics, although
learning progresses slightly slower due to the larger network
size. Overall, the recurrent TAO architecture improves colli-
sion avoidance and better aligns with the objectives encoded

TABLE I: Training Hyperparameters

Actor/Critic Learning rate le-4

Batch size 64

Buffer size Se4

Critic updates per episode 10

Actor updates per episode 5

Discount factor v 0.99

Soft update T 0.005
Temperature Learning rate (SAC) le-4

Policy noise € (TD3/TAO-TD3) | clip(A/(0, 0.15), —0.5,0.5)
Std Clipping (SAC) le-3
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Fig. 3: Training trend across all algorithms. The more solid
line is a 10-point moving average of the raw data, these
represented as more transparent color.

in the reward. In contrast, no significant differences were
observed between the deterministic TD3 and the stochastic
SAC policies.

C. Policy Evaluation

All policies were evaluated in a Monte-Carlo fashion to
obtain global performance metrics. For a fair comparison,
each test used the same map, UAV initialization, and target
positions across all algorithms. The mean results are reported
in Table II. TAO-TD3 outperforms both TD3 and SAC in
episodic reward, goal achievement, and collision rate, while
achieving similar performance to TD3 in navigation length.
The largest improvement is observed in the collision rate,
which is nearly halved compared to the baselines. It should
be noted that collision values may include cases where the
UAV or target were initialized very close to obstacles; thus,
these metrics serve as relative indicators under consistent
conditions. A drawback of the proposed approach is its
higher computational cost, being roughly 100 times more
intensive than SAC.

Lastly, we illustrate representative simulations of all analyzed
policies in the navigation scenario in Fig. 4:

TABLE II: Monte-Carlo mean metrics.

Metric SAC TD3 TAO-TD3
Episodic Reward 78.67 77.48 85.01
Goal Rate (%) 90.7 89.6 92

Collision Rate (%) 73 8.9 4.4
Steps to Goal (1 step = 0.3s)  43.6 38.3 38.6
Computational Time (ms) 0.33 0.20 36.65

*Results over 3000 random tests.

a) Fig. 4a shows that TAO-TD3 is the only policy capable
of overcoming an irregularly-shaped, “edgy” obstacle. This
occurs because TAO-TD3 leverages the history of states to
infer the obstacle shape, whereas feedforward architectures
collide once the obstacle leaves the sensor’s view (this
phenomenon is known in the literature as Wrap-Around).

b) Fig. 4b depicts a typical local minima situation. The UAV
initially points to the right; SAC and TD3 first approach the
target along this path but then encounter a narrow passage
between an obstacle and a wall. TD3 collides within the
passage, while SAC eventually escapes and reaches the target
via an alternative route. TAO-TD3 discovers the narrow
passage more quickly and takes the shortest route to the
target, effectively following the same path as SAC but earlier.
¢) Fig. 4c illustrates another local minima scenario. Again,
TAO-TD3 is the quickest to escape a dead-end caused by
densely-grouped obstacles. Additionally, when the target is
close to obstacles, SAC and TD3 produce jerky, segmented
trajectories, whereas TAO-TD3 generates smooth control,
demonstrating improved performance in tight environments.

V. CONCLUSIONS

In this work, we presented TAO-TD3, a temporally-
augmented variant of TD3 for UAV navigation in unknown,
obstacle-dense 2D environments. By incorporating a short
history of past states and processing it through an LSTM,
with minimal changes to the TD3 training framework, the
policy effectively captures temporal correlations, improv-
ing robustness to partial observability, local minima, and
irregularly-shaped obstacles. Simulation results show that
TAO-TD3 achieves lower collision rates with irregular obsta-
cles’ morphologies, higher and faster goal-reaching success
trajectories compared to feedforward TD3 and SAC, indicat-
ing that the observed improvements are primarily due to the
recurrent neural architecture rather than the underlying RL
algorithm choice.

While these results are obtained in moderately cluttered
maps, they suggest that memory-based policies can signif-
icantly enhance UAV performance in cluttered scenarios.
Future work will explore multi-agent settings and more
complex environments, including moving obstacles and dy-
namic targets, to further evaluate the potential of temporally-
augmented policies in realistic applications.
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Fig. 4: Sample trajectories with different navigation algorithms. From the top to the bottom row: SAC, TD3, TAO-TD3.
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