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Abstract

Creating high-fidelity digital twins (DTs) for Industry 4.0 applications, it is fundamen-
tally reliant on the accurate 3D modeling of physical assets, a task complicated by the
inherent imperfections of real-world point cloud data. This paper addresses the challenge
of reconstructing accurate, watertight, and topologically sound 3D meshes from sparse,
noisy, and incomplete point clouds acquired in complex industrial environments. We
introduce a robust two-stage completion-to-reconstruction framework, C2R3D-Net, that
systematically tackles this problem. The methodology first employs a pretrained, self-
supervised point cloud completion network to infer a dense and structurally coherent
geometric representation from degraded inputs. Subsequently, a novel adaptive surface re-
construction network generates the final high-fidelity mesh. This network features a hybrid
encoder (FKAConv-LSA-DC), which integrates fixed-kernel and deformable convolutions
with local self-attention to robustly capture both coarse geometry and fine details, and a
boundary-aware multi-head interpolation decoder, which explicitly models sharp edges
and thin structures to preserve geometric fidelity. Comprehensive experiments on the
large-scale synthetic ShapeNet benchmark demonstrate state-of-the-art performance across
all standard metrics. Crucially, we validate the framework’s strong zero-shot generalization
capability by deploying the model—trained exclusively on synthetic data—to reconstruct
complex assets from a custom-collected industrial dataset without any additional fine-
tuning. The results confirm the method’s suitability as a robust and scalable approach for
3D asset modeling, a critical enabling step for creating high-fidelity DTs in demanding,
unseen industrial settings.

Keywords: digital twin; 3D Surface Reconstruction; deep learning; point cloud

1. Introduction

The fourth industrial revolution, or Industry 4.0, is catalyzing a paradigm shift in
manufacturing, driven by the integration of cyber-physical systems, the Internet of Things
(IoT), and data-driven analytics [1-4]. Central to this transformation is the concept of
the digital twin (DT), a high-fidelity virtual representation of a physical asset, process, or
system that serves as its dynamic digital counterpart. By mirroring the entire life cycle of in-
dustrial entities, DTs unlock transformative capabilities in predictive maintenance, process
optimization, and virtual commissioning [5-8]. However, the efficacy of these advanced
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applications is fundamentally contingent on the accuracy and fidelity of the underlying
3D geometric model, which serves as the digital foundation for the physical asset. This
foundational challenge of creating high-fidelity models from imperfect point cloud data,
acquired via LiDAR or photogrammetry, has therefore become a critical bottleneck [9].

The efficacy of a DT is fundamentally contingent on the accuracy and fidelity of its un-
derlying 3D model. Point cloud data, acquired via LIDAR scanning or photogrammetry, has
emerged as the primary modality for capturing the complex geometries of as-is industrial
environments [10,11]. However, raw point clouds are inherently imperfect, suffering from
significant data degradation due to occlusions, non-uniform sampling densities, sensor
noise, and the intricate nature of industrial machinery [12]. These challenges give rise to
incomplete and ambiguous geometric representations, which severely impede the direct
generation of accurate, watertight, and topologically sound 3D meshes, which are required
for robust DT applications [13-15].

Current methodologies for 3D surface reconstruction from point clouds, while having
progressed significantly, still face critical limitations in the demanding context of industrial
settings [16-18]. Traditional geometric approaches often falter in the presence of noise and
sparsity, struggling to preserve sharp features, thin structures, and complex topologies
characteristic of industrial components. While learning-based methods, particularly those
employing implicit neural representations, have demonstrated superior robustness, they
often presuppose relatively clean and complete input data [19]. Although many prior
works adopt two-stage pipelines, their ultimate performance is highly contingent upon
the output quality of the initial completion network [20]. More crucially, traditional re-
construction networks employed in the second stage frequently exhibit limited robustness
when processing the inevitably imperfect point clouds generated during completion. These
networks typically assume clean and complete inputs, making them prone to losing fine-
grained structures or amplifying residual noise, artifacts, and geometric inconsistencies
inherited from the completion phase. Such deficiencies ultimately compromise the fidelity
and reliability of the resulting DT models.

Furthermore, the reliance on extensive annotated datasets for training remains a major
bottleneck for practical deployment [21,22]. In real-world industrial scenarios, acquiring
and manually labeling high-quality data for every new asset, environment, or configuration
is often infeasible due to prohibitive cost and time requirements. Therefore, developing
models with strong zero-shot capabilities has emerged as a problem of paramount impor-
tance. In this work, the term zero-shot 3D reconstruction refers to the capability of a model
to accurately reconstruct 3D surfaces of previously unseen objects or scenes without any
additional fine-tuning or retraining on target domain data. Specifically, it denotes transfer-
ring geometric priors learned exclusively from synthetic datasets to real-world industrial
scans, thereby bridging the domain gap purely through inherent model generalization.

To address these pressing challenges, this paper introduces C2R3D-Net, a robust
two-stage framework specifically designed to generate high-fidelity 3D surface meshes
that form the geometric foundation for industrial digital twin (DT) applications. The pro-
posed approach systematically decomposes the reconstruction task into two sequential
components: self-supervised point cloud completion and adaptive, boundary-aware sur-
face reconstruction. In the first stage, we leverage a pretrained, Transformer-based network,
FMPNet [23], to infer a complete and structurally coherent point cloud representation
from partial inputs, thereby effectively mitigating data degradation without the need for
manual annotations.

The core contribution of this work lies in the second stage: a novel surface reconstruc-
tion network engineered for high-fidelity modeling of complex industrial geometries. Its
innovations include the following:
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*  An enhanced encoder architecture, FKAConv-LSA-DC, that dynamically fuses fixed-
kernel and deformable convolutions with a local self-attention mechanism. This hybrid
design robustly captures both global structural context and fine-grained, adaptive
local features, demonstrating superior performance on irregular and topologically
complex shapes.

* A boundary-aware multi-head interpolation decoder that explicitly modulates atten-
tion weights based on proximity to geometric boundaries. This mechanism signif-
icantly enhances reconstruction fidelity for sharp edges, thin structures, and other
challenging surface features where conventional methods typically fail.

¢ A comprehensive validation that demonstrates the framework’s strong zero-shot,
cross-domain performance. Our model, trained solely on the ShapeNet synthetic
benchmark, successfully reconstructs complex, unseen industrial assets from real-
world scans without any fine-tuning, outperforming leading approaches and confirm-
ing its practical deployability.

This paper is structured as follows: Section 2 reviews related work in point cloud
completion and surface reconstruction, identifying the research gaps our work addresses.
Section 3 details the proposed methodology, including the architecture of our adaptive
reconstruction network. Section 4 presents a comprehensive experimental evaluation,
including quantitative and qualitative results, comparisons with state-of-the-art methods,
and an in-depth ablation study. Finally, Section 5 discusses the implications and limitations
of our findings, and Section 6 concludes this paper with a summary of its contributions
and avenues for future research.

2. Related Work

This section provides a narrative review of seminal and contemporary works in point
cloud completion and surface reconstruction. We categorize existing methods based on
their underlying technical paradigms to situate our contributions and identify the key
research gaps that this paper addresses. Relevant studies were identified through targeted
keyword searches in major scientific databases.

2.1. Self-Supervised Point Cloud Completion Methods

In recent years, self-supervised learning (SSL) has become a dominant approach for
representation learning in 3D point cloud domains [24]. By formulating pretext tasks
based on intrinsic geometric patterns, SSL methods eliminate the need for costly manual
annotations and enable efficient large-scale training [25]. This section reviews several
representative strategies and clarifies the data provenance adopted in this work.

One notable line of research focuses on masked point or patch reconstruction. Inspired
by masked language modeling in natural language processing, Point-BERT [26] introduced
masked modeling to point clouds by recovering discrete point tokens within masked
regions using a discrete variational autoencoder (dVAE). Building on this foundation,
Point-MAE [27] employed an asymmetric encoder—-decoder architecture to reconstruct
point patches under high masking ratios. Point-M2AE [28] further enhanced this paradigm
by integrating multi-scale masking with a hierarchical Transformer, allowing progressive
decoding and coarse-to-fine representation learning.

Recent work has also leveraged cross-modal supervision or large-scale scene data.
ULIP [29] learns unified embeddings for point clouds, images, and language by distilling
knowledge from pretrained vision-language models, thus enhancing 3D understanding
without explicit 3D labels. Occupancy-MAE [30], targeting large-scale outdoor LiDAR
datasets, reformulated the reconstruction objective by predicting voxel-level occupancy
instead of raw coordinates, leading to more robust performance in sparse environments.
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In our prior work [23], we proposed a feature-masked pyramid network (FMPNet)
that learns to complete sparse or occluded point clouds through a Transformer-based
self-supervised pipeline. The model encodes multi-scale geometric features and decodes
complete shapes using a hierarchical folding mechanism. Extensive experiments validated
the effectiveness of this method in recovering semantically and structurally consistent 3D
shapes across synthetic and real-world datasets.

In this study, we directly use the completed point clouds generated by FMPNet [23] as
the input to our surface reconstruction pipeline. We focus exclusively on the downstream
task of mesh generation from completed point clouds and do not revisit the completion
process in detail.

2.2. Surface Reconstruction

Surface reconstruction from point clouds is a core problem in 3D vision and graphics,
with critical applications in DT systems and industrial-scale modeling. Existing methods
fall into four main categories: surface-based interpolation, surface-based approximation,
volume-based interpolation, and volume-based approximation. This section presents
a structured review of these paradigms, emphasizing representative techniques, their
strengths, and their inherent limitations.

2.2.1. Surface-Based Interpolation Methods

Surface-based interpolation methods construct triangular meshes directly by connect-
ing locally adjacent points in the point cloud. A representative example is the Ball Pivoting
Algorithm (BPA) [31], which simulates a virtual ball pivoting across points to form triangle
faces. The BPA is computationally efficient and yields satisfactory results on uniformly
sampled, noise-free data. However, its performance degrades severely in the presence of
noise, occlusions, or irregular point density. The method is highly sensitive to the choice of
ball radius and cannot reliably handle complex topologies such as multiple holes or thin
branches, often failing to generate manifold or watertight meshes.

Recent improvements have sought to increase robustness against such limitations.
For instance, IER-Meshing [32] employs a learned intrinsic—extrinsic ratio (IER) to as-
sess whether point pairs lie on a continuous surface. It constructs candidate triangles
from k-nearest neighbor graphs and uses a neural network to predict the ratio between
Euclidean and geodesic distances. Triangles with high surface continuity likelihood are
retained. While IER-Meshing improves robustness to noise, it still struggles to guarantee
manifoldness and complete watertightness under real-world scanning artifacts.

2.2.2. Surface-Based Approximation Methods

Surface-based approximation methods reconstruct surfaces by fitting parameterized
local patches or deforming template meshes to approximate the underlying geometry.
These methods are capable of capturing complex surface details and typically do not
require ground-truth meshes during training.

Delaunay triangulation-based reconstruction [33] offers a classical geometric approach
by establishing neighborhood connections through Delaunay complexes. It constructs a
triangulated surface by selecting a subset of simplices from the Delaunay triangulation that
best matches the sampled surface in terms of local geometry and topology. This method
effectively handles non-uniform sampling and adapts to local curvature, making it a robust
alternative to grid-based interpolation. However, the method lacks explicit constraints to
ensure global smoothness or watertightness, and it may generate non-manifold artifacts in
sparse or noisy regions.

DSE-Meshing [34] further improves local surface fidelity by projecting neighborhoods
via logarithmic maps and applying Delaunay triangulation in the projected space. The
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resulting local patches are then aligned and merged in 3D to form a global surface. While
this learning-based approach adapts well to fine-scale geometry and topological variations,
it still does not guarantee closed or manifold surfaces due to potential inconsistencies in
patch integration.

2.2.3. Volume-Based Interpolation Methods

Volume-based interpolation techniques partition the 3D space (e.g., into voxels or
tetrahedra) and derive surface boundaries based on occupancy or visibility labeling. These
methods naturally produce watertight and manifold surfaces and are robust to topological
complexity and missing data.

The a-shapes algorithm [35] constructs Delaunay tetrahedralizations and retains those
with a circumsphere radius below a threshold «. The boundary of retained tetrahedra
approximates the object’s surface. Although intuitive and effective on clean data, a-shapes
are highly sensitive to parameter tuning and data resolution.

Graph-cut-based labeling methods [36] provide more robust alternatives. They for-
mulate surface reconstruction as an energy minimization problem over a 3D Delaunay
graph, labeling each tetrahedron as inside or outside based on visibility and smoothness
priors. Recent extensions, such as DGNN [37], use graph neural networks to estimate
per-tetrahedron occupancy, improving adaptability to real-world data while preserving
surface watertightness and manifoldness.

2.2.4. Volume-Based Approximation Methods

Volume-based approximation has emerged as the dominant paradigm for point cloud
surface reconstruction, wherein surfaces are represented implicitly via continuous fields
such as signed distance functions (SDFs) or occupancy fields, often parameterized by neural
networks to capture complex geometry from sparse and noisy inputs. A classical method in
this category is Screened Poisson Surface Reconstruction (SPSR) [38], which solves a Poisson
equation over the gradient field induced by oriented points to generate smooth, watertight
meshes. However, its reliance on clean normals often leads to oversmoothing of fine structures.

To overcome such limitations, learning-based implicit representations have been
introduced. DeepSDF [18] learns continuous SDFs conditioned on latent codes, enabling
expressive shape modeling across categories, though at the cost of requiring per-instance
optimization and ground-truth SDF supervision. ConvONet [17] addresses scalability by
combining convolutional encoders with implicit decoders, utilizing 3D CNNs to capture
local spatial priors, but remains limited by voxel discretization and memory usage. SAP [39]
reformulates the problem as predicting a set of oriented points, which are then converted
into an implicit field via a differentiable Poisson solver, yielding accurate and efficient
reconstructions by integrating geometric priors in an end-to-end manner. POCO [40]
proposes a point-based convolutional architecture that leverages local geometric features
and attention mechanisms to predict occupancy values at arbitrary query locations. By
avoiding voxelization, it offers improved adaptability to varying point densities and has
demonstrated competitive performance in detail preservation and topological consistency
on standard benchmarks.

In summary, surface reconstruction has undergone a significant transition from explicit
mesh-based methods to learning-driven implicit modeling paradigms. Classical techniques
based on surface interpolation and approximation offer computational efficiency and
intuitive formulations yet often struggle with noisy inputs and complex topologies. In
contrast, recent advances in volumetric representations—particularly those employing
implicit neural fields—demonstrate superior robustness and generalization, enabling high-
fidelity surface recovery under real-world sensing conditions. This evolution reflects a
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broader trend from deterministic geometry-based pipelines toward data-driven, flexible
frameworks that are better suited for handling incomplete, irregular, and cluttered point
clouds. The comparative analysis of representative methods across interpolation-based
and volumetric approaches further underscores how learning-based designs enhance
adaptability, accuracy, and structural integrity in surface reconstruction tasks.

Table 1 summarizes representative surface reconstruction methods across all categories,
highlighting their core principles, strengths, limitations, and references for ease of comparison.

Table 1. Summary of surface reconstruction methods.

Method/Title Category Strengths Weaknesses

BPA [31] Surface interpolation Simple and efficient on clean, uni- Fails under noise, occlusion; sensitive
form data to radius

IER-Meshing [32]  Surface interpolation Learns continuity from intrinsic— Still lacks manifold guarantee

Delaunay Trian-
gulation [33]
DSE-Meshing [34]
Alpha Shapes [35]
Graph-Cut [36]
DGNN [37]

SPSR [38]
DeepSDF [18]

ConvONet [17]
SAP [39]

POCO [40]

Surface approximation

Surface approximation
Volume interpolation
Volume interpolation
Volume interpolation
Volume approximation
Volume approximation

Volume approximation
Volume approximation

Volume approximation

extrinsic distances

Handles non-uniform sampling and
curvature

Improved fidelity via local projection
Simple geometric formulation

Robust to missing data and noise
GNNss improve surface watertightness
Smooth, watertight surfaces

Learned SDFs enable expressive shape
modeling

Encodes local priors with 3D CNN
Efficient Poisson-based implicit sur-
face reconstruction

Point-based convolution avoids vox-
elization

Non-manifold risk, lacks smoothness

No watertight guarantee

Sensitive to resolution and parameters
Complex graph optimization

Training complexity

Oversmooths fine details; needs clean normals
Requires SDF supervision and per-instance
optimization

Voxelization limits detail and efficiency
Requires oriented surface point prediction

Needs high-quality local features and train-
ing data

2.3. Research Gaps

Despite significant progress in point cloud completion and surface reconstruction,
several critical challenges remain unresolved, particularly in the context of DT modeling
for complex industrial environments.

Firstly, most existing surface reconstruction methods inherently rely on the assump-
tion of surface smoothness, which severely limits their capacity to accurately recover
sharp boundaries, thin structures, and intricate topologies frequently encountered in
industrial components.

Secondly, contemporary reconstruction frameworks exhibit limited adaptability when
processing non-uniform, sparse, or noisy point clouds, conditions that are ubiquitous in
real-world scanning scenarios. Although attention-based mechanisms and convolutional
architectures have demonstrated promise, their ability to robustly capture highly variable
local geometric patterns remains insufficient.

Thirdly, the majority of widely adopted two-stage frameworks lack explicit coupling
strategies between the completion and reconstruction phases. In most existing methods,
the optimization objectives of the completion networks are limited to standalone output
metrics (e.g., Chamfer Distance), without considering whether the predicted point clouds
are inherently well-suited for downstream surface generation. Reconstruction networks, in
turn, are seldom tailored to leverage the specific characteristics of completion outputs. As
a result, structural inconsistencies introduced during completion often propagate unmiti-
gated into the reconstruction stage. Consequently, the lack of end-to-end training prevents
reconstruction losses from directly influencing completion learning dynamics, ultimately
constraining the achievable fidelity on complex industrial geometries.
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Finally, the majority of learning-based reconstruction methods necessitate extensive
annotated datasets to achieve competitive performance. This reliance significantly impedes
scalability and generalization to previously unseen environments. Of particular concern is
the lack of zero-shot reconstruction capabilities, wherein models are expected to extrapolate
to novel industrial shapes without additional fine-tuning. This gap is especially critical for
practical deployment in industrial scenarios, where acquiring comprehensive labeled data
is often prohibitively expensive, time-consuming, or altogether infeasible.

3. Methods

We now describe the proposed two-stage pipeline as C2R3D-Net (Completion-to-
Reconstruction 3D Network). This architecture first leverages a pretrained completion
backbone to infer dense and structurally coherent point clouds from sparse inputs, and sub-
sequently reconstructs high-fidelity 3D meshes via a novel adaptive reconstruction module.

Figure 1 provides an overview of C2R3D-Net. As illustrated, the framework comprises
two main stages: a point cloud completion module and a surface reconstruction module.
The first stage employs a Transformer-based encoder—decoder architecture to predict dense
and semantically consistent point clouds from incomplete observations. The second stage
reconstructs high-fidelity meshes by learning an implicit occupancy field through boundary-
aware interpolation.

Incomplete Point Cloud bredicted Moch
’ Completed PC edicted Mes|

P N s

Point Cloud Completion Network Surface Reconstruction Network

4 R
Multi-scale Encoder Hierarchical Decoder Encoder (FKAConv-LSA-DC)
[ FKAConv ] [Deformablecanq
Geometric Attention Layers Geometric Attention Layers
Feature Pyramid Network Cross-Attention Layers [ Local Self-Attention ]
- J

Level-0 "™,
o Levell
Level-2

)
[Decoder (Boundary-Aware Interpolation)
Attention Boundary-
weights aware weights

[ Boundary-aware feature fusion ]

B o
“Multiscale (?:ture Hierarchy:

-~ verify Normal Consistenc_y‘,:"'

\. /

Implicit Occupancy Field

Figure 1. Overview of C2R3D-Net, the proposed completion-to-reconstruction framework. The
pipeline comprises two sequential stages. First, the point cloud completion module leverages FMPNet
to generate dense and structurally consistent point clouds from incomplete inputs. Second, the surface
reconstruction module employs a multi-scale encoder integrating FKAConv, Deformable Convolution,
and Local Self-Attention to extract hierarchical geometric features, followed by a boundary-aware
multi-head interpolation decoder that predicts implicit occupancy fields and reconstructs high-fidelity
3D meshes. Notably, in the surface reconstruction network, the three images on the left (from top
to bottom) illustrate the operations of DeformableConv, Local Self-Attention, and boundary-aware
weights, respectively.

3.1. Point Completion via FMPNet

In this work, we adopt the published FMPNet [23] as the point cloud completion
backbone. The model was originally proposed for self-supervised 3D shape completion in
industrial DT scenarios, demonstrating strong performance under severe occlusion and
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structural incompleteness. We do not modify or retrain this component; instead, we directly
integrate it into our reconstruction pipeline as a fixed, frozen module.

FMPNet is a Transformer-based point cloud completion network that leverages a
feature pyramid network (FPN) integrated with geometric attention layers to model hierar-
chical geometric priors. Its architecture consists of two main components: (i) a multi-scale
encoder that utilizes stacked geometric attention layers to progressively extract local and
global features from partial inputs; and (ii) a decoder that employs cross-attention mecha-
nisms to fuse these multi-scale features and generate a dense, complete point cloud.

Notably, FMPNet's training is guided by a comprehensive multi-objective loss function
without requiring ground-truth labels. This loss combines a shape reconstruction loss
and a shape matching loss (both based on Chamfer Distance), a latent space alignment
loss, and a manifoldness constraint that promotes surface smoothness through normal
vector consistency.

In contrast to prior works that treat completion and reconstruction as fully indepen-
dent stages, our approach incorporates explicit priors in the completion phase to improve
downstream surface quality. Specifically, the latent space alignment loss constrains the com-
pleted point clouds to reside in a globally consistent shape embedding, thereby reducing
distributional discrepancies that could hinder subsequent reconstruction. Simultaneously,
the manifoldness constraint enforces local normal coherence, encouraging the completion
network to produce smooth and geometrically plausible surfaces. Together, these mecha-
nisms serve as a form of prior coupling that effectively enhances the compatibility of the
completion outputs with the reconstruction module.

In our system, FMPNet processes the input partial point cloud and produces a com-
pleted version with 3000 points and associated normals. These outputs are subsequently
consumed by our mesh reconstruction module, as described in Section 3.2.

3.2. Adaptive Point-to-Mesh Reconstruction Method

To reconstruct accurate and high-fidelity 3D surfaces from incomplete point clouds
in DT applications, we propose an adaptive reconstruction pipeline based on point-wise
convolutional encoding and boundary-aware occupancy interpolation. To improve con-
ceptual clarity, Figure 2 presents an intuitive example of occupancy-based interpolation.
This illustration shows how sparse point observations are transformed into a continuous
occupancy field, which is then thresholded to extract coherent surface boundaries.

Input Point Cloud Extracted Surface Contour
Predicted Occupancy Field

° .: ':..' ° 0.5
ey Yz

Figure 2. Conceptual illustration of occupancy-based interpolation. Left: Incomplete input point
cloud exhibiting sparsity and missing regions. Center: Predicted occupancy field, where higher
intensity indicates a greater probability of occupancy. Right: Extracted contour corresponding to the
0.5 occupancy threshold, delineating the reconstructed surface boundary.
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As illustrated across Figures 3 and 4, the pipeline comprises three primary stages:
(1) local feature encoding using a self-attention enhanced network, (2) boundary-aware
multi-head interpolation for per-point occupancy prediction, and (3) mesh extraction via

isosurface reconstruction.

Residual Block Stack
Hybrid C: i (x5 Residual Stages with Downsampling)

FKAConv

(k=16)
1x1 Conv ! 1x1 Conv
Sigmoid Add +
Input —> c>C/2 > Gate | Local Self-Attention C2>c¢C - RelU
Fealures BN+ReLU BN+RelLU
Defor onv.

(k=16)

_____________________________________________________________________

[ — cv0:FKAConv ) A—

B3N l —(BoN —» I—I stgeo | | stager || stagez [_| steges | | steges ||_, [ — |

( ) ( ) [64] [128] [256] [512] [1024] (B, 1024, M)
Raw Point Cloud Input BatchNorm + RelU Latent output

Downsampling

Figure 3. Overview of the proposed encoder architecture based on stacked residual blocks. Starting
from raw point cloud input (B, 3, N), the input features are first processed by an initial convolutional
layer (cv0) followed by batch normalization and ReLU activation. The resulting features are then
passed through a stack of five residual blocks, each containing a hybrid convolution module that
adaptively fuses Deformable Convolution and FKAConv via a learnable sigmoid gate. This is
followed by local self-attention and a 1 x 1 convolution to restore channel dimensions. A shortcut
connection and optional max pooling are applied before the residual addition and ReLU activation.
The output is a latent representation of shape (B, 1024, M), progressively downsampled across stages.

Attention weights

m (B,C +3,k, 1[] Conv2D+ReLU

Latent features Gather latent features &
compute offsets

|

Boundary-aware

feature fusion | > (B C, 1"'1)

(B, M, k)

Conv2D+RelU

Boundary-aware weights
(Sigmoid)

(B, M, k)

Shared features: x

Conv2D+RelU

Point coordinates

7
(G5

Query coordinates

(B, M, k)

kNN(pos, pos_q)

Figure 4. Illustration of the boundary-aware multi-head interpolation decoder. Latent features
are aggregated via k-NN and fused with geometric offsets. Attention weights (Softmax) are
rescaled by learned boundary-aware modulation weights (Sigmoid) to enhance sensitivity near

structural boundaries.

Building upon this conceptual foundation, the proposed design enables robust geo-
metric reconstruction under sparse, noisy, and structurally complex industrial settings.

3.2.1. Local Self-Attention Encoder with Adaptive Deformable Convolution
(FKAConv-LSA-DC)

As shown in Figure 3, we propose an enhanced encoder architecture that integrates
a Deformable Convolution (DeformableConv) module with a Local Self-Attention (LSA)
mechanism to improve geometric representation learning under irregular and non-manifold
structures. Unlike fixed-kernel approaches such as FKAConv, our DeformableConv dy-
namically adapts its receptive fields by learning spatially adaptive kernel weights based
on local feature variations. This enables more flexible and context-aware aggregation
of neighborhood features, which is critical for capturing fine-grained geometric cues in
complex industrial point clouds.

To further balance structural rigidity and adaptive flexibility, we design a hybrid
convolutional module that fuses the outputs of FKAConv [41] and DeformableConv via a
learnable sigmoid-based gating function. This dynamic fusion strategy allows the network
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to selectively leverage the strengths of both convolution types depending on local geometric
context, thereby enhancing robustness across sparse, noisy, or topologically diverse regions.

To realize this adaptive behavior, we introduce a spatially aware kernel weighting
strategy that computes dynamic attention scores based on feature contrasts within each
local neighborhood. Given input features X € RB*Cin*N and corresponding neighbor
indices, the kernel weights are computed as

S = softmax(MLP([Xcenter, Xneighbor — Xeenter]) ), 1

where the concatenation of center-neighbor feature differences explicitly encodes local
structural variations. The multi-layer perceptron (MLP) then maps these variations to a
set of kernel scores S, enabling the network to dynamically adjust the contribution of each
convolutional basis during aggregation. This formulation allows the model to emphasize
critical geometric cues such as curvature, sharp edges, and occluded regions.

We then perform a weighted summation over the adaptive kernel responses, leading
to the output:

Y= S; - (Xneighbor -wi>/ )

M

Il
_

where W; denotes the i-th learnable convolution kernel, and K is the number of kernel
bases. This formulation enables the model to flexibly select and blend multiple local filters
based on the surrounding geometry.

To further enhance robustness and generalization, we propose a hybrid convolu-
tional mechanism that adaptively combines the advantages of both fixed and deformable
convolutions. This is achieved through a gated fusion strategy:

thbrid = 0'(0‘) - Frxaconv + (1 - 0'(0‘)) - FDeformableConv/ ®3)

where « is a learnable scalar and () denotes the sigmoid function. This formulation
allows the network to learn an optimal balance between the structural stability of FKAConv
and the adaptability of DeformableConv. As a result, the hybrid module can effectively
capture both coarse global geometry and fine-grained local deformations, which is critical
for high-quality surface reconstruction in industrial DT applications.

Subsequently, the Local Self-Attention (LSA) module refines the convolutional features,
capturing local contextual dependencies and enhancing sensitivity to structural variations.
Given feature maps F € RN*4, the attention-enhanced representation is computed as

.
softmax (%};) \Y%

where Q, K, V are derived from shared convolutional layers and Proj denotes linear

LSA(F) = F + Proj ) (4)

projection. This dual integration of DeformableConv and LSA not only ensures high
adaptability to geometric irregularities but also preserves long-range structural coherency.

Finally, global max pooling aggregates the enriched features into a compact latent
embedding, which encodes both global context and local detail essential for accurate
mesh reconstruction.

3.2.2. Boundary-Aware Multi-Head Interpolation Decoder

To reconstruct a continuous implicit occupancy field from the latent representation,
we design a boundary-aware multi-head interpolation decoder that enhances geometric
fidelity near structural discontinuities. As illustrated in Figure 4, our decoder integrates
boundary-sensitive weighting directly into the attention computation, allowing for im-
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proved prediction around thin structures, occluded surfaces, and sharp edges—regions
where conventional interpolation often fails.

Given a query point q € R3, we first retrieve its K nearest neighbors {p;} from the
encoded point set P using a fast k-NN search. For each neighbor, a relative embedding is
computed by concatenating its latent feature z,, with the geometric offset (q — py):

Zpq = MLP(zp, || (9 = px)), ©)

where the MLP consists of three shared 1 x 1 convolutional layers with ReL.U activations. This
operation encodes both appearance and spatial context within each local neighborhood.

A shared multi-head attention mechanism is then applied to compute the importance
of each neighbor. To improve discrimination near topological boundaries, we augment
the attention weights with a learned boundary-aware modulation. For each head #, the
attention score is computed as

sggq = Softmaxy (w;zpw) . (1 +a- a(uhszk,q)), (6)

where wy,, uy, are learnable parameters for head &, o(-) denotes the sigmoid function, and «
is a trainable scalar initialized to 1.0. The boundary-aware term amplifies the contribution
of neighbors that lie on or near geometric boundaries, improving occupancy estimation in
critical regions.

The final interpolated feature for the query point is obtained by aggregating over all
heads and neighbors:

z; = %Sg;)q “Zpq,  0g = Sigmoid(D(zg)), 7)

%

where D(-) is a lightweight decoder comprising three 1 x 1 convolutional layers. The scalar
output d; € (0,1) denotes the predicted occupancy at q.

By densely sampling query points within a bounding volume and decoding their
occupancy scores, we construct a volumetric occupancy field. The target surface is then
extracted as the 0.5-level isosurface via Marching Cubes. The resulting mesh preserves both
global structure and local geometric detail, even under sparse or noisy inputs, owing to
the boundary-aware attention mechanism that guides feature interpolation in semantically
challenging regions.

Beyond improving reconstruction fidelity, the architectural choices in our reconstruc-
tion network are also designed to enhance zero-shot generalization capability. Specifically,
the hybrid encoder combining fixed-kernel and deformable convolutions allows the model
to adaptively capture both coarse and fine-grained geometric patterns across a diverse
range of shapes. The Local Self-Attention module further enables the network to model
long-range dependencies, which is critical for transferring learned priors from synthetic
training data to unseen real-world objects. In addition, the boundary-aware multi-head in-
terpolation decoder improves robustness in reconstructing sharp edges and thin structures,
even when input distributions differ significantly from those observed during training.
Collectively, these components contribute to the framework’s strong performance under
cross-domain and zero-shot evaluation settings, making it a practical solution for diverse
industrial reconstruction scenarios.
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4. Experiments
4.1. Datasets and Preprocessing

To rigorously evaluate the effectiveness of C2R3D-Net, the proposed completion-to-
reconstruction framework, we conduct comprehensive experiments on two representative
datasets: the large-scale synthetic benchmark ShapeNet [42], and a custom-collected indus-
trial workshop dataset representing real-world manufacturing scenarios. All experiments
were conducted on a workstation running Ubuntu 22.04 via Windows Subsystem for Linux
(WSL), equipped with an Nvidia RTX 4070 Laptop GPU (NVIDIA Corporation, Santa Clara,
CA, USA), an Intel Core i9-13980HX CPU (Intel Corporation, Santa Clara, CA, USA), and
48 GB of RAM. The implementation was developed in Python 3.13.2 using the PyTorch
1.8.1 (Meta Al, Menlo Park, CA, USA)+culll deep learning framework.

4.1.1. ShapeNet Benchmark Dataset

The ShapeNet dataset [42] provides a broad repository of 3D CAD models cover-
ing a wide range of categories and geometric complexities. It has been widely adopted
in shape completion and reconstruction tasks due to its clean surfaces and controlled
annotation environment.

In this study, we follow the preprocessing pipeline from [43], adopting a subset
containing 13 object categories with standard train/validation splits and a test set of
8500 samples. Each ground-truth mesh is uniformly sampled to generate dense point
clouds. During training, we randomly sample 3000 points per epoch from each mesh surface
and apply Gaussian noise with zero mean and a standard deviation of 0.05. This simulates
realistic sensor imperfections and enhances model robustness to input degradation. All
point clouds are normalized into a unit sphere to ensure consistent scale and centroid
alignment across samples. All point clouds were generated by uniform surface sampling
of the CAD meshes to produce synthetic data rather than being obtained from LiDAR
scanning or photogrammetric reconstruction.

4.1.2. Industrial Workshop Dataset

To assess the model’s zero-shot generalization capability under practical conditions,
the industrial workshop dataset was collected from real manufacturing environments and
includes key smart factory modules such as AGV systems, robotic workcells, machine
tools, and inspection stations. The point clouds were acquired using a Leica RTC360
3D laser scanner (Leica Geosystems AG, Heerbrugg, Switzerland), which provides high-
accuracy long-range measurements with a ranging precision of 1 mm + 10 ppm, and no
photogrammetric methods were used. The scanner was mounted on a tripod to ensure
stability during acquisition. Raw point cloud data were exported in PTS format and
subsequently downsampled to a fixed resolution (3000 points per sample) for preprocessing
and normalization prior to reconstruction. These scenes span logistics, machining, assembly,
and quality control domains, featuring diverse spatial layouts, materials, and occlusion
patterns. Importantly, this dataset was used exclusively for testing and evaluation. The
reconstruction network was trained solely on the ShapeNet dataset and was never trained,
fine-tuned, or otherwise exposed to any samples from this industrial dataset, making our
evaluation a strict test of zero-shot, cross-domain transfer.

4.2. Data Normalization and Augmentation

To ensure consistent scale alignment and to mitigate the influence of heterogeneous
sensing modalities, all point clouds—including both the incomplete inputs and the corre-
sponding ground-truth targets—are normalized into a canonical unit sphere centered at the
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origin. This preprocessing step enforces scale invariance and facilitates stable convergence
across diverse object categories and acquisition scenarios.

During the training phase, we employ a comprehensive suite of data augmentation
strategies to enhance the model’s generalization capability and robustness against input per-
turbations. Specifically, each point cloud is subjected to randomized rigid transformations,
including uniform rotations around the principal axes and random mirror reflections. These
transformations effectively simulate diverse viewing angles and symmetries commonly
encountered in practical scanning environments.

Additionally, to emulate real-world sensor noise and to promote resilience against
surface irregularities, isotropic Gaussian noise with zero mean and a standard deviation of
0.05 is independently added to each point coordinate. This perturbation strategy ensures
that the network learns to distinguish true geometric structures from stochastic variations.
The combination of rigorous normalization and diverse augmentation not only stabilizes
the optimization process but also significantly improves the reconstruction fidelity under
challenging and noisy input conditions.

To enable a unified and reproducible processing pipeline, all point clouds undergo
controlled resampling prior to ingestion by the completion and reconstruction modules.
Specifically, for the point cloud completion phase leveraging FMPNet, each incomplete
input sample is uniformly downsampled or upsampled to a fixed cardinality of 3000 points.
This standardized resolution not only aligns with the architectural requirements of FMPNet
but also ensures consistent representation density across diverse object categories and
occlusion patterns. By imposing a fixed input size, the network is encouraged to learn
robust completion priors that are invariant to variations in sampling density.

For the subsequent 3D reconstruction stage, the output produced by FMPNet—namely,
the completed point cloud comprising 3000 points—is directly consumed by our reconstruc-
tion network without additional resampling or preprocessing. This design choice allows the
reconstruction module to fully exploit the semantically enriched and geometrically coherent
point distributions generated by the completion backbone. As a result, the end-to-end
system maintains a seamless transition between completion and reconstruction, thereby
minimizing information loss and preserving fine-grained geometric details essential for
high-fidelity mesh generation.

4.3. Stage 1: Point Cloud Completion via FMPNet

High-quality 3D reconstruction begins with complete and structurally consistent point
cloud inputs. However, in real industrial acquisitions, data are frequently degraded by
occlusions and sensor limitations. To address this issue, we adopt the previously published
FMPNet as the first key stage of C2R3D-Net.

FMPNet is a self-supervised point cloud completion network that leverages multi-
scale feature extraction and attention mechanisms to reconstruct complete geometry from
single, incomplete observations. Its effectiveness was thoroughly validated on both the
public 3D-EPN benchmark [44] and a custom industrial dataset. In the published work,
FMPNet achieved an average CD-/; of 15.96 (x10*) on the 3D-EPN dataset, outperforming
multiple supervised and unsupervised baseline methods.

In this study, we directly utilize the pretrained FMPNet model without additional
retraining. Its primary role is to transform sparse, degraded input point clouds into dense,
high-quality outputs containing 3000 points, which serve as the input for subsequent
surface reconstruction. Figure 5 illustrates the outstanding completion results achieved by
FMPNet on both synthetic and real-world industrial data. The model successfully recovers
complex geometric structures while maintaining smooth surface continuity. For detailed
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architecture descriptions, training protocols, and comprehensive evaluation, we refer the
reader to our previous publication.
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Figure 5. Visualization of point cloud completion results obtained using FMPNet. The left panel
illustrates completions on the 3D-EPN dataset, and the right panel presents completions generated
from the self-collected industrial dataset. These dense point clouds are subsequently utilized as
inputs to the reconstruction network.

4.4. Stage 2: 3D Surface Reconstruction

This section presents a comprehensive evaluation of the proposed C2R3D-Net recon-
struction pipeline. We assess its effectiveness across both in-domain synthetic benchmarks
and out-of-domain real-world industrial scenarios. All experiments leverage the completed
point clouds generated by FMPNet as inputs to the reconstruction module. We report quan-
titative metrics and qualitative results to demonstrate the method’s accuracy, robustness,
and capacity for cross-domain generalization.

4.4.1. Quantitative Evaluation

The reconstruction experiments were conducted using consistent hyperparameter
settings to ensure comparability. Table 2 summarizes the key configuration parameters,
including input resolution, latent feature dimensionality, and training schedule. These
settings were selected based on preliminary experiments balancing computational efficiency
and reconstruction fidelity.

Table 2. Experimental configuration for 3D reconstruction.

Parameter Value

Number of input points 3000

Latent feature dimensions 32/64/128/256
Decoder k-NN neighbors 64
Neighborhood size K 16

Attention heads H 4

Voxel resolution 1283

Batch size 8

Training iterations 60,000
Learning rate 1x1074

To rigorously assess reconstruction accuracy in a controlled setting, we first evaluated
C2R3D-Net on the ShapeNet dataset, which provides clean, well-annotated ground-truth
meshes across diverse object categories. Reconstruction quality was measured using four
widely adopted metrics: Chamfer Distance (CD), F-Score, Intersection-over-Union (IoU),
and Normal Consistency (NC). Table 3 reports per-category results.
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Table 3. Quantitative reconstruction results across ShapeNet categories. Lower CD and higher
F-Score, IoU, and NC indicate better performance.

Category CD-¢1 | F-Score 1 IoU 1 Consislj:rfga‘;
Airplane 23x10°3 0.993 0.903 0.940
Bench 29 %1073 0.977 0.889 0.927
Cabinet 33x1073 0.987 0.969 0.962
Car 41x103 0.945 0.933 0.909
Chair 31x1073 0.987 0.918 0.959
Display 2.8 %1073 0.992 0.961 0.977
Lamp 2.7 x 1073 0.986 0.889 0.944
Phone 22x%x1073 0.997 0.967 0.984
Rifle 1.7 x 1073 0.997 0.915 0.948
Sofa 31x1073 0.986 0.963 0.964
Speaker 32x1073 0.981 0.975 0.962
Table 28 %1073 0.992 0.937 0.964
Vessel 23 %1073 0.993 0.938 0.950
Mean 28x1073 0.986 0.935 0.953

C2R3D-Net consistently achieved low Chamfer Distances and high F-Scores, demon-
strating its ability to recover both global structure and fine-grained surface detail. For
context, Table 4 compares our results to state-of-the-art baselines.

Table 4. Quantitative comparison with state-of-the-art methods. Higher IoU, NC, FS and lower CD
indicate better performance.

Method IoU 1 CDh | NC 1 FS 1
ONet [16] 0.761 8.7 x 1073 0.891 0.785
ConvONet [17] 0.884 44 %1073 0.938 0.942
DP-ConvONet [45] 0.895 42 %1073 0.941 0.952
POCO [40] 0.926 3.0x 1073 0.950 0.984
Proposed method 0.935 2.8 x 1073 0.953 0.986

4.4.2. Qualitative Evaluation on ShapeNet

In addition to quantitative metrics, qualitative visualization is crucial for understand-
ing how effectively the reconstruction network preserves both global topology and fine-
scale geometric details. Figure 6 depicts representative examples selected from diverse
ShapeNet categories, including airplanes, chairs, lamps, and vessels. Each example com-
pares the incomplete input point clouds to the final reconstructed meshes produced by
C2R3D-Net.

Across all categories, the reconstructed surfaces exhibit high fidelity to the ground-
truth shapes. Thin structural elements such as airplane wings, lamp arms, and chair
backrests are consistently recovered, demonstrating the model’s capacity to integrate local
and global geometric cues. Even under severe occlusions and sparsity, the framework pro-
duces smooth, watertight meshes without introducing spurious artifacts or oversmoothing
critical details.

In particular, objects with high intra-class variability, such as chairs and lamps, pose
significant challenges for generalization. Despite this, C2R3D-Net consistently reconstructs
salient features—such as chair legs and lamp bases—without relying on category-specific
supervision, underscoring its strong representation learning capabilities.

These visual results complement the quantitative evidence presented earlier and val-
idate that the model not only minimizes distance-based error metrics but also recovers
visually convincing, structurally coherent meshes. The observations highlight the frame-
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work’s suitability for downstream tasks requiring high-resolution 3D models, such as
simulation, inspection, and interaction.
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Figure 6. Qualitative reconstruction results on ShapeNet objects. Top: Input partial point clouds.
Bottom: Reconstructed meshes produced by the proposed method.

4.4.3. Zero-Shot Evaluation on Real-World Industrial Data

To rigorously assess cross-domain generalization, we conducted a strict zero-shot
evaluation on our self-collected industrial dataset. The reconstruction network, trained
exclusively on synthetic ShapeNet data, was directly applied to reconstruct complex assets
acquired under real-world manufacturing conditions. This scenario constitutes a demand-
ing test of the model’s capacity to transfer learned geometric priors without any fine-tuning
or domain-specific adaptation.

While quantitative evaluation on ShapeNet primarily measures in-domain perfor-
mance, the ultimate test of practical utility lies in assessing robustness to domain shift
and unseen structural variability. We therefore performed zero-shot reconstruction on
the subset of industrial samples for which approximate reference meshes were available.
Table 5 reports the quantitative metrics from this synthetic-to-real evaluation. Despite the
substantial challenges posed by occlusion, clutter, heterogeneous surface reflectance, and
non-uniform sampling densities, the method consistently achieved performance trends
comparable to those observed on synthetic benchmarks. Notably, F-Score and Normal Con-
sistency values remained high, confirming that the learned representations can generalize
effectively beyond the source domain.
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These results underscore that the completion-to-reconstruction pipeline maintains
strong geometric fidelity under realistic industrial conditions. The comparatively lower
IoU scores are primarily attributed to severe incompleteness of input scans and the partial
nature of available reference models, which inherently reduce volumetric overlap even
when surface reconstruction succeeds visually. Nonetheless, the consistently low Cham-
fer Distance and robust F-Score metrics indicate that the reconstructed meshes closely
approximate the target geometries in both local detail and overall topology.

Table 5. Quantitative reconstruction results on the self-collected industrial dataset subset. Lower
Chamfer Distance (CD) and higher IoU, F-Score, and Normal Consistency (NC) indicate better
performance. On average, inference of a single object required approximately 13.2 s.

Metric Mean Value
Chamfer Distance (L1) 0.0109
F-Score (1 cm) 0.7694
F-Score (1.5 cm) 0.8275
F-Score (2 cm) 0.8610
IoU 0.1694
Normal Consistency 0.8145

For transparency, we emphasize that the remaining samples in the dataset could not be
quantitatively evaluated due to the absence of fully verified ground-truth meshes. Future
work will prioritize expanding this annotated subset to enable broader analysis and more
rigorous benchmarking across diverse industrial asset types and acquisition conditions.

Figure 7 further provides compelling qualitative evidence of the model’s zero-shot
reconstruction capability. The visual results illustrate that even when faced with assets
fundamentally different in geometry and scale from the training data (e.g., large-scale
robotic systems, material handling equipment, and inspection workstations), the model
successfully reconstructs high-fidelity surfaces while preserving critical structural features
such as support struts and recessed cavities.

These qualitative observations reinforce the quantitative findings and validate the
framework’s capacity to generalize learned geometric priors to complex, unseen scenarios
without any retraining. The combination of boundary-aware attention and adaptive inter-
polation in the reconstruction network plays a pivotal role in achieving this robustness,
enabling fine-scale detail recovery without sacrificing global shape coherence.

Overall, this strict zero-shot evaluation highlights the practical viability of C2R3D-Net
for real-world industrial deployment, where the ability to produce accurate, watertight
meshes without labor-intensive fine-tuning can significantly accelerate digital twin develop-
ment pipelines. Such out-of-the-box performance is essential for applications in simulation,
monitoring, predictive maintenance, and interactive visualization.

4.5. Ablation Study

To systematically validate the contributions of each proposed component in our
reconstruction framework, we conduct a comprehensive ablation study on the ShapeNet
benchmark dataset. Specifically, we evaluate the impact of the Adaptive Deformable
Convolution (DC), the Local Self-Attention (LSA), and the boundary-aware multi-head
interpolation decoder. By selectively removing these modules, we quantitatively assess
their individual and joint effects on reconstruction accuracy.
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Input

Figure 7. Qualitative reconstruction results on the self-collected industrial dataset. Top: Incomplete
input point clouds. Bottom: Reconstructed mesh surfaces generated by our method.

4.5.1. Experimental Configurations
We define the following four configurations for comparison:

*  Full Model : Encoder equipped with FKAConv, Deformable Convolution (DC), and
Local Self-Attention (LSA); decoder incorporating boundary-aware weighting (BA).

e No DC: Encoder without Deformable Convolution; retains FKAConv and LSA.

e No LSA : Encoder without Local Self-Attention; retains FKAConv and DC.

*  No-BA Decoder : Decoder without boundary-aware weighting (i.e., removing the
modulation term & in Equation (6)).

All configurations are trained and evaluated under identical conditions for fair com-
parison. We employ four widely adopted metrics to comprehensively assess reconstruction
performance: Chamfer Distance (L1), Normal Consistency, Intersection-over-Union (IoU),
and F-Score.

4.5.2. Quantitative Results

Table 6 presents the quantitative results of each configuration. The Full Model consis-
tently achieves the best performance across all metrics, demonstrating the importance of
integrating both encoder and decoder enhancements.

Table 6. Quantitative results of the ablation study. Lower Chamfer Distance and higher Normal
Consistency, IoU, and F-Score indicate better performance.

Model Chamfer Normal ToU 4 F-Score 1
Configuration Distance (L1) | Consistency

Full Model 29x1073 0.952 0.928 0.987
No LSA 6.4x 1073 0.881 0.847 0.899
No DC 3.8x1073 0.913 0.904 0.953
No-BA Decoder 81x1073 0.829 0.788 0.899

The results presented in Table 6 and illustrated in Figure 8 reveal several important
insights regarding the contributions of individual components within the proposed recon-
struction pipeline. Removing either the Deformable Convolution or the Local Self-Attention
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module leads to a noticeable degradation in performance across all evaluation metrics,
underscoring their complementary roles in capturing fine-grained geometric features and
maintaining structural consistency. In particular, the exclusion of the Local Self-Attention
mechanism results in a substantial reduction in F-Score, exceeding 8%, which highlights
its critical importance for modeling long-range dependencies and preserving global shape
coherence. Furthermore, the absence of the boundary-aware weighting in the decoder
yields the most pronounced decline in Intersection-over-Union and Normal Consistency,
demonstrating that this mechanism is essential for accurately reconstructing thin structures,
sharp edges, and other boundary-sensitive regions. As shown in Figure 8, the comparative
bar charts provide a clear visual summary of these trends, facilitating an intuitive under-
standing of how each module impacts reconstruction quality. Collectively, these findings
confirm that the integration of adaptive convolution, self-attention, and boundary-aware
interpolation is indispensable for achieving high-fidelity surface reconstruction, especially
in scenarios characterized by sparse or noisy point cloud inputs. Overall, the ablation study
demonstrates that each component contributes distinct and synergistic benefits, and their
combination is crucial to realizing state-of-the-art reconstruction performance.
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Figure 8. Comparative bar charts illustrating the results of the ablation study across four evalu-
ation metrics. Each subfigure shows the impact of removing individual components on Chamfer
Distance (| indicates lower is better), Normal Consistency, Intersection over Union (IoU), and F-Score
(T indicates higher is better).

5. Discussion
5.1. Summary of Key Advantages and Contributions

C2R3D-Net, the proposed completion-to-reconstruction framework, provides a ro-
bust pipeline for generating high-fidelity 3D meshes from sparse and incomplete point
clouds, addressing a fundamental requirement in industrial DT applications. Empirical
results and ablation studies underscore its main strengths while identifying areas for
further investigation.

A key advantage lies in its modular, two-stage design, which systematically decouples
shape completion and surface reconstruction. The initial stage employs a pretrained, self-
supervised completion network (FMPNet) to infer complete geometry from partial data
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without manual annotations. This produces dense and coherent point clouds that facilitate
effective surface generation from degraded industrial scans.

The reconstruction network’s core innovation is its hybrid, adaptive architecture. The
FKAConv-LSA-DC encoder combines fixed-kernel and deformable convolutions to balance
structural stability with flexibility, enabling the capture of both coarse shapes and fine
details. The integration of Local Self-Attention further improves contextual modeling
and long-range consistency. Ablation results confirm that removing either component
significantly degrades reconstruction accuracy.

The boundary-aware multi-head interpolation decoder also contributes substantially
to performance, particularly in recovering sharp edges, thin structures, and other complex
features. By modulating attention weights near geometric boundaries, it improves fidelity
where conventional interpolation often fails. This is evidenced by the most pronounced
performance decline in IoU and Normal Consistency when the boundary-aware module
is removed. Finally, quantitative comparisons against methods such as POCO and Con-
vONet show that C2R3D-Net achieves consistently competitive or superior results across
standard benchmarks.

5.2. Zero-Shot Generalization and Practical Implications

A key finding of this work, validated by our experiments, is the framework’s remark-
able effectiveness in a zero-shot, synthetic-to-real setting. Unlike many prior studies that
rely on extensive fine-tuning or domain adaptation, our model was trained exclusively on
the ShapeNet synthetic dataset and evaluated directly on complex, real-world industrial
scans without any additional supervision. This has significant implications for the practical
adoption of DT technologies. Specifically, it demonstrates the feasibility of leveraging large,
publicly available synthetic datasets to train reconstruction models, thereby bypassing
the costly and often impractical process of collecting and annotating large-scale data from
proprietary industrial environments. The architectural choices in our reconstruction net-
work, particularly the hybrid encoder and the boundary-aware decoder, appear crucial
for learning robust geometric representations that generalize beyond the source domain.
This successful transfer highlights the potential of C2R3D-Net as a scalable and deployable
solution for high-fidelity 3D modeling in diverse industrial contexts.

5.3. Limitations and Future Work

Despite demonstrating strong empirical performance, the proposed framework ex-
hibits several notable limitations that merit careful consideration, particularly with respect
to deployment in diverse industrial scenarios.

First, the reconstruction quality is fundamentally dependent on the effectiveness of
the initial completion stage. As a two-stage architecture, C2R3D-Net relies on FMPNet
to produce geometrically coherent and artifact-free point clouds. In situations where the
completion network fails to accurately infer missing geometry—due to severe occlusion,
highly noisy input data, or distributional shift—resulting errors propagate unmitigated
into the final reconstructed mesh. This dependency represents a critical vulnerability,
as there is currently no corrective mechanism within the pipeline to recover from such
upstream inaccuracies.

Second, the computational cost associated with the cascaded design presents practical
constraints. The combination of a transformer-based completion network and an adaptive
reconstruction module incurs substantial inference time and memory consumption. Empir-
ically, the average time required to reconstruct a single object is approximately 13.2 s on
an NVIDIA RTX 4070 GPU, a latency that may be prohibitive for applications requiring
near-real-time processing or high-throughput operation. Furthermore, reliance on high-end
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hardware limits applicability in resource-constrained environments such as embedded
industrial controllers or edge computing devices.

A notable limitation of the presented zero-shot generalization claims arises from the
restricted diversity of the custom industrial dataset used in this study. Although the dataset
encompasses representative manufacturing scenarios—including robotic arms, automated
guided vehicles (AGVs), and other large-scale mechanical assemblies—it does not capture
the full spectrum of variability observed across industrial domains. In particular, the
framework’s performance has not been assessed on assets characterized by fine-grained
geometric features, such as those encountered in electronic component manufacturing, nor
on settings with distinct material properties and acquisition artifacts prevalent in aerospace
applications. Accordingly, while the empirical results demonstrate promising cross-domain
transfer within the tested scope, extrapolation to substantially different operational contexts
should be approached with caution. Comprehensive validation across a broader range of
industrial conditions will be essential to substantiate the framework’s general applicability
and reliability.

Fourth, the design choice of producing a fixed-density point cloud comprising
3000 points in the completion stage may not be optimal for all target geometries. While this
uniform representation facilitates consistent downstream processing, it imposes limitations
when reconstructing objects with either extremely simple surfaces, where excessive sam-
pling may be redundant, or highly intricate structures, where a higher point density could
be necessary to capture fine details accurately. Future iterations of the framework could
explore adaptive mechanisms that dynamically adjust point cloud resolution in response
to the complexity of the observed geometry.

Fifth, the evaluation framework, while comprehensive in its use of standard geometric
metrics (e.g., Chamfer Distance, IoU), relies exclusively on quantitative analysis. These
metrics are invaluable for measuring geometric fidelity but may not fully correlate with
the perceptual quality or functional suitability of the reconstructed models as judged by
human experts. For instance, a mesh might achieve a low Chamfer Distance yet contain
small, topologically incorrect artifacts that render it unsuitable for specific engineering
simulations (e.g., CFD or FEA) or downstream manufacturing tasks. The absence of
perceptual metrics or formal subjective evaluations by industrial stakeholders constitutes a
limitation in assessing the framework’s practical utility.

Finally, while this study focused on demonstrating the feasibility and effectiveness
of zero-shot cross-domain generalization, it is acknowledged that supervised fine-tuning
could further improve reconstruction fidelity in specific industrial domains. A systematic
comparison between the presented zero-shot configuration and fine-tuned variants would
help quantify the associated trade-offs and provide valuable insights into the cost-benefit
balance of adopting lightweight adaptation strategies. Conducting such evaluations re-
mains an important direction for future research. At the same time, the core motivation
of this work is to address practical scenarios where acquiring and annotating sufficient
high-quality 3D data is often infeasible due to prohibitive costs, operational constraints, or
limited asset accessibility.

Addressing these limitations will constitute a valuable foundation for advancing this
line of work. Possible avenues include the development of end-to-end trainable archi-
tectures that allow reconstruction losses to inform the completion stage, strategies for
lightweight model distillation and acceleration to improve runtime efficiency, and ex-
tensive validation on broader industrial datasets. Crucially, future studies should also
incorporate more application-centric evaluation methodologies. This could involve compu-
tational perceptual metrics designed for 3D shapes or, more impactfully, formal subjective
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studies with domain experts to assess the usability of reconstructed models for specific
downstream tasks.

6. Conclusions

To provide a consolidated overview of the framework’s performance, Table 7 summa-
rizes the key quantitative results across both synthetic and real-world datasets.

Table 7. Summary of reconstruction performance across synthetic (ShapeNet) and real-world indus-
trial datasets. Arrows indicate the desirable direction of each metric: | for lower is better (Chamfer
Distance), and 1 for higher is better (F-Score, IoU, and Normal Consistency).

Metric ShapeNet (Synthetic) Industrial Dataset (Real)
Chamfer Distance (L1) | 2.8000 x 1073 1.0900 x 10~
F-Score T 0.9860 0.7694

IoU 1 0.9350 0.1694

Normal Consistency 1 0.9530 0.8145

In this paper, we have presented C2R3D-Net, a two-stage framework for generating
high-fidelity 3D meshes from sparse and incomplete point clouds, specifically targeting the
challenges of industrial digital twin applications. The proposed approach systematically
decouples the reconstruction task into self-supervised point cloud completion and adaptive
surface reconstruction. The initial stage leverages a pretrained completion network (FMP-
Net) to infer dense and coherent geometry from partial inputs, while the reconstruction
network combines a hybrid FKAConv-LSA-DC encoder and a boundary-aware multi-
head interpolation decoder to recover fine-grained surface details and preserve complex
structural features.

Comprehensive experiments on the ShapeNet benchmark and a custom industrial
dataset validate the framework’s capacity to achieve strong reconstruction performance
and notable zero-shot generalization without additional fine-tuning. The results demon-
strate that it is feasible to train effective reconstruction models solely on synthetic data and
deploy them directly in industrial scenarios, significantly reducing the need for large-scale
proprietary datasets. Ablation studies further highlight the contributions of each architec-
tural component, particularly the role of boundary-aware interpolation in recovering thin
structures and sharp edges.

Despite these strengths, the framework presents several limitations that warrant
consideration. Its performance remains inherently dependent on the accuracy of the
completion stage, with errors and artifacts propagating directly into the reconstructed
mesh. The cascaded architecture incurs substantial computational costs, with an average
inference time of approximately 13.2 s per object, which may limit applicability in real-time
or resource-constrained environments. Moreover, while the approach shows promising
results on selected industrial assets, its generalization across domains with markedly
different scales, materials, or topologies requires further validation. Finally, the use of a
fixed-cardinality point cloud output from the completion network may not be optimal for
objects of widely varying geometric complexity.

Future work will focus on addressing these challenges by exploring end-to-end op-
timization strategies that enable joint learning across stages, developing adaptive point
density mechanisms, and extending evaluation to more diverse industrial datasets. Ad-
ditionally, optimizing runtime efficiency through model compression and acceleration
will be critical for facilitating deployment in time-sensitive and embedded applications.
Moreover, integrating perceptual evaluation metrics and expert-based assessments will be
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prioritized to enrich the validation framework and ensure that reconstructed models meet
application-specific quality standards.

In summary, this work contributes a practical and extensible framework for high-
fidelity 3D reconstruction of industrial assets from imperfect data, offering a foundation for
advancing digital twin technologies in complex manufacturing environments.
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