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ABSTRACT This paper presents the quantitative validation of Artificial Precognition Adaptive Cognised
Control (APACC), a dual-layer neuro-symbolic architecture for safety-critical autonomous transport.
APACC integrates Type-2 fuzzy symbolic reasoning for high-level decision-making with linearised
predictive optimisation for trajectory control, synchronised through Diophantine Frequency Synthesis over
a 2.5s precognition horizon. We establish a theoretical framework that shows how these components
interact to ensure bounded uncertainty propagation and temporal coherence across layers. Validation
combines high-fidelity simulation with real-world field deployment. Automotive trials using Honda Civic
vehicle dynamics achieved 51% reduction in peak deceleration (0.45g to 0.22 g) and 67% decrease in
jerk during pedestrian-crossing scenarios (p < 0.01) compared with reactive baselines. Operational
railway deployment under UK SBRI Project Edge on 32 km of live Network Rail infrastructure achieved
96% base-station-handover prediction accuracy, 18.6% latency reduction, and complete route coverage
through predictive multi-modal connectivity management across four mobile-network operators with
satellite backup—Long-short-term-memory (LSTM) signal-strength prediction achieved 5-8% RSRP error,
confirming simulation-to-reality transfer. The system operated continuously for 168h without failure,
demonstrating robustness for mission-critical control. Across more than 10,000 simulation scenarios,
APACC outperformed proportional-integral-derivative, model-predictive-control, and deep-reinforcement-
learning baselines while maintaining interpretability consistent with ISO 26262 certification. All validation
datasets, simulation environments, and operational telemetry are released via Zenodo for independent
verification and reproducibility.

INDEX TERMS Neuro-symbolic control, adaptive autonomy, Type-2 fuzzy logic, predictive optimization,
autonomous vehicles, railway communications, simulation-to-reality transfer, safety-critical systems.

I. INTRODUCTION

How can autonomous controls architectures integrate
real-time predictive capabilities with interpretable symbolic
reasoning to achieve certifiable safety guarantees across
heterogeneous transport domains? This fundamental question
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motivates the development and validation of neuro-symbolic
control systems that must simultaneously satisfy conflicting
requirements: the adaptive learning capabilities of neural
approaches and the transparent decision-making demanded
by safety certification standards such as ISO 26262 [1] and
SOTIF [2].

The performance-interpretability trade-off represents a
central challenge in safety-critical autonomous systems.
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Model Predictive Control (MPC) provides optimal trajecto-
ries within prediction horizons but requires accurate system
models and offers limited adaptability to novel situations [3].
Deep Reinforcement Learning (DRL) achieves flexibility
through end-to-end learning but produces opaque policies
that resist certification [4]. Hybrid architectures combining
these approaches have shown promise but typically employ
loose coupling that introduces synchronisation failures and
interface brittleness [5].

The Artificial Precognition Adaptive Cognised Control
(APACC) architecture [6] addresses this trade-off through
tight integration of Type-2 fuzzy symbolic reasoning
with linearised predictive optimisation, synchronised via
Diophantine Frequency Synthesis. This paper provides
comprehensive quantitative validation establishing that this
integration achieves measurable performance improvements
while preserving interpretability.

A. MOTIVATION AND VALIDATION REQUIREMENTS

The deployment of autonomous systems in safety-critical
applications demands validation methodologies that go
beyond qualitative demonstrations. Key requirements
include:

« Statistical Rigor: Performance claims must be sup-
ported by hypothesis testing with appropriate confidence
intervals and effect sizes.

« Reproducibility: All experimental procedures, datasets,
and code must be publicly available to enable indepen-
dent verification.

o Cross-Domain Validation: Performance must be eval-
uated across diverse operational contexts to demonstrate
generalizability.

o Baseline Comparisons: Quantitative improvements
must be measured relative to established control
methodologies.

o Operational Feasibility: Real-world performance on
actual infrastructure must be demonstrated to validate
simulation predictions.

« Computational Feasibility: Real-time performance on
resource-constrained hardware must be demonstrated.

B. RESEARCH OBJECTIVES
This validation study addresses three specific research
questions:

1) Does APACC’s dual-layer architecture achieve statisti-
cally significant safety and performance improvements
over established baselines (MPC, DRL, hybrid) in
controlled simulation?

2) Do these improvements transfer from simulation to
operational deployment on live infrastructure?

3) Does the architecture maintain interpretable decision-
making consistent with certification requirements?

C. CONTRIBUTIONS
This paper makes the following specific contributions:
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1) A theoretical framework establishing how APACC’s
components—Type-2 fuzzy reasoning, linearised
predictive optimisation, and Diophantine Frequency
Synthesis—interact to provide bounded uncertainty
propagation and temporal layer coherence (Section II).

2) A comprehensive validation framework for neuro-
symbolic autonomous control systems, including
standardized metrics, experimental protocols, and
statistical testing procedures.

3) Quantitative performance evaluation of APACC across
two distinct domains: (a) autonomous vehicles in
urban and highway scenarios using Honda Civic
dynamics, and (b) operational rail deployment with
comprehensive RF telemetry across 32km passenger
service route.

4) Operational field validation demonstrating 96% base
station handover prediction accuracy, 18.6% latency
reduction, and 100% route coverage through pre-
dictive multi-modal connectivity management across
four Mobile Network Operators and satellite backup
systems.

5) Simulation-to-reality transfer validation showing
5-8% RSRP prediction error between trained models
and operational performance, confirming the validity
of digital twin approaches for predictive connectivity.

6) Comparative analysis demonstrating APACC’s perfor-
mance relative to Model Predictive Control (MPC),
Deep Reinforcement Learning (DRL), and hybrid
approaches across safety, efficiency, and robustness
metrics.

7) Computational efficiency analysis including latency
measurements, resource utilization profiles, and
scalability characteristics on embedded platforms
(Raspberry Pi 4B, Nvidia Jetson Xavier NX).

8) Complete open-source release of validation datasets,
simulation environments, and analysis code via Zenodo
repository [7].

D. PAPER ORGANIZATION

The remainder of this paper is structured as follows: Section II
presents the system architecture and theoretical framework,
establishing how the architectural components interact.
Section III reviews related work in autonomous system
validation. Section IV describes the validation framework
and established use cases, including detailed Project Edge
operational deployment. Section V presents the validation
methodology, including metrics and statistical procedures.
Section VI presents quantitative results across all validation
domains. Section VII discusses implications, insights into
simulation-to-reality transfer, and limitations. Section VIII
concludes.

Il. SYSTEM ARCHITECTURE AND THEORETICAL

FRAMEWORK
This section establishes the theoretical foundations under-

lying APACC’s dual-layer neuro-symbolic architecture,
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FIGURE 1. APACC theoretical framework illustrating how sensor
uncertainty is encoded as a Type-2 fuzzy footprint of uncertainty,
fine-tuned via linearisation into envelope C, synchronised by DFS, and
used by the predictive optimiser to generate control input u* in closed
loop.

L Modul
ERacyNOCLICS Modern Upgrades

Rule Base Enhanced with._
4
Fuzzifier S Enhanced withr-+--# NSSD Module
b
Type Reducer Enhanced with~
Inference
i Accelerated by.
Engine
4
Defuzzifier |- Accelerated by---+--»  GPU Pipeline
v
Accelerated by
MIMO
Controller —— > DFS Sync

FIGURE 2. APACC dual-layer architecture: coarse-tuning layer (Type-2
fuzzy symbolic reasoning) provides interpretable constraint boundaries;
fine-tuning layer (linearised predictive optimisation) generates optimal
trajectories within those boundaries; Diophantine Frequency Synthesis
ensures temporal coherence between layers. This architecture underpins
all validation experiments across both simulation and operational
deployment.

explaining how the integration of Type-2 fuzzy reasoning, lin-
earised predictive optimisation, and Diophantine Frequency
Synthesis produces the observed performance improvements.

A. ARCHITECTURE OVERVIEW
The APACC architecture employs a dual-layer control
strategy (Fig. 2): a coarse-tuning layer that performs Type-2
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TABLE 1. Architectural Comparison: APACC vs. Baseline Approaches?.

Dimension MPC DRL Hybrid APACC
Prediction Model Policy Sequential | Integrated
Interpret. High Low Partial High
Uncertainty Bounded | Unbnd. Mixed Bounded
Certification | Feasible | Difficult Partial Feasible
Synchron. N/A N/A Loose Tight

fuzzy symbolic reasoning for high-level decision-making,
and a fine-tuning layer that executes linearised predictive
optimisation for trajectory control. These layers operate at
different frequencies and are synchronised through Diophan-
tine Frequency Synthesis over a 2.5 s precognition horizon.

The architecture integrates multiple sensor streams through
a novel Diophantine Frequency Synthesis mechanism,
enabling anticipatory control with a 2.5-second precognition
horizon. This foundational architecture has been validated
through initial automotive and rail deployments, establishing
baseline performance metrics that this study extends compre-
hensively.

Table 1 summarises how APACC differs from established
approaches across five critical dimensions.

B. THEORETICAL FRAMEWORK

We now establish the theoretical basis for APACC’s per-
formance characteristics, formalising the interactions among
its architectural components. The overall framework is
summarised in Fig. 1.

1) CONTROL PROBLEM FORMULATION
Consider a discrete-time dynamical system:

X1 = f (Xk, Uk, W) (D

where x; € X C R”" is the state, uy € U C R™ is the
control input, and w; € WV represents bounded uncertainty
with ||wg || < w.
The control objective minimises a cost functional over a
prediction horizon N:
N-1
J =" w) + Vi(xy) )
k=0
subject to state constraints X; € Xsafe and input constraints
Wi € Updmissible-
Safety-critical applications impose the additional require-
ment that constraint satisfaction be verifiable and the decision
process interpretable for certification.

2) TYPE-2 FUZZY UNCERTAINTY ENCODING

APACC’s coarse-tuning layer employs interval Type-2 fuzzy
sets [8], [9] to encode epistemic uncertainty in sensor
measurements and environmental states. An interval Type-2

fuzzy set A is characterised by its Footprint of Uncertainty
(FOU):

FOU(A) = | JIp;0), 3 (0)] 3)
Vx
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where My (x) and 1z 5 (x) are the lower and upper membership
functions bounding the uncertainty region.

The FOU propagates through the fuzzy inference system,
producing output constraint envelopes [y, y] that bound the
admissible control region. These envelopes are passed to
the fine-tuning layer as explicit constraints, ensuring that
uncertainty is handled systematically rather than ignored or
approximated.

Definition 1 (Constraint Envelope): Given input uncer-
tainty characterised by FOU(X), the constraint envelope C for
the fine-tuning layer is:

C={u:g(uy =0Agy) =<0} “

where g(-) encodes safety constraints derived from fuzzy rule
activation.

This formulation ensures that control actions remain safe
across the entire uncertainty range captured by the Type-2
fuzzy representation.

3) LINEARIZED PREDICTIVE OPTIMIZATION

The fine-tuning layer solves a constrained optimisation
problem within the envelope C provided by the coarse-
tuning layer. For computational tractability on embedded
platforms, APACC employs successive linearisation around
the predicted trajectory:

N-1
u* = arg min z [kaka + u{ Ruy + )\k¢(Xk)] &)
ueC —

where Q and R are state and control weighting matrices,
¢(X) is a precognition penalty derived from the symbolic
layer’s predictions, and A, are uncertainty weights computed
from the FOU bounds.

The precognition penalty ¢(x;) encodes anticipated future
hazards identified by the symbolic reasoning layer, enabling
proactive rather than reactive control. The uncertainty
weights Ay increase conservatism when the FOU indicates
high epistemic uncertainty.

4) STABILITY UNDER THE DUAL-LAYER ARCHITECTURE
APACC inherits stability properties from the underlying
constrained MPC formulation. Under standard assumptions
for MPC with terminal constraints [3], [10], the closed-loop
system achieves asymptotic stability when:

1) The terminal cost V¢ (-) is a local Lyapunov function in

the terminal set Xj;

2) The terminal set Xy C Ajape is positively invariant

under a local controller;

3) The constraint envelope C from the fuzzy layer contains

the terminal controller.

The symbolic layer’s constraint envelopes are designed to
satisfy condition (3) by construction, ensuring that the fine-
tuning layer’s optimisation always admits feasible solutions
that maintain stability guarantees.

Lyapunov-Based Stability Argument: The cost function (2)
serves as a Lyapunov function candidate for the closed-loop
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system. At each time step, the optimal cost-to-go J*(xj)
satisfies the descent condition J*(xx4+1) < J*(Xx) —
£(Xg, uy), which follows from the principle of optimality
applied to the receding-horizon problem [10]. Given that
£(-) > O for all x # O, this establishes that J*(-) is
strictly decreasing along system trajectories, guaranteeing
asymptotic convergence to the origin (or a target equilibrium)
under the standard controllability and constraint qualification
assumptions detailed in [3]. The Type-2 fuzzy layer’s
constraint envelopes C preserve this property by ensuring
recursive feasibility: if Xy € Xg,fe, then the envelope C always
contains a control sequence steering the system to a state Xy
from which feasibility is maintained.

C. DESIGN PRINCIPLES
APACC’s architecture addresses three specific limitations of
existing approaches:

Limitation 1: MPC Horizon Myopia. Standard MPC
optimises only within its prediction horizon and cannot
anticipate events beyond this window. APACC’s symbolic
layer processes higher-level contextual information (e.g.,
pedestrian intent, traffic patterns) to identify hazards before
they enter the MPC horizon, encoding these as precognition
penalties in (5).

Limitation 2: DRL Interpretability Opacity. End-to-
end DRL policies are closed boxes that resist certification.
APACC maintains interpretability through explicit symbolic
rules with traceable activation patterns. The fuzzy inference
system produces human-readable explanations: ‘‘Pedestrian
detected with high crossing probability; constraint envelope
tightened to enforce early deceleration.”

Limitation 3: Hybrid Loose Coupling. Sequential hybrid
architectures (RL for planning, MPC for control) suffer
from interface brittleness and synchronisation failures when
the planning and control layers operate asynchronously.
APACC’s Diophantine Frequency Synthesis ensures deter-
ministic temporal relationships between layers, eliminating
drift accumulation.

D. DIOPHANTINE FREQUENCY SYNTHESIS
The coarse-tuning (symbolic) and fine-tuning (numeric)
layers operate at different frequencies: symbolic reasoning
updates at f; Hz (typically 10-20 Hz) while trajectory opti-
misation runs at f,, Hz (usually 50-100 Hz). Without careful
synchronisation, phase drift between layers accumulates over
the precognition horizon, causing constraint violations and
degraded performance.

Definition 2 (Layer Synchronisation Problem): Givensym-
bolic layer frequency f; and numeric layer frequency f;,, the
relative phase 6(¢) between layer updates evolves as:

0(1) =27 (fu — kf)t + 6o Q)

where k = |f,,/f;]. Phase drift is bounded if and only if f;, =
kf; for integer k.

Diophantine Frequency Synthesis selects layer frequencies
satisfying integer-ratio relationships, ensuring bounded phase
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drift. The name derives from the Diophantine equations
in sampled-data control theory [11], [12] that govern the
behaviour of multi-rate systems.

Proposition 1 (Bounded Phase Drift): Under  bounded
scheduling jitter |§;|, |6,] < dmax and integer frequency ratio
fn = kf; for positive integer k, the relative phase drift |A8)|
over precognition horizon 7}, satisfies:

|AO| < 47 dmax Ty max(fy, fr) @)

This bound is independent of accumulated time and depends
only on the jitter magnitude and horizon length.

Proof sketch: With integer frequency ratios, the ideal phase
relationship repeats every 1/f; seconds. Jitter introduces
per-cycle phase errors bounded by 27 8paxfi. Over horizon
T, at most T,fs symbolic cycles and T)f, numeric cycles
occur, yielding the stated bound. The key insight is that
errors do not accumulate across cycles when frequencies are
commensurate. 0

Alternative synchronisation strategies—polling, event-
driven, continuous interpolation—either introduce unbounded
latency (polling), non-deterministic timing (event-driven),
or computational overhead unsuitable for embedded plat-
forms (continuous interpolation). Diophantine synthesis
provides deterministic timing guarantees compatible with
safety-critical certification requirements.

For the automotive validation, we selected f; = 10Hz
and f, = 100Hz (k = 10), yielding a theoretical phase
drift bound of 0.31rad over the 2.5s precognition horizon
with max = 1ms. For railway deployment on Raspberry
Pi 4B, f; = 10Hz and f;, = 20Hz (k = 2) accommodated
the constrained computational budget while maintaining
bounded drift.

lIl. RELATED WORK

A. VALIDATION APPROACHES FOR AUTONOMOUS
SYSTEMS

Traditional validation methods for autonomous systems have
relied heavily on simulation-based testing [13], real-world
field trials [14], and formal verification approaches [15].
Simulation environments such as CARLA [16], SUMO [17],
and Gazebo provide controlled testing scenarios but face
the reality gap challenge when transferring to physical
systems [18].

Recent work has emphasized the importance of scenario-
based testing with coverage metrics [19], adversarial test-
ing to identify edge cases [20], and statistical validation
using operational design domain (ODD) specifications [21].
However, these approaches often focus on perception and
planning subsystems in isolation, rather than end-to-end
control validation.

Operational Validation: While simulation provides con-
trolled repeatability, validation on operational infrastructure
remains essential for establishing real-world feasibility [22],
[23]. The challenge lies in collecting sufficient data under
actual operating conditions while maintaining safety. This
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work combines both approaches, using simulation for sys-
tematic performance evaluation and operational deployment
for reality validation.

B. PERFORMANCE METRICS FOR AUTONOMOUS
CONTROL

The autonomous systems community has developed vari-
ous performance metrics, broadly categorized into safety,
efficiency, comfort, and robustness measures [24]. Safety
metrics include collision rates, time-to-collision (TTC), and
safety margin violations [25]. Efficiency metrics encompass
travel time, fuel consumption, and throughput [26]. Comfort
metrics measure jerk, lateral acceleration, and passenger
experience [27].

For control systems specifically, classical metrics such
as rise time, settling time, overshoot, and steady-state
error remain relevant [28]. Modern approaches incorporate
learning-based metrics including sample efficiency, general-
ization gap, and out-of-distribution robustness [29].

C. NEURO-SYMBOLIC SYSTEM VALIDATION
Neuro-symbolic Al systems, which combine neural network
components with symbolic reasoning, present unique val-
idation challenges [30], [31]. The hybrid nature requires
validating both the neural components (using deep learning
validation techniques [32]) and the symbolic components
(using formal methods [33]). Recent work has proposed inte-
grated validation frameworks that address this duality [34].

The APACC architecture [6] exemplifies neuro-symbolic
control by integrating predictive neural models with
rule-based cognitive control. This paper extends prior
validation work by providing a comprehensive quantitative
evaluation of the complete integrated system across both
simulation and operational deployment.

D. TYPE-2 FUZZY SYSTEMS AND MULTI-RATE CONTROL
Type-2 fuzzy systems extend classical fuzzy logic to
handle uncertainty in membership functions themselves [8].
Industrial applications have demonstrated their effectiveness
in handling measurement noise and environmental uncer-
tainty [9], [35]. Multi-rate control systems, in which different
components operate at different sampling frequencies, have
been studied extensively in sampled-data control theory [11],
[12]. APACC’s Diophantine Frequency Synthesis builds on
these foundations to achieve deterministic synchronisation
between neuro-symbolic layers.

IV. VALIDATION FRAMEWORK AND ESTABLISHED USE
CASES

A. AUTOMOTIVE DOMAIN: HONDA CIVIC VALIDATION
Initial APACC validation was conducted on the Honda
Civic test vehicle in controlled urban scenarios [6]. Vehicle
dynamics were parameterised using specifications provided
by Honda Motor Europe and simulated within the CARLA
environment using the publicly available Lyft Level 5 dataset
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FIGURE 3. Honda Civic pedestrian crossing validation scenario. Top:
Reactive baseline control maintains constant velocity until pedestrian
detection. Bottom: APACC predictive response with early deceleration
initiated 1.8 s before baseline, enabled by the symbolic layer's pedestrian
intent inference. Vehicle dynamics parameters provided by Honda Motor
Europe ensure simulation fidelity.

FIGURE 4. Trajectory prediction demonstrating APACC's 2.5-second
precognition horizon. Purple vectors show predicted pedestrian
trajectories; constraint envelopes (shaded) tighten as crossing probability
increases, forcing early deceleration. This results in a 51% reduction in
peak deceleration (0.45g to 0.22g) and a 67% reduction in jerk.

for traffic and pedestrian scenarios [36]. The flagship
validation case examined pedestrian crossing scenarios at
30 mph with mixed traffic conditions (Figure 3).

The validation demonstrated APACC’s core predictive
capabilities through trajectory analysis (Figure 4). The
system’s coarse-tuning layer processed LiDAR point clouds
at 10Hz and camera feeds at 30fps, identifying pedestrian
movement patterns through Type-2 fuzzy inference approx-
imately 2.5 seconds before pedestrians entered the roadway.

Quantitative results established initial performance
baselines:

o Peak deceleration: 0.22g (APACC) vs. 0.45g (baseline)
— 51% improvement
« Jerk reduction: 67% improvement in ride quality
o Stopping distance: 3.2m before crosswalk vs. 0.8m
(baseline)
o Response time: 1.2s (APACC) vs. 2.1s (PID) vs. 1.8s
(MPC)
These results, achieving statistical significance (p < 0.01),
establish APACC’s viability for safety-critical automotive
applications and serve as the baseline for extended validation.

B. CRITICAL INFRASTRUCTURE: PROJECT EDGE
OPERATIONAL DEPLOYMENT

To validate APACC beyond controlled simulation, we con-
ducted extensive operational field trials on live railway
infrastructure through the Innovate UK Project Edge. This
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FIGURE 5. Project Edge rail system deployment showing Network Rail
Kubota test vehicle with mounted APACC hardware and sensor suite on
operational track. System integrated four Mobile Network Operators (EE,
Vodafone, Three, 02), Iridium satellite communication, and multipath TCP
routing for comprehensive connectivity validation.

deployment provided real-world validation of APACC’s
predictive capabilities under actual operating conditions with
safety-critical requirements.

1) OPERATIONAL TEST ENVIRONMENT

Field trials were conducted on the Workington-Sellafield
passenger rail route in Cumbria, UK, covering approximately
32 km of operationally active track serving regular passenger
services. The route presents diverse RF propagation chal-
lenges ideal for validating predictive connectivity systems:

« Urban Sections: Workington and Whitehaven stations
with dense cellular coverage from multiple Mobile
Network Operators (MNOs)

o Coastal Terrain: Irish Sea coast with variable propaga-
tion conditions and weather exposure

o Rural Coverage Gaps: Identified ‘“‘not-spot” near
Nethertown with zero terrestrial cellular coverage

+ Mixed Topology: Tunnels, bridges, cuttings, and open
terrain creating diverse signal environments

2) HARDWARE SYSTEM ARCHITECTURE
The operational deployment utilized a custom hardware
platform (Figure 7) integrated onto a Network Rail Kubota
maintenance vehicle, comprising:
Cellular Connectivity:
e 4x Waveshare SIM7600X LTE modems [37] (one per
MNO: EE, Vodafone, Three, O2)
e Multi-band support: B1/B3/B5/B8/B34/B38/B39/B40/
B41
o QMI (Qualcomm Modem Interface) telemetry access for
real-time signal metrics
o Independent SIM cards from each MNO for carrier-
specific performance evaluation
Antenna System:

o Huber+Suhner SENCITY Rail MIMO antennas [38]
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FIGURE 6. Initial Project Edge network performance demonstration
showing successful channel bonding between terrestrial (multiple MNO
bands: 800MHz, 1800MHz, 2600MHz) and Iridium satellite networks. This
early deployment established baseline connectivity improvements that
subsequent APACC integration extended significantly.

o Frequency range: 694-4900 MHz covering all UK LTE
bands
o MIMO 4 x4 configuration for spatial multiplexing

o Weatherproof IP67 rating for outdoor railway
deployment

« Roof-mounted on vehicle for optimal line-of-sight

Satellite Backup:

o Thales MissionLLINK 200 Iridium Certus terminal [39]

« LEO satellite constellation providing L-band connectiv-
ity

o 0.5 Mbps uplink / 2.0 Mbps downlink for coverage gap
redundancy

o Seamless failover integration via MPTCP

Computing Platform:

« Raspberry Pi4B (4GB RAM) [40] running APACC core
algorithms

e Quad-core ARM Cortex-A72 @ 1.5GHz for LSTM
inference and control logic

o OpenMPTCProuter [41] for multi-path TCP channel
bonding

o Real-time Linux kernel (PREEMPT-RT) for determinis-
tic control timing

o GPS module (u-blox NEO-MS8N) for position-tagged
telemetry

3) REAL-TIME RF TELEMETRY COLLECTION
A critical component of the validation was comprehensive
real-time data collection, enabling both APACC training and
performance evaluation. The system captured RF measure-
ments at a 1 Hz sampling rate via QMI commands to each
modem, extracting:

Signal Quality Metrics: [42]

o RSRP (Reference Signal Received Power): Primary

signal strength indicator
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FIGURE 7. Project Edge hardware system architecture deployed on
operational rail vehicle. Four independent LTE modems connect to
separate Mobile Network Operators, with Iridium satellite providing
backup connectivity. MPTCP routers aggregate all connections, while
APACC's predictive engine makes intelligent handover decisions based on
real-time RF telemetry and trained LSTM predictions.

+« RSRQ (Reference Signal Received Quality): Signal
quality relative to interference

o RSSI (Received Signal Strength Indicator): Total wide-
band power

« SNR/RSSNR: Signal-to-Noise Ratio for link quality
assessment

Network Identity Parameters: [43]

« Physical Cell ID (PCI): Unique cell tower identifier for
handover tracking

« EARFCN: E-UTRA Absolute Radio Frequency
Channel Number

« Band: LTE frequency band (B1/B3/B5/B8/B20 for UK
networks)

o TAC (Tracking Area Code): Location area management
parameter

Performance Metrics:

« Round-trip latency via continuous ICMP ping to exter-
nal servers

o Instantaneous bandwidth (uplink/downlink) via iperf3
measurements

« Packet loss rates and jitter for service quality assessment

« Connection state (connected, idle, handover in progress)

Geospatial Data:

o GPS coordinates (latitude, longitude, altitude) at 1 Hz

« Vehicle speed and heading from GPS velocity vectors

« Distance along route calculated via cumulative geodesic
interpolation

The database schema (Figure 10) enabled efficient storage
and retrieval of over 580,000 measurement points collected
during the validation campaign.

4) DIGITAL TWIN CONSTRUCTION AND LSTM TRAINING
APACC’s predictive capability relies on constructing a digital
twin [44], [45] of the RF environment. For operational
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FIGURE 8. Workington-Sellafield route map (32 km) showing test
coverage area with identified cellular base station locations. The route
traverses urban, coastal, and rural terrain, including a known “not-spot”
coverage gap near Nethertown (highlighted), where no terrestrial cellular
coverage exists from any of the four MNOs, necessitating satellite backup
integration.

railway deployment, we developed this through a three-phase
methodology:

Phase 1 — Baseline Survey: Initial data collection involved
five complete route transits (10 passes: 5 outbound, five
return) across different times of day and days of the week to
capture temporal variations in network load and propagation
conditions. This established baseline RF fingerprints for each
location along the route.

Phase 2 — Continuous Operation: Over seven days
of 24/7 continuous operation, dynamic telemetry was col-
lected under all operational conditions: passenger services,
maintenance windows, varied weather (clear, rain, fog), and
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FIGURE 9. Physical deployment on Network Rail Kubota maintenance
vehicle. Clockwise from top-left: (1) Complete vehicle setup during field
trials, (2) Ruggedized equipment enclosure with LTE modems and
computing platform, (3) Roof-mounted MIMO antenna array, (4) GPS and
satellite terminal installation. Equipment operated continuously for seven
days under operational railway conditions, including vibration, weather
exposure, and electromagnetic interference.

RF Telemetry Database Schema

th GPS-tagged telemetry

(580,247
GPS-tagged
asurements|

PK = Primary Key FK = Foreign Key.

FIGURE 10. Database schema for real-time RF telemetry collection
showing relationships between signal measurements (signalinfo),
network scanning results (Network_scan), cell tower identification
(cell_location), and connection performance statistics (Connection_Stats).
This structured data model enabled efficient LSTM training and real-time
prediction during operational deployment.

different network loading patterns (peak hours, overnight
periods).

Phase 3 — LSTM Network Training: The collected
telemetry data were used to train Long Short-Term Mem-
ory (LSTM) networks [46], [47] to predict future signal

18785



IEEE Access

E. J. Frangou: Quantitative Validation of Artificial Precognition Adaptive Cognized Control

&

FIGURE 11. Huber+Suhner SENCITY Rail MIMO antenna technical
specifications deployed in operational validation. The antenna covers
694-4900 MHz with a 4x4 MIMO configuration, weighs 1.5 kg, and has an
1P67 weatherproof rating. Roof mounting provided optimal line-of-sight
for both terrestrial cellular and LEO satellite connectivity. Technical
specifications validated through manufacturer datasheets and field
performance measurements.

conditions. The LSTM architecture leveraged three key
capabilities:

o Temporal Pattern Learning [48]: LSTM’s forget
gates enable selective retention of relevant historical
signal patterns while discarding transient noise, crit-
ical for predicting periodic network congestion and
location-specific propagation characteristics.

o Multi-Feature Integration: The model ingests multi-
dimensional input vectors comprising:

-- Current signal metrics: RSRP, RSRQ, RSSI, SNR
(per MNO)

-- Historical trends: 30-second sliding windows of
signal evolution

-- Geospatial context: GPS coordinates, distance
along route, speed

-- Network state: current PCI, band, TAC for each
connection

-- Performance metrics: latency, bandwidth, packet
loss rates

o Prediction Horizons: The network outputs predictions
at multiple time horizons:

-- 10 seconds: Immediate handover decision support

-- 30 seconds: Base station selection for upcoming
route section
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FIGURE 12. Detailed LSTM cell architecture showing forget gate (f;), input
gate (i¢), candidate cell state (C;), cell state (C;), and output gate (o;) with
hidden state (h;). This recurrent architecture enables APACC to learn
temporal RF signal patterns from historical telemetry, predicting future
connectivity conditions with 5-8% RSRP error. The forget gate mechanism
is critical for filtering transient signal noise while retaining
location-specific propagation characteristics.

-- 60 seconds: Proactive satellite activation before
“not-spot” entry

The LSTM architecture employed two layers with 128 hid-
den units each, trained on 80% of collected data (464,000
samples) with 20% held out for validation. Training utilized
Adam optimizer with learning rate 0.001, batch size 64, and
early stopping based on validation loss.

Figure 12 illustrates the detailed LSTM cell architecture
employed, showing the mechanisms of the forget, input,
and output gates that enable long-term dependency learning,
which is essential for accurate RF prediction.

5) AUTOMATED ML PIPELINE AND CONTINUOUS LEARNING
The operational deployment utilized an automated machine
learning pipeline (Figure 13) enabling continuous model
improvement during field trials:

1) Feature Store: Real-time telemetry ingestion and
preprocessing, including outlier detection (RSRP < -
140 dBm rejected), GPS coordinate validation, and
temporal alignment of multi-modem measurements.

2) Data Analytics: Automated feature engineering
extracting signal trends (30s moving averages,
derivatives), geospatial features (distance to known
cell towers, terrain-based propagation adjustments),
and network state transitions (handover frequency,
connection stability metrics).

3) Model Training: Automated hyperparameter opti-
mization using Optuna framework, cross-validation on
held-out route sections, and A/B testing of candidate
models against production baseline before deployment.

4) Code Repository and Version Control: Git-based
tracking of model versions, hyperparameters, and
training datasets, enabling reproducibility and rollback
capability if performance degradation is detected.

5) Automated Deployment Pipeline: Containerized
model serving with health monitoring, automatic
failover to previous model version if prediction error
exceeds thresholds, and zero-downtime model updates
during operation.
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FIGURE 13. Automated ML pipeline for digital twin construction and
continuous learning deployment. Real-time RF telemetry flows from
operational hardware, undergoes feature engineering and model training,
and is automatically deployed to production systems. This continuous
learning approach enabled progressive improvement of APACC's
predictive accuracy throughout the seven-day validation period, adapting
to network configuration changes and environmental variations.

6) APACC INTEGRATION FOR PREDICTIVE HANDOVER
APACC’s Non-Specificity-based Supervised Discretization
(NSSD) symbolic reasoning layer processes LSTM predic-
tions to make intelligent handover decisions. The system
maintains four parallel connections (one per MNO plus satel-
lite backup) aggregated via Multipath TCP [49], [50], [51],
with APACC managing traffic routing based on predicted
future conditions rather than reactive signal thresholds.

Predictive Handover Logic: Traditional handover trig-
gers when RSRP drops below the threshold (typically
—110 dBm). APACC instead:

1) Predicts RSRP evolution 30-60 seconds ahead using an
LSTM model

2) Identifies optimal base station for upcoming route
section based on predicted coverage

3) Initiates handover proactively while signal remains
strong (RSRP > —95 dBm)

4) Validates handover success before fully transitioning
traffic

5) Maintains fallback options via MPTCP if predictions
prove inaccurate

This anticipatory approach reduces connection drops by
avoiding last-minute handovers when the signal has already
degraded to unusable levels.

Multi-Modal Connectivity Management: The ‘“‘not-
spot’ coverage gap near Nethertown (approximately 2.3 km
section with RSRP < —120 dBm from all terrestrial
providers) required seamless satellite integration. APACC’s
predictive capabilities enabled:

« Activation of Iridium satellite connection 500m before
terrestrial loss

o Gradual traffic migration to satellite as cellular signals
degrade

« Maintenance of active TCP sessions without interrup-
tion

« Automatic terrestrial reacquisition upon exiting cover-
age gap

Figure 14 illustrates the channel bonding architecture

managing simultaneous terrestrial and satellite connections.
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FIGURE 14. Channel bonding architecture showing MPTCP aggregation of
four terrestrial LTE connections plus Iridium satellite backup. APACC's
predictive engine manages traffic distribution across subflows based on
predicted signal quality, latency, and bandwidth availability. During
terrestrial coverage gaps, traffic seamlessly transitions to satellite while
maintaining active TCP sessions. Load balancing algorithms [51]
distribute packets across subflows to minimize total latency while
respecting per-connection capacity constraints.

7) OPERATIONAL VALIDATION METRICS
The field deployment collected comprehensive performance
data validating APACC’s operational capabilities:
Deployment Duration and Robustness:
« 7 days continuous 24/7 operation (168 hours)
« 84 complete route transits (42 outbound, 42 return)
o Zero system crashes or manual interventions required
« Ambient temperature range: 4°C to 18°C
o Weather conditions: Clear, rain, fog, strong coastal
winds
o Electromagnetic environment: Railway traction sys-
tems, signalling equipment
Data Collection Statistics:
o 580,247 GPS-tagged RF measurement points
e 2,321,000 total signal quality samples (4 MNOs x
580,247)
o Average sampling rate: 0.97 Hz (target: 1 Hz, accounting
for brief GPS dropouts)
o Data completeness: 97.3% (missing data primarily in
tunnels due to GPS loss)
o Total dataset size: 1.8 GB compressed, 12.4 GB
uncompressed CSV
These metrics demonstrated the operational viability of
safety-critical railway communications under real-world
service conditions.

8) REAL-WORLD SIGNAL PERFORMANCE ANALYSIS

Figure 15 presents comprehensive real-world signal perfor-
mance across the complete 32 km route for all four Mobile
Network Operators. The multi-panel visualization reveals:
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TABLE 2. Comparative RF performance across mobile network operators.

Metric EE Vodafone | Three 02

Avg RSRP (dBm) -89.2 -92.1 -95.4 -91.8
Std Dev RSRP (dB) 11.3 13.7 15.2 124
Min RSRP (dBm) -118.3 -121.2 -119.7 | -120.1
Avg RSRQ (dB) -11.2 -13.4 -14.8 -12.1
Avg Latency (ms) 67 78 92 71

Coverage (%)* 88.7 82.3 76.1 85.4

*Percentage of route with RSRP > -115 dBm

RSRP (Reference Signal Received Power) Analysis:
Signal strength varied dramatically along the route, ranging
from excellent coverage (RSRP > —80 dBm) in urban areas
to complete terrestrial signal loss (RSRP < —120 dBm) in the
identified “not-spot” region. Urban sections (Workington,
Whitehaven) consistently showed strong signals from all
providers, while rural coastal sections exhibited high variabil-
ity correlated with terrain features and base-station density.

RSRQ (Reference Signal Received Quality) Analysis:
Signal quality metrics showed significant MNO-dependent
patterns. EE consistently maintained a lower RSRQ (average
—11.2 dB) than Three (average —14.8 dB), indicating
lower inter-cell interference and superior network planning.
RSRQ degradation preceded RSRP drops by 15-30 seconds,
providing early warning signals that APACC’s LSTM model
successfully learned to exploit for predictive handover.

Latency Performance: Round-trip latency ranged from
50-90 ms under strong signal conditions, increasing to
200-400 ms under marginal coverage (RSRP -100 to -110
dBm), with complete connectivity loss during terrestrial
coverage gaps. APACC’s predictive handover maintained
latency below 150 ms for 94.7% of the route by proactively
selecting optimal base stations before signal degradation
impacted performance.

Provider-Specific Performance: Table 2 quantifies com-
parative performance across Mobile Network Operators.
EE demonstrated superior average RSRP (—89.2 dBm) and
the highest route coverage (88.7%), while Three exhib-
ited the weakest performance with only 76.1% coverage.
These provider-specific characteristics informed APACC’s
handover decisions, routing traffic preferentially through
higher-quality connections when multiple options were
available.

Coverage Distribution Analysis: Figure 16 presents sig-
nal quality distribution by provider, showing the percentage
of route segments classified as excellent, good, poor, or no
signal. This distribution analysis informed APACC’s traffic
management strategy, with high-priority data routed through
providers that demonstrated more consistent coverage
profiles.

9) APACC PERFORMANCE: PREDICTIVE VS. REACTIVE
HANDOVER

To quantify APACC’s operational improvements, we com-
pared performance against a reactive baseline using tra-
ditional signal-threshold handover logic. The baseline
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TABLE 3. APACC Performance vs. Traditional reactive handover.

Metric Traditional APACC Improvement
Base Station Prediction N/A 96% -
Handover Success Rate 87% 96% +9%

Avg Latency (ms) 145 118 -18.6%
Peak Latency (ms) 384 247 -35.7%
Route Coverage (%)* 82% 100% +18%
Unnecessary Handovers ' 47 34 -27.7%
Connection Drops 23 2 -91.3%
RSRP Prediction Error N/A 5.8% MAE -

*Including satellite backup connectivity
fPer complete route transit (32 km)

implementation triggered handovers when RSRP dropped
below —110 dBm, selecting target base stations based on
current (not predicted) signal strength.

Table 3 presents quantitative performance comparison:

Key Findings:

1) Base Station Prediction Accuracy (96%): APACC’s
LSTM model correctly predicted which base station
would provide optimal coverage 30-60 seconds ahead
with 96% accuracy. This high precision enabled con-
fident proactive handovers while the signal remained
strong.

2) Handover Success Rate (+9%): Traditional reactive
handover succeeded 87% of the time, with failures
occurring when the signal had degraded too severely
before handover initiation. APACC achieved 96%
success by initiating handovers early while maintaining
fallback options via MPTCP.

3) Latency Reduction (18.6% average, 35.7% peak):
Proactive handover maintained connections in stronger
signal regions longer, avoiding high-latency periods
associated with marginal coverage. Peak latency
improvements are particularly pronounced in coverage
transition zones.

4) Route Coverage (100% with satellite): Traditional
approach achieved 82% terrestrial-only coverage.
APACC’s predictive satellite activation provided seam-
less coverage through ‘“‘not-spot” regions, achieving
100% effective connectivity across the entire route.

5) Unnecessary Handover Reduction (27.7%): Reac-
tive systems often trigger handovers due to temporary
signal fluctuations. APACC’s temporal LSTM predic-
tions distinguished genuine coverage transitions from
transient noise, reducing unnecessary handovers per
route transit from 47 to 34.

6) Connection Drop Reduction (91.3%): Traditional
reactive handover experienced 23 complete connection
drops per route transit, primarily in rapid signal
transition zones. APACC reduced this to only two drops
(both during unexpected network outages unrelated to
RF conditions).

7) RSRP Prediction Error (5.8% MAE): The LSTM
model achieved 5.8% mean absolute error in pre-
dicting future RSRP values 30 seconds ahead. This
accuracy proved sufficient for reliable handover
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Project EDGE: Real-World Signal Performance (Workington-Sellafield Route)
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FIGURE 15. Real-world signal performance along the 32 km Workington-Sellafield route showing RSRP (top panel), RSRQ (middle panel), and latency
(bottom panel) measurements for four Mobile Network Operators. Data collected at a 1 Hz sampling rate during operational deployment. The identified
coverage gap near Nethertown (20-22 km mark) shows complete terrestrial signal loss from all providers (RSRP < —120 dBm), demonstrating the
necessity of predictive satellite handover. APACC’s LSTM-based predictions enabled proactive base-station selection, maintaining connectivity through
intelligent multimodal management. Shaded regions indicate signal quality thresholds: green (excellent, RSRP > —80 dBm), yellow (good, —100 to —80

dBm), red (poor, < —100 dBm).

decision-making while demonstrating strong simulation-
to-reality transfer from training data to operational
performance.

10) COMPUTATIONAL PERFORMANCE ON EMBEDDED
PLATFORM
A critical validation requirement was confirming real-time
feasibility on resource-constrained hardware typical of
mobile deployments. Table 4 presents performance metrics
measured on the Raspberry Pi 4B platform during operational
deployment:

These metrics confirm the feasibility of deployment on
low-cost embedded platforms, with LSTM inference under
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TABLE 4. Computational performance on raspberry Pi 4B platform.

Metric Value
LSTM Inference Time 47 ms (mean), 52 ms (95th %)
Control Loop Frequency 20 Hz (50 ms cycle)

1.8 GB (model + buffers)
43% average, 67% peak
3.8W average, 5.2W peak
62°C max (ambient 18°C)
168 hours without failure
8.3 seconds

Memory Footprint
CPU Utilization
Power Consumption
Thermal Performance
Continuous Operation
Boot to Operational

50ms, enabling 20Hz control loops. The 43% average CPU
utilisation provides headroom for additional processing tasks,
while 3.8W power consumption enables battery-powered
operation if required.
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Signal Quality Distribution by Provider
(Workington-Sellafield Route)
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FIGURE 16. Signal quality distribution by Mobile Network Operator
showing the percentage of the 32 km route in each coverage category.
Classification based on 3GPP standards [42]: Excellent (RSRP > —80
dBm), Good (—100 to —80 dBm), Poor (—115 to —100 dBm), No Signal

(< —115 dBm). EE demonstrates the most favorable distribution with 34%
excellent coverage and minimal no-signal regions, while Three exhibits
only 18% excellent coverage with more extensive poor-signal areas.
These provider-specific patterns informed APACC's predictive handover
decisions, preferentially routing traffic through higher-quality
connections when multiple simultaneous options existed.
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FIGURE 17. Baseline performance comparison from initial APACC
deployment showing superiority over classical PID and MPC controllers in
automotive pedestrian crossing scenario. Metrics include tracking error,
response time, and safety margins across 100+ test runs. These
automotive validation results established initial performance bounds,
which were extended through comprehensive railway operational
deployment.

The system maintained stable operation for 168 continuous
hours without crashes, memory leaks, or performance degra-
dation, validating robustness for safety-critical deployment.

C. BASELINE PERFORMANCE METRICS

Figures 17 and 18 summarize baseline performance metrics
from initial Honda Civic and Project Edge validations,
establishing reference points for the extended quantitative
analysis presented in subsequent sections.

The combined automotive and operational railway valida-
tions demonstrated APACC’s cross-domain applicability and
quantified performance improvements across both controlled
simulations and actual infrastructure deployments.

V. VALIDATION METHODOLOGY

A. COMPREHENSIVE VALIDATION FRAMEWORK

To systematically evaluate APACC performance and estab-
lish quantitative deployment bounds, we developed a
hierarchical validation framework (Figure 19) consisting of
four validation layers.
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FIGURE 18. Baseline latency measurements demonstrating APACC's
real-time feasibility on embedded platforms. A mean control latency of
8.3ms enables 100Hz control loops with consistent sub-10ms response
across the automotive and rail domains. Railway deployment on a
Raspberry Pi 4B achieved 47ms LSTM inference, enabling 20Hz updates,
confirming the computational viability for safety-critical deployment on
resource-constrained hardware.

The framework consists of:

1) Component Validation: Individual testing of NSSD
symbolic reasoning engine and DFS temporal synchro-
nization mechanism. Validates rule-activation patterns,
fuzzy-inference accuracy, and frequency-synthesis sta-
bility independently.

2) Integration Testing: End-to-end pipeline validation
with sensor fusion. Ensures correct data flow from
perception through decision-making to actuation. Val-
idates temporal synchronization across heterogeneous
sensor streams.

3) Scenario-Based Validation: Comprehensive testing
across operational domains (automotive, rail) in high-
fidelity simulators. Employs standardized scenario
libraries with parametric variations.

4) Hardware-in-the-Loop (HIL) and Operational
Deployment: Real-time validation on target embedded
platforms under resource constraints, plus field
deployment on operational railway infrastructure, val-
idating simulation-to-reality transfer. Validates latency
bounds, memory footprint, thermal characteristics, and
actual performance under service conditions.

This systematic approach ensures that performance claims
are supported at multiple validation levels, from individual
components through complete system integration and opera-
tional field deployment.

B. EXPERIMENTAL DESIGN

Our validation study employs a multi-domain experimental
design with two primary testing environments extending the
initial Honda and Project Edge validations:

1) DOMAIN 1: AUTONOMOUS VEHICLE CONTROL

Urban and highway driving scenarios implemented in
CARLA simulator [16] with realistic vehicle dynamics
based on Honda Civic parameters. Building upon the initial
pedestrian crossing validation, scenarios include:

o Urban intersections with dynamic traffic (50 scenarios)
« Highway lane merging and overtaking (30 scenarios)
« Emergency obstacle avoidance (40 scenarios)

VOLUME 14, 2026



E. J. Frangou: Quantitative Validation of Artificial Precognition Adaptive Cognized Control

IEEE Access

Monte Carlo: 10,000
scenarios; Statistical
validation

SUMO: 2,000 scenarios;
Traffic modelling

—

CARLA: 10,000 scenarios;

. . . Traffic Flows
Physics simulation

Scenarios

Baseline Controllers: PID,
MPC, DRL

MATLAB: 2,500 scenarios;
Mathematical validation

Sensor Data

v

Control Signals

APACC Dual-Layer

Symbolic Layer; GPU-
Accelerated MPC Layer;
Diophantine Frequency

Synthesis

Architecture: Type-2 Fuzzy

Comprehensive Metrics:
Collision Rate; Control

Latency; Time-to-Collision;

Resilience; Computational
Efficiency; Explainability

1

1

1

i me-

! Rule Activation; Sensor

1

|

\ Coverage; Safety Margins
1

FIGURE 19. Comprehensive APACC validation framework showing hierarchical validation approach across four layers: (1) Component-level
validation of symbolic reasoning (NSSD) and predictive control modules independently, (2) Integration testing across sensor fusion and decision
pipelines validating end-to-end data flow, (3) Scenario-based validation in high-fidelity simulation environments across diverse operational
domains, and (4) Hardware-in-the-loop (HIL) testing on target embedded platforms (Raspberry Pi 4B, Nvidia Jetson Xavier NX) under real-time
constraints plus operational field deployment on railway infrastructure. Each layer builds confidence in deployment, culminating in reproducible

performance guarantees validated through real-world service operation.

o Adverse weather conditions (20 scenarios)

Total automotive test suite: 140 scenarios with 10,000+
simulation runs.

2) DOMAIN 2: CRITICAL INFRASTRUCTURE
Railway connectivity management scenarios extending
Project Edge operational deployment to standardized test
cases:
o Predictive handover sequences across coverage zones
(80 scenarios)
« Emergency connectivity failover scenarios (60 scenar-
108)
e Multi-modal connectivity optimization under con-
straints (40 scenarios)

C. PERFORMANCE METRICS
We define a comprehensive metric suite organized into four
categories:

1) SAFETY METRICS
o Collision Rate (CR): Frequency of collisions per
1000 scenarios
o Time-to-Collision (TTC): Minimum TTC during
scenario execution
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o Safety Margin (SM): Minimum distance to obsta-
cles/boundaries

o Catastrophic Failure Rate (CFR): Frequency of
system-level failures

2) CONTROL PERFORMANCE METRICS
« Tracking Error: RMS error between desired and actual
trajectory
« Control Latency: Time from sensing to actuation
« Settling Time: Time to achieve stable control state
o Overshoot: Maximum deviation from target trajectory

3) EFFICIENCY METRICS
« Path Optimality: Ratio of actual to optimal path length
o Energy Consumption: Total energy expended per
scenario
+ Task Completion Time: Time to complete predefined
objectives
o Throughput: Number of successful operations per hour

4) ROBUSTNESS METRICS
o Generalization Error: Performance degradation on
novel scenarios
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+ Noise Sensitivity: Performance under sensor noise

perturbations

o Adversarial Robustness: Resilience to worst-case
inputs

« Recovery Time: Time to restore nominal operation after
disturbance

D. BASELINE METHODS
APACC performance is compared against three baseline
approaches:

1) Model Predictive Control (MPC): Classical
optimization-based control with receding horizon [3].
Implementation uses a linear vehicle model with a 2-
second prediction horizon, a 10Hz update rate, and a
quadratic cost function penalising tracking error and
control effort.

2) Deep Reinforcement Learning (DRL): End-to-end
learned control using Proximal Policy Optimization
(PPO) [52]. Network architecture: 3-layer MLP with
256 hidden units, trained for 10M timesteps per
domain.

3) Hybrid MPC-RL: Combined approach using RL for
high-level planning and MPC for low-level control,
representing current state-of-the-art in autonomous
systems [5].

All methods use identical sensor inputs, vehicle/robot

models, and evaluation scenarios to ensure fair comparison.

E. STATISTICAL ANALYSIS FRAMEWORK
We employ rigorous statistical testing to establish the
significance of performance differences:

o Hypothesis Testing: Two-sample t-tests comparing
APACC vs. baselines on each metric, with Bonferroni
correction for multiple comparisons.

o Effect Size: Cohen’s d calculated for all significant
differences to quantify practical importance.

o Confidence Intervals: 95% CIs reported for all mean
performance metrics.

« Non-Parametric Tests: Mann-Whitney U tests applied
when normality assumptions are violated.

o Power Analysis: Sample size determined to achieve
0.8 power for detecting medium effect sizes (d = 0.5).

F. REPRODUCIBILITY PROTOCOL
To ensure independent verification of results, we provide:

o Complete source code for APACC implementation and
all baselines

o Pre-trained neural network weights and symbolic rule
bases

o Simulation environment configurations and scenario
definitions

o Raw experimental data in standardized CSV format [7]

« Jupyter notebooks reproducing all figures and statistical
analyses

« Docker containers with complete software dependencies
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TABLE 5. Safety performance metrics (Mean + SD).

Metric APACC MPC DRL Hybrid
Collision Rate (per 1000 scenarios)

Autonomous Vehicle 2.3+08 43+12 87+21 31+£09
Rail System 09+04 21407 48413 14405
Catastrophic Failure Rate (%)

Autonomous Vehicle 0.11 0.89 2.34 0.43

Rail System 0.03 0.41 1.18 0.19
Minimum Time-to-Collision (s)

Autonomous Vehicle 3.84+04 29+0.6 21+£08 32405

Rail System 51+03 43+04 32£06 46403

All materials are available on Zenodo under the MIT
license.

V1. RESULTS
A. SAFETY PERFORMANCE
Table 5 summarizes safety-critical performance metrics
across all domains. APACC demonstrates statistically signif-
icant improvements over all baselines.
Statistical analysis confirms significant improvements
across all safety metrics:
o APACC vs. MPC: #(9998) = 12.7, p < 0.001, Cohen’s
d=1.89
o APACC vs. DRL: #(9998) = 23.4, p < 0.001, Cohen’s
d=3.12
o APACC vs. Hybrid: 1(9998) = 8.3, p < 0.001, Cohen’s
d=134
The 47% reduction in collision rate (APACC: 2.3 vs.
MPC: 4.3 per 1000 scenarios) and 89% reduction in
catastrophic failures (APACC: 0.11% vs. MPC: 0.89%)
represent substantial safety improvements with practical
significance. These improvements are traceable to the pre-
cognition capability formalised in Section II: the constraint
envelope mechanism (Definition 1) systematically accounts
for uncertainty, preventing optimistic trajectory planning.

B. CONTROL PERFORMANCE
Figure 20 presents control latency distributions across all
methods. APACC achieves a 23% lower mean latency
than the MPC baseline while maintaining superior tracking
accuracy. This improvement is consistent with Proposition 1’s
bounded phase drift guarantee—Diophantine Frequency
Synthesis eliminates the accumulated timing errors that
degrade MPC performance in multi-rate systems.
Table 6 quantifies tracking performance across domains.
APACC consistently outperforms baselines across all
domains, with improvements ranging from 25-50% in
tracking error and 20-40% in settling time.

C. EFFICIENCY ANALYSIS

Figure 21 illustrates computational efficiency characteristics.
APACC maintains 100Hz control frequency on the Nvidia
Jetson Xavier NX embedded platform while consuming 18%
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FIGURE 20. Control latency distribution showing APACC’s 23% reduction
in mean latency (18.2ms vs. 23.7ms for MPC) with tighter variance across
10,000 control cycles. Box plots represent quartiles; whiskers show
5th-95th percentiles. APACC's consistent sub-20ms latency enables
reliable 100Hz control loops on embedded platforms. Operational railway
deployment achieved 47ms LSTM inference on Raspberry Pi 4B,
confirming real-world feasibility.

TABLE 6. Control performance metrics.

Domain APACC MPC DRL Hybrid
RMS Tracking Error (m)
Autonomous Vehicle 0.12 0.18 0.31 0.15
Rail System 0.15 0.22 0.41 0.19
Settling Time (s)
Autonomous Vehicle 1.8 2.4 3.9 2.1
Rail System 3.2 4.1 6.8 3.7

TTC Distribution Analysis

Safety Performance Comparison
3000

2500 wethold 2.80

2000

1500

Frequency

1000

Collision Rate (%)

6 8 10 PID MPC DRL APACC
Mi to-Collision (s)

FIGURE 21. Safety validation results across 10,000+ scenarios showing
APACC's consistent maintenance of safety margins. The dual-layer
architecture’s anticipatory capabilities enable proactive hazard
avoidance, resulting in a 47% reduction in collision events and a 89%
reduction in catastrophic failures. Operational railway deployment
demonstrated zero safety-critical failures during 168 hours of continuous
operation on active passenger service infrastructure.

less power than the hybrid baseline. Operational railway
deployment on a Raspberry Pi 4B confirmed feasibility, with
an average power consumption of 3.8W.

D. ROBUSTNESS AND GENERALIZATION

Figure 22 demonstrates APACC’s robustness to sensor
noise and adversarial perturbations. Performance degrades
gracefully as noise levels increase, maintaining safe operation
even at 40% noise injection.

E. COMPUTATIONAL PERFORMANCE

Figure 23 presents detailed computational profiling across
embedded platforms. APACC maintains real-time perfor-
mance on resource-constrained hardware with deterministic
latency characteristics.
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Symbolic Rule Activation Patterns
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FIGURE 22. NSSD symbolic rule activation patterns demonstrating
interpretable decision-making. The dual-layer architecture enables
transparent reasoning with symbolic rules overseeing neural network
predictions. This interpretability supports certification requirements for
safety-critical deployment. The traceable decision process—showing
which fuzzy rules fired and why constraint envelopes tightened—supports
requirements under 1SO 26262. Operational deployment confirmed rule
activation patterns aligned with predicted RF conditions, validating the
neuro-symbolic integration.

Computational Resource Profile
100

= GPU Utilization
— = Memory Usage

80

60

40

Resource Utilization (%)

0 20 40 60 80 100
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FIGURE 23. Computational efficiency analysis showing APACC's resource
utilization on embedded platforms. Raspberry Pi 4B deployment achieved
43% average CPU utilization with 47ms LSTM inference, while Nvidia
Jetson Xavier NX maintained 100Hz control loops with 8.3ms latency. The
efficient implementation enables deployment on low-cost hardware
suitable for commercial autonomous systems.

F. COMPREHENSIVE RESULTS

Figure 24 synthesizes all validation results, demonstrating
APACC’s superior performance across safety, efficiency,
and robustness dimensions through both simulation and
operational deployment.

VII. DISCUSSION

A. THEORETICAL PREDICTIONS VS. EMPIRICAL RESULTS
The observed performance improvements align with the
theoretical framework established in Section II:

Bounded uncertainty propagation: The 47% collision
reduction stems from Type-2 fuzzy constraint envelopes that
systematically account for sensor uncertainty, preventing
optimistic trajectory planning that ignores measurement
noise. The constraint envelope mechanism (Definition 1)
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FIGURE 24. Comprehensive validation results synthesizing performance across all evaluated dimensions: safety (collision rate, TTC), control performance
(latency, tracking error), efficiency (path optimality, energy), and robustness (noise sensitivity, generalization). APACC demonstrates statistically significant
improvements over MPC, DRL, and hybrid baselines across all metrics (p < 0.001) in both controlled simulation and operational railway deployment. The
operational field validation achieved 96% handover prediction accuracy and 100% route coverage, confirming simulation predictions with 5-8% RSRP

error.

ensures control actions remain safe across the entire uncer-
tainty range.

Temporal coherence: The 23% latency improvement
and tighter variance confirm Proposition 1’s prediction that
Diophantine Frequency Synthesis eliminates phase drift
accumulation between layers.

Precognition advantage: The 1.8s earlier response in
pedestrian scenarios directly reflects the 2.5s precognition
horizon encoded in the unified cost functional (5).

B. COMPARATIVE ANALYSIS
APACC’s advantages over baseline methods
fundamental architectural differences:

vs. Model Predictive Control: While MPC provides
optimal control over prediction horizons, it requires accurate
system models and struggles with partial observability.
APACC’s neuro-symbolic design learns predictive models
from data while maintaining interpretable symbolic over-
sight, achieving better performance in uncertain environ-
ments.

vs. Deep Reinforcement Learning: Pure DRL achieves
flexibility but lacks interpretability and safety guarantees.
APACC’s symbolic reasoning layer provides transparent

reflect
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decision-making essential for certification, while the neural
prediction layer maintains adaptive learning capabilities.

vs. Hybrid Approaches: Sequential MPC-RL architec-
tures suffer from temporal coupling issues and interface
brittleness. APACC’s integrated design with DFS tempo-
ral synchronization achieves tighter coordination between
symbolic and neural components.

C. ARCHITECTURAL INSIGHTS

These improvements stem from APACC’s integrated design
rather than a modular combination of techniques. The
Diophantine Frequency Synthesis mechanism enables tighter
temporal coupling between symbolic reasoning and numeric
optimization compared to sequential architectures. Opera-
tional deployment demonstrated this integration successfully
manages heterogeneous data streams (GPS, RF telemetry,
network state) at varying sampling rates (1 Hz to 30 fps) with
consistent 20-50ms control loops.

D. COGNITIVE SCIENCE PERSPECTIVE

The dual-layer architecture mirrors human cognitive
processes described by dual-process theory [53]. The
coarse-tuning layer (Type-2 fuzzy reasoning) enables fast,
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intuitive decision-making, analogous to System 1 thinking,
while the fine-tuning layer (predictive optimisation) pro-
vides deliberative, analytical control, analogous to System
2. This architectural parallelism may explain APACC’s
superior anticipatory capabilities — human drivers excel at
precognitive hazard assessment through similar dual-process
mechanisms.

E. SIMULATION-TO-REALITY TRANSFER VALIDATION

The dual-validation approach — Honda Civic simulation
followed by Project Edge operational deployment — enabled
direct assessment of simulation-to-reality transfer gaps.
This critical concern is often inadequately addressed in
autonomous systems research.

Model Accuracy: APACC’s LSTM predictions trained
on RF survey data achieved 5-8% mean absolute error
in operational RSRP prediction, validating the digital twin
approach. This alignment demonstrates that appropriately
trained models can reliably predict operational perfor-
mance, provided that the training data capture sufficient
environmental variability.

Environmental Variability: Operational field deploy-
ment revealed environmental factors not fully captured in
initial RF surveys:

o Weather conditions (rain, fog) caused temporary 2-4 dB
signal degradation not present in clear-weather surveys

« MNO network configuration changes between survey
and deployment phases (base station sector adjustments,
frequency band reallocation) required model adaptation

o Train body orientation on curves affected antenna gain
patterns by +3 dB, introducing heading-dependent
signal variations

o Time-of-day network congestion patterns impacted
latency beyond RF signal quality predictions

APACC'’s continuous learning capability addressed these
challenges by adapting parameters on the fly, maintaining
prediction accuracy within acceptable bounds despite envi-
ronmental variations not present in the training data.

Hardware Integration Considerations: Practical deploy-
ment identified implementation factors impacting
performance:

e QMI Command Interfaces: Different modem manu-
facturers (Waveshare, Sierra Wireless, Quectel) imple-
mented QMI specification variations requiring custom
abstraction layers for unified telemetry access

o GPS Accuracy: Position errors of 5-10m in tunnels
and urban canyons affected handover timing precision,
requiring relaxed decision thresholds during degraded
GPS conditions

« MIMO Antenna Placement: Roof mounting provided
optimal performance, while side-mounting degraded
MIMO 4x4 spatial multiplexing to 2x2 effective
configuration due to body obstruction
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+ Power Management: Thermal throttling on Raspberry
Pi 4B at ambient temperatures above 28°C required
active cooling for sustained performance

These operational insights inform future commercial
deployments and validate APACC’s viability beyond con-
trolled laboratory conditions.

Robustness Validation: The system maintained stable
operation through:

« 7 days of continuous 24/7 operation (168 hours)

o 84 complete route transits covering 2,688 km total
distance

o Variable conditions: day/night, weekday/weekend, dif-
ferent passenger loading

o Temperature range: 4°C to 18°C ambient with thermal
cycling

« Electromagnetic environment: Railway traction systems
(25kV overhead), signalling equipment

Zero system crashes or manual interventions occurred
during the validation period, demonstrating operational
robustness essential for safety-critical deployment.

F. COMMERCIAL PARTNER FEEDBACK

Demonstrations to three major rail communication providers
(Icomera, McLaren, Nomad Digital) yielded positive com-
mercial feedback:

o Performance Gains Validated: Latency reduction
and coverage enhancement confirmed as meaningful
improvements over existing reactive handover systems

o Integration Path Clear: Software-only solution com-
patible with existing hardware infrastructure, reducing
deployment barriers

o Licensing Interest: Active discussions for commer-
cial deployment with estimated licensing value £300-
500k per 5-year deployment plus annual support fees
£50-100k

This commercial validation indicates market viability
beyond academic research contributions.

G. LIMITATIONS AND FUTURE WORK
Several limitations warrant acknowledgement:

Domain Scope: Validation was conducted in the auto-
motive and railway domains; generalisation to other trans-
port modes (maritime, aviation) and industrial robotics
requires additional study through dedicated experimental
campaigns.

Adversarial Testing: Although robustness testing was
conducted, systematic adversarial attack generation against
the LSTM predictive model could reveal additional vul-
nerabilities. Future work should employ formal verifica-
tion techniques to prove safety bounds under worst-case
conditions.

Long-Horizon Prediction: Current 2.5-second precogni-
tion horizon suits urban driving and rail connectivity but
may be insufficient for highway speeds exceeding 120 km/h.
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Extending prediction horizons while maintaining real-time
constraints requires architectural optimization.

Multi-Agent Coordination: Current validation focused
on single-vehicle scenarios. Coordinated multi-vehicle con-
trol presents additional challenges in distributed optimization
and communication latency that require investigation.

Edge Cases and Long-Tail Events: While 10,000+
simulation scenarios and 168 hours of operational deploy-
ment provide broad coverage, rare edge cases may remain
undetected. Continued validation, with extended operational
data collection, is necessary to identify and address these
scenarios.

Future work will address these limitations through:

1) Extended physical platform deployment across multi-
ple railway networks and vehicle types

2) Integration of formal verification tools with runtime
monitoring for provable safety bounds

3) Hierarchical temporal representations extending pre-
diction horizons to 5-10 seconds

4) Multi-agent coordination protocols with distributed
APACC instances

5) Continuous learning from accumulated operational
data to identify and handle edge cases

H. REPRODUCIBILITY AND OPEN SCIENCE

All validation data, simulation environments, and analysis
code are publicly available via Zenodo [7] enabling indepen-
dent verification. This enables:

o Independent verification of results by the research
community

o Benchmarking of alternative control architectures
against a standardized test suite

o Educational use for autonomous systems courses

o Industrial evaluation for deployment feasibility
assessment

We encourage researchers to extend this validation frame-
work to additional domains and propose standardization of
neuro-symbolic control system evaluation.

VIil. CONCLUSION

This paper presented a comprehensive quantitative validation
of the Artificial Precognition Adaptive Cognised Control
(APACC) architecture through both controlled, high-fidelity
simulation and operational field deployment on live railway
infrastructure. The theoretical framework established how
Type-2 fuzzy reasoning, linearised predictive optimisation,
and Diophantine Frequency Synthesis interact to produce
bounded uncertainty propagation and temporal layer coher-
ence. The dual-validation approach establishes performance
bounds across diverse conditions while validating simulation-
to-reality transfer, which is essential for deployment
confidence.

Key findings demonstrated:

e 47% reduction in collision risk and 89% decrease
in catastrophic failures across 10,000+ simulation
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scenarios (p < 0.001), traceable to the constraint
envelope mechanism

e 23% reduction in control latency consistent with
bounded phase drift guarantees, enabling reliable 100Hz
operation on embedded platforms

o Operational railway deployment achieving 96% base
station handover prediction accuracy, 18.6% latency
reduction, and 100% route coverage through intelligent
multi-modal connectivity

o LSTM prediction accuracy of 5-8% RSRP error validat-
ing simulation-to-reality transfer

o 168 hours continuous operational deployment without
system failures, confirming robustness for safety-critical
applications

o Superior robustness to sensor noise and adversarial
perturbations compared to MPC, DRL, and hybrid
baselines

o Interpretable rule activation patterns supporting ISO
26262 certification requirements

The validation established APACC’s viability for deploy-
ing safety-critical autonomous systems across both controlled
environments and operational infrastructure, while main-
taining the interpretability required for regulatory approval.
The neuro-symbolic architecture bridges the performance-
interpretability gap that has hindered previous approaches,
demonstrating that sophisticated Al capabilities can coexist
with certification requirements.

The operational railway validation provided critical
real-world evidence beyond simulation, demonstrating that
APACC’s predictive capabilities translate into consistent
performance during actual infrastructure deployment. The
96% handover prediction accuracy and 5-8% RSRP
error validate the digital twin training approach, while
168 hours of continuous operation confirm operational
robustness.

Future work will focus on extended deployment of the
physical platform across diverse operational environments,
integration of formal verification to establish provable safety
bounds, multi-agent coordination protocols, and continuous
learning from accumulated operational data. As autonomous
systems transition from research prototypes to production
deployment, quantitative validation frameworks combining
simulation rigor with operational field testing become
essential for establishing public confidence and regulatory
acceptance.

The complete validation framework, datasets, sim-
ulation environments, and operational telemetry data
are publicly available via Zenodo [7] to enable inde-
pendent verification and advance autonomous systems
research.
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