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Abstract— In large structures under video surveillance, or
when a place is crowded, a CCTV operator cannot monitor
hundreds of people on different video streams. This paper
presents a proof of concept for a real-time vision-based system
for detecting violent actions through CCTV cameras with pose
estimation. The proposed system uses a combination of
computer vision techniques, including pose estimation, object
tracking, and a deep learning algorithm based on time-series
features, to accurately identify violent actions in real-time. Our
features are based on a fixed-size rolling window that computes
the position of each person’s limb along with their velocity. The
proposed pipeline achieves a high accuracy rate of 92% with an
overall latency of around 0.07 seconds per frame using a RTX
3060 Mobile GPU, making it a powerful tool for enhancing
public safety and security. This system can be deployed in a wide
range of scenarios, including public places, transportation hubs,
and other critical infrastructure, to provide real-time alerts and
facilitate rapid response in case of violent incidents.

Keywords—Violence Detection, Pose Estimation, Near-Real
Time, YOLOVS, Deep SORT

I. INTRODUCTION

Sudden violent behaviour can be hard to predict and
usually happen very fast. For a security team, it is essential to
be able to detect them as soon as possible for the safety
purpose. In the United Kingdom the latest analysis suggests
that over 5.2 million closed-circuit televisions (CCTV) are
used for monitoring homes, businesses, or public locations [1].
In big structures such as airports, human surveillance is
reaching its limits by becoming too costly and is subject to
more failure considering the maximum number of CCTV an
operator can manage at a time [2].

Faster detection would allow a prompt response from the
closest security agent in the area, thus reducing the impact of
these behaviours before the situation can escalate. This work
proposes an integrated system based on computer vision to
estimate and monitor the pose of persons identified ina CCTV
feed, allowing the system to flag abnormal actions and track
the person culprit. The system is not fully autonomous and
expects an operator to confirm the detected event before
dispatching security, but it would significantly increase the
amount of CCTV an operator can handle.

In this study, the creation of features for the violence
detection Artificial Intelligence (AI) model is based on
already existing algorithms such as Deep SORT [3] for
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tracking and YOLOVS [4] for pose estimation. The system can
be divided into five subsystems: video extraction, pose
estimation, tracking, classification, and notification. The main
contributions of this paper are the following:

. Our paper presents a proof of concept of a time-
distributed framework that analyses a sequence of poses
over time to accurately identify and classify violent
movements that we implemented and tested in real life
conditions.

e  We also propose an efficient system designed to process
and analyse video stream data in near-real time using a
low-latency architecture capable of handling video
stream at a constant 10 frame per second (FPS) which is
enough for its purpose.

All the codes are available on our GitHub [5] and can be
found on pypi.org under the name “tactus-live” [6].

This study is organised as follows: section Il is a review of
the current literature on violent action detection. Section III
explains the approach employed to establish the framework of
the system. Section IV focuses on the specific design of the
system, including the dataset, posture estimation and tracking,
the approach taken to process data, the training and testing
method, and Saab real-life testing. The results are presented in
section V and then discussed in section VI along with the
potential improvements for the system. Finally, section VII
concludes the study.

II. LITERATURE REVIEW

Violent behaviour detection is a widely researched topic,
so we started this project with an extensive literature review
on the subject. Many different approaches are using various
techniques such as the Internet of Things, Al, and also
humans. To narrow the search and be relevant with respect to
this paper, we will focus on automated Machine Learning and
Deep Learning approaches.

A. Violence Detection

Thanks to the growth of micro-electro-mechanical
systems. Sensors are getting smaller, cheaper, and more
performant than before, allowing them to capture a wide range
of physiological signals but also physical data such as
movement and sound. The main issue with this method is how
intrusive these solutions can be. There is a need for a wearable
on every person for it to be effective. Tchuente, Baddour and
Lemaire [7] discussed the feasibility of a solution using
Smartwatches to get the data and using ML classifiers such as
k-Nearest Neighbour with very high accuracy results. One
other limitation of this method is that the range of detected
action is limited.
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A more common approach is to use video as the input data
of the system. One way to identify violence is to create a
binary classifier detecting violence or not, like in the paper
from Vijeikis, Raudonis and Dervinis [8] that uses MobileNet
V2 and LSTM. This approach reduces the amount of
information in the prediction because there is no information
about what type of violence has been detected, but it also
increases the overall accuracy of violence detection.

B. Pose Estimation
Another approach is to use pose estimation to generate

features and then classify them. There are two main
approaches to estimate the pose of people given an image:

1) Top-down approaches where you first identify all the
persons on the frame and then all the landmarks are computed
for each person, Mask R-CNN is a commonly used Top-down
approach. He, Gkioxari, Dollar and Girshick [9] discussed
how to exploit Mask R-CNN to conduct a multi-person
detection and pose estimation in one single framework for
better accuracy and faster inference which is one of the issues
of usual Top-down approaches when a lot of people are in the
frame.

2) Bottom-up approaches identify all the landmarks
directly creating a heatmap and then generating individuals
based on all the features detected. It makes the approach less
complex computationally wise and faster even in a crowded
environment, but often less accurate than Top-down methods.
In 2013, Yang and Ramanan [10] discussed a Flexible Partial
Mixture model different from the traditional classification that
takes the bending and shortening of the limbs into account by
dividing limbs into small parts. Later in 2016, Cao, Simon,
Wei, and Sheikh [11] introduced an alternative bottom-up
parsing method known as Part Affinity Fields. This approach
creates a confidence map of body parts and a vector field of
part affinities to represent the probability of a particular body
part at each pixel location, encoding the limbs and their
connections to obtain 2D pose images of multiple individuals.
Both methods have been discussed in-depth in [12].

C. Limitation of the Current Methods

In the field of violence detection, there is a lack of
standardized datasets, and this makes the methods reliable
only in certain configurations or angles. Our system does not
solve this problem since it is a proof of concept but with the
global architecture, it would be feasible to increase the number
of datasets used to make the algorithm more versatile. Another
thing is the high number of False Positive (FP) alarm rates in
opposition to the precision which we optimised during the
training phase. Sometimes even if the model used is great,
CCTV video can have low resolution making it very hard to
identify anything, this is where “super-resolution” Al model
techniques such as [13] could be applied using Kernel
estimation and Noise Injection. One major issue that the
system solves is occlusion, if a place is very crowded then a
person might stop being detected for a few frames. Existing
solution discussed by Cheng et al. [14] allows occlusion
solving for 3D pose estimation. We used another technique
since our system is only 2D: it tries to track people based on

the movement in the previous frames to be as accurate as
possible and solve the occlusion issue.

III. METHODOLOGY

The goal being to design a real-time vision-based violent
behaviour detector and tracker, we decided that our study
would act as a proof of concept starting with only 4 simple
actions detected: punching, pushing, kicking and the neutral
class which represents every other action. For this study, we
decided to classify every individual in the frame one by one
and handle occlusion using Deep SORT functionalities. The
features are composed of multiple normalized metrics
generated from a rolling window allowing us to use a time-
seriecs model. We used a fully connected Multilayer
Perceptron (MLP) AI network [15] to predict the ongoing
action and then send it through an Apache Kafka Server
structure to manage events logs [16].

One of the main goals of this study was to create a scalable
solution that could cover big CCTV networks such as in a
smart airport. Thus, the project is divided into multiple
building blocks that we can instantiate multiple times for each
camera. [t starts with the video input sent to the live processing
pipeline through RTSP protocol which is not the most recent
protocol but still vastly used for CCTV camera streaming with
around 2-second latency [17], it was also one of the protocols
used by DARTeC live camera that we used during the testing.
The video stream is split into frames at a set frame rate,
processed into features, then saved into a fixed-size rolling
window, and finally fed to the MLP classifier. Fig. 1 shows a
broad view of the system architecture as follows:

1) Get the camera feed and extract frame by frame for
processing.

2) Pose estimation and tracking.

3) Rolling window update and Feature extraction,
followed by classification with an MLP.

4) Intercept video stream to add visuals (bounding boxes
and classification results) and send notification through
Apache Kafka Server.

The video output has been designed to show the bounding
box of tracked individuals with a different colour code
depending on the situation: red if they did a violent action at
some point in the footage, green if nothing happened and grey
if they are detected but not tracked for long enough to start
predicting.
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Fig. 1. Global architecture of the proposed system.



IV. SYSTEM DESIGN

A. Dataset

Our unique source of data comes from the UT-Interaction
dataset [18]. It contains 120 labelled videos with 2 people
doing interaction with each other (punching, kicking, pushing,
pointing, hugging and handshaking). For this dataset, we
manually labelled every video frame by frame because they
were not correctly labelled for our needs. Each person in the
video has a label per frame. We defined the start/end frame of
each action and then set the rest to neutral. Two labelling
strategies were used and tested changing how strict we were
about the start/end of each action. With this technique, the
dataset was unbalanced which could induce a bias in the
model, but it was solved during the training phase.

B. Frame Extraction

To ensure the correct functioning of our algorithm, we
must make sure that the processing frame rate is constant no
matter the stream frame rate. For that, we created a custom
interface of the popular computer vision library OpenCV-
python that allows us to subsample any stream to a desired
frame rate target. For this project, we picked a 10-fps frame
rate to have a great compromise between efficiency and
accuracy. If we consider a punch (an arm has less inertia than
a leg, thus accelerating faster), its average speed among boxers
is about 32km.h-1 [19]. Given the significant acceleration and
deceleration time, the average boxer’s arm can fully extend in
3 frames (0.2 seconds). Thus, 10 fps are enough to see the
fastest action happening in a crowd. It must be noted that we
could raise this number to 30 fps but that would require
retraining the model at the correct frame rate and also induce
more computational power and more memory for no
significant gain of performance.

C. Pose Estimation

For the pose estimation, we used the 8th (and latest)
version of YOLO [4] with the “YOLOv8m-pose” pre-trained
model. It takes as an input a 640 by 640 image, which we
achieved by padding and resizing the frame. For every frame,
we extract every person’s limb position along with the
person’s bounding box. The results are stored inside a custom
“skeleton” object that stores the bounding box, the keypoints
and the confidence score. Furthermore, it allows us to remove
the « head keypoints » (ears, nose, eyes) since they are not
articulated one to another thus redundant, and replace them
with a single head keypoint as shown in Fig. 2.

YOLOv8 comes with multiple pre-trained pose models of
different sizes. Because the pose estimation step is the
bottleneck in our pipeline, the usage of one model over
another offers great granularity to modulate the latency of the
pipeline as shown in Fig. 3.

Fig. 2. Skeleton of the two authors of this paper, estimated with YOLOVS.
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Fig. 3. Speed vs performance of YOLO [4].

D. Tracking

For the training, each video only contained 2 people or
less. To avoid uncertainty induced by a complex Re-
Identification (RelD) algorithm, we used a custom one that
relies on the fact that the two persons never switch sides.

However, we used Deep SORT for the inference phase. It
is a RelD algorithm derived from the SORT algorithm [20]
that uses Kalman filters. We mapped the unique id number
that we get from the tracking output to a rolling window that
contains the history of a person’s skeletons. The size of the
rolling window is a parameter that we optimised during the
training phase. Deep SORT can also maintain a track even if
the skeleton has not been detected by YOLOVS. In such a case,
we duplicate the last known “skeleton” of the rolling window.
If a track has not received any updates on 20 frames in a row
(equivalent to 2 seconds at 10 fps), it is discarded because it
becomes too unreliable afterward.

The unique ID also allows us to track someone who had a
violent behaviour at one point in the video or the stream, and
flag him on all the next frames.



E. Data Processing

From the rolling window of a single tracked individual, we
can extract and generate multiple features:

e The position of each keypoint relative to the neck,
normalized with the height of the skeleton, is defined
as the distance between the neck and the ankles.

e The angles of body joints like between the front leg and
the thigh, between the front arm and the arm, or
between the shoulder line and the arm. It came out that
these features were not helping our model, so we ended
up not using them.

e The relative speed of each keypoints compared to their
previous position.

F. Multithreading and Multiprocessing

The time spent processing one frame is mostly spent
executing YOLO (~40% of the frame processing time)
followed by Deep SORT (~30% of the frame processing
time). With multiprocessing, we can instantiate multiple
models at a time and potentially reduce the number of frames
skipped thanks to parallel frame processing. It could not be
achieved using multithreading because of the Python per-
process Global Interpreter Lock (GIL) which avoids
concurring access of memory [21]. It is important to note that
all the Al models for one process (YOLOVS, Deep SORT,
Classifier) weigh 1.3GB in the GPU RAM, and so multiple
instances of the pipeline could be loaded on the same GPU
because the GIL is not shared between processes.

V. MODEL DEVELOPMENT AND EVALUATION

A. Deep Learning Classifier Design

Before training plenty of models, we conducted a first
baseline model performance analysis to test which algorithm
would give the best results without in-depth tuning and Fig. 4
shows that MLP got the highest results. For the training, we
decided to do a grid search which is a hyperparameter tuning
method where you test all the different combinations from a
grid of parameters. To do that we listed which MLP
hyperparameters, data augmentation and feature processing
parameters we would optimise during the training.

B. Model Training

As mentioned, multiple models were trained using a grid
search on an NVIDIA A100 GPU over 300 epochs and
categorical cross-entropy was used as a loss function. The grid
search was done using 3 grids, with the following parameters:

1) Data augmentation grid: add noise, flip skeleton
horizontally, flip skeleton on itself, rotate (X, Y, Z axis),
scale.

2) Data processing grid: rolling window size, number of
angles.

3) Classifier hyperparameters grid: activation function,
hidden layer architecture (layers, dropout)

On top of that, different strategies were used to:

1) Balance the data: using Random UnderSampling (RUS),
Synthetic OverSampling Minority (SMOTE) or by reducing
the number of neutral videos from the original dataset.

2) Label the data: changing our criteria on when the
action starts and ends.
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Fig. 4. Baseline model performance on F1 Scores

C. Model Evaluation

As mentioned in the previous section, many models were
generated. To evaluate them we searched to maximize F1-
score (4) because it is a balance between FP, False Negative
(FN), True Positive (TP) and True Negative (TN). The model
must have a low amount of FP to not flood the human
confirmation task, but it also needs to not miss violent actions,
which translates into reducing FN. Since we have a multiclass
detector and F1 Score is a binary metric, we had to compute
one F1 score per class and average them to get the final F1
score, which is called “Macro F1 score”.

Accuracy = TP+ TN (1)
TP +TN + FP + FN
Precision = _r 2
TP + FP
TP
Recall = TP-I-—FN (3)

F1s 5 Precision * Recall @
= *
core Precision + Recall

At the end of the training, even if the results were similar,
the stricter labelling strategy (regarding the beginning/end of
action), combined with the use of RUS for balancing data gave
slightly better results than other combinations. The final
architecture is a 4-layers MLP with the following layer widths:
468/64/32/16/4. We used LeakyReLu as the activation
function of the hidden layers, and Softmax for the output layer.
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Fig. 5. Confusion Matrix using RUS and SMOTE

Confusion Matrix is used to evaluate the multi-class
classification performance, as shown in Fig. 5 and Table [. We
can draw a few conclusions. For example, no matter the
model, there seems to be a bias towards the neutral class. It is
not surprising considering there could be plenty of similar
actions such as pointing and punching skeleton-wise. The
results are encouraging because violent actions are rarely
misclassified between themselves even if some neutral actions
are similar to violent ones, e.g., pointing and punching.

TABLE 1. CONFUSION MATRIX SUMMARY
Model TP N FP FN
RUS™ 765 2003 144 88
SMOTE" 710 2035 133 122
a. RUS = Best model with RUS during grid search, b SMOTE = Best
model with SMOTE during grid search.
TABLE II. BEST MODELS RESULTS
Train Test
Model Accuracy | Accuracy ];l:f‘:lol P}:ZZ;:.Z" F];/lgi'zore
(%) (%)
RUS 0.995 0.92 0.897 0.842 0.868
SMOTE 0.995 0.915 0.853 0.842 0.848

As we can see in Table II., the model is capable of
92% accuracy and proves its robustness to identify the
currently flagged actions. Despite the rolling window, we still
had a few actions wrongfully flagged on one frame, so we

decided to notify only if someone was flagged on multiple
consecutive frames to reduce the number of FP.

Overfitting is occurring in the model as we can see from
the difference between train and test accuracy. The overfitting
could be limited by increasing the different actions counted as
Neutral (currently only handshake, hug and pointing). One of
the major issues is the amount of FN and FP as we can see in
Table I., this could lead to operators missing major incidents
and possibly wasting time on errors. We also need to consider
the fact that the model was given testing data in the same
context as the training, and it could have worse results with an
unusual angle and camera.

The whole system is also complying with the near real-
time expectations with a 2-second delay between the action
happening live and the alarm being sent for a normal
architecture. It is mainly due to the slowness of the network
infrastructure and the RTSP protocol; this Al pipeline is only
accountable for ~ 0.07 seconds of delay using a RTX 3060
Mobile GPU.

D. Saab SAFE Real-life implementation

To test our system further, we implemented it in
collaboration with Saab SAFE Client — an open-integration
software platform for mission-critical operations used in
command-and-control rooms [22]. This client is made by the
company Saab AB, and we were able to use it and adjust our
layout on the client screen that the security operator would see.
We could not completely exploit this powerful tool and had
many ideas for future improvement. The client was set up on
a Virtual Machine instance that was able to receive the Kafka
log packages thanks to a special gateway designed by Saab
and DARTeC. To test it, we connected the client to DARTeC
CCTV camera and went there to simulate violent behaviour.
The test was successful, and we managed to identify violent
actions and send alarms to the SAFE client. Compared to our
local testing, the client added a slight delay which is small
enough to keep the near real-time requirement.

V1. DISCUSSION AND FUTURE WORKS

The system was able to provide solid results while still
having lots of room for improvement. The first thing is that
we only tried 2D pose estimate but 3D (although more
complex to implement) would allow the classifier to get more
precise data and to predict situations from many angles with
fewer errors. The idea is not out of the picture but would need
a redesign of the architecture since YOLOv8 cannot do 3D
pose estimation.

Furthermore, YOLO has been trained with 640%640
images which forces us to resize and pad the frames we extract
from a camera. It leads to a significant decrease in resolution
and the pose estimation model can then miss the smallest
skeletons. There are two solutions to counteract this issue:
slice a frame into multiple 640*640 images and merge the
prediction together; or train a custom YOLO model on
1920*1080 images — a common resolution and aspect ratio in
CCTV.



The results of the model are satisfying, one big limitation
was the dataset which only identifies 3 violent actions. It is
limited and relatively small, even with data augmentations.
Since we want to be able to detect as many actions as possible,
we could use multiple classifiers identifying 3-5 actions since
our MLP architecture is light and fast. We can assume that the
Macro F1 score could be significantly improved by using
more data from multiple datasets but increasing the number of
classes identified could end up lowering the overall accuracy
as a trade-off. Besides, many datasets of violence on CCTV
exist but are not labelled by frame, and fusing multiple
datasets to identify more actions would have been a time-
consuming task. To avoid manual labelling, we looked at
solutions combining gradient activity detection and Motion
History Image followed by human validation [23]. Since we
labelled manually, our system might be biased by the
subjective labelling strategy that we used.

To improve the system even further we could use
multiprocessing, but it is heavier in terms of RAM. Another
solution might also become available with the new release of
Python 3.12 allowing the use of a per-interpreter GIL which
would sidestep GIL limitations and allow easier multicore
programming using sub-interpreters [24]. Another future
work is keeping gathering more data to train the model with
real-life situations and get better performance as it is used with
monthly updates to enhance it.

VII. CONCLUSION

In this work, we propose a working violent action detector
live pipeline using pose detection and MLP classifier. We
used a new architecture allowing us to generate features and
store them in time series. Many data augmentation techniques
and data processing techniques were explored to find the best
combination. Results are encouraging as proof of concept and
could be improved by tweaking the model architecture and
more importantly improving the dataset. The system in its
current state was successfully integrated into Saab SAFE
software through a special gateway.
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