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Abstract
Deep Reinforcement learning (DRL) is used to enable autonomous navigation in unknown environments. Most research
assumes perfect sensor data, but real-world environments may contain natural and artificial sensor noise and denial. Here, we
present a benchmark of both well-used and emerging DRL algorithms in two navigation tasks - Lidar + position, and vision
end-to-end - with configurable sensor denial effects. In particular, we are interested in comparing how different DRLmethods
(e.g. model-free, on-policy PPO vs. model-free off-policy TD3, vs. model-based DreamerV3) are affected by imperfect sensor
readings. We show that DreamerV3 outperforms other methods in the visual end-to-end navigation task with a dynamic goal.
Furthermore,DreamerV3 generally outperforms othermethods in sensor-denied environments. In order to improve robustness,
we use adversarial training and demonstrate an improved performance in denied environments, although we show that this
may lead to the agent learning to choose high-risk actions in case of uncertain sensor readings, which is not appropriate for
safety-critical scenarios. We anticipate this benchmark of different DRL methods and the usage of adversarial training to be
a starting point for the development of more elaborate navigation strategies that are capable of dealing with uncertain and
denied sensor readings.

Keywords Autonomy ·Navigation ·Sensor fusion ·Deep reinforcement learning ·Machine learning ·Complex environments ·
Sensor faults · Sensor failure · Adversarial attacks · Adversarial training · Adversarial environmental perturbations

1 Introduction

Autonomous navigation is a fundamental challenge in
unmanned systems. Conventional autonomous systems typ-
ically use Simultaneous Localisation and Mapping (SLAM)
alongside Kalman filters that fuse data frommultiple sources
to map the environment, localize the agent, and generate
trajectories to the goal. In recent years, deep reinforcement
learning (DRL) methods have been used to train end-to-end
policies that can navigate using a camera. These improve-
ments have been made aided by advances in digital image
processing largely due to convolutional neural networks
trained using backpropagation [1–3], and parametrization of
RL using deep neural networks [4].
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Recent advances in vision-based reinforcement learning
have demonstrated impressive results in agile robotic con-
trol, particularly in constrained tasks such as drone racing
[5]. These methods leverage techniques like asymmetric
actor-critic architectures, domain randomization, and learned
abstractions to enable robust performance directly from pixel
inputs. However, they often rely on structured environments
with clearly defined visual landmarks, such as racing gates,
and assume full sensor availability. Limitations remain in
handling sensor degradation or outright sensor denial, where
models trained in simulation can falter when key inputs are
absent or corrupted. In contrast, our work focuses explicitly
on benchmarking DRL algorithms under progressive sensor
denial conditions, shedding light on their robustness, adapt-
ability, and sim-to-real transfer characteristics in partially
observable scenarios.

Whilst autonomous visual navigation is achievable in sim-
ulated environments [6],most of the research assumes perfect
sensor readings. But, in real-world scenarios, information
about the environment may be uncertain, incomplete, or even
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intentionally denied. This can limit the ability of the naviga-
tion system to adapt to changes in the environment and make
optimal decisions. These failure modes and how they affect
the systems need to be understood for safety-critical opera-
tions, such as unmanned aerial vehicles or autonomous road
vehicles. In the case of DRL agents, which are notoriously
hard to explain, it is important to study how the sensor arte-
facts or failures affect the training and evaluation.

Further, real systems typically use a suite of sensors.
Whilst a lot of the cutting-edge work in DRL focuses on
end-to-end visual navigation, in practice, it is important to
understand how the models learn across different modalities,
by taking in data from multiple sensors. In this work, we
study how sensor perturbations affect the training and evalu-
ation of policies that use a camera or Lidar as the observation
space.

For the clarity of the reader, we use the term environment
in the classical RL sense: a system that takes an action as
an input and outputs state and reward to the agent. We also
use the term sensor/state perturbation, which we define as a
modification of the state an adversarial process prior to the
agent receiving the state (i.e. state-action Markov Decision
Process [7]).

To understand the effects of sensor noise and failures,
we compare several popular DRL architectures: TD3, PPO,
PPO-LSTM, and DreamerV3. TD3 and PPO are a com-
monly used for evaluating environments with continuous
action spaces, PPO-LSTM is the recurrent version of PPO
(recurrent models were shown to outperform non-recurrent
counterparts by Mirowski et al. [8]), and DreamerV3 which
uses autoencoders to create an internal world model of the
environment, and was shown to outperform PPO on certain
environments.

We generate a baseline of their performance in a ‘vanilla’
environment, with no perturbations - noise or failures - to
the sensors. We then progressively add random areas to the
environment in which the sensors are perturbed. The poli-
cies are then evaluated to understand how successful they
are in navigation under varying degrees of noise. To train
and evaluate the methods we use a modified version of the
ROS-based gymnasium environment for training navigation
policies,DRL-Robot-Navigation [9]. It contains a 3Dmaze in
which a robot is tasked with navigating to a goal. This publi-
cation is an extension of the conference paper on autonomous
navigation presented at ICUAS 2024 [10]. It expands on
the original conference paper by including a comparison of
different RL architectures, including PPO, PPO-LSTM, and
DreamerV3 (the original paper only used TD3). It presents a
much more detailed study which includes both quantitative
and qualitative results to understand the performance of the
agents under adversarial attacks for both lidar and camera
observation spaces (the original study only presented quan-
titative results on a subset of the scenarios studied here).

1.1 Review of DRL Applications to Navigation

Several studies have achieved end-to-end navigation using
DRL with the camera as the sole sensor in a simulation envi-
ronment [11]. Popular environments include the DeepMind
Lab [12], ViZDoom [13], and DRL-Robot-Navigation [9].

Mirowski et al. [8] present an application of the A3C [14]
algorithm to the Deepmind Lab environment. They use the
camera as the sole sensor and their best-performing architec-
ture consists of the image encoder, 2 LSTM layers, depth
and loop predictions. The agent is rewarded for reaching
the goal, or subgoals in the form of a fruit. The agent is
not penalized for wall collisions, allowing strategies such
as ‘wall-following’ that do not require memory. DRL can
also be used to race FPV unmanned aerial vehicles (UAVs)
against expert human pilots [15] by using the image sen-
sor combined with the IMU (which are combined to detect
gates and generate VIO states input to the DRL algorithm)
in static environments. Polvara et al. show how a hierar-
chy of DQNs can be used for the autonomous landing of
UAVs [16]. Theirmethod handles a large variety of simulated
environments and outperforms human pilots in some condi-
tions. Interpretable deep reinforcement learning methods for
end-to-end autonomous driving can handle complex urban
scenarios [17]. Their method outperforms many baselines,
includingDeepQ-Networks (DQNs), deep deterministic pol-
icy gradient (DDPG), Twin Delayed DDPG (TD3), and Soft
Actor Critic (SAC) in urban scenarios with surrounding vehi-
cles. Thememory of FPV agents in 3Dmazes is evaluated by
Pasukonis et al. [18]. They find that models such as Dreamer
and IMPALA can match humans on smaller mazes (9x9),
but their performance significantly drops off on larger mazes
(15x15).Lample andChaplot [19] show thatDRLcanbeused
to train agents to play the first-person-shooter game DOOM,
in which the agent is required to navigate a 3D maze, col-
lect items, and shoot at enemies. They found that by using
DQN and DQRN with an LSTM layer, the agent can con-
verge, but required an addition of predicting game features
(using a separate loss function) to be able to reliably shoot
at enemies. Liquid neural networks [20] have been proposed
in recent years to achieve robust navigation for changing
environments [21]. In most of these cases, whilst the phys-
ical environment is unknown or stochastic, the papers did
not consider compromised sensor readings (bar liquid neural
networks that consider noise and other perturbations).

1.2 Review of Sensor Fusion under Attacks

1.2.1 Trajectory Estimation Approaches

The first approach deals with intermittent attacks or denial,
for example, when GNSS coverage is lost and a Kalman fil-
ter (or more advanced recurrent neural network) is used to
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hold over the trajectory estimation until coverage recovers
[22, 23]. This is useful for brief outages. The same idea can
preemptively discover other V2V networks to improve local-
isation [24]. However, if the environment requires constant
sharp manoeuvring to avoid dynamic objects, this scenario
rules out trajectory estimation approaches.Also, if the attacks
are continuous and erode the holdover accuracy, this would
be unsuitable.

1.2.2 Sensor Fusion and Generative AI Approaches

The alternative is suitable for high-end platforms that can
afford a diverse sensor suite, performing sensor fusion to
alleviate the impact of one sensor being compromised. This is
usually unsuitable for low-end drones and does not guarantee
success [25]. A cheaper alternative is to use generative AI
to generate alternative sensor representations using a single
cheap sensor. For example, infrared images can be generated
using a camera sensor and then fused together to achieve
more robust recognition of the environment [26]. However,
these approaches require an onboard diverse sensor suite or a
powerful GAN operating onboard, which does not guarantee
success.

1.2.3 Adversarial Environmental Perturbations in DRL

First-person-view (FPV) navigation problems are typically
considered partially observable [27] because only a portion
of the entire state is visible to the agent at any given time.
But, sensor faults also have to be considered. Robust par-
tially observable MDP [28] considers the POMDP to have
uncertain parameters. Other approaches [29] consider the
interaction between the adversary and the agent to be a zero-
sum minmax game and define it as a Probabilistic Action
Robust MDP. Zhang et al. [7] consider the addition of adver-
sarial perturbations as a state-adversarial MDP (SA-MDP).
In this framing, the state returned by the environment may be
perturbedby an adversary (an adversarymaybe another agent
or an environmental process that perturbs the state observa-
tions), making the observation uncertain and resulting in the
action returned by the agent being potentially sub-optimal.
Because we consider that the adversary can be static (e.g. it
is part of the environment), we prefer the SA-MDP framing
for our problem.

When building robust RL models, some of these works
focus on physical perturbations [30] that may affect the
physics of the agent (e.g. by introducing uncertain forces),
whilst others consider perturbations to the sensor state [31].
Korkmaz [32, 33] argues that vanilla training results in more
robust policies compared with state-of-the-art adversarial
and robust training techniques. Havens et al. [34] propose
a hierarchical RL method of switching sub-policies in the

presence of adversaries. Applications of adversarial training
[35] show how a zero-sum action-robust RL method can be
used to reduce conflicts in air mobility traffic management
scenarios. Detection of adversarial states to the sensor itself
is a challenge, which can be done by detecting out-of-domain
samples. Peng et al. [36] use adaptive iterative learning for
spatiotemporal fault detection. Detecting and responding to
adversarial in actuators is investigated by using fuzzywavelet
neural networks [37].

Detection of adversarial perturbations on the guidance and
planning of RL policies for UAVs were studied by Hickling
et al. [38], with a later work proposing an autoencoder solu-
tion for their detection [39]. Clark et al. [40] study the effects
of adversarial attacks on Q-learning policy for the routing
of a robot. Dasgupta et al. [41] show how GNSS spoof-
ing attacks can be detected using deep RL. Wang and Aouf
[42] show how adversarial attacks can be detected for GNC
of autonomous planetary landings to improve sim-to-real
transfer. Hosseini et al. [43] evaluate DRL policies under
adversarial attacks on an autonomousdrivingnavigation task.
Zhang et al. [44] show the effects of adversarial attacks on
the control policies for quadrupedal robots. Robust learning
[45] aims to provide certified lower bounds of state-action
values - effectively providing guaranteed safety in the case
of adversarial perturbations.

Ibrahum et al. [46] provide a taxonomy of adversarial
attacks for autonomous vehicles in safety scenarios, splitting
it into known and unknown attacks and defences. Similarly,
Deng et al. [47] survey adversarial attacks and defences for
autonomous driving systems. Ilahi et al. [48] present a survey
on adversarial attacks and countermeasures for deep RL. A
more recent survey on adversarial RL by Standen et al. [49]
presents taxonomies of different types of attacks.

1.3 Gap and Novelty

We acknowledge that research on DRL and sensor attacks
exists, and attempts at detecting adversarial attacks on DRL
policies for navigation have been tried [38, 39, 43]. Further,
work on understanding what Standen et al. [49] called func-
tional attacks was theoretically studied by Korkmaz [31, 33,
50, 51]. However, we have not found elaborate studies that
combine the effect of sensor perturbations on DRL perfor-
mance during learning of local navigation policies (e.g., akin
to the DRLmaze navigation studies byMirowski et al. [8]) in
the form of functional attacks (i.e., the sensor state is mod-
ified by a function). We argue that, in order to accurately
prove the effectiveness of any method dealing with adversar-
ial sensor attacks, a benchmark of standard methods is first
required which to the best of our knowledge does not exist.

We aim to understand the effects of sensor perturbations
- a potential failure mode in autonomous systems - on the
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Fig. 1 Example of the DRL-Robot-Nav Maze Environment [9]. Top-
left: top-down view of the environment rendered in Gazebo. Bottom-
left: the view from the RGB camera. Right: RViz visualization of the

discretized Lidar sensor readings, the robot, and the noisy sensor areas
(blue: camera noise area, red: Lidar noise area). The pink sphere (top
left) is added as a visual cue to mark the goal for vision-based policies

ability of DRL agents to learn navigation policies. To do this
we:

• Benchmark different reinforcement learning algorithms
on the DRL-Robot-Navigation environment.

• Study the effect of observation spaces - Lidar and camera
- on the navigation capabilities.

• Perform quantitative and qualitative studies showing the
effects of adversarial perturbations - Lidar noise and cam-
era sensor failure - on the performance ofDRLalgorithms
in the navigation task.

Further, to enable others to replicate our work, we open-
source the modifications to theDRL-Robot-Navigation envi-
ronment and update it to fit the gymnasium [52] interface.1

This study aims to unify the research of state-adversarial per-
turbations [7], navigation [8], and robotics [9]. It achieves
this by expanding on the research presented by Mirowski
et al. [8] by using a real robot environment that can crash
into walls and include state perturbations. It expands on the
work ofCimurs et al. [9] by comparing different RLmethods,
different state spaces (camera) and studying state perturba-
tions. It applies the concept of state-adversarial MDPs [7] to
a robotics simulation. Finally, it is shown that the RL can be
transferred to real-life environments.

Although first-person-view UAV SOTA methods [5, 15]
use RL to learn to fly, they preprocess their image state obser-
vations to detect gates. Instead, we study whether DRL can
use unfiltered observations to learn geometric features from

1 https://github.com/mazqtpopx/cranfield-navigation-gym

the states to navigate to the goal without any path planning
or obstacle detection algorithms, or explicit sensor states (for
the camera end-to-end state observation).

In this paper, we explain the methodology, i.e. the envi-
ronment, changes to the environment, and the choice of
reinforcement learning models, in Section 2. We present the
results of the benchmark of different algorithms on the envi-
ronment, the Lidar and camera noise studies, and discussion
with respect to the literature in Section 3. Finally, we con-
clude and make suggestions for further work in Section 4.

2 Methodology

We build on top of the DRL-Robot-Navigation environment
[9], which simulates a robot navigating around a 10m x 10m
maze, populated with static obstacles. The robot has a suite
of sensors - Lidar, camera, and odometry - but only a subset
of these was used as the state observation to train the rein-
forcement learning model in the original paper. The original
paper uses Lidar, distance to goal, and angle to goal, con-
catenated together as the observation space, and the camera
is not used. An illustration of the environment, which shows
the DRL-Robot-Navigation environment along with sensor
readings, is presented in Fig. 1.

As the focus of this study is on studying adversarial
sensor perturbations and testing different sensor suites, the
changes to the environment are described in Section 2.1.
The benchmarking procedure, of training the different RL
algorithms - TD3, PPO, PPO LSTM, and DreamerV3,
using different modalities and with differing sensor noise, is
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illustrated in Fig. 2. The reinforcement learning algorithms
used in the benchmark are described in Section 2.2. Train-
ing experimental settings, including hyperparameters, are
shown in Section 2.3. The evaluation process is described
in Section 2.4.

2.1 Changes to the DRL-Robot-Navigation
Environment

To enable our experiments, theDRL-Robot-Navigation envi-
ronment required several changes. A primary change to the
environment is the addition of a vision-based observation
space. To do this, the image from the robot is outputted from
the environment, and a visual marker is added to mark the
position of the goal. A pink sphere of diameter 0.5m is added
where the goal resides and is shown in Fig. 1 (top left image).

The collision system is updated, as in the original imple-
mentation, which relied on the reading from the Lidar sensor.
This is not a reliable way of detecting collisions, and adding
noise to the Lidar sensor could trigger collisions. Instead, we
generate a flag and detect any physical collisions between
objects by triggering a ROS topic that can be subscribed to.

We added areas that contain sensor noise: separately for
Lidar and camera. The areas are fixed-size rectangles that
spawn at a random point of the map at the start of each
episode. The way the sensor faults are modelled is described
further in Section 2.1.1.

We updated the reward system. Originally, the agent
received 100 reward for reaching the goal and -100 for a
collision with a wall. Otherwise, a function of the actions
(penalizing the robot for inaction) and the minimum distance
from a wall (based on the Lidar observation, if the robot is
closer than 1 m to a wall) was returned. First, we normalized
the reward between +1 and -1. Next, we added a penalty for
taking a step: of size -1 divided by the maximum number
of steps. This was done to prevent a local minima where the

robot doesn’t move and is in line with other gymnasium envi-
ronments [52].We also considered the function of penalizing
inaction and the Lidar distance to the wall to be unnecessary.
Instead, we consider that these items - inaction and obsta-
cle avoidance - should be learned on the policy side from
observation without reward shaping.

2.1.1 Modelling Adversarial Sensor Perturbations

Autonomous vehicles often use a camera as a primary sensor
for navigation, but physical sensor attacks are rarely con-
sidered. Kim et al. [53] perform a review of drone attacks,
including laser attacks on the camera sensor. They find that
when applied, the camera pixels are distorted. This shows that
camera sensors are susceptible to physical attacks. Camera
attacks are modelled as a complete failure, i.e. all the pixels
are turned black (0) whilst inside the camera noise rectangle.
Whilst this is not explicitly modelled after a physical attack,
it is a possible temporary failure mode for a camera and is
shown in Fig. 3(b). Lidar attacks are modelled by adding a
strong Gaussian noise, ranging between 0-5 meters to each
of the Lidar points. Sensor noise is applied evenly through-
out the noisy area. A Lidar sensor perturbation is shown in
Fig. 3(a). According to the taxonomy by Standen et al. [49],
the camera attack could be classified as a functional attack.

2.2 Reinforcement Learning Benchmark

A benchmark of the following RL methods is performed on
the DRL-Robot-Navigation environment:

• Twin Delayed DDPG (TD3) [54] is an off-policy,
model-free algorithm designed to work on continuous
action spaces. It employs two Q-value approximators
(critics) and uses the smaller of the two Q-values to
update the policy, which helps to mitigate the problem

Fig. 2 Experimental diagram
showing the process of the
presented experiments. The
environment consists of clean,
camera noise, and Lidar noise
variants. The environment
outputs the observation in the
form of two modalities, Lidar
and camera. Multiple algorithms
are then trained to navigate to
the goal whilst avoiding the
obstacles
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Fig. 3 Example of a robot in the Lidar noise area, visualized by RViz.
Once inside the red Lidar noise area, the discretized Lidar points have
Gaussian noise added to them and no longer provide accurate represen-
tations of the environment. Example of a robot in the camera noise area,

visualized by RViz. Once inside the blue camera noise area, the image
feed (shown on the left) has all pixels turned to black - this simulates a
camera failure

of overestimation bias. TD3 also introduces a delay in
updating the policy network to reduce the variance of
policy updates and adds noise to the target action to
encourage exploration.Thehyperparameters used to train
TD3 are shown in Table 1.

• Proximal Policy Optimization (PPO) [55] is an on-
policy, model-free algorithm designed to work on con-
tinuous spaces. Recurrent PPO, a modification of PPO
with the introduction of a long short-term memory
(LSTM) layer [56], is also used. The hyperparameters
used to train PPO and Recurrent PPO are shown in
Table 2. The recurrent architecture is similar to the PPO,
but contains an LSTM layer before the Actor-Critic Mul-
tilayer Perceptron (but after the convolutional layers for
the camera observation).

• DreamerV3 [57] is an off-policy,model-based algorithm
that learns a world model from the experience by incor-
porating an autoencoder that encodes the input into a
discrete representation. It uses recurrence and predicts
the dynamics, reward, and continuity of the episode. The
hyperparameters are fixed, hence tuning is not required.
It has been shown to outperform PPO on several envi-
ronments, including navigation on DeepMind Lab [12].

Table 1 TD3 training parameters (final values are bolded)

Parameter Value

Learning Rate 0.03 / 0.003 / 0.0003 /
0.00003 (see LR study)

Tau 0.005

Learning Starts (after, steps) 5000

Batch Size 16384 (Lidar),
256 (Camera)

Discount Factor 0.99

Exploration Noise 0.3

Based on this, it is expected that DreamerV3 should out-
perform the other algorithms on our navigation problems.
The default model is used.

Stable-Baselines3 [58] implementations of TD3, PPO,
and recurrent PPO were used for the experiments. The gen-
eral setup for TD3 and PPO is shown in Fig. 4, showing the
networks for both camera and Lidar observations. For the
camera observation, the image is initially passed through a
convolutional network to reduce the dimensionality to 256
features. Those features are then passed into the actor-critic
MLP. In the case of the recurrent PPO, the features are first
passed through an LSTM layer before going to the actor-
critic. For the Lidar, because it only contains 24 data points,
the features are passed straight to the actor-critic. We per-
form:

• A benchmark of the RL methods.
• A learning-rate discovery to find the optimal LR for each
algorithmas it is themost sensitive hyperparameter (apart
from Dreamerv3, as it does not require hyperparameter
tuning). This is shown in the appendix.

• A study into the performance of the agents across differ-
ent observation spaces in sensor-perturbed areas.

Table 2 PPO and PPO LSTM training parameters (final values are
bolded)

Parameter Value

Learning Rate (Lidar) 0.03 / 0.003 / 0.0003 /
0.00003 (see LR study)

Learning Rate (Camera) 0.03 / 0.003 / 0.0003 /
0.00003 (see LR study)

Batch Size 256

Discount Factor 0.99
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Fig. 4 Camera and Lidar observation networks. In camera observa-
tion models (TD3, PPO, PPO-LSTM), the image is first passed through
convolutional layers and flattened to 256 features to reduce the dimen-
sionality of the input. These features are then input to the actor-critic

MLP. For the Lidar observationmodels (TD3, PPO), the input is already
low-dimensional, and so the 20 Lidar readings are concatenated with
the distance to goal, angle to goal, and previous actions and input to the
MLP

2.3 Experimental Scenario Settings

The experimental settings are shown in Table 3. The Lidar
observation space comprises 20 discrete points, taken at
even intervals in a 180°arc around the robot. The camera
image produces a 160x160 px RGB image and a 64x64 px
RGB image for DreamerV3 (the input to the DreamerV3 is
required to be a power of two2). Lidar noise is Gaussian,
and camera noise results in a complete blackout. The agent
position input (for Lidar modality only) is fully accurate. The
goal position for Lidar is random, and for the camera, it is
static. The time delta between steps is 0.05 seconds - this
is the delay between which the agent makes actions. Note
that the simulation runs at 4.0 times real-time speed, which
results in this time step being 0.2 seconds, i.e. the agent runs
at effectively 5Hz in real time. The reward function produces
a sparse reward when the agent reaches the goal, a penalty
for colliding with a wall, and a small penalty each step to
prevent inaction. The maximum steps per episode are 50.

There exist several random parameters within the simu-
lation that affect the learning process. Randomness plays a
key role, as shown byMirowski et al. [8]. In their simulation,
the RL agents outperformed humans on static small mazes
but struggled on large complex mazes (with random param-
eters such as random agent spawning). Another difference

2 https://github.com/danijar/dreamerv3/issues/12

between DRL-Robot-Navigation and DeepMind Lab is that
our environment penalizes collisions with the wall, prevent-
ing wall-following strategies.

Camera policies require longer training compared with
Lidar (greater than 500k steps), which exceeds the computa-
tional budget for this study. To simplify it, the goal is spawned
at the centre of the map, instead of being spawned randomly.

Table 3 Simulation Parameters

Parameter details

Lidar
Measurements

180°LiDAR data discretized into 20
intervals

Camera
Measurements

160pxx160pxRGB image64pxx64px
RGB image (DreamerV3)

Attack Type
Lidar

Gaussian noise added to each discrete
point

Attack Type
Camera

Complete failure

Agent Position Fully accurate (ground truth from Sim-
ulation)

Reward function R(s, a) =

⎧
⎪⎨

⎪⎩

1, goal reached

−1, collision

−1/50, otherwise

(1)

Max. Episode Steps 50 for Lidar and camera (static goal)

500 for camera (random goal)
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The robot is still spawned with a random position and ori-
entation. This is akin to the ‘static maze’ from DeepMind
Lab, as tested by Mirowski et al. Their ‘random goal maze’
is akin to our random goal position that we test during our
Lidar experiments (albeit DeepMind Lab did not penalize
wall collisions).

Generally, apart from DreamerV3, the camera policies
likely take longer to converge to a solution due to increased
observation space: even after convolutional layers, the state
contains 256 features compared with the much simpler 24
points for Lidar (including previous actions, distance to goal,
and angle to goal).

The original implementation of DRL-Robot-Navigation
environment randomizes the starting position and orientation
of the robot, as well as the position of the goal at the start of
each episode.To improve the convergence of camera policies,
in order to better understand the sensor denial effects, we
simplify the environment for our camera experiments. We
fix the position of the goal to always be in the centre of the
maze. This allows for less stochasticity in the environment
and enables quick convergence of the policy. For the Lidar
experiments, we keep the spawn position of the goal and the
robot random.

2.4 Training and Evaluation

The reinforcement learning (RL) models described in
Section 2.2 are trained with the following configurations and
environments:

• Lidar (this includes distance and angle to goal). Themod-
els are trained on a variety of 0x0 (no noise) maps, as well
asmapswith varying amounts of noise: 3x3, 5x5, and 7x7
metre noise zones.

• Camera only, static goal. The models are trained on a
variety of 0x0 (no noise) maps, as well as maps with
varying amounts of noise: 3x3, 5x5, and 7x7 metre noise
zone.

Unless otherwise stated, camera configurations contain a
static goal to enable better convergence, as described in
Section 2.3. Each model is then evaluated on maps speci-
fied in the Section 2.4, but generally this consists of being
tested on each of the environments of differing noise size:
0x0, 3x3, 5x5, 7x7. In some cases, the model is evaluated on
a simplified version of the map, as described in Section 2.4.

Figure 5 shows the outline of the training and evaluation
setup for Lidar and camera environments.

Fig. 5 Training and evaluation scenarios for Lidar and camera sensors.
For Lidar scenarios, the models are trained on a variety of 0x0 (vanilla)
maps and maps with varying amounts of sensor perturbation: 3x3, 5x5,
and 7x7 metre sensor noise zones. These zones contain Gaussian noise,
which is added to the sensor readings. These trained policies are then
evaluated on the same map. Likewise, for camera scenarios, the models
are trained on a variety of 0x0 (vanilla) maps and maps with varying

amounts of sensor perturbation: 3x3, 5x5, and 7x7 metre sensor denial
zones. Inside these zones, the camera sensor completely fails (all pixels
turn to black). The models are trained on the default map, with a static
goal in the middle, and the blue areas in which the camera completely
fails. These policies are then evaluated on the default map with a vary-
ing degree of noise. A second evaluation is performed on a map with no
obstacles to better understand the learned policies in sensor-denied areas
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2.4.1 Camera Evaluation Maps

For the evaluation of camera policies, two different maps are
used:

• DRL-Robot-Navigation map (same as training).
• A simplified DRL-Robot-Navigation map no obstacles,
shown in Fig. 6. The goal is always static in the centre.
The noise area is static in the centre of the map.

The purpose of using the simplifiedmap is to better under-
stand the behaviour of the policies. As the obstacles are taken
out, the only task left is to get through the sensor-denied area
to the goal. As the noise is static, it always obstructs the goal.
In this evaluation task, we are ignoring the ability of the agent
to avoid obstacles, but are focusing on whether the agent has
learned to get through the noise area. The simplified map
is only used for evaluation and is never used for training of
the policies. By default, the DRL-Robot-Navigation is used
for evaluation. The use of the simplified maps is explicitly
specified in the results section.

3 Results

Several experiments are conducted to benchmark the dif-
ferent DRL algorithms on the environment and understand
how different training regimes (vanilla vs adversarial) affect
the performance of the models in environments with varying
environmental perturbation size. While initially training of
the Lidar and camera modalities is compared in Section 3.1,
the rest of the results section is split into two parts, based on
modalities. The first part, in Section 3.2, follows how PPO
and TD3 perform on in terms of quantitative results, and then
qualitatively in Section 3.3 by understanding the paths fol-
lowed by the policies, and their differences under different
training regimes.

The camera observation section begins with a direct train-
ing comparison of the different algorithms on the vanilla
environment in Section 3.4 for the camera observation with
both static and random goal, continues with a quantitative
benchmark of the different models with sensor denial in
Section 3.5, and the models are evaluated on the no obstacle
map in Section 3.6. The camera modality with the random
goal is evaluated in Section 3.7. Real world experiments are
conducted Section 3.8 Finally, the results are discussed with
respect to the literature in Section 3.9.

3.1 Modality Study

The modality study shown in Fig. 7 shows the differences
in model performance for the PPO algorithm across Lidar
(with a random goal), camera with a static goal, and camera
with a random goal. Lidar and camera with a static goal are
quick to converge to a solution, requiring only 200,000 steps.
Camera with a random goal appears to be more challenging,
and requires over 1,000,000 steps. The reason for the camera
randomgoal scenario is so challenging is that themodel has to
learn to navigate to the pink goalwithout knowing the relative
position between itself and the goal (which Lidar modality
does contain). Instead, it needs to learn spatial information to
be able to avoid the walls, and to learn to associate the pink
goal with a reward.

3.2 Lidar Navigation with Noise

Although different algorithms are proposed in Section 2.2,
we were unable to find an appropriate learning rate to get
PPO-LSTM to converge, as shown in Appendix A3.

Our initial hypothesis was that, as this is a problem that
requires navigating a dynamic robot, the learning would ben-
efit from recurrent layers. We have found a similar effect
in other studies that require complex dynamics [59]. More-
over, classic RL studies [4] use framestacking to contain

Fig. 6 Simplified version of the DRL-Robot-Navigation map with no
obstacles, with a static goal in the centre and a sensor perturbation area
surrounding it. (a) shows the 3x3 sensor denied area, (b) shows the

5x5 sensor denied area, and (c) the 7x7 sensor denied area. The robot
is spawned at a random position and orientation around the map. This
map is only used to evaluate the camera policies, and not Lidar policies
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Fig. 7 Modality study using PPO for Lidar and camera. The camera was trained on static and random goals. Each of the models was trained for
500,000 steps

dynamic information about the environment, and recurrence
is an alternative that allows longer-term planning. However,
the use of LSTMs also introduces newhyperparameters to the
network that require tuning. It becomes sensitive to the num-
ber of steps in the episode, velocities/sample rate at which the
actions are executed, and the relation to the batch size/number
of sampling steps. This requires a thorough hyperparameter
study alongside the learning rate. For sim-to-real transferabil-
ity, using non-recurrent models is typically easier to achieve.
This is because recurrent models keep memory in the form
of hidden states, and this influences the actions based on pre-
vious states. Meanwhile, non-recurrent models simply learn
the value and the action-value for each given state and hence

should be less sensitive to the dynamics transfers between the
simulation and the real world. While we were able to achieve
convergence for the non-recurrent models, more challenging
versions of this environmentmight require recurrence to con-
verge.

While it is possible to trainDreamerV3 on the Lidar obser-
vation space, it is a large model for such a small observation
space and we did not find that its performance increased over
the other models. Hence, only TD3 and PPO are compared
in this section.

Figure 8 shows the evaluation results of the TD3 and PPO
using the Lidar observation space on the default map. The
algorithms are trained on the 0x0 (vanilla)map, and evaluated

Fig. 8 Lidar noise area study for algorithms trained on the default
environment with no noise. The algorithms were then evaluated on the
default environment (with a random goal) with changing noise area

sizes, as shown on the x-axis. The evaluation was performed for 100
episodes and repeated 5 times to establish a standard deviation
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on environments of increasingLidar noise area: 0x0 (vanilla),
3x3, 5x5, and 7x7 - referring to the size of the rectangle of the
noise area in meters. TD3 outperforms PPO across the differ-
ent evaluations. It achieves a mean success rate of 87.2% on
the 0x0 evaluation scenario, compared with 83.0% for PPO.
The performance differential between the two models gen-
erally increases with larger noise area sizes. When evaluated
on the 7x7 noise area size, TD3 achieves 51.4%, while PPO
achieves 35.2%.

In general, TD3 consistently outperforms PPO across the
different noise area sizes. As the models were trained for the
same number of timesteps, this is likely an effect of TD3
being more sample efficient due to its off-policy nature. This
is consistent with the results from the vision-only modality
later shown in Sections 3.4 and 3.7 where TD3 does not
converge at all for random goal scenarios.

As the evaluation noise area size increases, the perfor-
mance gap between TD3 and PPO increases. This shows that
the vanilla TD3 is still robust to noise despite not being adver-
sarially trained.Meanwhile, the PPOperformance decreases,
which is possibly an effect of poorer convergence. Because
the noise samples can be considered out-of-domain, both of
themodels should, in principle, react similarly to being evalu-
ated on noisy environments. The larger differences therefore
suggest a better convergence of the TD3 model, which is
likely due to the sample efficiency.

Because of the low dimensionality of the Lidar data, TD3
can be trained at a similar rate to PPO, and therefore presents
as the more appropriate algorithm for this scenario. Whilst
Cimurs et al. [9] did not perform a comparative study with
other algorithms, they appear to have chosen the correct algo-
rithm for their problem.

Figure 9 shows the same evaluation results of the TD3 and
PPO, with the algorithms trained on the 3x3 noise map. In

these results, the PPO closely matches the performance of
TD3 across the evaluations, outperforming it on larger noise
area sizes. When evaluated on the vanilla 0x0 scenario, TD3
achieves a mean success rate of 69.6% and PPO achieves
68.0%. This is a performance drop from the models trained
on the vanilla 0x0 environments. When evaluated on the 7x7
scenario, the PPO model achieves a mean success rate of
54.0%. This is an improvement from the PPO model trained
on the vanilla 0x0 environment and slightly outperforms the
TD3 model trained on the same regime. The TD3 model
trained on the 3x3 noise environment shows performance
drops across all evaluation scenarios compared with the TD3
model trained on the 0x0 environment.

3.3 Lidar Noise Training Regimes, Qualitative
Results

As shown in Section 3.2, the training regimes affect the eval-
uation performance of the algorithms. To better understand
the behaviour of Lidar-specific policies, we can more closely
investigate the effects of training in noisy regimes for each
algorithm and investigate the trajectories of the robot during
evaluation.

Figure 10 shows the PPO policies trained on different
Lidar noise regimes evaluated on the default map. It shows
that the vanilla PPO (0x0) performs the best when evalu-
ated on a map with no noise, with a mean success rate of
83%. The policies trained on noisy environments (PPO 3x3,
5x5, and 7x7) begin to outperform the vanilla policy when
evaluated on the 5x5 noise map. While the noisy policies
do not significantly degrade in performance as more noise
is added to the environment, they show a consistent drop in
performance compared with the vanilla model when eval-
uated on the 0x0 no noise environment. This is likely due

Fig. 9 Lidar noise area study for algorithms trained on the default envi-
ronment with random 3x3 noise areas and random goal. The algorithms
were then evaluated on the same map with different noise area sizes, as

shown on the x-axis. The evaluation was performed for 100 episodes
and repeated 5 times to establish a standard deviation
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Fig. 10 PPO policies trained on different Lidar noise regimes evaluated on the default map (with random goal) with varying noise area sizes. The
policies were evaluated for 100 steps 5 times, and the plot shows the mean and the standard error across those 5 repeated runs

to the noisy policies following a riskier strategy, sacrificing
collision avoidance capabilities to improve the navigation
performance. To better understand this, we can qualitatively
investigate the evaluation runs by plotting their paths, crashes
and successful navigation.

Figure 11 shows the 100 path plots generated during the
evaluation of 2 different policies (PPO 0x0 and PPO 3x3) on
two different evaluation maps (0x0 and 7x7). Figure 11(a)
shows the vanilla PPO evaluated on the no noise map. The
same policy is evaluated on a map with random 7x7 noise
areas in Fig. 11(b). The policy is unable to reach the tar-
gets and shows a significant decrease in performance (from
79 successes to 26 successes). It also shows that in half of
the runs, the policy reached the maximum episode time step
limit, and it neither crashed nor reached the target. Com-
pared with the evaluation on the no noise map, the paths tend
to be much shorter, showing that the policy prefers to follow
a ’safe’ strategy of not doing anything when inside the noisy
areas. In contrast, when trained on a little noise (3x3 random
areas) and evaluated on no noise as shown in Fig. 11(c), the
overall performance drops from 79 successful episodes to 69,
and the number of crashes increases from 21 to 31. But, when
evaluated on the 7x7 noise area as shown in Fig. 11(d), the
policy no longer follows a ’safe’ strategy and instead opts for
a ’riskier’ approach. This increases the number of success-
ful episodes from 26 to 49, but also increases the number of
crashes from 24 to 51.

Overall, the safe policy did not result in better overall
performance because the reward for reaching the max num-
ber of steps is -1, like with crashing, it is -1. But, because
the risky policy results in more successful runs, resulting in
the positive +1 reward, it is the more optimal policy for the
noisy evaluation maps. It is an interesting observation that
the riskier strategies consistently emerged across the PPO
runs when trained on noisy maps, while when not trained on

any noise, the policy followed a safer strategy of letting the
episodes run out when it was not certain of its sensor read-
ings, as shown in Fig. 10. This is likely due to the noisy sensor
readings falling outside of the previously observed domain
for the policy trained on the non-noisy environment.

Figure 12 likewise shows the TD3 policies. Unlike in the
PPO training schemes (Fig. 10), TD3 generally did not ben-
efit from being trained on noisy scenarios, and the vanilla
policy trained on the no-noise map performed the best across
all evaluation scenarios. The difference in performance may
have arisen from the differences in on-policy (PPO) and off-
policy (TD3). As TD3 keeps a buffer of past experiences,
any perturbed states will remain in the buffer and will affect
the gradient updates. Meanwhile, because it is only trained
on recent experience, PPOmay learn from batches where the
agent does not enter a noisy area (or the amount of perturbed
states is insignificant). This allows for gradient updates to be
performed separately, on both clean and perturbed experi-
ences. Meanwhile, the gradient updates for TD3 will always
be affected by perturbed experiences. Further, the clipped
surrogate objective function of the PPO may be preventing
large updates caused by adversarial perturbations - a mech-
anism not present in TD3.

Whilst ultimately, the effect of the training paradigm per-
formance will depend on the environment and nature of
the adversarial perturbation, because we have controlled for
these in our environment, we conclude that there is a clear
algorithmic difference on themodel performance. Hence, we
conclude that TD3 is more sample-efficient than PPO, result-
ing in better-performing policies from an equivalent number
of training samples due to its off-policy nature. However, this
mechanic also appears to negatively affect it when trained
in adversarial environments. Meanwhile, the on-policy PPO
ends up benefiting from being trained on adversarial envi-
ronments, despite being less sample-efficient overall.
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Fig. 11 100 path plots generated during evaluation by vanilla policy
(PPO 0x0) evaluated on 0x0 noise map (a), vanilla policy (PPO 0x0)
evaluated on 7x7 noise map (b), noise policy (PPO 3x3) evaluated on
0x0 noise map (c), and noise policy (PPO 3x3) evaluated on 7x7 noise

map (d). The red dot shows a collision and the green dot shows a suc-
cessful navigation to the goal. Any paths not showing a success or a
crash mean that the scenario was terminated due to reaching maximum
steps
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Fig. 12 TD3 policies trained on different Lidar noise regimes evaluated on the default map (with random goal) with varying noise area sizes. The
policies were evaluated for 100 steps 5 times, and the plot shows the mean and standard error across those 5 repeated runs

3.4 AlgorithmTraining Comparison (Camera
Observation)

As described in Section 2.2, different RL methods are
trained on the DRL-Robot-Navigation environment: TD3,
PPO, Recurrent PPO (or PPO-LSTM), and DreamerV3.

Figure 13 shows the averaged episode reward during train-
ing for the different algorithms, across 500,000 steps of
training. For the static goal scenario, TD3, PPO, and PPO-
LSTM converge to a solution quickly, each one reaching 0.5
mean reward in less than 100,000 steps.

In general, all of the models converge within less than
100k steps for the static goal scenario. The difficulty of the
scenario is now increased by randomizing the position of the
goal around the map. This requires the models to learn better

obstacle avoidance and explore the map, as the goal may be
hidden behind an obstacle. Each of the models was trained
on the best hyperparameters as described in the Appendix A
(apart fromDreamerV3,which does not require hyperparam-
eter tuning).

Figure 14 shows the averaged episode reward during train-
ing for the different algorithms, across 2,000,000 steps of
training. DreamerV3 is the most sample-efficient in conver-
gence, achieving it in 200k steps. TD3 is the second most
sample efficient, converging in 800k steps. PPO converges
somewhere between 1m-2m steps. PPO-LSTMdoes not con-
verge.

However, the graph only considers the steps and not wall
time of the training. The wall time taken to train each model
differs due to the nature of each algorithm: PPO is an on-

Fig. 13 Convergence of different algorithms during training for the camera end-to-end, static goal scenario
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Fig. 14 Convergence of different algorithms during training for the camera end-to-end, random goal scenario

policy algorithm that only uses the samples generated from
the current policy for training. Because of that, combined
with us speeding up the simulation (compared with the orig-
inal Cimurs et al. [9] implementation), it was able to quickly
sample steps with a policy before being updated. TD3 is off-
policy and is updated every step (albeit, this can be adjusted).
Because of this, it is bottlenecked by the gradient updates
performed after each step. Hence, whilst it was more sample
efficient compared to PPO, it was actually slower to converge
in wall-time terms.

PPO-LSTM, like with the Lidar state observation, was
hypothesized to perform well on this scenario because of the
additional recurrent layers that should enable long-term plan-
ning. This was based on the results presented by Mirowski
et al. [8], where they find that adding LSTMs to their
model improved the performance of their camera naviga-
tion. Although the nature of the navigation environment
is different, it is interesting that we do not see the bene-
fits of recurrence in our experiments. A possible reason for
not seeing PPO-LSTM converge for the camera observa-
tion is similar to those outlined for the Lidar observation
in Section 3.2, in that it is sensitive to the batch size and the
number of steps in the environment. Further, detailed studies
of the batch size on the environment may lead to PPO-LSTM
convergence.

DreamerV3 was even more sample efficient than TD3
and comparable to PPO in terms of the clock time. It did
not require hyperparameter tuning, while PPO and TD3 did.
The improved sample efficiency could be due to the learned
world-model using an autoencoder structure.

Figure 15 shows the same training runs as Fig. 14, but with
thewall time taken to train themodel in seconds on the x-axis,
instead of environmental steps. PPO is the fastest to converge,
achieving it in less than10,000 seconds.DreamerV3 is slower
to converge but achieves convergence in a comparable time.
PPO-LSTM and TD3 are much slower to converge, taking
more than 30,000 seconds.

This is because the PPO-LSTM requires a smaller batch
size and takes longer to train as it updates the LSTM lay-
ers. TD3 is slower because it updates every step. Whilst this
is sample efficient (it converged quicker than PPO in step
terms), it leads to slower wall time training, showing the
trade-off between on-policy and off-policy methods. Whilst
in the original Cimurs et al. [9] simulations, the TD3 algo-
rithmwas advantageous due to sample efficiency.Aswewere
able to increase the speed of the simulation, this led to the
on-policy PPO benefiting more than TD3. It should be noted
that while PPOwas quicker to converge compared to Dream-
erV3, PPO required hyperparameter tuning (which required
multiple prior runs) whilst DreamerV3 did not.

Figure 16 shows the training of TD3, PPO, and Dream-
erV3 algorithms on vanilla (0x0) and adversarially perturbed
(3x3) scenarios. For DreamerV3 and PPO, the convergence
appears delayed in the adversarial scenarios, and the con-
vergence reward appears to be lower (this could be due to
requiring more steps to navigate, or a higher rate of colli-
sions). Whilst TD3 is able to converge on the vanilla (0x0)
scenario, it does not converge at all on the adversarial (3x3)
scenario. This is consistent with the Lidar modality results
from Sections 3.2 and 3.3, where TD3 training in adversarial
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Fig. 15 Convergence of different algorithms during training for the camera end-to-end, random goal scenario, with wall time to train each model
on the x-axis

training environments led to less robust models compared
with vanilla training.

Interestingly, this finding holds for different modalities.
Again, this is likely due to the off-policy nature of TD3,
where the adversarial states remain in the buffer and affect
the training every update. Whilst this results in the algorithm
being more sample efficient, it appears to also negatively
impact it when training in adversarial environments, some-
thing that we did not see with PPO.

3.5 Camera Navigation with Sensor Denial, Static
Goal

Figure 17 shows the evaluation results of the different algo-
rithms, TD3, PPO, PPO-LSTM, and DreamerV3, using the
camera observation space. The algorithms are trained on the
vanilla 0x0map, and evaluated on environments of increasing
camera denial area: 0x0 (sensor denial), 3x3, 5x5, and 7x7
- referring to the size of the rectangle of the sensor denied

Fig. 16 Convergence of different algorithms during training for the camera end-to-end, random goal scenario, trained on 0x0 and 3x3 perturbed
environments
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Fig. 17 Camera noise area study for algorithms trained on the vanilla
environment with no sensor denial. The algorithms were then evaluated
on the vanilla environment with changing noise area sizes, as shown on

the x-axis. The evaluation was performed for 100 episodes and repeated
5 times to establish a standard deviation

area in meters. On the 0x0 evaluation scenario, DreamerV3
achieved the highest mean success rate of 90.8%, with TD3
achieving a similar performance of 88.8%. PPO-LSTM was
thirdwith ameanof 82.2%andPPOperformed theworstwith
a mean success of 71.6%. On the 3x3 evaluation scenario,
the pattern remains the same, with DreamerV3 achieving the
highest mean of 73.2% (with a much larger standard error of
6.8), TD3 close behind with 68.4%, PPO-LSTM third and
PPO last. The evaluation scenarios for 5x5 and 7x7 show
severe degradation in performance across all the algorithms.

Similarly, Fig. 18 shows the evaluation results of the algo-
rithms trained on amapwith random 3x3 denied areas.When
evaluated on the 0x0 scenario, a similar pattern emerges
with DreamerV3 achieving the highest mean success rate
of 86.4% (albeit, this is a performance drop compared with
90.8% when trained on the clean scenario). TD3 is second

with 82.4%, and PPO and PPO-LSTM show the worst per-
formance, achieving 71.0% and 72.4%, respectively. All of
the policies show performance drops compared to policies
trained on the clean (i.e. no sensor denied areas) environ-
ment.

When evaluated on the 3x3 scenario, DreamerV3 per-
forms the best, achieving 80.6% mean success rate. This is
an improvement from the vanilla model (from 73.2%). TD3
mean success rate is 73.2%, PPO 69.2%, and PPO-LSTM is
last with 58.6%. Likewise, TD3 and PPO also show improve-
ments from the vanillamodels. PPO-LSTM is the onlymodel
that did not report an improvement from the vanilla model.

All models report an improvement in evaluation perfor-
mance on 5x5 and 7x7 noise area maps (compared with
models trained on no noise in the environment), showing that
training on some noise in the scenario generally improves the

Fig. 18 Camera noise is studied, for algorithms trained on the default
environment with 3x3 sensor denial zones. The algorithms were then
evaluated on the default environment with changing sensor denial area

sizes, as shown on the x-axis. The evaluation was performed for 100
episodes and repeated 5 times to present a mean and standard error
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Fig. 19 Camera noise area study for algorithms trained on the default environment with 0x0 noise. The algorithms were then evaluated on the
simplified map with changing noise area sizes, as shown on the x-axis. The evaluation was performed for 100 episodes

evaluation performance on noisy evaluation scenarios. Still,
these improvements are not so significant that the models
are reliably achieving the goal. The downside of training the
model on the 3x3 scenario with sensor-denied areas is that
these models appear to suffer from performance degradation
when evaluated on the 0x0 scenario.

3.6 Camera Navigation with Sensor Denial
(No Obstacle Map, Static Goal)

Section 3.5 shows that the training regimes have an effect
on policy behaviour in sensor-denied areas. To better under-
stand this behaviour, they are evaluated on the simplified,
no-obstacle map, as described in Section 2.4.

Figure 19 shows the evaluation results of the different
algorithms, TD3, PPO, PPO-LSTM, and DreamerV3, using
the camera observation space. The algorithms are trained on
the vanilla 0x0 (no sensor denial) default map, and evalu-
ated on the simplified, no obstacle map, with variations of

increasing, static camera denial area which is located in the
centre of the map: 0x0 (no sensor denial), 3x3, 5x5, and 7x7 -
referring to the size of the rectangle of the sensor denied area
in meters. All four of the models exhibit similar behaviour
of successfully navigating in nearly all of the episodes on
the 0x0 evaluation, but then consistently failing when any
noise is introduced (with a few successes likely caused by
spawning near the goal).

When evaluated on a sensor-denied area, the perturbed
state is out-of-sample for the trained policy as the policy has
not seen these states during training. Hence, all of the models
fail to perform when the sensor-denied area is introduced.
Hence, by training the policies with the sensor-denied areas
present, we are introducing these previously out-of-domain
samples into the training.

Similarly, Fig. 20 shows the evaluation results of the dif-
ferent algorithms trained on the default map with random
3x3 noise areas. The 0x0 evaluation does not significantly
change, with TD3, PPO, and DreamerV3 still successfully

Fig. 20 Camera noise is studied, for algorithms trained on the default environment with 3x3 noise. The algorithms were then evaluated on the
simplified map with changing noise area sizes, as shown on the x-axis. The evaluation was performed for 100 episodes
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navigating to the target 98, 98, and 96 times out of 100. For
the 3x3 evaluation, TD3 reached the goal 74 times, PPO 71
times, PPO-LSTM66 times, andDreamerV3 showed the best
performancewith 87 times. This is a significant improvement
over the models trained on the 0x0 (no-noise) environment -
a sign that the policies have learned to navigate to the goal
with noise present. The 3x3-trained models also show per-
formance improvements over the 0x0-trained models when
evaluated on 5x5 and 7x7 scenarios. However, they do not
achieve high (90+) success rates, which would be an indica-
tion of the policies truly solving the scenarios.

Compared with vanilla policies, the adversarially trained
policies can perform despite sensor-denied areas being
present in the evaluation because the policies do not con-
sider the sensor-noise areas to be out-of-domain anymore.
Hence, their performance increases across the board.

Figure 21 shows thePPOpolicies trained ondifferent cam-
era noise regimes evaluated on the no-obstacle map. It shows
that the PPO (0x0) and PPO (3x3) perform the best when
evaluated on the 0x0 scenario, achieving 99 and 98 success-
ful episodes. The PPO (0x0) fails to navigate to the goalwhen
evaluated on any noise maps. PPO (5x5) and PPO (7x7) both
failed to navigate successfully in the 0x0 evaluation, a sign
that too much noise hindered the learning of those models.

Figure 22 shows the 100 path plots generated during the
evaluation of 2 different policies (PPO 0x0 and PPO 3x3)
on two different evaluation maps (0x0 and 3x3 static sen-
sor denial zones, static goal in the centre, and no obstacles
present). Figure 22(a) shows the vanilla PPO evaluated on
the 0x0 map. The same vanilla policy is evaluated on a map
with a static 3x3 noise area around the goal in Fig. 22(b).
The policy is unable to navigate to the goal and shows a sig-
nificant decrease in performance (from 100 successes to 5
successes). When the robot enters the noise area, the camera
fails, and the robot stops moving. This can be seen as many
paths end inside the blue noise zone and do not continue.

In contrast, when adversarially trained with 3x3 ran-
dom areas present in the environment and evaluated on the
3x3 map as shown in Fig. 22(d), the number of successful
episodes increases to 75. When inside the blue sensor denied
area, the agent simplymoves in circles, as can be seen by path
traces in the blue zone. This is not a reliable way of navigat-
ing with obstacles present in the environment, but it leads to
success when no obstacles are present in the zone of sensor
denial. The policy exploits the reward structure of the sce-
nario, opting for a high-risk strategy of moving through the
sensor-denied areas. Hence, like the Lidar examples shown
in Fig. 11, the policies have learned a high-risk strategy of
blindly navigating when sensor readings are uncertain.

Since we are evaluating on the simplified map, no obsta-
cles are present. Clearly, once in a sensor-denied area, the
policies have no way of avoiding obstacles, and this is delib-
erately not reflected in these results, in order to understand
the policy behaviour in sensor-denied zones. Still, because
themodelswere trained on the defaultmap, they have learned
to take risky actions when in sensor-denied zones with obsta-
cles present. This likely means that due to the reward shaping
of the environment, it was more rewarding for the policy to
take the high-risk actions. However, this only holds up with
small amounts of sensor-denied zones in the environment, as
shown in Fig. 21, as larger amounts of noise result in failure
to learn basic navigation behaviour.

3.7 Camera Navigation with Sensor Denial, Random
Goal

As the vision models were shown to converge for the sensor
observation on the random goal scenarios, they are evaluated
on the random goal map with obstacles (as with the Lidar
configuration).

Figure 23 shows the evaluation results of the different
algorithms, TD3, PPO, PPO-LSTM, and DreamerV3, using

Fig. 21 PPO policies trained on different noise regimes evaluated on the simplified map with varying noise area sizes
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Fig. 22 100 path plots generated during evaluation by vanilla policy
(PPO 0x0) evaluated on 0x0 map (a), vanilla policy (PPO 0x0) eval-
uated on 3x3 sensor denial map (b), adversarially trained (PPO 3x3)
evaluated on 0x0 sensor denial map (c), and adversarially trained (PPO

3x3) evaluated on 3x3 sensor denial map (d). The red dot shows a col-
lision, green dot shows a successful navigation to the goal. Blue zone
shows the area of sensor denial

123



Journal of Intelligent & Robotic Systems          (2025) 111:103 Page 21 of 34   103 

Fig. 23 Camera noise area study for algorithms trained on the random goal vanilla environment with no sensor denial. The algorithms were then
evaluated on the vanilla environment with changing noise area sizes, as shown on the x-axis

the camera observation space on the random goal scenario.
The algorithms are trained on the vanilla 0x0 (no sensor
denial) default map, and evaluated on the more complex ran-
domobstaclemapwith variations of increasing, static camera
denial area which is located in the random positions of the
map: 0x0 (no sensor denial), 3x3, 5x5, and 7x7 - referring to
the size of the rectangle of the sensor denied area in meters.

All four of the models converged to a solution when no
noise was present during training, as seen in Section 3.4.
However, PPO andDreamerV3 consistently outperformTD3
andPPO-LSTMmodels, implying better convergence as they
are closer to being fully successful on the vanilla map, with
no collisions or scenario terminations. As the noise size
increases, both PPO and DreamerV3 continue to outperform
TD3 and PPO-LSTM. In general, the trend continues as the
noise area increases. In previous results, we have seen that
better convergence on the vanilla scenario generally leads to
better results overall, as the agent is able to perform well on

scenarios where it gets lucky and does not come across any
areas of sensor denial. Although it should be noted that there
is some randomness in these results, as the noise areas are
random during the evaluation.

Similarly, Fig. 24 shows the evaluation results of the dif-
ferent algorithms trained on the defaultmapwith random3x3
noise areas. However, as the TD3 and PPO-LSTM models
did not converge when trained with 3x3 noise areas, only the
PPO and DreamerV3 models are compared. The 0x0 evalua-
tion does not significantly change,with PPO, andDreamerV3
still successfully navigating to the target over 90 times out
of 100. DreamerV3 and PPO remain robust on the no noise
evaluation, successfully navigating 90+ times. Further, as the
noise area size increases, the performance of both models is
better compared to the vanilla equivalents. Even with a 5x5
noise area size, both models achieve 70+ navigation targets,
which is comparable to TD3/PPO-LSTMwithout any sensor
denial areas. This shows that including the noise areas during

Fig. 24 Camera noise area study for algorithms trained on the random
goal 3x3 sensor denial environment. The algorithms were then eval-
uated on the vanilla environment with changing noise area sizes, as

shown on the x-axis. PPO-LSTM and TD3 did not converge on the 3x3
sensor denial scenario, so they were omitted
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training improved the performance of the models, especially
on other adversarial scenarios. However, this should be bal-
anced with the fact that the TD3 and PPO-LSTM algorithms
failed to converge because of the noise areas present during
training.While we suggested that the reason for the failure of
TD3 convergence may be due to its off-policy nature, PPO-
LSTM remains on-policy, but fails to perform equivalently to
PPO. This counters our hypothesis for including PPO-LSTM
in the first place, as we expected it to outperform standard
PPO due to the dynamic nature of this task.We also expected
the recurrent models to potentially perform better in the pres-
ence of the adversarial perturbations, because they may be
able to use recurrence to judge whether they should continue
to move (if they, for example, saw the goal before entering
the sensor denial zone).

DreamerV3 is recurrent and uses autoencoders to create a
world model of the environment. It outperforms PPO on the
3x3 evaluation, which was used to train, achieving 97 out of
100. Combined with the fact that DreamerV3 required the
least computing resources as it did not require hyperparam-
eter tuning, we conclude that DreamerV3 is the most robust
and usable model for adversarial navigation.

Figure 25 contains example observations as the agent suc-
cessfully navigates around the maze using a camera as the
only sensor with a random goal around the map. To bet-
ter understand the learned behaviour of the agent, latent
states are saved during the evaluation. As they are still
highly dimensional (512 features), we use t-SNE, a non-
linear dimensionality reduction method, to reduce the latent
features to 2 dimensions and plot them with the aim of inter-
preting theirmeaning and differences between the vanilla and
adversarial models. Similar methods were used by Zahavy
et al. [60], although they used a principal component analy-
sis to reduce the dimensionality from 512 to 50 before using
t-SNE, and their network was a DQN, while we use PPO.We
plot the reduced t-SNE dimensions for each state alongside
the estimated value by the network.

Figure 26 shows the t-SNE plot of 5,000 of the vanilla
PPO during the evaluation on the vanilla environment. The
high-value states are very sparse, and for most states, the
estimated value is 0.00 or less. This is the result of training
the model on a sparse environment where only a few states
(ones where the goal is in view) are deemed valuable. Other
states are estimated to be around 0.0 or less (in most of the
states, the agent is at risk of crashing into a wall). It shows the
network has learned the underlying rules of the environment

- colliding with the wall is -0.5, and reaching the goal leads to
a sparse reward of 1.0. Figure 26(b) shows observations used
to generate each latent point (in the center of the image). The
graph shows clusters of geometrically similar states together.
For example, at the bottom left, the states show the red-brick
cuboid wall from different angles. The top right shows the
shadowy wooden wall. Top left shows a cluster around the
table - a challenging object in the environment, as the small
table legs lead to a collision and are quite hard to see on the
camera. Whilst this is a qualitative description of the latent
states, we can use it to compare latent states of the vanilla
and adversarial models to see any differences in the learned
states.

Figure 27 shows the vanilla model evaluated on the 3x3
sensor-perturbed environment. A clear cluster appears in the
middle of the graph. When we overlay the images on top of
the graph in Fig. 27(b), we can see that the clustered obser-
vations come from adversarial states. A high-value cluster
appears on the top-right of the graph. When we overlay the
observations on top, we can see that these come from states
where the goal is clearly visible.

As t-SNE clusters points together by pushing similar
points together and pulling different points apart, this visu-
alization suggests that the perturbed states are treated as
out-of-domain samples. This occurs because themodel being
evaluated has not seen any perturbed states during training
and hence has not learned to correctly value these states. The
hue plot shows the values to be estimated to be around 0.0,
which might be an incorrect estimation of the state, given it
has not seen these states during training.

Figure 28 shows the equivalent plot for the PPO model
trained on the 3x3 sensor perturbation environment and eval-
uated on the same environment. There no longer appears to
be a clear, distinctive cluster in the graph, as in Fig. 27. This is
because the model was trained on the perturbed states, hence
themodelwould have had a chance to learn their value during
training. By overlaying the observations on top in Fig. 28(b)
we can see that the perturbed states still appear as a small
cluster at the bottom left, but they are less distinct.

We conclude that by including sensor perturbations in the
environment, the model can better estimate the value of the
perturbed states. However, this poses a challenge, in that
by including sensor perturbations during training, it makes
it potentially harder to detect them as out-of-distribution
states during evaluation. In safety-critical systems, it might
be the case that sensor anomalies should be treated by

Fig. 25 View from the robot
camera as the PPO model
navigates around the maze with
no adversarial perturbations
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Fig. 26 T-SNE plot of 5,000 states during evaluation (a) with the hue referring to the estimated value of the state, and the observation used to
generate the latent space overlaid on top of the (b)
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Fig. 27 T-SNE plot of PPO trained on 0x0 sensor perturbed environment and evaluated on 3x3 sensor perturbed environment (a) with the hue
referring to the estimated value of the state, and the observation used to generate the latent space overlaid on top of the (b)

123



Journal of Intelligent & Robotic Systems          (2025) 111:103 Page 25 of 34   103 

Fig. 28 T-SNE plot of PPO
trained on 3x3 sensor perturbed
environment and evaluated on
3x3 sensor perturbed
environment (a) with the hue
referring to the estimated value
of the state, and the observation
used to generate the latent space
overlaid on top of the (b)

being detected as out-of-distribution samples. In our case,
the model has learned to value the perturbed state at 0.0 -
likely because a small portion of the experiences led to the
robot achieving the goal (if the sensor area appeared close
the goal). Again, for safety-critical systems, the high valu-
ation of the sensor perturbed state might be problematic, as
the agent might choose to take unsafe actions (which may
lead to e.g. crashing into a wall in our environment). An
alternative strategy could be to simply train the model on
the vanilla, unperturbed environment, and treat any out-of-
distribution samples as sensor failures, and use an alternative
sensor arrangement (which in our case could be Lidar) for
robust navigation. The multi-modal setup would have to be
considered in such a case - although all the states could be

concatenated together, this might not lead to optimal perfor-
mance in case of perturbations.

3.8 RealWorld Experiments

To test whether our trained deep reinforcement learning
(DRL) models can be deployed on real robots, we conduct
real-world experiments. We used a LoCoBot (Fig. 29) plat-
form comprising a Create 3 mobile base (35 cm in diameter
and 62 cm in height) equipped with an Intel NUC Mini
PC (8th Gen Intel Dual-Core i3, 8GB DDR4 RAM, 240GB
SSD) and an Intel RealSense D435 RGB-D (but only used
RGB as state input) camera, mounted on a pan-tilt mecha-
nism that for our experiments stayed static and with a slight
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Fig. 29 LoCoBot WidowX-250
6 DOF on its charging station

downward angle. The camera, mounted approximately 48
cm above the mobile base’s top, provides high-resolution
color (1920×1080) imagery for precise environmental per-
ception. The images captured by the Intel RealSense D435
RGB-D camera were resized from their original resolution of
1920×1080 pixels to 160×160×3 RGB images to match the
input dimensions required by our models. A MAXOAK K2
50,000mAh Power Bank provided power for extended oper-
ation during experiments. Although our platform includes a
WidowX 250 6-DoF robotic arm capable of complex manip-
ulation tasks, we did not utilize the arm in the current set of
experiments, as our focus remained on tasks related specifi-
cally to visual-based mobile navigation capabilities.

The experimental trials were carried out in a controlled
indoor arena (Fig. 30), constructed from cardboard panels
measuring approximately 5×5 meters. This enclosed space
was specifically designed to evaluate robot navigation and
perception in a structured environment with defined bound-
aries.Our real-world experimental arena is designed tomirror
the simulated environment, replicating key aspects of the
simulated environment, such as dimensions, obstacle shapes,
and spatial arrangement. The arena contained four distinct
obstacles: a cross-shaped cardboard structurewith each panel
measuring 85 cm in width and 60 cm in height, a small box
obstacle of dimensions 30×30 cm base and 60 cm height,

a white rectangular obstacle sized 60×30 cm base and 90
cm height, and a white triangular-shaped obstacle featuring
a 60×60×60 cm triangular base and 90 cm height.

Robot controlwas implemented usingROS2 (RobotOper-
ating System 2), a middleware that facilitates real-time
communication andmodularity in robotic applications, lever-
aging the existing packages, namely the “locobot_control”
ROS2 package provided by Interbotix, including ROS nodes
like the “realsense2_camera_node”, which facilitates com-
munication, perception, and actuation commands specific to
the LoCoBot platform. Building upon these packages, we
developed an additional ROS2 node written in Python to
manage robot movement commands and sensor inputs. This
node utilized the Stable-Baselines3 library [58], which pro-
vides implementations of reinforcement learning algorithms,
to load already trained policy weights (trained using the
PPO algorithm) for real-time action prediction. The trained
weights used in the real experiments achieved more than
90% success rate in evaluation in the simulation environment
(Fig. 23). Then the model weights were transferred onto the
robot’s onboard Intel NUC Mini PC. The ROS2 node sub-
scribes to the robot’s camera image topic, processes incoming
images by resizing them to a 160×160 RGB format consis-
tent with the trained model’s input dimensions, and then uses
the processed images to predict linear and angular velocity
commands. These commands were subsequently published
at 10 Hz to the robot’s velocity command topic (Fig. 31).

The experimental trials consisted of 20 individual runs, in
which the robot was tasked with navigating autonomously
toward the designated goal (specifically a pink-colored
sphere, Fig. 30), randomly placed within the previously
described 5×5-meter cardboard arena. For each trial, the
robot was manually positioned at random initial locations
within the arena to introduce diverse starting conditions. The
robot relied exclusively on visual input from the onboard
camera (without using the depth measurement) for percep-
tion and decision-making, without any additional sensor
inputs such as LIDAR or ultrasonic sensors. Each trial was
considered successful when the robot navigated and reached

Fig. 30 The experiment arena. It is a controlled indoor arena, constructed from cardboard panels measuring approximately 5×5 meters. The arena
includes four cardboard obstacles and one navigational goal object, the soft pink sphere
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Fig. 31 System diagram illustrating the information flow within the
LoCoBot robotic system. Raw visual data from the Intel RealSense
D435 RGB-D camera is processed through ROS2 nodes, including a
custom-developed control node using Stable Baselines3 (PPO algo-
rithm). The predicted velocity commands are communicated via ROS2

topics to the existing locobot_control package, which translates them
into physical actuation of the robot’s Create 3 base. All computations
occur onboard, powered by the Intel NUCMini PC and the MAXOAK
K2 50,000mAh Power Bank

the target goal, and unsuccessfulwhen the robot collidedwith
the environment.

In our real-world experiments (Figs. 32 and 33), the robot
successfully navigated to the target in 11 out of 20 trials
(55%) (Fig. 32). This represents a noticeable drop from
the success rate observed in simulation (Fig. 23). Failures
(Fig. 33) were consistently caused by obstacle collisions (9
out of 20 trials), unlike the simulation scenario, where failed
episodes also involved the robot becoming stationary or stuck
without direct collisions. Variations in environmental condi-
tions, including inconsistent ambient lighting, shadows cast
by obstacles, and textures from the cardboard surface, intro-
duced unexpected perceptual challenges that led directly to
these collisions. While statistical analysis is limited by our
experiment sample size, qualitative observations consistently
indicated that collisions were predominantly linked to dis-
crepancies in sensor perception compared to the simulation
environment, such as differences in camera intrinsics and
environmental textures. Additionally, minor differences in
environmental conditions, lighting variations could further
impact the model’s performance, highlighting challenges
commonly encountered when transferring learned naviga-
tion policies from simulation to real-world robotic platforms.

This shows the inherent complexity of the sim-to-real trans-
fer problem.Despite these limitations, the preliminary results
validate the practical feasibility of deploying simulation-
trained reinforcement learning models on a real robotic
platform and highlight clear areas for improving simulation
fidelity to narrow the sim-to-real performance gap.

Consequently, our real-world experiments were designed
to serve as preliminary validations of our simulation. These
initial real-world experiments showed that more elaborate
sim-to-real training should be performed to reach success-
ful sim-to-real transferability. These findings underscore
that modest improvements in the simulation’s realism and
fidelity to actual robot sensor characteristics could consid-
erably narrow the observed sim-to-real performance gap.
Comprehensive real-world validations and extensive quan-
titative experiments are planned as future research to deepen
and confirm these preliminary findings.

3.9 Discussion

The overall best performer for the camera navigation was
DreamerV3. DreamerV3 consistently outperformed other
models for the camera observations for both 0x0 and 3x3

Fig. 32 Sequence of four images captured during a successful experimental trial, illustrating the robot’s autonomous navigation towards the target.
The robot effectively identifies, approaches, and reaches the goal using solely visual input from the onboard Intel RealSense D435 RGB camera
view
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Fig. 33 Sequence of four images from an unsuccessful experimental trial. Although the robot initially identifies and approaches the target, a
collision happens, making the trial unsuccessful

noise area evaluations, when trained on both 0x0 and 3x3
environments (Figs. 17 and 18). This might result from the
DreamerV3 having a different structure to the other models
and building a world model due to the autoencoder struc-
ture. We hypothesized that it might be able to overcome the
sensor-denied areas due to the autoencoder/recurrent struc-
ture. While it did outperform other models when trained and
evaluated on the 3x3 environment (it reached a mean of 80.6
% in Fig. 17), that still does not match the baseline per-
formance of 90.8% when trained and evaluated on the no
noise environments. DreamerV3 was also the only model to
have learned to navigate to a random goal using the camera-
only observation space within 500,000 steps, as shown in
Section 3.4. Other models either required the Lidar policy
(which contained information about distance and angle to
target), or required a static goal to be able to converge to
a solution using the camera observation space. DreamerV3
was also convenient to use as it did not require any hyperpa-
rameter tuning. The best performer (between TD3 and PPO)
for the Lidar modality was TD3. The 0x0 trained TD3model
generally outperformed most variations on PPO across dif-
ferent evaluations.

In Sections 3.2 and 3.6 we have learned that training poli-
cies with some noise present in the environment present an
interesting result: these policies are more successful at navi-
gating to the goal, but also take more high-risk actions when
sensor readings are uncertain or completely denied, which
may lead to colliding with obstacles more often - a terminat-
ing event in our scenario. This is a limitation of training RL
policies for safety-critical scenarios. Training them to max-
imize the reward and reach the goal in uncertain scenarios
may lead to the policies learning to select actions that are
deemed rewarding and may lead to achieving a reward, even
if these actions may lead to a catastrophic scenario.

Mirowski et al. [8] perform a similar study which includes
static mazes and large random mazes. These are equiva-
lent to the static goal (that we performed using the cam-
era) and random goal (that we performed using Lidar). In
their paper, algorithms that used recurrence outperformed
non-recurrent algorithms. We did not see such a trend in
our results, and PPO-LSTM generally performed poorly

(ignoring DreamerV3, which is also recurrent). This is sur-
prising given that navigation is a partially observableMarkov
decision process (MDP), and hence, policies should benefit
from memory.

Ultimately, the aim of the study was to understand the
performance of standard DRLmodels under adversarial con-
ditions during the navigation task. Our results show that
indeed, adversarial perturbations applied via area-of-denial
severely degrade the performance of the policy. Whilst this
can be mitigated to some extent via adversarial training, it
does not solve the problem (i.e., the policies never achieve
the same performance as in vanilla scenarios).

Henceforth, we conclude that any model that may be able
to solve the navigation task in the presence of an adversary
must be able to: 1) detect the adversarial state and 2) deploy a
mitigation strategy. Coincidentally, there already exists work
on detection of adversarial states [38], e.g., via autoencoders
[39], or by detecting high-sensitivity directions of the learned
manifold [51]. A mitigation strategy might include using an
alternate set of sensors (e.g., Lidar in a camera denied zone),
or an adversarially trained policy. This is simple, given an
accurate detection mechanism, and could be achieved using
a state machine. Interesting alternatives could include hier-
archical reinforcement learning [34, 61–63], or liquid neural
networks [64–66] given their robustness to noise.

4 Conclusion and Further Work

This study has shown quantitative results of how common
reinforcement learning algorithms perform with different
modalities - Lidar + position, and pure vision - on the DRL-
Robot-Navigation environment aswell as the different effects
of training and evaluating on environments containing noisy
and sensor-denied areas. We observed that training DRL
models on noisy environments creates policies that gener-
ally perform better on noisy environments, compared with
models trained on vanilla, no-noise environments. However,
we found that these policies opted for riskier actions when
presented with a noisy or faulty observation: ones that might
result in successful navigation to the goal, but also in collision
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with another object. While these models result in better
performance by quantitative metrics, it is insufficient for
safety-critical scenarios and shows a requirement for more
robust RL methods that are resilient to noise or sensor out-
ages. We open-source the environments that we built on top
of the DRL-Robot-Navigation to enable other researchers to
evaluate their model performance on these scenarios. The
results presented here should serve as a benchmark for any
future studies on strategies of how to deal with sensor per-
turbations.

The study is limited in that only vanilla DRL meth-
ods were evaluated. Although real-world experiments were
shown, generalizability questions (e.g., can the policies nav-
igate in larger mazes [18]) remain. The sim-to-real transfer
was performed by taking the policies trained in simulation
and putting them on the real robot. To improve the transfer,
domain randomization [67, 68] could be utilized. Although
hyperparameter studies of DRL models were performed to
find optimal values, they were limited by the computational
resources and other unstudied parameters might also affect
the training. While we present evaluation for Gaussian noise
to Lidar and camera outages, different perturbations also
should be integrated (e.g. [33] investigates transformations
such as compression artefacts, brightness and contrast, and
blur for camera observations).

The way that sensor perturbations are handled by the DRL
should be a careful point of consideration for future research.
We suggest that adversarial trainingmight lead toworse poli-
cies as they may be influenced to perform unsafe actions and
value the perturbed states highly as they sometimes may lead
to a reward.While somework on safety-RL addresses this by

introducing a cost function, the solution should come from
an architectural perspective in how the network is designed to
deal with sensor perturbation. Therefore, the network should
inherently aim to detect out-of-distribution samples or high-
sensitivity directions (e.g., [39, 51]) and present mitigation
strategies in such cases (e.g., hierarchical RL switching of
policies [34] or liquid neural networks [64–66] given their
robustness to noise). Hence, a successful solution should
combine multi-modality, anomaly detection, and mitigation.
Given this, we hope that this study becomes a starting point
for the development of more elaborate detection and mitiga-
tion DRL architectures capable of detecting and mitigating
adversarial sensor perturbations.

Supplementary Information

The modified DRL-Robot-Navigation environment is avail-
able https://github.com/mazqtpopx/cranfield-navigation-g
ym.

Appendix A: Learning Rate Sensitivity

As the algorithms (apart from DreamerV3) are sensitive to
learning rate, we initially perform a learning rate study - we
then continue using this learning rate throughout.

Figure 34 shows the learning rate discovery for the TD3
algorithm using the Lidar observation space. Both, 0.0003
and 0.00003 values converge to approximately a max of 0.5
episode reward, but 0.0003 appears to convergemore quickly.

Fig. 34 TD3 Learning Rate Discovery (Lidar)
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Fig. 35 PPO Learning Rate Discovery (Lidar)

Fig. 36 PPO LSTM Learning Rate Discovery (Lidar)
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Fig. 37 PPO LSTM Learning Rate Discovery (Camera, Static Goal)

Figure 35 shows the learning rate discovery for the PPO
algorithmusing theLidar observation space.Avalue of 0.003
appears to be the optimal value converging quicker than
0.0003.

Figure 36 shows the learning rate discovery for the PPO
LSTM algorithm using the Lidar observation space. No clear
convergence was achieved - this is surprising because we
expected recurrence networks to work on this problem. PPO
without recurrence performs much better with the Lidar
observation space as shown in Fig. 35.

Figure 37 shows the learning rate discovery for the PPO
LSTM algorithm for the static goal scenario using the cam-
era observation space. A value of 0.0003 is the only one to
converge to a solution. We will use this value of 0.0003 for
both PPO and PPO LSTM camera runs.
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63. Pope, A.P., Ide, J.S., Mićović, D., Diaz, H., Twedt, J.C., Alcedo,
K., Walker, T.T., Rosenbluth, D., Ritholtz, L., Javorsek, D.: Hier-
archical Reinforcement Learning for Air Combat at DARPA’s
AlphaDogfight Trials. IEEE Trans. Artif. Intell. 4(6), 1371–
1385 (2023). https://doi.org/10.1109/TAI.2022.3222143. Confer-
enceName: IEEETransactions onArtificial Intelligence. Accessed
2025-04-03

64. Lechner, M., Hasani, R., Amini, A., Henzinger, T.A., Rus, D.,
Grosu, R.: Neural circuit policies enabling auditable autonomy.
Nature Mach. Intell. 2(10), 642–652 (2020). https://doi.org/10.
1038/s42256-020-00237-3. Number: 10 Publisher: Nature Pub-
lishing Group. Accessed 2024-01-31

65. Hasani, R., Lechner, M., Amini, A., Rus, D., Grosu, R.: Liq-
uid Time-constant Networks. arXiv. arXiv:2006.04439 [cs, stat]
(2020). Accessed 2024-01-17

123

https://doi.org/10.1016/j.engappai.2023.107832
https://doi.org/10.1016/j.engappai.2023.107832
https://doi.org/10.1109/TIV.2023.3296227
https://doi.org/10.1109/TIV.2023.3296227
https://doi.org/10.1109/ROBIO64047.2024.10907751
https://doi.org/10.1109/ROBIO64047.2024.10907751
https://ieeexplore.ieee.org/document/10907751/
https://ieeexplore.ieee.org/document/10907751/
https://doi.org/10.1109/TrustCom/BigDataSE.2018.00079
https://doi.org/10.1109/TrustCom/BigDataSE.2018.00079
https://ieeexplore.ieee.org/document/8455947
https://ieeexplore.ieee.org/document/8455947
https://doi.org/10.1177/03611981221095509
https://doi.org/10.1177/03611981221095509
http://arxiv.org/abs/2108.08628
https://doi.org/10.1016/j.actaastro.2024.07.052
https://doi.org/10.1016/j.actaastro.2024.07.052
https://doi.org/10.1109/ISNCC58260.2023.10323905
https://ieeexplore.ieee.org/document/10323905
http://arxiv.org/abs/2503.20844
https://doi.org/10.48550/arXiv.2503.20844
https://doi.org/10.48550/arXiv.2503.20844
http://arxiv.org/abs/1910.12908
https://doi.org/10.1007/s10462-024-11014-8
https://doi.org/10.1109/TII.2021.3071405.
http://arxiv.org/abs/2001.09684
https://doi.org/10.48550/arXiv.2001.09684
https://doi.org/10.48550/arXiv.2001.09684
https://doi.org/10.1145/3708320
https://doi.org/10.1145/3708320
http://arxiv.org/abs/2112.09025
http://arxiv.org/abs/2306.05873
http://arxiv.org/abs/2407.17032
https://doi.org/10.3390/s22062384
https://doi.org/10.3390/s22062384
http://arxiv.org/abs/1802.09477
http://arxiv.org/abs/1707.06347
https://doi.org/10.1162/neco.1997.9.8.1735
https://doi.org/10.1162/neco.1997.9.8.1735
http://arxiv.org/abs/2301.04104
https://doi.org/10.3390/drones8060235
http://arxiv.org/abs/1602.02658
https://doi.org/10.48550/arXiv.1602.02658
http://arxiv.org/abs/2206.04114
https://doi.org/10.1109/TAI.2022.3222143
https://doi.org/10.1038/s42256-020-00237-3
https://doi.org/10.1038/s42256-020-00237-3
http://arxiv.org/abs/2006.04439


  103 Page 34 of 34 Journal of Intelligent & Robotic Systems          (2025) 111:103 

66. Chahine, M., Hasani, R., Kao, P., Ray, A., Shubert, R., Lechner,
M., Amini, A., Rus, D.: Robust flight navigation out of distribu-
tion with liquid neural networks. Sci. Robot. 8(77), 8892 (2023).
https://doi.org/10.1126/scirobotics.adc8892. Publisher: American
Association for the Advancement of Science. Accessed 2025-03-
26

67. Tremblay, J., Prakash, A., Acuna, D., Brophy, M., Jampani, V.,
Anil, C., To, T., Cameracci, E., Boochoon, S., Birchfield, S.: Train-
ing Deep Networks with Synthetic Data: Bridging the Reality
Gap by Domain Randomization. arXiv:1804.06516 [cs] (2018).
Accessed 2021-07-13

68. Wisniewski, M., Rana, Z.A., Petrunin, I., Holt, A., Harman, S.:
Drone Detection using Deep Neural Networks Trained on Pure
Synthetic Data. arXiv. arXiv:2411.09077 [cs] (2024). https://doi.
org/10.48550/arXiv.2411.09077. Accessed 2025-07-02

Publisher’s Note Springer Nature remains neutral with regard to juris-
dictional claims in published maps and institutional affiliations.

Mariusz Wisniewski is a Research Fellow in Trust and Sensing for
Autonomy at Cranfield University. He holds an MEng in Aeronautical
Engineering from Loughborough University and a PhD from Cranfield
University on using synthetic data for drone detection using machine
learning. He has professional experience working on wind tunnels in
Red Bull Racing, and simulation of avionics for flight simulators in
L3Harris. His interests include deep reinforcement learning, adversar-
ial attacks, synthetic data, and UAV autonomy.

Paraskevas Chatzithanos is a Doctoral Researcher and Research
Assistant at Cranfield University, working on cognitive AI partners
in human–robot teams and explainable interfaces. He holds a Mas-
ter’s degree in Robotics and Autonomous Systems from University
of Lincoln. His research focuses on human–robot interaction, trust in
robotic systems, and the design of transparent, explainable AI tools
to enhance teamwork between humans and autonomous agents. His
interests include human-centred AI and developing intelligent and
trustworthy robotic systems.

Weisi Guo Professor Guo is the Head of Centre for Assured & Con-
nected Autonomy and Head of Human Machine Intelligence Group at
Cranfield University. He obtained his MEng, MA, and PhD degrees
from the University of Cambridge. Since 2012, he has built an award-
winning team at the University of Warwick (2012-19) and then Cran-
field (2019-now). His research group has won the IET Innovation
Award winner (2015) and been a runner-up in the Bell Labs Prize
three times (2014, 2017, 2019). He has been PI on £8.2m and inves-
tigator on over £35m of research funding, and was a Turing Fellow
at the Alan Turing Institute. He has published 160+ journal papers
(total IF 860+) and 100+ IEEE/ACM conference papers, with over
7000 citations (h-index 42). This includes a Nature, Nature Communi-
cations, Nature Machine Intelligence, Nature Comp.Sci., and several
cover issues in Royal Society, Nature Publishing Group, and IEEE
journals. He currently serves as editor on several IEEE & Royal Soci-
ety journals, and is a Full Member of the EPSRC peer-review college,
as well as reviewing for UKRI FLF, ESRC, MRC, Royal Society, and
Leverhulme. His research expertise is in connected intelligence, link-
ing: data science, communication systems, and machine learning and
his research interests is in how AI and information systems can be
designed for specific challenging environments or tasks, whilst inte-
grating human domain knowledge.

Antonios Tsourdos is a Professor of Autonomous Systems and Con-
trol with Cranfield University. He was appointed Director of Research
- Aerospace, Transport and Manufacturing in 2015 and Director of
AI, Robotics and Space Theme, Faculty of Engineering and Applied
Science in 2024. He was member of the BSI Future Flight Standards
Hub (2023-2024) and the AIAA Advancing Aerial Mobility Certifi-
cation Task Force (2023-2024). Professor Tsourdos is a Fellow of the
Royal Aeronautical Society, he has served (2017-2023) as chair of the
IFAC Technical Committee on Aerospace Control. Professor Tsour-
dos research is focussed on autonomy. He has published widely on
guidance, control and navigation for single and multiple autonomous
vehicles as well as mission planning and multi-agent systems.

123

https://doi.org/10.1126/scirobotics.adc8892
http://arxiv.org/abs/1804.06516
http://arxiv.org/abs/2411.09077
https://doi.org/10.48550/arXiv.2411.09077
https://doi.org/10.48550/arXiv.2411.09077


https://dspace.org/

Benchmarking deep reinforcement learning for 
navigation in denied sensor environments
Wisniewski, Mariusz; Chatzithanos, Paraskevas; Guo, Weisi; Tsourdos, 
Antonios

2025-09-15
Springer
https://doi.org/10.1007/s10846-025-02309-1
Wisniewski M, Chatzithanos P, Guo W, Tsourdos A. (2025) Benchmarking deep 
reinforcement learning for navigation in denied sensor environments. Journal of Intelligent & 
Robotic Systems, Volume 111, Issue 3, September 2025, Article number 103

Downloaded from a DSpace repository. https://dspace.org/

https://dspace.org/
https://doi.org/10.1007/s10846-025-02309-1
https://dspace.org

