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Iterative solvers used in turbomachinery, spanning throughflow formulations and higher-
order computational fluid dynamics (CFD), depend critically on how they are initialized.
The starting state determines not only the number of iterations but often whether a solution
is found at all when residuals are noisy or non-smooth. In such regimes, fast gradient
updates can stall, oscillate, or violate bounds even when the underlying model is sound.
This work introduces a solver-level exception algorithm that detects those failure
signatures at run time and temporarily replaces the gradient step with a bounded, deriva-
tive-free fallback to reestablish a safe descent under strict feasibility limits. Control is
returned to the fast path once a reliable reduction is found, preserving turnaround time
in easy regions while adding robustness where the reference update is untrustworthy.
The practical motivation is to reduce user workload and eliminate manual operating-
point marching while enabling wider off-design coverage and characteristics traverses
without a discernible accuracy or speed penalty. Although illustrated within a streamline
curvature throughflow solver, the approach is general and can be interfaced with other
throughflow methodologies and, more broadly, with higher-order CFD. Validation on
single- and multistage axial-flow turbines shows improved robustness without a discernible
accuracy or speed penalty within a state-of-the-art throughflow environment.
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1 Introduction

In turbomachinery, reliable throughflow and higher-order com-
putational fluid dynamics (CFD) simulations require robust initial-
ization and update rules that remain trustworthy under noisy or
non-smooth residuals.

This sensitivity is amplified by near-choke operating points,
strong diffusion, end-wall gradients, and tight annulus curvature,
which create residuals with plateaus, kinks, and rapidly changing
slopes. Under these conditions, fast gradient updates that are attrac-
tive for turnaround time can make stall, oscillate, or violate feasi-
bility bounds. In practice, “robust initialization” is pursued with
pragmatic devices, e.g., restart maps, mean-line or duct-flow
seeds, external guidance from experimental or higher-fidelity
data, and local mesh coarsening, which all add to pre-processing
time. While these measures may stabilize iterations, they rely on
prior knowledge of the expected state, require user intervention
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(e.g., operating-point marching), and can bias the path taken by
the solver, particularly in multistage turbomachines where each
blade row re-projects upstream errors.

This work investigates whether solver robustness can be improved
by reducing the dependence on perfect initialization. The central idea
is to make the update rule itself resilient when the starting point is
imperfect and the local residual state is unreliable.

Although the approach is illustrated within a streamline curva-
ture (SLC) throughflow solver, chosen because its close-coupling
of streamlines’ geometry, spanwise gradients, and thermodynamics
yields a stringent, stiff test case, the underlying concept is general
and transferable to other throughflow methodologies and to higher-
order CFD.

This article develops this idea and evaluates its impact on robust-
ness and user workload, while preserving speed and accuracy
appropriate to preliminary design.

2 The Streamline Curvature Throughflow Method and
Its Stiffness

The importance of throughflow models in the aerodynamic
design of turbomachinery lies in their continued utility, particularly
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in preliminary design to generate initial blade shapes and support
iterative design processes and to initialize higher-order CFD.

Developing throughflow methods as effective preliminary
design analysis tools for turbomachines requires codes to have an
acceptable accuracy, to be computationally economical, but also
to demonstrate a high convergence rate.

The SLC method is a throughflow calculation that solves the
Eulerian formulation of the Navier—Stokes momentum, continuity,
and energy equations on a meridional grid (Fig. 1) whose nodes lie
at streamline intersections with blade leading and trailing edges.
Assumptions are steady, axisymmetric, and adiabatic inviscid
flow; viscous effects enter via loss correlations.

The SLC method is governed by the radial equilibrium equation
(REE), which couples streamline geometry, meridional/spanwise
velocities, and thermodynamic gradients via Eq. (1)

av?
Im—blv;+bzvm+b3 (1

where the coefficients by, b, and b3 contain geometric details of
turbomachinery stacking and the unknowns, including the stream-
lines’ geometry, two components of the velocity vector (meridional
V. and spanwise V,,), and intensive thermodynamic properties.
A solution to the REE has not been expressed in a closed-form
turbomachinery solution other than the canonical case of a swirling
inviscid and incompressible flow in a duct, i.e., Greitzer’s form [2];
numerical root-finding is required.

As throughflow is a 2D fluid-dynamics problem, in order to
obtain the full flow conditions at each of the nodes, two compo-
nents of the velocity vector V = V(x, r) are required, and, for the
state postulate of thermodynamics, only two independent, inten-
sive, thermodynamic coordinates are needed to calculate all the
others. Hence, this is a problem of four independent unknowns,
which requires four fundamental equations.

The continuity equation that sets the mass flowrate (W) through
the annulus, which, without leakages, is preserved throughout the
turbomachine and is provided as a boundary condition at the
inlet, hence it is a known. This is solved, at a given station, to
provide the average magnitude of velocity; noting that velocity
and density at a given station x are only a function of the spanwise
direction (1) and defining stream-surface thickness (¢ dv), the ele-
mental area that is to be integrated in the continuity equation can be
written as

Lip

W= [ pVu(e & )

Vb

In addition to continuity, the system is then closed via two addi-
tional equations. The velocity triangles allow us to relate turbocom-
ponents’ inlet velocity and angles to outlet velocity and angles via
trigonometric relationships by knowing the blade speed U = Nr
and considering flow deviation.

40
j:streamlines

i: turbocomponents

35
|
E| W stators
= | [ Rotors
S
I3
=

L)
w

20

—10 0

Fig. 1

061016-2 / Vol. 148, JUNE 2026

0 20
Meridional direction (cm)

Finally, the energy equation relates the inlet and outlet total
enthalpy through the inlet and outlet kinetic energy and static
enthalpy
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The REE, Eq. (1), together with stream-tube continuity Eq. (2)
and the energy equation, Eq. (3), yields a tri-fold nonlinear
problem which can be advanced in nested loops: the outer loop
enforces boundary conditions, while the inner loops solve REE,
continuity, and energy in sequence (Fig. 2).

2.1 Stiffness of the Streamline Curvature Method. In prac-
tice, nine (@-O) recurring issues are observed, hence modern
throughflow implementations include convergence aids.

These issues arise from a combination of flow physics and
numerical choices; established convergence-aiding techniques,
such as restart maps, can relax state updates: they often render
©-0 tractable and can delay or soften @-@. But they also
impose costs: extra pre-processing, parameter tuning, reduced
spanwise fidelity, and a risk of masking physically-meaningful
structures. In addition, issue @ is introduced by the choice of the
core solver, which is the main objective of this study.

@ Near-choke sensitivity of the continuity loop and non-
optimal initialization conditions. Small mass-flow changes
cause large pressure-ratio swings (especially near choking, see
Fig. 3). Gradual operating-point stepping from a known solution,
and careful relaxation often make the case tractable; nevertheless,
the region remains not robust and can still fail. This can make the
whole process cumbersome, which will negate two of the objec-
tives of throughflow methods, ease of use and speed.

@ High spanwise gradients from geometric boundaries. Per-
sistent near hubs and tips and aggravated by tight axial spacing
or strong annulus curvature, these induce changes in streamline
positions and can trigger nonphysical behavior (e.g., streamlines
cross-over, reversal). Careful interpolation/extrapolation, local
refinement near geometric kinks, and judicious reduction of
nodes in uniform zones usually stabilize the iteration, albeit at
added pre-processing cost.

© Anisotropic meshes. Large streamwise spacing relative to
spanwise spacing leads to non-uniform error propagation. Mesh
design (including controlled coarsening or refinement) can
reduce sensitivity and make the problem tractable.

O Strongly diffusing passages that invert energy consistency.
Numerically, the outlet static pressure can exceed the total pres-
sure, forcing negative meridional speed in the energy balance.
This problem can be exacerbated by non-uniform pressure and
temperature profiles (irrotational flow), which can result in a
sudden change to the flow gradients. Smoother interpolation and,
when necessary, temporary numerical blockage to limit the

Jmex = number of streamlines

Jj=1(hub)

40 50

SLC method meridional grid for the five-stage EEE LPT [1]
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Boundary conditions check (Outer outer loop)
[for k = 1 : number of overall iterations]

A

1\

Continuity Equation (Outer loop), Eqg. (1)
Calculation of mean-line velocity
[fori=1: number of turbo-components]
A\ Radial Equilibrium Equation (inner loop), Eq. {zﬁ
Calculation of local streamline velocity
[for j = 1 : number of streamlines]

Calculation of static temperature
[for j = 1 : number of streamlines]

& )

Fig. 2 Nested structure for the SLC method

effective area can carry the solution to a consistent state; these rem-
edies, however, must be tapered to avoid biasing the spanwise load.

© Introduction of local loss/deviation correlations. When cor-
relations are introduced against the iterating flow field, the flow
field becomes non-smooth. If the correlations are coupled with
flow parameters, any mis-estimation injects a biased loss/deviation
that is then amplified by the solver, especially when such correla-
tions are activated too early in the run. Choosing entropy as an
unknown further exacerbates this due to the exponential pres-
sure—entropy relation. If auxiliary functions are introduced, for
example, to model cooling flow via an approximate entropy
change calculation, a small entropy error is an exponentially mag-
nified error on the pressure ratio with a significant impact on the
radial equilibrium equation. Smoothing and relaxation can delay
failure, but do not resolve the underlying non-smooth update logic.

O Distortions from blockage formulations. Introducing block-
age to emulate viscous displacement thickness can lead to non-
physical annulus coordinates. Because the remedy is itself a
modeling device, increasing blockage does not fix the root cause
and can conceal rather than resolve errors.

@ Nonphysical aliasing from imposed higher-fidelity codes’
losses and deviation, which, e.g., if mapped without thermody-
namic consistency (temperature—pressure—entropy triad), force
incompatible states and contaminate other variables, hence
causing the throughflow solver to chase incompatible residuals.
No amount of smoothing or relaxation reliably prevents this if
the targets are not dynamically consistent with the throughflow
equations.

O Sensitivity to local flags causing oscillatory behavior or
ambiguity, e.g., across loss correlations or topology switches in
mixed hyperbolic/elliptic regions.
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© The update logic of all throughflow implementations is
gradient-based: secant (quasi-Newton) [3] or Newton-type steps
[4-7], and Runge—Kutta stepping [4,8-11]. Gradient-based
schemes are fast but are also prone to divergence if reliable Jaco-
bian information is not available. As a result, the same failure sig-
natures recur: (i) near-equal residuals, e.g., caused by non-smooth
regions, ill-conditioned stencils can cause divisions by near-zero
quantities in the radial equilibrium/energy loops and the iteration
to be “thrown-out of the region of interest” (Fig. 4) or non-numeric
arithmetic (NaNs), upon which the iteration cannot determine a
direction; (ii) local minima/maxima of the residual (no root in
the vicinity) or plateaus can cause vanishing steps and the update
to stall; (iii) physical bound violations, e.g., steps to negative
meridional speed, implausible relative Mach Number, or deviation
angle overshoots followed by repeated gradient-based projections
can trap the method on a boundary with no descent direction;
(iv) reliance on local slope information exactly where slopes are
oscillatory or undefined. Without a solver-level remedy, relaxation,
smoothing, or mesh adjustments, these failures can be postponed,
but their root cause will not be removed.

2.2 Why Multistage Turbines Are More Demanding?. All
nine issues (@-@) are more severe in multistage turbomachines
because instabilities do not remain local. Each blade row inherits
its inlet state, mass flow, swirl, loss, and temperature profiles
from the upstream row. An unstable update or small error in one
row is immediately convected downstream and mapped onto
neighboring stream-surfaces. The coupled radial equilibrium, con-
tinuity, and energy loops then re-project that perturbation into the
next row’s boundary conditions, where it can be amplified by
near-choke sensitivity, strong diffusion, or end-wall gradients.
With many rows in series, this streamwise and spanwise feedback
creates a cascade in which a single misstep can lock the turboma-
chine into oscillations, stall global progress, or drive nonphysical
states. Consequently, robustness requirements are materially
higher than in single-stage cases.

For turbines specifically, issues @—@ are further exacerbated: @
sensitivity of pressure ratio to mass-flow is acute near design
because most turbines operate at or near choking; @ combustor
exit profiles impose stronger radial temperature non-uniformities
than typically found in compressors; ® turbines often have lower
aspect ratio (tighter axial spacing), aggravating anisotropy; @
turbine passages are inherently diffusing; @ cooling, if and
where present, can further sharpen spanwise and streamwise non-
uniformities, but it is an amplifier rather than the primary cause.

2.3 Convergence-Aiding Techniques. OEMs rely on propri-
etary codes and extensive empirical initialization tuned to familiar
architectures, which aids convergence but leaves little room for
fundamental design change. In the public domain, comparative
studies of iterative strategies are scarce. Accordingly, a concise
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Fig. 3 Mass flow convergence problem in throughflow
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Fig. 4 Illlustration of the secant method, in a particular example

of divergence: the dashed secant through two nearby points
yields an unstable next iterate because the residual slope is
near-vertical

review of stability-oriented techniques is required before proposing
a new approach.

Cranfield’s Synthesis of Correlations for the Robust Assessment
of Turbomachinery Engine Systems (SOCRATES) [12] imple-
ments the key techniques, notably dynamic numerical damping
and spanwise mixing, making it a suitable state-of-the-art platform
to test our exception algorithm, allowing the incremental benefit to
be isolated and measured.

(a) Better initialization. Pragmatic initialization reduces early
instability. Typical approaches include: (i) uniform or duct-
flow seeds that satisfy global mass-flow and area constraints
[4,8,13]; (ii) mean-line or lower-order predictions to pre-
populate meridional and spanwise velocity components
[14-16]; (iii) restart maps that reuse converged solutions
at neighboring operating points to traverse a speed/flow
characteristic [17]; and (iv) selective borrowing of CFD/
experimental guidance if available [18,19]. These strategies
lower the probability of non-number residuals and shorten
the transient to a viable iteration but cannot, alone, recover
a calculation once the update direction becomes unreliable.
Systematic schedules that climb the speed/flow map from a
validated point (rather than cold-starting each condition) are
effective but cumbersome for full characteristics, interrupt-
ing automation, and adding time.

(b) Interpolation/Extrapolation that preserves smoothness.
Because SLC computes derivatives from nodal data on
stream-surfaces, robust interpolation and carefully con-
strained edge extrapolation are essential. Poor stencils
amplify spurious curvature/gradient estimates in the radial
equilibrium and energy loops and can exacerbate oscilla-
tions. Smooth interpolation techniques are widely imple-
mented in throughflow [20].

(c) Numerical damping. Relaxation factors on key state updates
are widely used to prevent overshoot in sensitive regions
(high curvature, strong diffusion, shock/loss pockets).
Fixed damping values<1.0 are relatively simpler but
problem dependent; dynamic schemes modulate the factor
with iteration count [6] or residual trend [3]. While numer-
ical damping is an effective guardrail, it only scales the
update Vi = Vi + @ AVy, it cannot correct a misdirected
step or recover from plateaus/non-smooth residuals where
gradients or secant differences are unreliable; it merely

061016-4 / Vol. 148, JUNE 2026

slows divergence or prolongs stalling. By contrast, the
exception algorithm activates only when specific failure
signatures occur (e.g., equal-residual divisions, iteration
plateaus, bound violations) and temporarily replaces the
damped secant with a bounded, derivative-free local
search that discovers a new descent direction while enforc-
ing hard feasibility limits. Once a viable reduction is found,
control returns to the fast secant iteration, so there is no
global speed penalty in easy regions, no case-by-case
tuning of a, and no need for coarse re-meshing or manual
restarts.

(d) Mesh coarsening. Reducing spanwise resolution, either by
coarsening the number of streamlines [19] or attenuating
spanwise derivatives can desensitize the solver to local stiff-
ness and carry a difficult case to completion. Some authors
introduce a quasi-mean-line mode [17] for off-design
sweeps. This lever however trades spanwise accuracy for
robustness.

(e) Stream function method fallback. When an iteration update
stalls in a confined region, some implementations [6,9,21]
switch locally to finite differences: derivatives along the
streamline are split into upwind/downwind terms so the
resulting coefficient matrix is banded and solvable with
linear algebra. This regularization, akin to a local stream
function method [22], requires a priori knowledge of the
local flow type to choose the correct stencil. In mixed hyper-
bolic/elliptic regions, the characteristic direction is ambigu-
ous and changes across the field, adding the cost of
additional discretization choices, which add to the pre-
processing time and are not robust across operating points
and geometries.

(f) Numerical blockage factor. If highly diffusing flows result
in the static pressure to temporarily exceed the total pressure
in the energy equation (issue @), the local velocity can tem-
porarily become negative, hence a numerical blockage
factor can be used [8,23] to decrease the effective flow
area counteracting this effect. This, however, can mask
modeling errors on loss and deviation, biasing the spanwise
loading; fine-tuning will impact pre-processing time.

(g) Numerical spanwise mixing. A technique attributed to
Denton [24], implemented also in time-marching through-
flow [7], it redistributes entropy between adjacent stream-
lines, and it is conceived to suppress stress loss gradients,
especially near end-walls, where the passage vortex vorticity
is strongest and so secondary flow losses peak.

[rxt)

In throughflow, the increase in entropy along a streamline *j” is
dependent on the loss across a blade row, i.e., the outlet entropy at

station “7” is related to that of the inlet at station “i—1"

Sij = Si-1j + As
loss 4
model

With spanwise mixing, this changes as follows:

sij=—awm) si-1j+au (W) +As

contribution
from mixing

where a); gauges the relative importance of diffusion versus con-
vection (i.e., it is akin to the reciprocal of a spanwise Péclet
number). Because this is framed as a generic scalar-transport
device, the same form can be applied to total enthalpy and total
pressure-loss scalars. Physically, one may justify the mixing via tur-
bulent diffusion; numerically, it is an artifice. As Hirsch and Denton
noted, a choice of ayy = 0 5 “cures any problems of entropy buildup
and has little effect on single-stage calculations” [24]. This also
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implies limited validation for multistage turbomachinery, and sub-
sequent implementations have not reported robust evidence in that
regime. Moreover, while multistage failures often arise from
streamwise error propagation, this technique primarily smooths in
the spanwise direction, so its benefit may be limited precisely
where cross-row robustness is needed.

3 The Exception Algorithm

3.1 Motivations Behind a New Solver. Crucially, the reme-
dies reported in Sec. 2.3 act on the iterate or the flow fields, not
on the decision rule that selects the next state. That is why the
same failure signatures persist.

Most importantly, the restart/initialization strategy itself is user-
intensive. To navigate difficult regimes, the analyst typically
scripts operating-point marches, curates seed states, and intervenes
after non-convergence, restarting from neighboring conditions,
re-tuning relaxation, or locally modifying the discretization. This
hands-on workflow treats the symptoms at the run level, not the
cause inside the update rule. Consequently, the familiar failure sig-
natures persist in difficult regions. This motivates a solver-level
change with two key requirements:

mMaintain speed. Gradient methods set the performance base-
line and should remain the default where the residual is
smooth and well-conditioned, i.e., without sacrificing the
turnaround speed expected of throughflow.

mReplace manual restarts with an automated, solver-level deci-
sion when the evidence says the gradient step is
untrustworthy.

The exception algorithm does exactly this. It (i) detects the sig-
natures linked to @-@ at run time, (ii) temporarily switches from
the gradient update to a bounded solver, and (iii) returns control
to the fast path as soon as a safe decrease is found. In effect,
what used to be a user choice, stop, reseed, and restart from a
safer point, becomes a built-in, local, and automatic action of the
solver.

3.2 Derivative-Free Optimization. Significant research on
derivative-free methods has been conducted in the past decade,
as the key drivers to speed up a calculation scheme are being
shifted to the number of increasingly complex function evaluations
rather than linear algebra or other contributors in the computational
method.

The underlying principle is to find the global minimum (or
maximum) of an objective function without requiring the deriva-
tives of the function to be evaluated.

The basic aim is to find the x; in a region  such that [25]

flx) [, Vxe (6)
where f(x) is the objective function at the core of the optimization
problem, which can be known or unknown, analytical or discrete,
and the underlying set of parameters x within region A are not
required to be continuous or smooth, which is a clear advantage
over gradient-based methods.

This type of formulation has applications in hyperparameter
tuning, where a group of parameters x is optimized such to maxi-
mize or minimize a specific key performance indicator. The
common trait amongst all derivative-free methods is grid search,
which is to probe the underlying objective function against a
large set of points within a trust region. In a grid search, for
each iteration, the trust region can be dynamically updated to be
centered onto the point where the objective function is minimum.
Applying further criteria to how the center or the radius of the
trust region is updated and choosing a specific technique for
search of the optimum is what discriminates amongst different
derivative-free methods.

Journal of Turbomachinery

Powell’s methodology update interpolation models (as such is
not entirely derivative-free) to infer search directions, however,
if the model becomes unreliable, the search degenerates to
broader sampling: the trust region is chosen such to ensure the
well-poisedness of the problem [26], i.e., the interpolation of the
objective function yields a unique and stable solution for two or
three points of the set for a linear (Powell’s COBYLA [27]) or par-
abolic interpolation (Powell’s NEWUOA [28]), respectively. Log-
ically, if this condition cannot be guaranteed, many more function
evaluations are required to achieve convergence through grid
search, increasing the overall computational cost.

In Powell’s methods, the search direction is updated every other
iteration, giving rise to a bidirectional search. This reduces the risk
of finding a local minimum rather than a global minimum.

3.3 Reformulation of Optimization Methods as Solvers.
Derivative-free optimization methods are particularly valuable
for problems where the objective function is noisy and discontinu-
ous, which makes throughflow a perfect candidate.

Denoting y(x;) the residual against the guess x; at iteration k, the
objective is to find

miny(x;), X € @)

In other words, to recursively calculates the residual until a local
minimum, that meets a pre-defined error tolerance ¢, is found.

The set , containing the solution, can be chosen arbitrarily large
but it must be ensured that nonphysical solutions (e.g., negative
velocity or highly supersonic solutions in the REE) are ruled out
to avoid singularities. This is easily implemented by enforcing
global maximum and minimum, which are problem-dependent.

This formulation enables the direct application of Powell-type
algorithms to solve the REE, continuity, and energy equations as
the search direction is based on the minimization of the residuals.
Dealing with the residuals yields the property that the sufficient
decrease [25] condition is automatically met.

Powell’s linear pattern search takes the form

dx
X =Xe-1 + Ok = Yi-1) - (®)
Ayl
Powell’s quadratic pattern search is
dx 1 ,d2x
(=Xt + Ok —yee1) —| 5Ok —Yk-1)—5 9
Xk = X1+ Ok = Ye-1) ., 2(yk Yk-1) &2 )

An illustration of how this works in practice can be presented in
Fig. 5 for a linear pattern search. Once the solution space has been
pre-sampled, the directions of search are alternatively changed
through the iterations.

As a quadratic pattern tends to a super-linear convergence rate, it
has been preferred by the authors over the linear pattern search.

Fully replacing the baseline gradient-based update with a
Powell-type method would have been ill-suited. First, model-based
optimization typically needs many more function evaluations to
meet tight tolerances; in our cases, Powell’s methods give a
>10x clock-time with respect to that of Newton—Raphson,
secant, or Runge—Kutta’s methods due to trust-region sampling.
Second, without an informed initialization, Powell-type schemes
center the initial trial set at the trust-region center (effectively a
bracketed search), which can waste iterations or breach feasibility
when the starting state is poorly located.

Instead, we retained the fast gradient path as the default and
introduced an exception-driven switch to a bounded local
Powell’s NEWUOA method only when failure signatures are
detected. The NEWUOA step is warm-started from recent iterates,
constrained by hard feasibility limits, and managed with adaptive
trust-region updates; control returns to the gradient update as
soon as a sufficient decrease is secured. This selective interfacing
preserves turnaround time in well-behaved regions while providing
the stability needed in stiff regimes.

JUNE 2026, Vol. 148 / 061016-5
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Fig. 5 lllustration of the derivative-free bidirectional method
developed against the residuals of a nonlinear equation

3.4 Interfaces of the Exception Algorithm. We describe
below how the SOCRATES core solver was modified to employ
NEWUOA in place of a gradient step.

A module was written by the authors in FORTRAN, which exposes
two iterative solvers that share the same call structure:

m SOCRATES_Solver_Secant_Iteration (f, i, j), baseline
m SOCRATES_Solver_Powell_Iteration (f, i, j), fallback

Powell’s derivative-free solvers (including NEWUOA) are
available in the open-source PDFO package [29], which we use
here as the back-end for the fallback path. The call specifies the
type of closure via an integer flag f € [1...6] that maps to six
shared objective functions: inlet or outlet annulus mass-flow,
inlet or outlet meridional velocity on a streamline, and inlet or
outlet static temperature on a streamline. Internally, the module
holds the indices (i, j, k) identifying the active row, streamline,
and global iteration, and it manipulates the shared flow fields
(velocities, thermodynamics, areas, etc.) through established SOC-
RATES boundary-condition subroutines. In practical terms, the
interface is “set the guess x € !, rebuild the local physics consis-
tently, measure a scalar mismatch y(x) € ! and drive y 0
subject to physical bounds.” The default driver is a safeguarded
secant step; however, the solver is designed so that any of a
small number of signatures of unreliability (Exceptions) in the non-
linear update causes a temporary hand-off to NEWUOA.

The objective function passed to both solvers is of the form

min () = O(x) — O~ (10)

where  is an admissible set, e.g., ={V,, €[5, 400]m s} or

= {r € [250, 2000]K}, ®(x) is the model-predicted quantity

after consistently updating the state with the trial x, and ®* is its
target.

For continuity (f = 1, 2), the unknown is the mean-line meridio-
nal speed x = V,, at the inlet or outlet. The residual is calculated by
setting ®(x) equal to the calculated mass flow from the spanwise
contributions, ®* is the known mass flow, set as an overall bound-
ary condition, e.g., for a turbo-component’s inlet

y(x) = (11)

Z Win(j) - W[n
J

Once V,,(i, j = jmeaniine) 18 set, the code recomputes the inlet/
outlet triangles and boundary conditions on the mean-line and
then populates all spanwise values by solving the REE.

In other words, through f =3, 4 the code evaluates the radial
equilibrium representation of the spanwise geometry through

061016-6 / Vol. 148, JUNE 2026

precomputed coefficient sets and computes the streamlines’
geometric distance from the mean-line to match a target geometric
distance already stored (frozen within this loop). This is unchanged
from the existing SOCRATES’ solver structure.

Finally, for the temperature closures (f =5, 6), the unknown is
the static temperature on a line, x = #,(i, j), with temperature-
dependent c,(t), y(t,), etc., recomputed at each trial. This is also
unchanged. In all three classes, the trust region is terminated
when either y ¢ (the corresponding tolerance), when an Excep-
tion is triggered (in the case of the secant iteration), or when a
cap on function evaluations is reached; in the case of NEWUOA
“box” violations return a very large y so that NEWUOA stays
within

For NEWUOA calls, as each closure is 1D, we pass a single
unknown x € to NEWUOA together with the objective subrou-
tine y(x) = |®(x) — ®*|. The solver is called with a trust-region
radius that shrinks from a coarse setting to a problem-level toler-
ance. The initial guess x; is seeded from the current iteration.

Box-type bounds are enforced by returning a large penalty value
when x ¢ , which keeps NEWUOA inside the admissible set.

3.5 Taxonomy and Detection Logic. The secant method
remains the fast path and is attempted first with problem-specific
initial guesses, dynamic bounds derived from the current field
extrema (a multiplicative band), and fixed physical bounds. Its
update xgi) = Xx; — Yk (X¢ —Xk—1) (Jx — Yx—1) is monitored for a
compact set of failure signatures; these constitute the exception tax-
onomy and are the gatekeepers for when the optimizer path is
invoked.

There are seven exceptions, and they are as follows:

m Equal starting guesses (D) or NaN starting guesses (@) indi-
cate an ill-posed slope estimate;

m NaN initial residuals indicate that inserting either starting
value leads to an invalid physical state (®), which would
propagate if not actioned;

m reaching the iteration budget without satisfying |y| & (®) or
encountering equal residuals (y; = y,—1 > 0, ®) signals a flat
or inconsistent local mapping;

m an NaN next iterate (®) highlights catastrophic non-
smoothness in the secant update;

m violations of dynamically defined bounds (@) reveal diver-
gence relative to previously converged field magnitudes.
Even when the secant residual is decreasing, violating
these dynamic bounds flags a runaway step (e.g., from a
spurious local slope or non-smooth residual) and triggers
the exception path. This extra guard is particularly valuable
in multistage configurations, where an outlier in one row can
destabilize downstream solutions. Let S be the set of valid
values of the same quantity from the current iteration and
let ¢,, > 1 be a multiplier (e.g., 1 5). A candidate update x;
is admissible only if it remains within a relative band
around all accepted values

Vx eS8, minx) c, xx cn max(x) (12)

m violations of fixed bounds (®) are hard physics breaches.

m adjacent-consistency violations (®) detect jumps that are
incompatible with the immediately upstream or neighboring

streamline solution.

Each event triggers a specific remediation: either a bounded
repair e.g., a Piecewise Cubic Hermite Interpolating Polynomial
(PCHIP) extrapolation along the radius, or an assignment from the
adjacent mean-line value in ducts), or a controlled curtailment for
temperature estimates when acceptable, or, most commonly, a dele-
gation to NEWUOA for that closure only.

The numbered circles in Fig. 6 denote which exceptions trigger
which branch: the left branch is the global fallback to NEWUOA,
and the right branch is an alternative solution, e.g., follow the local
repair/curtail rules described above or force the parent iteration
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loop to fall back to NEWUOA. Exception triggering propagates,
and the scope of flag propagation (local only versus including
parent routines) is itself configurable, e.g., keeping exceptions
local prevents a single troublesome streamline from poisoning
the global mass-flow loop, while enabling parent resets can be
useful to remove persistent NaNs at the annulus level.

In effect, the solver behaves as a single integrated procedure:
“try a fast secant step under dynamic and fixed safeguards; if and
only if the observed update belongs to a small, interpretable set
of failure modes, switch to the optimizer on the very same objec-
tive until a safe descent is reestablished, then return control to
the fast path.”

The core loop proceeds as: (i) attempt a fast secant step under
dynamic, fixed, and adjacent bounds; (ii) if the step exhibits a rec-
ognized failure signature, temporarily switch the same scalar
closure to NEWUOA to reestablish a safe decrease; (iii) once fea-
sibility and descent are recovered, return control to the secant path.
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This arrangement keeps the high throughput of the gradient-based
route in smooth regions, while the exception-guarded, trust-region
fallback supplies robustness precisely where the nonlinear map is
stiff, noisy, or non-smooth. The result is a single, integrated proce-
dure whose behavior is predictable and traceable via the compact
exception taxonomy.

4 Results and Discussion

This section verifies that the exception algorithm in ascending
complexity: (i) reproduces legacy results where the baseline con-
verges, (ii) damps transients and recovers from poor initialization
on a controlled single-stage test, and (iii) extends robustness to
multistage configurations without manual reseeding. We report
accuracy, stability, and time performance behavior, and we distin-
guish between ‘“relaxed” and “conservative” exception settings
when relevant.

4.1 Reproducing Legacy Solver Results (Cases That
Always Converge). We first verify that the NEWUOA-guarded
solver reproduces the baseline secant method on configurations
where the legacy solver converges. Back-to-back runs on the
single-stage AGARD-AR-175 Hannover turbine [30] show that
the exception algorithm closely overlays the legacy solution
across the quasi-non-dimensional characteristics (Fig. 7) and span-
wise distributions (Fig. 8). Deltas on the characteristic map remain
small, and global isentropic-efficiency trends versus flow are
preserved.

For timing (refer to Fig. 9), both the baseline and exception algo-
rithm reach single-point convergence in ~12-16 s on a standard
laptop (Intel i7, 32 GB RAM). A stand-alone Powel/NEWUOA
solver (without exception gating) takes >1 h per point, prohibitive
for full maps. Selective, exception-driven hand-offs retain through-
put while adding robustness only when needed. We then compare
two exception algorithm settings. Conservative settings use tight
multiplicative bands for the dynamic-bound check and escalate
directly to NEWUOA (our preliminary variant). Relaxed settings
widen the bands and attempt inexpensive, problem-aware repairs
before invoking NEWUOA (as described in Sec. 3.5).

097 -
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o New Solver
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e o
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Fig. 7 AGARD-AR-175 Hannover turbine isentropic efficiency
versus flow, units in Sl
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The exception algorithm with relaxed bounds achieves compara-
ble time to the legacy secant solver and is typically the fastest
because it minimizes unnecessary optimizer hand-offs; conserva-
tive settings yield a consistently slower simulation, as tighter mul-
tiplicative bands trigger more frequent exception routes and
optimizer hand-offs; accuracy remains indistinguishable, but over-
head increases. These data justify the use of relaxed settings as the
default and conservative settings as a safe mode when exploring
very stiff maps.

As an additional case, for the single-stage AGARD-AR-275 [31]
run at off-design, both solvers reproduce experimental trends and
improve agreement relative to a published streamline-function
solution [32] (Fig. 10). We also include AGARD-AR-275 to
anchor SOCRATES’s performance as a viscous throughflow tool
for turbines. Follow-on work by the authors, which will be pre-
sented separately, will address accuracy in depth; these studies
are out of scope here, as this article focuses on stability and
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Fig. 9 AGARD-AR-175 Hannover turbine time performance in
seconds of the baseline versus the exception algorithm
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establishes the prerequisite for a substantial accuracy campaign
on multistage turbines.

Together, these single-stage cases confirm that where the base-
line secant loop converges, the exception-driven solver incurs no
loss in accuracy.

4.2 Damping Behavior of the Exception Algorithm. We
evaluate and damp behavior on a reduced-complexity single
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Fig. 10 AGARD-AR-275, absolute performance comparison of
SOCRATES (all solvers) versus experimental data/other authors
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stage of an energy-efficient engine low-pressure turbine (EEE
LPT) at a well-conditioned “base point” and then at a deliberately
ill-initialized “jump-start” point (Fig. 11), to probe the convergence
envelope and recovery from poor initialization.

With identical mean-line initialization, both the legacy (Fig. 12)
and exception-enabled (Fig. 13) solvers converge quickly;
however, residual histories reveal that the exception logic damps
early oscillations (Fig. 14) via dynamic bounds (®) and adjacent-
consistency (®), curbing transient overshoots in continuity and
energy residuals. In this regime, NEWUOA hand-offs are rare;
gains come from guarding the secant step rather than replacing it
completely.

We then stress the solver by reusing the base-point fields at a dif-
ferent operating point (no warm-start from a neighboring solution).
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Fig. 13 EEE LPT first stage—residuals history for the excep-
tion algorithm (base-point prediction)
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solver. Secant evolutions for (a) continuity and of the (b) inner
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350 (where the simulation stops).

The legacy secant typically exhausts its iteration budget as the
REE/energy coupling becomes ill-posed, leading to growing oscil-
lations and eventual overshoot (Fig. 15). The exception algorithm
(Fig. 16) intercepts the runaway via a dynamic-bounds (@) breach;
if the secant slope becomes uninformative (®) or yields NaNs
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Fig. 177 EEE LPT five-stage turbine. Meridional velocity diver-
gence for the secant method: the absence of bounds causes
the guess to diverge to a negative speed and the simulation to
halt.

(®), the specific closure is temporarily delegated to NEWUOA
under box compliance, after which control returns to the fast
path. The run completes at a modest extra cost rather than failing
outright. This recovery is valuable to eliminate operating-point
marching and manual reseeding.

4.3 Multistage Capability. The EEE LPT serves as validation
case to prove the capabilities of the new solver. Interestingly, there is
no reported evidence in the literature of the EEE five-stage turbine
ever successfully run in throughflow. Attempts have been made to
model this in lower-order 1D mean-line [33,34], even in a simplified
three-stage configuration, or zero-dimensional simulations [35]. On
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Fig. 18 EEE LPT five-stage turbine. Meridional velocity conver-
gence for the exception algorithm.

the five-stage EEE configuration, local missteps convect down-
stream and contaminate neighboring stream-surfaces. The baseline
secant diverges from Rotor 2 onwards due to the negative speed
(Fig. 17).

The exception-enabled solver confines outliers via fixed bounds
(®), adjacent-consistency (®), and localized NEWUOA only
locally, so most of the calculation proceeds on the fast path. In
the specific instance of Rotor 2, it can be visibly shown how the
calculation recovers (Fig. 18). We compute full characteristics at
design speed without re-initialization or user tuning.

To demonstrate robustness to modeling choices, we repeat with
four loss/deviation prescriptions, local calculation of secondary
flow-loss with Aungier’s and Traupel’s correlations, plus variants
with parabolic secondary-loss distributions. Flow trends are
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captured and, for the Traupel with parabolic secondary loss, effi-
ciency lies within +1% of experiment, acceptable within reported
scatter (Fig. 19). Without a need to reinitialize the calculation or
to fine-tune the initialization conditions, the entire characteristic
of the five-stage turbine can be run in less than 30 min starting
from very simple duct-flow (blade-less) initialization conditions
(Fig. 20).

We complete our analysis with a sensitivity study against stage
count to show that the number of exceptions is always a small frac-
tion of the total number of secant iteration calls, confirming that the

exception algorithm only intervenes when strictly necessary
(Fig. 21).

5 Conclusions

This work introduced an exception-driven update strategy that
augments the baseline gradient path in throughflow calculations
with a bounded, optimizer fallback only when specific, interpret-
able failure signatures arise. By monitoring a compact taxonomy
of exceptions (equal/NaN residuals, plateauing gradients,
dynamic and fixed bound breaches, adjacent-consistency viola-
tions), the solver temporarily delegates the offending scalar
closure to a trust-region NEWUOA step, then returns control to
the fast secant iteration as soon as a safe decrease is restored. In
smooth regions, the method behaves identically to the legacy
solver; in stiff, non-smooth regimes, it supplies robustness
without case-by-case tuning or manual reseeding. Across single-
and multistage axial-turbine tests (AGARD-AR-175/275 and the
five-stage EEE LPT), the approach reproduced legacy solutions
where these exist, damped transients, and completed full character-
istics for configurations where the baseline solver does not con-
verge, all without discernible accuracy penalty and with minimal
throughput overhead when using relaxed exception settings.

Robustness is achieved by changing how the next iterate is
chosen, not by further damping, smoothing, or mesh compromises;
the fallback is selective and local (per closure), so the global algo-
rithm remains lightweight; in multistage configurations, dynamic
and adjacent bounds prevent the propagation of local missteps
across rows, enabling stable characteristics without user-curated
stepping.

Although demonstrated within an SLC throughflow framework,
the underlying principles are readily transferable to higher-order
CFD, where nonlinear sub-solvers exhibit analogous failure
modes (residual stalling, NaNs from unphysical states, overshoots
at high Courant-Friedrichs—Lewy (CFL), etc.). With appropriate
adaptations, adjacency-consistency extends to face-neighbor cells
and multigrid transfers, and trust-region repairs can be localized
to small spatial blocks of the domain.

Local, bounded fallbacks under strict feasibility, minimal dis-
ruption to the fast path, and transparent diagnostics are all princi-
ples that align with industrial needs for automation, speed, and
predictability across full operating maps.
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static enthalpy
turbo-component number
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= streamline number
iteration number
meridional direction
static pressure
radial direction and coordinate, radius
entropy
static temperature
total enthalpy
shaft speed
total pressure
total (stagnation) temperature
flow velocity
mass flowrate
= damping factor
= mixing factor
REE coefficients
¢, = adjacent bounds factor
¢ = dynamic bounds factor
cpy = gas specific heat under constant pressure/volume
V, = normal (to main flow) velocity component
V., = axial velocity component
V. = whirl (tangential) velocity component
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Greek Symbols

error tolerance

density

= stream-surface thickness
= objective function
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Other Symbols

r = spanwise direction

Abbreviations

CFD = computational fluid dynamics
ODE = ordinary differential equation
OEM = original equipment manufacturer
REE = radial equilibrium equation
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