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Abstract

Requirements for Unmanned Aerial Vehicle (UAV) applications in low-altitude operations
are escalating, which demands resilient Position, Navigation and Timing (PNT) solutions
incorporating global navigation satellite system (GNSS) services. However, UAVs often
operate in stringent environments with degraded GNSS performance. Practical challenges
often arise from dense, dynamic, complex, and uncertain obstacles. When flying in com-
plex environments, it is important to consider signal degradation caused by reflections
(multipath) and obscuration (Non-Line of Sight (NLOS)), which can lead to positioning
errors that must be minimized to ensure mission reliability. Recent works integrate GNSS
reliability maps derived from pseudorange error estimations into path planning to reduce
loss-of-GNSS risks with PNT degradations. To accommodate multiple constraint conditions
attempting to improve flight resilience against GNSS-degraded environments, this paper
proposes a reinforcement learning (RL) approach to feature GNSS signal quality awareness
during path planning. The non-linear relations between GNSS signal quality in the form of
dilution of precision (DoP), geographic locations, and the policy of searching sub-minima
points are learned by the clipped Proximal Policy Optimization (PPO) method. Other
constraints considered include static obstacle occurrence, altitude boundary, forbidden
flying regions, and operational volumes. The reward and punishment functions and the
training method are designed to maximize the success criteria of approaching destinations.
The proposed RL approach is demonstrated using a real 3D map of Indianapolis, USA, in
the Godot engine, incorporating forecasted DoP data generated by a Geospatial Augmen-
tation system named GNSS Foresight from Spirent. Results indicate a 36% enhancement
in mission success rates when GNSS performance is included in the path planning train-
ing. Additionally, the varying tensor size, representing the UAV’s DoP perception range,
exhibits a positive proportion relation to a higher mission rate, despite an increment in
computational complexity.

Keywords: path planning; GNSS quality awareness; dilution of precision; reinforcement
learning; clipped proximal policy optimization

1. Introduction

Facilitated by inherent features, e.g., high mobility and convenient deployment, Un-
manned Aerial Vehicles (UAVs) have drawn tremendous attention in recent decades
in boosting applications including search and rescue, agriculture, package delivery,
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and surveillance operations [1,2]. Given that most of today’s UAV navigation systems
rely significantly on global navigation satellite system (GNSS) services, the degradation
and outages in GNSS, such as when operating in deep urban canyons, are outstanding
factors in yielding localization accuracy to cause flight incidents. Providing the GNSS
vulnerability, the sufficient utilization of GNSS awareness estimation during path planning
becomes crucial in enhancing flight safety by assuring the desired accuracy level and
yielding positioning uncertainties.

The quality of service (QoS) indicator in the GNSS system commonly uses dilution of
precision (DoP) of GNSS satellites calculated by position estimation error covariance. When
signal reflections like multipath and non-line-of-sight (NLOS) exist in the propagation,
the pseudorange measurement produces errors. It increases covariance values to cause DoP
degradation with increased numbers. The definition and calculation of QoS parameters,
including availability, accuracy, reliability, and continuity using DoP are conducted in [3].
Oriented from DoP, GNSS reliability map [4], localization error map [5], and stochastic
reachability analysis [6] are derived to support awareness of GNSS quality within a region.

Incorporating GNSS quality in path planning [7] or task allocation [8] anticipates facili-
tating avoiding high-risk areas with poor DoP to minimize the risk of position degradation.
It is noted that incorporating DoP factors requires considerable parameter tuning to avoid
failure of mission integrity because of the changeable geometry of the satellites in view.
Typical path planning algorithms like Dijkstra’s algorithm, A* algorithm, genetic algorithm,
and particle swarm optimization algorithms have been developed to optimize the vehicle
path with the maintenance of position estimation uncertainty and minimization of path
length. Nevertheless, the main challenge is how to sacrifice the intended path because of
apparent GNSS properties and constraints along the route for assuring mission reliabil-
ity, which essentially is to leverage multiple environmental constraints, including GNSS
performance factors during path planning. Consequently, the above challenge motivates
the exploitation of learning-based methods widely used for classification and detection
applications [9,10].

To tackle multiconstraint optimization problems in 3D space movements, this paper
proposes a reinforcement learning (RL) method consisting of multiple considerations such
as GNSS performance, control constraints, static obstacle avoidance, and geographical
constraints. The training and testing datasets are generated by Spirent’s GNSS Foresight
service, capable of providing performance analysis of the best and worst case GNSS
performance or operations and planning [11,12]. Facilitated by the designed learning policy,
the trajectory is generated with the shortest path policy at low GNSS failure possibilities.
The clipped particle swarm optimization (PSO) is developed due to its direct optimization
of policy determination to maximize the cumulative expected rewards, hereby the DoP
representation, geographic information, obstacle avoidance strategy, and the policy of
searching sub-minima points are learned automatically using gradient descent to leverage
the first-order derivatives in each iteration from an environment engine.

2. Methodology

The goal of this study is to train an agent to learn action strategies from awareness
of surroundings, including GNSS quality information, to maximize the reward values
using clipped PPO methodology. The overall architecture of the proposed path planning
approach is illustrated in Figure 1. The GNSS quality information is retrieved from the
GNSS quality dataset in terms of DoP, which is generated by Spirent’s GNSS Foresight
system, representing the accuracy of the positioning data replicated by simulating the
geometry of all visible satellites at a point over time. The PPO works to identify the largest
cumulative rewards and select the optimal action from the reward and penalty conditions.
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rGNSS Foresight 1

The implementation is completed in the Godot game engine, and the agent model selects
3D model of a quadcopter UAV using a point mass model.
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Figure 1. Overview of the proposed GNSS quality-awareness-based path planning approach.
2.1. Rewards/Penalties Formulation
¢ Distance Reward

The distance reward R, stimulates the agent to move closer to the destination. To avoid
getting stuck in local minima surrounded by obstacles or DoP constraints, this reward
policy allows a step backwards without penalty.

dg X pg, dg >0
Rg=1¢ ¢ § 1
g { 0, dg<0 M

where d, represents the deviation of the distance to the goal, and y is a scaling factor so
that the agent obtains higher rewards when reaching closer to the goal points.

e  Arrival Reward

The arrival reward R, provides high positive feedback to stimulate approaching the

R, = {rﬂl |Dg| <S5 )

destination area:

0, otherwise

where r, is the positive large reward if the distance to goal Dy is close to a threshold S,
representing the desired success distance to the goal point or degree of accuracy.

e  Dilution of Precision

This work considered DoP as one of the terminal conditions, causing the termination
of an episode if breaching poor DoP zones. The agent is rewarded or penalized with a
higher volume if the DoP reduces or increases by a larger magnitude by comparisons with
a threshold dopy.s. To facilitate learning continuity feature from the DoP trait, the DoP
penalty R, is formulated by
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T N ©
_rdopfuilr dopvulue > dopthres
0, dopvalue < dopthres

where r4,, is a positive iterative reward; —74,, it 18 the penalty for dop value going above
doPinres; and Ay is the dop deviation between the current frame and the predicted frame.

¢  No-Fly Zone

No-Fly Zones (NFZs) are represented as typical geographical restriction sites such as
airports and other critical infrastructure. The agent gets a penalty when a breach event
happens. Therefore, the NFZ penalty R, ¢, is formulated as

_ “Vufz Anfz =1
Rnfz { 0, Anfz -0 (4)

where —7,¢, is the penalty value for breaching the NFZ area, and A, s, = 1 stands for
detection of a breach event.

. Obstacle Avoidance

The obstacle avoidance in this work primarily stands for avoiding collision with
building blocks and flying at a safe distance, abiding by regulations.
—1y1T,  |Dopi| < Dopi
Robj — ’ ob]‘ f)b]thres 5)
0, otherwise

where —ryr is the penalty for colliding with obstacles; D,;; denotes the distance between
agent and the sensed obstacles; and D,pjses is the safe flying distance threshold.

e  Altitude Restriction

To satisfy the maximum flying altitude following regulatory considerations, the alti-
tude restriction reward formulation R,;; penalizes that the movement bleaches the allowed
maximum height.

(6)

R = —Talts halt > hlimit
“ 0, Our =0

where 7, is the penalty issued to the agent if the current flying height 5, exceeds the
maximum limit /;,,,;;.

¢  Timeout Penalty

Because of the allowance of stepping backwards in the distance reward function, there
is a possibility that the flight will get stuck in a loop infinitely, which shall be terminated by
a timeout limit. This timeout limit penalty also encourages the agent to get to the goal point
as fast as possible, thus reducing the time of arrival and aiding convergence. Therefore,
the timeout penalty Ry;,,,e function is formulated:

Ro — T Toaxr t > Tyax @)
time —r7. X t, otherwise
frame

where 71, is the penalty given to the agent if the flying time t exceeds the limit T}y, and
"Tfame denoOtes the penalty at each timestep to penalize the agent if it does not reach the
goal point.
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. Out-of-Bounds Restriction

The operation zone boundary is modeled as an out-of-bounds restriction to avoid
flying beyond the region of interest. Similar to NFZ restriction, the out-of-bounds penalty
function is computed by

— Apg =1
Ry, = OB, OB ®)
0, Aog =0

where —rpp is the penalty value for breaching the target area, and Apg = 1 stands for
detection of a breach event.

2.2. Observation Methods

The following sensors or methods are developed to collect the required observations.
* Raycast3D sensor

Raycast3D sensor casts out a ray of a specific length from the agent location to detect
whether any collisions with physical objects or areas in its path. The obstacle avoidance
reward R,y; is hereby calculated from the output of this sensor to guarantee a safety margin.

¢  Reading data from the environment’s physics engine.

The goal position, UAV position, UAV velocity, and the boundary of the operational
volume are obtained by directly reading information from the environment’s physics
engine. Specifically, distance reward, arrival reward, restrictions of NFZs, and altitude are
calculated from this method with respect to the target endpoint location, UAV velocity,
and position of the operational volume boundary.

*  DoP predictor

To sense and sample the surrounding DoP values, a predictor is developed with the
main principle of looking up DoP values from current UAV positions in global coordinates.
Given the discrete DoP maps, a tensor is created to interpolate DoP at the current UAV
position to achieve high resolutions and better understand DoP tracing. For example,
a tensor of size 27 contains DoP information for a3 m x 3 m X 3 m volume of points that
include the UAV’s current position and its nearest neighbour in all 3 axes.

3. Experiments and Results

The UAV model applies the point mass model, where the movements are restricted
to the translational axes only, meaning UAVs have three degrees of freedom in the x, y,
and z directions without rotations. A 3D model of a quadcopter UAV is imported into
Blender, where it is then converted into a 3D object, imported into the Godot game engine,
and added into the asset library to be represented within the environment. The RL engine
uses Stable-Baselines3 clipped PPO implementations prototyped from [13].

3.1. DoP Representation and Grading

The provided dataset contains information over 24 h on 22 June 2022 starting from
12 am to 11:59 pm, where the time resolution is 1 second and covers a spatial volume of
1km x 1 km x 100 m at the centre of the city of Indianapolis in the United States. The 1 km
squared area is sliced and subdivided into 100 distinct cubes, each covering a volume that
is 100 m x 100 m x GR in size, where GR is the height range of the sample, which is also
represented by the variable resolution of each grid within the dataset.

A 2D grid of DoP values for a specific point in time is demonstrated in Figure 2a.
The 2D grid represents an area with a region size of 100 m x 100 m at a grid resolution of 5
m, meaning that the DoP data shown in each cell is valid for a 5m x 5m x 5 m volume of
points. The empty areas that can be seen in the figure represent areas that contain no DoP
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data, either due to the presence of an obstacle, such as a building, or due to the number of
visible satellites being fewer than four (NVAS <4).
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Figure 2. Integration of DoP maps into the Godot environment: (a) Two-dimensional heatmap of
DoP values for a 100 m x 100 m area. (b) Banded DoP data representation.

The DoP data provided are banded and mapped to simplify the computational com-
plexity, and the mapping strategy is shown in Table 1. For instance, when the PDoP value
ranges in [0, 1], this DoP is regarded as the ideal value, where its numerical representation is
0 corresponding to a position error of 0.5 m. After preprocessing and converting the dataset
format into the Godot environment, the DoP data and building environment data shall be
aligned into the same coordinates by a coordinate transformation from WGS84 coordinates
to the world coordinates. Afterward, minor manual manipulations are needed to miti-
gate data misalignment and scaling issues by the end of generating final representations
displayed in Figure 2b.

Table 1. DoP Mapping Table.

PDoP Value DoP DoP Numerical Position
Range Representation Representation Error/m
0-1 Ideal 0 0.5
12 Excellent 1 1.5
2-5 Good 2 3.5
5-10 Moderate 3 7.5
10-20 Fair 4 15
20+ Poor 5 30
No DoP No DoP 6 30

3.2. Training Performance Analysis

For generating a training environment and accelerating the training purposes, a set
of 15 goal points are randomly placed around the environment to train the agents along
with 15 instances of the agent created in different collision layers. Two fine-tuned sets
of configurations are listed in Table 2 for performance comparison purposes, where the
significant distinction is the increased DoP tensor size in the second configuration set
to enlarge the DoP perception region during the path planning. Other hyperparameter
configurations use default values in the SB3’s implementation of PPO [13].

Figure 3 compares the learning outcomes between the fine-tuned configurations in
terms of measurements of approximate Kullback-Leibler (KL) divergence, the mean value
of episode reward, total loss value and explained variance. From Figure 3a that indicates
the update ratio from the old policy to the new policy, the increasing tendency suggests
continuous learning behaviours between the two configurations during the training process.
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However, from Figure 3b, the mean episode reward figure suggests that the first model
with short DoP vision finds difficulties in obtaining higher rewards and finding the optimal
path since 200k episodes, while the second model presents an increasing capability in
enhancing rewards. The priority of the second model versus the first model is also reflected
in the total loss values in Figure 3¢, providing that the loss of the first model is nearly half
of the second model. According to the explained variance Figure 3d, both trained models
are capable of predicting environmental rewards at a high rate (over 88%), especially an
increment trend in the first model before convergence to 95%.

Table 2. Simulation Configuration Setup.

Arrival Dist. DoP Obstacle Altitude NFzZ
Reward Reward Penalty Penalty Penalty Penalty
20 0.05 —10 —-10 —-10 —-10
Conf. 1 -
Bounds Timestep Per Frame Dop DoP Entropy
Penalty Penalty Penalty Penalty Tensor Size  Coefficient
-5 -5 —0.01 ~001 27m? - 0,0005
B3m x3m x 3m)
Arrival Dist. DoP Obstacle Altitude NFZ
Reward Reward Penalty Penalty Penalty Penalty
20 0.05 -7 —-10 -8 -8
Conf. 2 -
Bounds Timestep Per Frame Dop DoP Entropy
Penalty Penalty Penalty Penalty Tensor Size  Coefficient
-5 -5 ~0.05 —0.07 125m* o001

Gm x5m x 5m)

train/approx_ki

rollout/ep_rew_mean

200k 400k 600k 800k 1M 12M 1AM 1

train/loss

r RERE T

0 200k 400k 600k 800k 1M 12M 14M

200k 400k 600k 800k 1M 12M 14M

(c) Total loss (d) Explained variance

Figure 3. Performance comparison between distinguished configurations (the red curve stands for
the first model, and the purple curve stands for the second one).
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3.3. Success Rate Analysis

The success rate is defined to assess the episodes that reach the target without trig-
gering termination conditions. The Figure 4 summarizes the occurrence of termination
conditions over training episodes to analyze the first model’s performance in situational
awareness and path planning. The fundamental finding is that the number of successful
episodes reaching the target area increases along with episodes, suggesting significant
improvement of the proposed method by 80% in situational awareness and path planning.
The DoP quality, NFZ avoidance, and out-of-boundary constraints are being satisfied,
providing the decline tendency over episodes. The collision probability remains relatively
stable due to challenges in understanding complicated environments and obstruction loca-
tions. The condition of time termination is also not targeted for improvement as the time
factor is excluded in the current reward formulations to maximize the success rate.
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Figure 4. Statistic of termination number over training episodes using the first model.

Table 3 summarizes the percentage of triggering termination conditions over the two
models with distinguished DoP perception region sizes using the testing dataset. It is con-
cluded that both trained models are capable of handling geographic boundary constraints
like obstruction condition, altitude condition, boundary, and NFZ conditions at 0% failure
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probability. The model with a larger DoP perception area facilitates a higher arrival rate
and lower DoP value, suggesting the significance of DoP awareness and predictions.

Table 3. Testing performance comparison between models with varying DoP perception size.

Condition DoP Tensor Volume DoP Fail Collision Fail  Arrival Rate
Model 1 5mx5m x5m 12% 0% 63%
Model 2 3mXx3mx3m 32% 0% 27%

Condition Alt Limit Out of Bounds Timeout NFZ Penalty
Model 1 0% 0% 25% 0%
Model 2 0% 0% 41% 0%

3.4. Position Error Analysis

Given the generated trajectory with DoP awareness capability, the position random-
ness is injected from the DoP error mapping Table 1 by adding additive errors to the true
path generated by the first trained model. Figure 5 presents the trajectory visualisation

including position error.

—— Error Added Path
A start (Original)
\ ) I End (Original)
o

Average DOP: 0.13

Start (Error Added)
End (Error Added) 5

L

<L |
\ | 100
L g
95
[
el
2
90 2
= 3
32
85 o
a
80

Figure 5. Visualized 3D trajectory added with GNSS position error from DoP.

The averaged DoP from the generated trajectory is 0.13, implying the effectiveness
of the proposed approach in achieving high GNSS quality during flights. The UAV can
automatically adjust the flying altitude and directions in order to search for the optimal

path to receive the best quality GNSS.

4. Conclusions
To enhance UAV flight safety by mitigating GNSS position degradation during path
planning, this paper adopts a reinforcement learning based path planning approach to
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tackle multiconstraint optimization problems in 3D space movements. Clipped PSO is
developed by incorporating DoP awareness in reward formulations. Apart from distance
reward and arrival reward, other constraints are taken into account, e.g., No-Fly Zones,
obstacle avoidance, altitude restriction, timeout, and out-of-boundary restrictions. The gen-
erated trajectory presents a low mean DoP value of 0.13, implying high satisfaction with
GNSS signal quality. It is found that the perception area size of DoP is substantial to obtain
a suboptimal trajectory, as predicting the surrounding DoP facilitates the direction of flying
zones with high GNSS quality. Specifically, the arrival rate, i.e., mission success rate with
larger DoP perception zones of 5m x 5 m x 5 m outperforms the model with a smaller DoP
perception zone of 3 m x 3 m X 3 m by 36%. In commercial aviation, EUROCONTROL
commissioned an AUGUR function that predicts GPS integrity and the effect of RAIM
availability along the route [14]. The potential impact of this work is generating reliable
flight trajectories for UAV operations by preflight GNSS integrity assessment.
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