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Thermographic inspection has been widely used for non-destructive evaluation of composite structures, particu-
larly for detecting impact-induced defects in carbon fibre reinforced polymer (CFRP) materials. However, most
existing approaches rely on supervised learning models that require large amounts of labeled data and significant
computational resources, limiting their applicability in practical industrial environments.

In this work, a lightweight and training-free framework based on random convolution features is proposed for
thermographic inspection. The method eliminates the need for model training and labeled datasets by employ-
ing randomly generated convolutional kernels to extract discriminative thermal patterns, followed by simple
statistical decision mechanisms for both defect classification and pixel-wise segmentation. This enables rapid
deployment and efficient processing without compromising interpretability.

Experimental results on CFRP impact damage data demonstrate that the proposed approach achieves compet-
itive performance compared to both traditional feature-based methods and deep learning models. In classifica-
tion tasks, the method consistently outperforms conventional handcrafted features, while in segmentation tasks
it achieves a pixel accuracy of 99.5%, comparable to the best-performing baseline. Importantly, the proposed
framework significantly reduces computational cost, with negligible model size and low memory consumption

compared to data-driven approaches.
Overall, the results indicate that the proposed method provides a favorable balance between accuracy and
efficiency, making it particularly suitable for real-time and resource-constrained thermographic inspection sce-

narios.

1. Introduction

Infrared thermography provides a non-contact method for analysing
heat diffusion and detecting subsurface anomalies in materials. Ther-
mographic inspection can be broadly classified into passive and active
approaches. In active thermography, external excitation sources such
as flash lamps or laser pulses induce transient thermal responses gov-
erned by heat diffusion processes. This technique has proven particu-
larly effective for evaluating carbon-fibre-reinforced polymer (CFRP)
structures, where defects such as delamination, disbonds, and impact
damage can be detected through analysis of surface temperature evo-
lution [1-4]. From a physical perspective, recent studies have re-
visited thermal diffusion as an energy transport process, providing
deeper insights into depth-time scaling behaviour in thermographic
signals [5].

* Corresponding authors.

With the increasing adoption of robotic inspection systems, thermo-
graphic data acquisition can now be performed automatically in in-
dustrial environments. Recent developments in cognitive sensing and
feedback-based inspection further highlight the growing demand for
adaptive and automated thermographic analysis pipelines [6]. How-
ever, the interpretation of thermographic data still often relies on expert
operators analysing large volumes of thermal images using specialised
software, which introduces significant labour and computational costs
[7]. Consequently, improving the efficiency and automation of thermo-
graphic data analysis remains an important research challenge for in-
dustrial NDT applications.

In recent years, machine learning and computer vision techniques
have been increasingly applied to thermographic data processing in or-
der to improve detection accuracy and inspection efficiency [8-10].
In particular, supervised deep learning models, such as convolutiona
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neural networks (CNNs), have demonstrated strong performance in de-
fect detection and segmentation tasks across both medical and industrial
thermography applications [11-13]. However, these approaches typi-
cally require large labelled datasets for training.

To address this limitation, recent research has investigated unsuper-
vised and data-driven strategies. A recent survey [14] provides a sys-
tematic overview of machine learning techniques in active infrared ther-
mography, emphasizing the rising adoption of clustering, dimensional-
ity reduction, and autoencoder-based methods in scenarios with scarce
annotations. Furthermore, spatio-temporal deep learning architectures
have been proposed to exploit the temporal dynamics of thermal re-
sponses. For instance, a three-dimensional convolutional autoencoder
has been presented to jointly learn spatial and temporal representations
from thermographic sequences [15]. More recently, physics-informed
deep learning approaches have emerged, embedding physical priors into
data-driven models to enhance robustness under diverse inspection con-
ditions [16].

Despite their effectiveness, these approaches generally require sub-
stantial training data and computational resources, which limits their
applicability in practical industrial scenarios. Furthermore, thermo-
graphic inspection conditions often exhibit low signal-to-noise ratios
(SNR), where measurement noise, non-uniform heating, and environ-
mental disturbances may lead to unreliable anomaly responses [17].

To address these challenges, recent research has explored unsuper-
vised and zero-shot anomaly detection approaches that eliminate the
need for labelled datasets. For example, Aota et al. [18] proposed a
zero-shot framework that assumes defect-free thermographic images ex-
hibit homogeneous background textures, enabling anomalies to be de-
tected as deviations from this distribution. However, existing zero-shot
approaches typically rely on deep pre-trained networks for feature ex-
traction, which introduces additional computational overhead.

In this context, there is a need for computationally efficient and
training-free methodologies that can extract informative features while
maintaining robustness under practical inspection conditions. The ob-
jective of this work is therefore to develop a lightweight and general-
isable framework for thermographic anomaly detection that supports
automated NDT inspection workflows.

In this context, there is a need for computationally efficient method-
ologies capable of extracting informative features from thermographic
data while maintaining robustness under practical inspection condi-
tions. The objective of this work is therefore to develop a lightweight
and generalisable framework for thermographic anomaly detection that
can support automated NDT inspection workflows.

The main contributions of this work are threefold:

e The introduction of a training-free Random Convolution Ker-
nels(RCKs) based feature extraction algorithm called Racon for ther-
mographic anomaly detection;

e A multi-scale Gaussian pooling mechanism tailored to thermo-
graphic characteristics

e A comprehensive evaluation demonstrating favourable trade-offs be-
tween detection accuracy and computational efficiency.

Beyond thermographic applications, the proposed methodology is de-
signed to be adaptable to other inspection modalities and datasets, pro-
viding a flexible foundation for future research in multimodal defect
characterisation and automated condition assessment.

2. Related work
2.1. Machine learning for thermographic inspection

To improve the reliability and efficiency of thermographic inspec-
tion, machine learning approaches have increasingly been applied to
thermographic data analysis. Traditional machine learning and pattern-
recognition strategies have been used to classify thermographic signals
and identify defective regions, while more recent studies have extended
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these workflows using deep learning models [19,20]. More recently,
convolutional neural networks (CNNs) and related deep learning archi-
tectures have demonstrated strong performance in thermographic defect
detection and segmentation tasks across industrial applications [21,22].

However, these supervised approaches rely heavily on labelled
datasets. In practical inspection scenarios, acquiring labelled thermo-
graphic datasets can be difficult and costly because thermal data collec-
tion requires specialised equipment and controlled experimental condi-
tions, while reliable ground-truth annotation often depends on expert in-
terpretation or destructive validation [23]. Consequently, the availabil-
ity of large and diverse thermographic datasets remains limited, which
restricts the generalisation capability of supervised models.

To alleviate this limitation, recent studies have similarly explored
lightweight and data-efficient strategies for thermographic defect de-
tection and industrial anomaly analysis. For example, Xue et al. [24]
proposed a memory-linked few-shot learning framework for thermo-
graphic non-destructive evaluation, where memory representations are
constructed to guide segmentation under limited supervision. Likewise,
Shi et al. [25] investigated memory-bank-based industrial anomaly de-
tection strategies that improve generalisation across multiple inspection
scenarios through feature inheritance and memory optimisation. In par-
allel, Hu et al. [26] introduced a lightweight spatial-temporal multi-
feature fusion network that combines temporal thermal evolution and
spatial representations to enhance defect localisation capability. How-
ever, most of these approaches still require either pretraining, support
samples, normal reference data, memory-bank construction, or optimi-
sation of learned feature representations.

2.2. Zero-shot anomaly detection

To overcome the limitations of supervised learning, unsupervised
and zero-shot anomaly detection methods have recently attracted in-
creasing attention. These approaches aim to identify abnormal regions
by detecting deviations from dominant background patterns without re-
quiring labelled training data.

Early approaches relied on statistical assumptions regarding image
homogeneity. Classical techniques such as the Sauvola method provide a
lightweight baseline for anomaly detection by identifying deviations in
local intensity statistics [27]. However, such methods are often sensitive
to noise and background variations, which are commonly observed in
thermographic data.

More recently, Aota et al. [18] proposed a zero-shot anomaly detec-
tion framework that assumes defect-free images exhibit homogeneous
background textures. In this approach, a pre-trained deep neural net-
work is used to extract mid-level feature maps from the test image. These
features are divided into local patches, and anomaly scores are com-
puted by measuring the similarity between patches using a k-nearest
neighbour strategy, as illustrated in Fig. 1. Regions that deviate from
the dominant background distribution are identified as anomalous.

Although such approaches achieve promising results, they typically
rely on large pre-trained backbone networks such as WideResNet50
[28]. Similarly, recent self-supervised or vision-language models, in-
cluding DINO and CLIP, have demonstrated strong representation ca-
pability for visual anomaly detection tasks [29,30]. However, the use
of large backbone networks introduces significant computational and
memory requirements, which may limit their applicability in real-world
inspection systems or embedded devices. Unlike physics-based thermo-
graphic processing methods such as Thermographic Signal Reconstruc-
tion (TSR) and Principal Component Thermography (PCT), which aim to
enhance signal quality through temporal or statistical analysis, the pro-
posed RCKs framework is designed as a feature extraction and anomaly
detection stage. In practice, TSR or PCT can be applied as a prepro-
cessing step to improve signal-to-noise ratio, followed by RACON for
efficient defect localisation. Therefore, it is not intended to replace these
established techniques, but rather to complement them within a unified
thermographic inspection pipeline.
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Fig. 1. The diagram of the zero-shot anomaly detection[18].

3. Random convolution kernels for feature extraction

The success of deep neural networks (DNNs) largely relies on their
use of stacked layers to extract features in a hierarchical manner. While
this approach is highly effective in capturing a wide range of patterns,
it typically requires significant computational resources. In particular,
deep models often involve high memory usage and a large number of
floating-point operations, which can be limiting in real-time or resource-
constrained environments.

To address this challenge, instead of relying on pre-trained deep neu-
ral networks for feature extraction, which is commonly used in many ex-
isting works, we propose a simpler and more efficient method. Our ap-
proach utilises RCKs to directly extract features from raw thermographic
data. Unlike physics-based methods such as TSR and PCT, which focus
on signal enhancement, RACON is designed as a feature extraction and
anomaly detection stage. In practice, TSR or PCT can be used as prepro-
cessing, followed by RACON for efficient defect localisation, making the
two approaches complementary rather than competing.

3.1. Motivation

Random convolutional kernels (RCKs) have been successfully ap-
plied in 1-dimensional time series classification. An example is the
ROCKET (Random Convolutional Kernels Transformation) method,
which highlights the power of using a large number of randomly gen-
erated 1D convolutional filters for efficient feature extraction [31]. In
ROCKET, these kernels are applied to the input time series through con-
volution, producing a set of feature maps. To convert these feature maps
into a compact and informative feature vector, simple statistical oper-
ations are used, including taking the maximum value and computing
the proportion of positive values in each feature map. This vector is
then passed to a linear classifier for final prediction. In this way, the
RCKs-based method allows for extremely fast training and competitive
accuracy without requiring kernel learning or deep architectures.

Experiments on the open benchmark dataset demonstrate that
ROCKET delivers strong classification performance, even without any
parameter optimisation during the feature extraction stage. In many
cases, it achieves results comparable to, or even surpasses, state-of-the-
art deep learning models and ensemble methods. Notably, this perfor-
mance is achieved with a significantly lower computational cost and
much shorter training time, making it an efficient alternative for time
series classification tasks.

One explanation behind the strong performance of ROCKET lies in
the functional role of its basic unit. As suggested by Costas et al.(2011)
[32], such a combination of random convolution kernels, square non-
linear activation functions, and pooling operations can act as a fre-
quency selector. Their mathematical analysis suggests that the com-
bination of convolution and square-sum pooling acts as an effective
frequency selector. The non-linearity transforms phase-dependent re-

sponses into energy-based representations, while pooling aggregates
these responses to emphasise dominant spectral components. By per-
forming gradient ascent on the output of this unit, the most responsive
frequency patterns can be explicitly revealed, providing a clear inter-
pretation of the implicit frequency filtering behaviour induced by this
architecture.

Beyond the square activation, we observe that several commonly
used non-linear activation functions, such as Sigmoid and ReLU, exhibit
a similar phenomenon. These activations functions can emphasise dis-
tinct structural patterns, or motifs, within the input data. Despite their
differences, these activations demonstrate comparable pattern-selective
behaviour, enabling the model to capture a diverse set of meaningful
and discriminative structures.

Importantly, all operations are carried out within a single shallow
layer, resulting in a highly compact and computationally efficient model
compared to deep neural networks.This lightweight yet effective design
constitutes the core motivation behind the feature extraction architec-
ture proposed in this study.

3.2. Group convolution for multi-channel image processing

The original ROCKET method is tailored for single-channel 1D time
series data, focusing solely on one-dimensional signal processing. Sim-
ilarly, the work by Costa et al.(2011) [32] explores the use of RCKs
only in the context of single-channel greyscale images. However, in real-
world scenarios, thermographic image data is commonly stored in RGB
format (e.g., as PNG files), consisting of three colour channels. To ad-
dress this, we extended the RCKs framework to support multi-channel in-
puts and introduced group convolutions to manage computational com-
plexity. Instead of generating full three-channel 2D convolution kernels
with shape (H x W x 3), where H and W denote the height and width
of the kernel, we generate a set of single-channel 2D kernels of shape
H x W and divided them equally into three groups. These kernels are
then divided equally into three groups, each assigned to one of the RGB
channels and applied independently using group convolution. As a re-
sult, the number of kernels per channel becomes C /3, where C is the to-
tal number of generated kernels. Although this approach does not explic-
itly model cross-channel interactions as standard multi-channel convo-
lutions do, it still delivers competitive prediction performance. Our ex-
periments show that it compares favourably with many state-of-the-art
methods while maintaining a lightweight and efficient computational
profile.

3.3. Multi-scale extension of the RCKs

In this study, we further extended the use of RCKs by incorporating
multi-scale convolution operations to extract features at different spa-
tial resolutions. This design is motivated by scale-space theory, which
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Fig. 2. The RACON pipeline consisting of multi-scale Gaussian pooling and KNN-based anomaly detection.

suggests that real-world objects consist of structures that appear at mul-
tiple scales. By using a scale-space representation, it becomes possible to
identify and analyse features of varying sizes, improving the robustness
of feature extraction, particularly in the presence of noise or fine-grained
variations.

To implement this concept, we applied a widely used approach based
on Gaussian smoothing. The Gaussian function serves as the smoothing
kernel due to its well-established mathematical properties, such as scale
invariance and smoothness. By convolving the input image with ker-
nels of different scales, we can effectively capture structural patterns at
multiple resolutions, further enriching the feature set extracted by the
random convolutional architecture.

3.4. Overall architecture

The overall architecture of the proposed method is illustrated in
Fig. 2. First, we apply a Gaussian blur before random convolution to
suppress local pixel noise and amplify semantically-relevant thermal
patterns, similar to the temporal smoothing benefits observed in the
ROCKET framework [31]. After that, a collection of convolution kernels
with random weights in the shape of H x W x C is generated and ap-
plied to each channel independently using group convolution. This de-
sign reduces computational complexity while preserving channel-wise
information.

Following the convolution and non-linear activation function, aver-
age pooling is applied to further reduce the spatial dimensions of the
feature maps. This pooling step also serves as a means of aggregating
local information into patch-level representations, as demonstrated in
[18]. Subsequently, all feature maps from different resolution levels are
upsampled to a unified spatial size using bilinear interpolation. Finally,
the upsampled feature maps are concatenated along the channel dimen-
sion to form the final representation, which is then passed through the
rest of the pipeline, as illustrated in Fig. 1.

4. Experiment
4.1. Dataset

The dataset used in this study was introduced by Garcia Vargas
(2025) [33]. It consists of a total of 1045 RGB images in PNG format,
including both normal and defective samples. The inspected specimen
is a unidirectional carbon/PEEK laminate (100 X 100 mm) with a fiber
volume fraction of 61% and a stacking sequence [02/902]. Artificial de-
lamination was introduced by embedding Kapton tape inserts of vary-
ing sizes (2 X 2mm, 3 X 3mm, and 4 X 4mm) at different depths
(0.13mm, 0.26 mm and 0.39 mm) prior to the moulding process and
providing a controlled set of defect conditions for evaluation. Thermal

data were collected using a mid-wave infrared (MWIR) camera oper-
ating at a spatial resolution of 640 x 512 pixels and a frame rate of
55 Hz. Each PT excitation produced a sequence of thermograms that
captured the transient heat diffusion process on the laminate surface.
For annotation, binary masks are provided to indicate defect regions:
pixels labelled as O represent defect-free areas, while pixels labelled as
1 correspond to defective regions.

Fig. 3 presents several representative examples of both normal and
defective samples together with their corresponding binary masks. Al-
though the embedded defects are nominally square in geometry and
vary in size and number across different samples, their visibility de-
pends strongly on the heat diffusion process and the resulting ther-
mal contrast. In many frames, defects are not clearly distinguishable to
the human eye because the temperature differences between defective
and sound regions can be subtle, particularly as thermal gradients de-
cay over time. Additionally, measurement noise, non-uniform heating,
and the inherently smooth thermal response of composite materials may
lead to blurred boundaries and spatially varying intensity patterns [34].
These factors collectively reduce visual separability and introduce sig-
nificant challenges for defect identification, thereby providing a realistic
and physically meaningful test scenario for evaluating the robustness of
anomaly detection algorithms [35].

The entire dataset is divided into training, validation, and testing
sets with a split ratio of 70%, 15%, and 15%, respectively, according to
the paper [33].

4.2. Metrics

In anomaly detection and localisation tasks, especially in the context
of image data, performance evaluation plays a critical role in assess-
ing the reliability and robustness of the model. Among commonly used
evaluation metrics, the Area Under the Receiver Operating Characteris-
tic Curve (AUROC) is widely adopted due to its threshold-independent
nature and ability to capture the overall discriminative performance of
a model. [36-38] There are generally two levels of AUROC applied in
image anomaly detection:

¢ Image-Level AUROC (I-AUROC) evaluates whether an entire image
is classified as normal or anomalous. It is computed by comparing
the predicted anomaly score (often a single value per image) against
the ground truth label for the image (normal or defected).

¢ Pixel-Level AUROC (P-AUROC) assesses the model’s ability to lo-
calise anomalies at the pixel level. Here, an anomaly score is assigned
to each pixel, and the AUROC is computed by comparing these scores
to the binary ground truth mask indicating defect regions.

The commonly used Intersection over Union (IoU) metric is not ap-
plied in this case due to several limitations in anomaly detection and
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Fig. 3. Examples of original (top row) and annotated images (bottom row) [33].

localisation. IoU requires a fixed threshold to binaries the anomaly map,
making performance highly sensitive to the threshold choice. It is also
unreliable for detecting small or sparse anomalies, where even accu-
rate predictions can result in low IoU scores. Moreover, IoU provides a
binary evaluation, ignoring the confidence of predictions. In contrast,
pixel-level AUROC offers a threshold-independent assessment, captures
the model’s ability to rank anomalous pixels above normal ones, and
remains informative even under uncertainty or when defects are subtle.

In addition to using I/P-AUROC metrics to evaluate the detection
accuracy of each model, we also assess their computational efficiency
through a set of runtime metrics. These runtime metrics provide insight
into the resource requirements and practical feasibility of deploying the
models in real-world scenarios, especially on resource-constrained de-
vices.

¢ Inference Latency: This refers to the time it takes for the model to
process a single input image and produce a prediction. Lower latency
is critical for real-time or low-latency applications, such as industrial
anomaly detection systems.

e Model File Size: This is the storage size of the trained model on disk.
A smaller model size is preferable for deployment in environments
with limited memory or storage capacity, such as embedded systems
or edge devices.

e Peak Runtime Memory (RAM) Consumption: This captures the
highest amount of memory used during inference, including both
model weights and intermediate computations. It provides a realistic
view of the memory footprint required to run the model in practice.

By combining both detection accuracy and runtime performance
metrics, we offer a comprehensive evaluation of each model in terms
of predictive quality with computational efficiency.

4.3. Baselines

4.3.1. Fully supervised learning

To evaluate the effectiveness and efficiency of our proposed RCKs-
based method, we compare it against several widely used baseline ap-
proaches on the thermographic dataset. These baselines are grouped into
three main categories namely, fully supervised learning, few-shot unsu-
pervised learning, and zero-shot unsupervised learning, based on the
amount of labelled data and prior knowledge required during training.

For the fully supervised learning baseline, we adopt the widely used
U-Net architecture, which has become a standard model for pixel-wise
image segmentation tasks, including anomaly detection and localisation.

U-Net follows an encoder-decoder structure, where the encoder progres-
sively reduces the spatial resolution of the input image to capture high-
level semantic features, while the decoder upsamples these features to
produce an output mask that aligns with the original image dimensions.

In our implementation, the input is a 3-channel RGB image of shape
224 x 224 x 3. The encoder path consists of five downsampling blocks,
each halving the spatial dimensions and doubling the number of chan-
nels, ultimately expanding the feature depth to 1024 channels. The de-
coder then includes five upsampling blocks, which gradually recover the
spatial resolution and reduce the channel dimension back to 3, match-
ing the original input format. This setup enables the network to learn
rich hierarchical features and accurately reconstruct pixel-level defect
predictions.

To optimise the training process, we use a composite loss function,
denoted by £ that balances Binary Cross-Entropy (BCE) Loss and Dice
Loss [39]:

L =a-BCELoss+ (1l —a)- DiceLoss

Specifically, the BCE Loss measures the pixel-wise classification er-
ror between the predicted mask and the ground truth binary mask, and
the DiceLoss is a region-based metric that emphasises overlap between
the predicted and actual defect regions, which is particularly useful in
handling class imbalance. A weighting hyperparameter « is introduced
to flexibly balance the contributions of these two loss terms.

4.3.2. Few-shot unsupervised learning

For the unsupervised few-shot learning baseline, we adopt the well-
established PatchCore [40]. This approach can be used to perform
anomaly detection with a very limited number of normal samples. In
our setup, we randomly select normal samples from the training set to
serve as the reference set. During the feature extraction stage, we fol-
low the strategy proposed in the original PatchCore paper [40]. Specif-
ically, we use a WideResNet-50 model pre-trained on the ImageNet-1k
dataset to extract mid-level features. Features are taken from the output
of the second and third convolutional blocks, which are known to cap-
ture meaningful texture and structural information useful for detecting
anomalies. The extracted feature maps from these two blocks are resized
to a uniform spatial resolution and concatenated along the channel di-
mension, resulting in a combined feature map of shape 1,536 x 28 x 28
for each input image of shape 3 x 224 x 224. This high-dimensional fea-
ture representation encodes both local and contextual information from
the image. Next, we construct a memory bank using the features of the
four normal reference samples using a core-set selection algorithm pro-
posed in the original paper, which selects a representative subset of
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The I-AUROC(%)/P-AUROC(%) of different methods for the thermographic anomaly detection.

Fully Supervised Learning  4-shot Unsupervised Learning

U-Net PatchCore

Zero-shot Unsupervised Learning

Sauvola’s method

Zvsm(Resnet) Ours

94.07/98.89 83.35 +0.026/85.56 + 0.024

85.04/92.65

94.04/87.83 94.0 +0.011/92.19 £ 0.002

features from the full memory to reduce redundancy and improve in-
ference speed.

4.3.3. Zero-shot unsupervised learning

For the zero-shot learning baseline, we adopt the method proposed
by Aota et al.(2023) [18], following the original configuration precisely.
This includes using the same backbone network and specifying the same
layer for feature extraction. Unlike supervised or few-shot approaches,
zero-shot methods do not require any training or adaptation on the
target dataset, making them particularly appealing for scenarios with
limited or no labelled data. In this method, the input image is first
rescaled to a resolution of 340 x 340 pixels. Feature extraction is then
performed using the second convolutional block of a WideResNet-50
model pre-trained on ImageNet-1k. The resulting feature representation
has a shape of 512 x 40 x 40, capturing rich mid-level information across
the entire image. The KNN then computes the distance between local
features on the test image. Areas that significantly deviate from this dis-
tribution are flagged as anomalous. After that, the resulting score map
is upsampled to match the original image resolution. This is done using
Gaussian smoothing, which not only increases the resolution but also
smooths the score map, reducing noise and improving the spatial co-
herence of detected regions. Finally, a centre crop of size 256 x 256 is
applied to the upsampled image. This step helps to mitigate false pos-
itive detections near the image borders, which are a common issue in
zero-shot models due to padding and boundary effects in convolutional
operations.

4.4. Setup

For the U-Net model, we set the balancing coefficient « = 0.5 to give
equal weight to both components of the BCE loss and Dice Loss. The
model is trained using the Adam optimiser, a widely adopted stochastic
gradient-based algorithm known for its effectiveness in deep learning
tasks. We use an initial learning rate of 1 x 10~* and train the model for
60 epochs using the training split, which includes both input images and
their corresponding binary defect masks. After training, we evaluate the
U-Net’s performance on the test split using the metrics described earlier,
including I/P-AUROC and runtime measurements.

For the PatchCore baseline, we randomly select four normal samples
from the training set to construct a reference memory bank, following
the original procedure outlined in the PatchCore paper. To ensure sta-
tistical robustness and reduce sampling bias, this selection process is
repeated using five independent random seeds, and the reported results
are averaged across these runs.Once the memory bank is established,
the model is evaluated on the test set. Anomalies are identified by com-
puting the distance between local features from the test image and those
stored in the memory bank. Larger deviations from the normal feature
distribution indicate a higher likelihood of an anomaly in a given region.

As for Aota et al’s method and our proposed approach, both are zero-
shot unsupervised methods that do not require labelled training data. To
prevent any potential data leakage, we apply both methods directly on
the test set without using any training samples or annotations.

In our method, as illustrated in Fig. 2, the input image is first pro-
cessed through consecutive Gaussian blurring and pooling operations
to construct multi-scale representations. Given an input image of size
(3 x 224 x 224), this procedure generates feature maps at three spatial
resolutions: (C x 64 x 64), (C x 32 x 32), and (C X 16 x 16), where C de-
notes the number of random convolution kernels applied per channel.

At each resolution, random convolution kernels are applied in a
channel-wise grouped manner, followed by a sigmoid non-linear acti-
vation to normalise the responses into the range [0,1]. Subsequently,
an average pooling operation with a 2 x 2 windows and a stride of 2 is
employed to further aggregate local information. To enable consistent
feature aggregation across scales, all resulting feature maps are resized
to a unified resolution of (C x 32 x 32), forming a common representa-
tion for anomaly detection. Finally, the same KNN-based algorithm pro-
posed by Aota et al.(2023) [18] is applied, treating these unified feature
maps as patch-level descriptors.

A key hyperparameter in both methods is the top-k value, which de-
fines how many nearest neighbours are considered when calculating the
anomaly score for each patch. In our experiments, we set k = 10, ensur-
ing a consistent and fair comparison across both approaches. To ensure
statistical robustness, all experiments are repeated using five indepen-
dent random seeds, and the reported results correspond to the average
performance across these runs.

In addition, the classical Sauvola’s method [27] is included as a sim-
ple baseline for comparison. As a local adaptive thresholding algorithm,
Sauvola computes pixel-wise thresholds based on local statistics and is
capable of detecting intensity deviations without requiring any learning
or feature extraction.

All models are evaluated on the same hardware platform, which is
equipped with an Intel® Core™i5-12600K CPU (10 cores), 32 GB of
RAM, and an NVIDIA RTX 4090 GPU with 24 GB of VRAM.

4.5. Experiment results

Table 1 summarises the I-AUROC and P-AUROC performance of dif-
ferent approaches for thermographic anomaly detection. These indica-
tors can accurately reflect the actual performance of an image segmen-
tation algorithm. The fully supervised U-Net model achieves the highest
pixel-wise AUROC (98.89%) and a strong image-level AUROC (94.07%),
reflecting the benefit of abundant labelled data and end-to-end optimisa-
tion. Interestingly, our proposed method (labeled “Racon” in our results)
attains comparable image-level performance (94.0%) to both U-Net and
the zero-shot deep feature method of Aota et al(labeled “ZvSM” in our
results), while maintaining a competitive pixel-level AUROC (92.19%).
This demonstrates that, despite its simplicity and lack of training, the
RCK approach can reach performance levels close to fully supervised
deep networks. PatchCore, as a 4-shot method, performs notably worse
on both metrics, likely due to the limited number of support samples.
The classical Sauvola’s method threshold method also achieves reason-
able pixel-level scores (92.65%) but underperforms on image-level AU-
ROC, indicating lower robustness.

It is important to note that - AUROC and P-AUROC capture differ-
ent aspects of anomaly detection performance. I-AUROC reflects the
model’s ability to distinguish between defective and non-defective sam-
ples at a global level, while P-AUROC evaluates the accuracy of spa-
tial localisation. In thermographic inspection, these two aspects are not
always aligned. Methods that produce smooth anomaly maps may
achieve higher I-AUROC due to consistent global responses, but may
lack precise localisation, leading to lower P-AUROC. Conversely, meth-
ods that emphasise local gradients may achieve better localisation at the
cost of global consistency.

The proposed RACON framework achieves a balanced performance
across both metrics, indicating its capability to capture both global
anomaly presence and local defect structure.
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Fig. 5. The comparison of model storage and runtime memory consumption.

Fig. 4 compares the inference latency of each evaluated model under
identical input dimensions and hardware conditions. As shown, tradi-
tional deep learning-based models such as U-Net and PatchCore exhibit
significantly higher latency, with average inference times exceeding
150ms per image. In contrast, our proposed RCK-based method achieves
inference within approximately 30ms, representing a 5 x reduction in
latency compared to U-Net and a 4.5 X speed-up relative to PatchCore.
This efficiency is primarily attributed to the training-free nature of the
RCK pipeline, absence of learned weights, and the shallow convolutional
structure that eliminates the need for backpropagation or feature aggre-
gation layers.

Notably, while Sauvola’s method demonstrates the fastest inferenc,
its performance in anomaly localisation and robustness is substantially
lower than that of RCK.

Fig. 5 presents a comparative analysis of model storage require-
ments and runtime memory consumption across five anomaly detec-
tion approaches: a fully supervised U-Net, the few-shot method Patch-
Core, the classical Sauvola thresholding baseline, the zero-shot deep fea-
ture model proposed by Aota et al.(2023), and the proposed RCK-based
random convolution model. For brevity, these methods are denoted as
ZVSM, PatchCore, RACON, U-Net, and SAU, respectively. The blue bars
correspond to the peak runtime memory usage measured in megabytes
(MB), while the red bars represent the model file sizes, each referenced
to its respective y-axis. Both axes are displayed on logarithmic scales to
enable clear comparison among models whose resource demands span
multiple orders of magnitude.

As shown in the figure, ZVSM and PatchCore, both built upon the
WideResNet50 backbone, exhibit the highest runtime memory consump-
tion, requiring approximately 3.8 and 3.5 GB, respectively, and also in-
cur substantial storage overheads of around 263 MB. In comparison, U-
Net demonstrates a moderate runtime memory footprint of roughly 1.0
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GB, yet still maintains a relatively large model size of 67.5 MB, reflecting
the parameter-intensive nature of deep convolutional architectures.

By contrast, RACON achieves a dramatically reduced storage foot-
print, with a model size of only 0.01 MB, while its runtime memory
usage remains at approximately 1.24 GB, illustrating the decoupling be-
tween parameter count and intermediate feature storage. The proposed
SAU model attains the most compact and efficient profile overall, com-
bining the lowest memory consumption (approximately 796 MB) with a
negligible model file size, thereby clearly demonstrating the advantages
of its lightweight design.

Overall, this comparison provides quantitative evidence of the ef-
ficiency characteristics of the proposed shallow, random-feature-based
framework. RACON requires only 0.01 MB of model storage, represent-
ing more than a 99.99% reduction compared with ZVSM and Patch-
Core (263.00 MB). In terms of runtime memory consumption, RACON
uses 1237.8 MB, which is approximately 67.5% lower than ZVSM
(3803.2MB) and 64.3% lower than PatchCore (3468.1 MB). Its mem-
ory usage is within the same order of magnitude as U-Net (1012.1 MB),
although slightly higher by approximately 22.3%. These results indicate
that RACON does not minimise runtime memory across all methods, but
it provides a substantial reduction in model storage while maintaining
a training-free inference pipeline, making it attractive for deployment
in resource-constrained thermographic inspection scenarios.

5. Discussion
5.1. Why the RACON works

Fig. 6 presents a qualitative comparison of anomaly score maps pro-
duced by different methods on a representative thermographic sample.
The original thermogram exhibits low contrast and spatially smooth
temperature variations, which are characteristic of active thermography
due to heat diffusion and subsurface attenuation. These properties make
defect boundaries inherently ambiguous and challenging to localise pre-
cisely.

Clear differences can be observed in the spatial behaviour of the
anomaly maps generated by each method. The fully supervised U-
Net produces sharply defined and well-localised segmentation results,
closely matching the ground truth mask. This is expected, as the model
is trained with pixel-wise supervision, enabling accurate boundary re-
construction. However, such performance depends heavily on labelled
data and may be sensitive to variations in acquisition conditions.

In contrast, ZVSM produces smooth and spatially diffused anomaly
responses. While the main defect region is correctly identified, the ac-
tivation extends beyond the true boundary. This behaviour reflects the
nature of deep feature embeddings, which emphasise global structural
consistency over fine-grained spatial precision. As a result, ZVSM typ-
ically achieves strong image-level discrimination (high I-AUROC) but
weaker localisation accuracy (lower P-AUROC). PatchCore exhibits a
similar trend, generating coarse anomaly maps due to its reliance on
patch-level feature similarity, which captures global deviations but does
not enforce pixel-level sharpness.

The classical Sauvola method produces highly fragmented and noisy
anomaly maps. Its sensitivity to local intensity variations leads to scat-
tered responses across the background, particularly in regions affected
by thermal noise or surface artefacts. While this behaviour may capture
fine local fluctuations, it lacks global consistency, resulting in unstable
detection performance.

The proposed RACON framework achieves a balanced behaviour be-
tween these extremes. The anomaly map demonstrates clear localisa-
tion of the defect region while maintaining effective background sup-
pression. This can be attributed to the multi-scale random convolu-
tional feature extraction, which captures both local thermal gradients
and broader structural deviations. Unlike deep feature-based methods,
RACON preserves spatial consistency without excessive smoothing, and
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Fig. 6. Visual comparison of anomaly score maps produced by different methods on a representative thermographic sample.

unlike intensity-based approaches, it is less sensitive to noise due to its
operation in a feature space rather than directly on raw intensities.

These qualitative observations are consistent with the quanti-
tative results reported in Table 1. Methods that produce smooth
anomaly maps (e.g., ZVSM, PatchCore) tend to achieve higher -AUROC
but lower P-AUROC, whereas methods with strong local sensitivity
(e.g., Sauvola) may exhibit improved localisation in certain regions
but suffer from poor global discrimination. RACON demonstrates a
favourable trade-off, achieving competitive performance across both
metrics.

This behaviour reflects a key property of thermographic data: de-
fect signatures often manifest as subtle, low-frequency spatial anomalies
rather than complex semantic structures [41]. Consequently, effective
detection does not necessarily require deep hierarchical representations,
but rather the ability to identify consistent spatial deviations from the
background.This finding also aligns with recent progress in lightweight
and data-efficient thermographic anomaly detection [24-26], where
the focus is increasingly on reducing reliance on fully supervised large
scale training while maintaining strong defect representation capabili-
ties. Nonetheless, the majority of current lightweight or memory-based
methods still depend on pre-trained feature extractors, memory bank
construction, support-sample selection, or specialised feature optimi-
sation schemes. By contrast, the proposed framework adopts a fun-
damentally different paradigm that leverages stochastic feature pro-
jection and within-image statistical comparison, thus obviating the
need for feature pre-training, memory-bank optimisation, or support-
image construction. By projecting the input into a high-dimensional ran-
dom feature space, RACON enhances such deviations while suppress-
ing noise-induced fluctuations. In practice, local disturbances such as
sensor noise or isolated hot pixels may alter intensity values, but they
rarely produce consistent responses across multiple kernels and scales.
This consistency-driven representation improves robustness and leads
to anomaly maps that are more aligned with the underlying defect
structure compared with direct intensity-based methods such as Sauvola
[27].

5.2. Ablation analysis and discussion

To systematically evaluate the design choices of the proposed
RACON framework, an ablation study is conducted focusing on two key
components: (i) the size of the random kernel bank, (ii) the selection of
feature extraction layers. This analysis aims to identify how each compo-
nent contributes to detection performance and to characterise the trade-
off between accuracy and efficiency.

5.2.1. Effect of random kernel bank size

The number of random convolutional kernels is varied from 9 up to
2049, with the feature extraction layer fixed to Layer 2. As illustrated
in Fig. 7, enlarging the kernel bank consistently boosts pixel-level per-
formance, increasing P~-AUROC from 0.863 to 0.953. This demonstrates
that a larger kernel set enriches feature diversity and enhances defect
localisation.

AUROC across Kernel Numbers
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Fig. 7. Effect of kernel bank size on detection performance.

In contrast, image-level performance follows a non-monotonic pat-
tern. Moderate increases in kernel count improve I-AUROC, but an ex-
cessive number of kernels introduces redundancy, causing slight fluctu-
ations in performance. This implies that global discrimination benefits
from kernel diversity only up to a certain threshold, after which addi-
tional kernels provide limited incremental information.

From a computational standpoint, Fig. 8a and b indicate that both
runtime and memory usage grow steadily with kernel size. Average in-
ference time rises from 0.021 s to 1.958 s per image, while peak memory
usage increases from roughly 1901 MB to 2277 MB. Importantly, perfor-
mance improvements saturate beyond approximately 258-513 kernels,
suggesting that a moderate kernel count offers a favourable trade-off
between accuracy and efficiency.

5.2.2. Effect of layer configuration

To examine the effect of hierarchical feature representations, we
evaluate multiple layer configurations, including single-layer (L1, L2,
L3), dual-layer (L1,2, L1,3, L2,3), and the full multi-layer setup (L1,2,3).

In the proposed framework, hierarchical features are constructed
through successive Gaussian pooling operations, which progressively re-
duce spatial resolution while increasing the level of abstraction. Specif-
ically, L1, L2, and L3 correspond to feature maps of size 112 x 112,
56 x 56, and 28 x 28, respectively. The performance comparison is shown
in Fig. 9a. Single-layer results reveal clear differences across represen-
tation scales. L1 and L2 achieve strong performance, while L3 per-
forms poorly at the image level (I-AUROC = 0.114). This indicates
that high-level, low-resolution features alone are insufficient for reliable
global anomaly detection. The degradation can be attributed to the loss
of fine-grained thermal information during repeated pooling, which is
critical for identifying subtle temperature variations in thermographic
data [41].

From a representational perspective, L1 preserves high spatial reso-
lution and captures detailed local temperature gradients, which are es-
sential for detecting small or weak defects. L2 provides a balanced rep-
resentation, retaining sufficient spatial detail while incorporating mod-
erate abstraction, leading to strong and stable performance. In contrast,



S. Peng et al.

Runtime across Kernel Numbers

10714

Average Time per Image (s)

T T T T T u T T T
0 250 500 750 1000 1250 1500 1750 2000
Number of Random Kernels

(a) Runtime vs kernel size

Results in Engineering 30 (2026) 111123

Peak Memory across Kernel Numbers

1201
1400

1300 1

1200 4

Peak Memory (MB)

1100 4

1000 4

T T T T u T T T
0 250 500 750 1000 1250 1500 1750 2000
Number of Random Kernels

(b) Peak memory vs kernel size

Fig. 8. Computational cost analysis with respect to the number of random kernels: (a) runtime per image (log scale), and (b) peak memory usage.

L3 focuses on coarse, highly abstracted patterns, where local thermal
variations are significantly smoothed out. While such representations
are effective for semantic recognition tasks, they are less suitable for
thermographic anomaly detection, where defects manifest as subtle lo-
cal deviations rather than high-level structures.

Multi-layer configurations consistently improve performance by
combining complementary information across scales. The full multi-
layer configuration L1,2,3 achieves the best overall results (I AUROC
= 0.948, P-AUROC = 0.922), demonstrating the benefit of integrating
both fine and coarse representations. Similarly, L12 (I-AUROC = 0.944,
P-AUROC = 0.926) and L13 (I-AUROC = 0.921, P-AUROC = 0.920)
provide competitive performance, confirming the effectiveness of multi-
scale feature fusion. In contrast, L2,3 shows a pronounced decline in
image-level performance (I-AUROC = 0.243) while maintaining a rel-
atively high P-AUROC, reinforcing that the lack of low-level features
markedly reduces overall discriminative power.

Importantly, considering both performance and computational effi-
ciency, L2 represents the most favourable configuration. While multi-
layer setups achieve slightly higher peak accuracy, they introduce addi-
tional computational overhead due to feature concatenation and multi-
scale processing. In comparison, L2 achieves near-optimal performance
with significantly lower complexity, making it a more practical choice
for real-world deployment scenarios where efficiency is critical. These
findings highlight that effective thermographic anomaly detection re-
quires a careful balance between spatial resolution and feature ab-
straction. Low-level features are essential for capturing subtle tem-
perature variations, while higher-level features provide complemen-
tary contextual information for localisation. The integration of multi-
scale representations therefore plays a critical role in achieving robust
performance.

5.3. Robustness to thermal and acquisition-induced disturbances

A key challenge in thermographic anomaly detection is reliably sep-
arating genuine subsurface defects from artefacts created by acquisi-
tion conditions, including non-uniform heating, emissivity changes, re-
flections, and environmental disturbances. These acquisition effects fre-
quently appear as local hotspot-like regions or structured background
patterns, which can substantially modify the observed intensity distri-
bution without corresponding to real defects.

The dataset employed in this work naturally contains thermal back-
ground noise introduced during the acquisition process. However, such
noise is uncontrolled and cannot be systematically adjusted for sensitiv-
ity analysis. To enable a more rigorous robustness assessment, we intro-
duce controlled, optical-style perturbations by superimposing 5 weak,
localised hotspots with varying spatial configurations.

Table 2
Performance under optical perturbation and corresponding degrada-
tion (%) under 5-seed test.

Method I-AUROC (%) Drop (%) P-AUROC (%) Drop (%)
RACON 87.15 + 8.55 7.29 63.57 +£9.05 31.03
ZVSM 76.24 + 0.67 18.93 57.57 £6.31 34.48
PatchCore  75.10 +6.25 9.90 76.18 +£6.20 10.97
Sauvola 50.00 + 0.00 41.23 87.23 +1.30 5.85
U-Net 49.33+£5.92 47.60 51.60 +£0.33 47.78

Specifically, the perturbations are generated by adding a set of spa-
tially distributed Gaussian-like hotspot patterns with randomly sam-
pled positions, amplitudes, and spatial extents. These parameters are
designed to mimic realistic acquisition artefacts commonly observed in
thermographic imaging, including non-uniform excitation, sensor drift,
and reflection-like responses. By varying the number, intensity, and
spread of these hotspots, the perturbation process produces diverse dis-
turbance patterns that challenge both global discrimination and local
localisation capabilities. As illustrated in Fig. 10, the generated pertur-
bations visually resemble realistic acquisition artefacts while remaining
spatially controlled. To ensure statistical robustness and reduce sensi-
tivity to specific perturbation instances, the perturbation process is re-
peated using three independent random seeds. All reported results cor-
respond to the mean performance across these runs, with the standard
deviation used to quantify variability.

This perturbation model operates purely in the image domain and
does not attempt to fully simulate the underlying radiometric imaging
physics. Instead, it provides a controlled and visually plausible approx-
imation of typical acquisition disturbances, enabling systematic evalua-
tion of model robustness under distribution shibft.

Asillustrated in Table 2 and Fig. 11, the resulting performance degra-
dation trends remain consistent across different perturbation levels and
evaluation metrics. Comparing the baseline results Table 1 with the
perturbed results reveals pronounced differences in robustness between
methods. The fully supervised U-Net exhibits the most severe degra-
dation. While it achieves the highest performance under unperturbed
conditions (94.07% I-AUROC and 98.89% P-AUROC), its image-level
AUROC drops dramatically to 0.4933 + 0.0592 under optical perturba-
tion, with the pixel-level AUROC also decreasing to 0.5160 + 0.0033. This
substantial decline highlights a strong sensitivity to distribution shift. As
U-Net learns a direct mapping from image appearance to defect labels
based on the training distribution, the introduction of hotspot-like arte-
facts alters the input statistics in ways not encountered during training.
Consequently, the learned representations fail to genebralise, leading to
unreliable global anomaly detection.
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Original With hotspots (cache)

Synthetic thermal field
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In contrast, training-free approaches such as RACON and ZVSM
demonstrate significantly improved robustness. RACON maintains a
high image-level AUROC of 0.8715 +0.0855, while ZVSM achieves
0.7624 + 0.0067, indicating comparatively stable global discrimination.
These methods do not rely on learned data distributions but instead cap-
ture intrinsic structural irregularities, making them inherently less sus-
ceptible to distribution shift. PatchCore shows moderate degradation,
with I-AUROC decreasing to 0.7510 + 0.0625. Although it leverages pre-
trained features, its reliance on a normality reference makes it partially
sensitive to perturbation-induced distribution changes.

From a pixel-level perspective, a different behaviour emerges. The
Sauvola method achieves a high P-AUROC of 0.8723 + 0.0130, primar-
ily due to its strong sensitivity to local intensity variations. In defec-
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tive images, defect-induced contrast dominates local statistics, and mod-
erate perturbations have limited impact on detection. However, this
behaviour is highly asymmetric. In defect-free images, the introduced
hotspots are indistinguishable from true defects under local threshold-
ing, leading to widespread false positives and a severe drop in - AUROC
(0.5000 + 0.0000). PatchCore demonstrates strong overall robustness,
achieving a relatively high P-AUROC (0.7618 + 0.0620) and a moderate
I-AUROC (0.7510 £ 0.0625) under perturbation, resulting in one of the
smallest combined degradations across both metrics.

This behaviour stems from its modelling of the normal data distribu-
tion in feature space. By constructing a memory bank of normal samples,
PatchCore identifies anomalies as deviations from this learned mani-
fold. Under perturbation, both defects and hotspot-like artefacts devi-
ate from the normal distribution, leading to elevated anomaly scores
and improved pixel-level separability, while maintaining relatively sta-
ble global discrimination.

The relatively low variance further indicates consistent performance
across different perturbation instances, suggesting reduced sensitivity
to specific disturbance patterns. However, this robustness comes at the
cost of reduced specificity, as the model responds similarly to true de-
fects and perturbation-induced artefacts, limiting its ability to precisely
distinguish physically meaningful anomalies from spurious responses.

RACON and ZVSM, in contrast, achieve lower P-AUROC values
(0.6357 + 0.0905 and 0.5757 + 0.0631, respectively), indicating a limita-
tion in fine-grained localisation. These methods emphasise structural
consistency in feature space and produce smoother anomaly maps,
which suppresses noise-induced artefacts but leads to less sharply de-
fined boundaries. This limitation is further influenced by the physical
nature of thermographic data, where heat diffusion and subsurface at-
tenuation inherently blur defect boundaries.

These observations are further supported by the qualitative re-
sults shown in Fig. 12. It can be observed that intensity-based and
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Fig. 12. Qualitative comparison of anomaly score maps under optical perturbation.

normality-deviation methods (e.g., Sauvola and PatchCore) respond
strongly to hotspot artefacts, whereas RACON produces smoother and
more globally consistent responses, focusing on structural deviations
rather than local intensity fluctuations.

Overall, these results highlight a critical distinction between global
discrimination and local sensitivity. A high P~-AUROC under perturba-
tion does not necessarily indicate accurate defect localisation but may
instead reflect sensitivity to local intensity variations or deviations from
normal behaviour. In contrast, Il AUROC provides a more reliable indi-
cator of robustness under distribution shift.

Importantly, the introduced optical-like perturbations pose a signif-
icant challenge to existing methods. Fully supervised models are partic-
ularly vulnerable, as their performance strongly depends on the train-
ing data distribution and degrades severely under unseen perturba-
tions. Unsupervised and zero-shot approaches also face difficulties, as
perturbation-induced artefacts can distort feature representations or be
misinterpreted as anomalies, leading to unstable responses.

5.4. Limitations

It must be acknowledged that our evaluation is limited to single ther-
mographic data with relatively uniform defect types. The experimental
dataset primarily contains one class of material (carbon-fiber compos-
ites) and defect patterns (e.g., delamination) that are fairly consistent in
shape and thermal signature. Although this allowed us to demonstrate
the effectiveness of the method under controlled conditions, it does not
cover the full diversity of potential anomalies in real-world scenarios.
In more complex settings, defects might take varied forms (cracks, ir-
regular shape damage, multi-scale textures) or occur on backgrounds
that are less uniform than the ones tested here. And all inputs in this
study were from a single imaging modality (infrared thermography);
many practical inspection systems may fuse information from multiple
modalities (for example, combining thermal and visible-light data) or
deal with environments where the “normal” background itself has sig-
nificant texture or clutter. We therefore caution that further research is
needed to assess the generalisability of the RCK approach. Future studies
should evaluate its performance on broader datasets that feature vari-
ous defects of different shapes and sizes, as well as explore its integra-
tion with other sensor data. Such investigations will help determine if
any modifications or additional training signals are required to maintain
high accuracy when moving beyond the relatively simple, homogeneous
conditions addressed in the current work.

Finally, these findings prompt reflection on the broader landscape of
anomaly detection techniques, suggesting that the choice of backbone
complexity should be aligned with the variability of the target domain.
In highly complex or high-variability domains (for instance, natural im-
ages or unconstrained scenes with many object types), advanced deep
networks with extensive learned parameters are often indispensable to
capture the rich range of patterns that define “normal” data. However,
for structured, low-variability domains like the thermographic inspec-
tions studied here, we find that even classic non-parametric approaches
can be surprisingly effective. Simpler methods, such as adaptive thresh-
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old (e.g., the Sauvola method), already leverage the uniform background
assumption and can detect obvious deviations with minimal computa-
tion, albeit usually with lower accuracy or specificity. Our RCK-based
approach can be viewed as a hybrid that bridges these two extremes. It
preserves the lightweight, training-free nature of traditional techniques
while incorporating the representational power of convolutional feature
extraction to improve detection performance. This middle-ground strat-
egy demonstrates that one need not always resort to a massive deep
model to achieve reliable results-especially if the problem domain in-
herently constrains the complexity of anomalies. The success of the
RCK method thus encourages further work on efficient yet generalizable
anomaly detectors.In future research, one could imagine extending this
concept by combining random feature extractors with modest learning
components or fine-tuning to handle moderately more complex scenar-
ios without sacrificing efficiency. In summary, our study highlights that
the most advanced backbone is not always necessary and that intelli-
gently designed lightweight models can suffice (and even excel) in spe-
cialised domains, pointing the way toward anomaly detection solutions
that are resource-efficient and broadly applicable.

According to the experimental results, our methods show a superior
performance in runtime metrics and are much lighter than methods built
upon deep neural networks, while maintaining a comparable detection
performance. In contrast to extensive training and heavy hierarchical ar-
chitecture, our method can deliver a significant computational resource
saving up to 100x memory reduction and with 3 times faster inference.

6. Conclusion

In this work, we have presented a lightweight and efficient frame-
work for zero-shot anomaly detection in thermographic imagery, lever-
aging Random Convolution Kernels (RCKs) as a computationally fru-
gal alternative to deep pre-trained backbones. Motivated by the data
scarcity and high annotation costs inherent in thermographic non-
destructive testing, our approach eliminates the need for any training
data by constructing a statistical reference model directly from the test
image itself. By extending the RCK concept to multi-channel inputs via
group convolutions and incorporating a multi-scale feature extraction
strategy grounded in scale-space theory, our method effectively captures
the subtle thermal deviations indicative of defects against a typically ho-
mogeneous background.

Experimental results on a dataset of CFRP laminates demonstrate
that the proposed RCK-based model achieves detection performance
comparable to fully supervised methods like U-Net and significantly
outperforms other unsupervised baselines at the image level, while
maintaining a competitive pixel-level AUROC(94.00%). Crucially, this
high accuracy is attained with a dramatic reduction in computational
overhead: our model exhibits orders of magnitude lower memory con-
sumption, model size, alongside a threefold improvement in inference
latency compared to zero-shot methods relying on heavy networks such
as WideResNet-50.

These findings underscore a key insight: the relative simplicity and
homogeneity of thermographic data often render complex, learned
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feature extractors unnecessary. Our RCK framework successfully bridges
the gap between the efficiency of classical thresholding techniques and
the representational power of deep learning, offering a practical, out-of-
the-box solution for resource-constrained industrial inspection systems.

Although our evaluation has been limited to a particular type of de-
fect in composite materials, the proposed framework suggests several
promising avenues for future investigation.

First, we plan a systematic assessment on diverse thermographic

datasets and inspection modalities to more thoroughly evaluate the
method’s generalisation capability.
Second, we will examine how RACON can be combined with established
thermographic preprocessing approaches to study potential synergies
between analytical signal reconstruction and stochastic feature projec-
tion.

Finally, extending the framework to address more challenging con-
ditions, such as heterogeneous backgrounds and multi-modal sensing, is
a crucial step toward deployment in real-world industrial environments.
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