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Ultra high-bypass ratio aircraft engines adopt slim fan cowl profiles which are sensitive to
separation on their external surfaces under diversion windmilling conditions, when engine
shutdown occurs during cruise. A two-dimensional wind tunnel rig is developed to investigate
the separation mechanisms experienced by aero-engine nacelles in such scenarios to establish the
detailed aerodynamics. The tunnel flow field with entry Mach number 0.65 broadly replicates
the expected diversion windmilling flow behaviour for a full-scale nacelle, featuring a supersonic
region which terminates in a normal shock wave on the external fan cowl surface. For the
three conditions investigated, which relate to different engine mass-flow rates, the response
of the boundary layer in this region progresses from remaining fully attached through to
well-established separation. However, the rig Reynolds number based on nacelle lip thickness is
about 1.2 × 106, roughly one-third of full scale, resulting in a transitional rather than turbulent
shock–boundary-layer interaction. Nevertheless, simple simulations correctly predict the wind
tunnel flow field, except for the precise boundary-layer response to normal shock waves, and so
experimental data from the rig can be used to validate relevant computational methods.

I. Introduction

There is a pressing need to allow for sustainable growth of the civil aviation industry by reducing the environmental
impact of commercial aircraft. This requirement has led to the European Commission setting the aviation sector

challenging targets under the FlightPath 2050 vision, namely to reduce fuel consumption by 75% and perceived noise
by 65% before 2050 [1]. A promising way to achieve these goals with current technology involves improving the
propulsive efficiency of aircraft engines by increasing the engine bypass ratio. In particular, ultra high-bypass ratio
(UHBR) engines allow considerable performance improvements towards achieving the required fuel burn reductions
[2]. These UHBR engines require significantly larger fans, which require the engine nacelles to also be increased in
cross-section. However, if the nacelles were also proportionally longer there would be a corresponding increase in
drag. To avoid this detrimental effect, novel UHBR nacelles need to be more compact by minimising both thickness and
length while satisfying aerodynamic design requirements [2, 3].

Nacelle design is typically optimised for cruise operating conditions [4]. In certain off-design scenarios, however,
the compact nature of UHBR nacelles can result in flow fields which exhibit substantial deviations from the baseline
case. One flight regime which is expected to be potentially problematic is at engine shutdown during the cruise phase of
flight, termed “diversion windmilling”. In windmilling scenarios such as this, the low mass-flow rate captured by the
engine causes the stagnation point to move further inside the nacelle lip (Fig. 1). Since the compact nacelle geometries
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(1) stagnation point moves inboard
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Fig. 1 Schematic of the flow separation mechanism for diversion windmilling.

Table 1 Operating conditions for the on-design cruise phase and the off-design windmilling scenarios.

case height (m) MFCR FNPR 𝑀∞ 𝛼 (deg)
cruise 10,700 MFCRcru FNPRcru 0.85 4.5
diversion windmilling 6100 MFCRdiv 1.32 0.65 4.5

necessarily have a more aggressive curvature at the leading edge, the inboard movement of the stagnation point results
in substantial acceleration of the flow as it follows the highly-curved lip geometry. With a Mach 0.65 inflow, the flow
acceleration around the nacelle lip creates a supersonic region. The normal shock which terminates this region can
separate the boundary layer on the external nacelle surface [5].

Any significant detachment of the boundary layer around the upper external surface of the fan cowl during engine
shutdown is problematic. In a situation where thrust is already reduced, this separation increases the drag and could
result in adverse interactions with the wing flow field, which is especially relevant for configurations where the engine is
installed close to the wing [5]. As a result, external fan cowl separation results in a considerable, negative impact on
aircraft performance. Nevertheless, the precise separation behaviour remain poorly understood due to the complex
underlying fluid mechanics, with the external fan cowl boundary layer subjected to strong favourable and adverse
pressure gradients in close succession. Furthermore, due to these complexities, the flow field is not reliably computed
by the Reynolds-averaged Navier–Stokes (RANS) methods typically used in industry, which is particularly problematic
for nacelle designers [6, 7]. These difficulties are compounded by a notable lack of high-quality experimental reference
data which can be used to validate relevant numerical methods.

In order to address this lack of in-depth knowledge about the detailed aerodynamic behaviour, a quasi-two-dimensional
transonic wind tunnel setup was recently developed to replicate the key flow physics underlying external fan cowl
separation in diversion windmilling conditions [8]. The current study aims to assess the extent to which this rig
reproduces the real flow problem, as required to investigate the detailed flow physics and provide validation data for
improving the predictive capabilities of relevant computational methods.

II. Design of Wind Tunnel Rig

Rig development process using CFD
The underlying objective when designing the rig geometry for studying diversion windmilling is to ensure that the wind
tunnel flow replicates the key flow physics experienced by a full-scale, installed nacelle. Figure 2 shows that, broadly
speaking, this can be achieved by defining floor and ceiling liner contours using bounding streamlines extracted from a
vertical plane through 3D computations of a full-scale nacelle. In practice, however, a more careful approach is adopted
to ensure that the installed wind tunnel set-up does indeed reproduce the desired separation mechanisms. In order to
achieve this, the rig development process, detailed in reference [8], is performed in three separate stages:

• Stage 1: Selecting a representative nacelle geometry An optimisation procedure is conducted to determine a
nacelle geometry for a full-scale installed UHBR engine that provides the best aerodynamic performance at cruise
whilst satisfying constraints to ensure that the adverse effects in off-design situations are not too severe.

• Stage 2: Analysis of flow field for full-scale nacelle Preliminary 3D RANS computations are performed on a
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Fig. 2 Schematic generation of the rig geometry for diversion windmilling: a) 3D RANS simulations of the
entire nacelle; b) streamlines from a slice through the vertical plane; c) the wind tunnel geometry with wall
contours defined by extracted streamlines.

full-scale, three-dimensional nacelle for the diversion windmilling scenario, with relevant parameters perturbed
about their nominal values to better understand their effects on the flow field.

• Stage 3: Detailed rig design The size of the nacelle model, its interface with the existing wind tunnel structure
and the mechanism of mass-flow split control are determined using 2D RANS computations of the test rig as well
as 3D RANS computations which account for the wind tunnel sidewalls.

Stages 1 and 2 of the rig development process require RANS computations of the full-scale nacelle whilst Stage 3
simulates the wind tunnel flow path. These computations may not capture all the flow physics entirely accurately but
they are still thought to be instructive in guiding the design of the wind tunnel rig. All computations are conducted
over a multi-block, fully-structured mesh with near-wall resolution, 𝑦+ ≈ 1. A double-precision density-based solver
with an implicit time-integration formulation is used to solve the compressible, steady Favre-averaged Navier–Stokes
equations. The computation of the numerical fluxes is based on a Roe scheme with the Green–Gauss method for
spatial discretisation. Viscosity is calculated using Sutherland’s law [9] and, with the exception of a small number of
computations which specifically investigate boundary-layer transition, the computations are run as fully turbulent using
the 𝑘–𝜔 shear-stress transport turbulence model [10].

Stage 1: Selecting a Representative Nacelle Geometry
The representative 3D non-axisymmetric baseline nacelle is designed for a long-range aircraft at 𝑀∞ = 0.85 with a
compact, dual separate jet exhaust. The nacelle design is left–right symmetric and there are four degrees of freedom
applied to each of five control aerolines at 45-degree intervals from top to bottom (Fig. 3a). Appropriate values for
these key nacelle dimensions are determined with a fully parametric definition that uses the intuitive class-shape
transformation (iCST) method [13, 14]. The design process is based on a multi-point, multi-objective optimisation
routine based on a well-established CFD methodology [4, 15–17].

The domain, shown in Fig. 3b, extends to a nominal far-field boundary at a distance of 40 engine-diameters from the
nacelle. At this boundary, pressure far-field boundary conditions are used to impose: the scenario-dependent Mach
number; the static pressure and temperature from the international standard atmosphere [18]; and the scenario-dependent
altitude. The surfaces on the spinner, the intake, the fan cowl, the bypass duct and the core duct are all modelled as
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Fig. 3 Generation of a representative nacelle geometry: a) control aerolines; b) mesh for 3D computations of
full-scale nacelle; c) Pareto front; and d) representative geometry. The azimuthal coordinate, 𝝓, goes from 0◦ at
the upper lip to 180◦ on the lower lip. Adapted from Swarthout [11] and Tejero [12].

no-slip adiabatic walls. A target mass-flow pressure outlet boundary condition, calculated from the scenario-dependent
mass-flow capture ratio value (Table 1), is prescribed at the fan face. Pressure-inlet boundary conditions are imposed at
the inlets to the bypass duct and core duct with calculated total pressure and temperature values. A grid sensitivity was
carried out for a representative mid-cruise condition. The grid-convergence index [19] was calculated to be 2.5% when
three different meshes with 5 × 105, 1 × 106 and 2 × 106 cells were considered, which is indicative of sufficient mesh
independence for geometry optimisation.

Each nacelle is assessed using 3D computations of the full-scale geometry at six operating conditions, including
the design cruise condition and diversion windmilling [20]. The initial Latin hypercube sampling (LHS) design space
exploration uses 400 candidate geometries. The subsequent optimisation procedures evaluate 7450 different nacelle
geometries, from which the Pareto front in Fig. 3c is constructed. The nacelle designs are then down-selected to
minimise cruise drag whilst requiring that the length of any separation be less than 5% of the nacelle length, 𝐿nac,
resulting in the representative nacelle geometry presented in Fig. 3d. The mesh independence and validation of this
numerical approach have been reported in a number of previous studies [4, 16, 21], and details of the methodology used
for the current optimisation process are set out extensively by Swarthout [11].

Stage 2: Analysis of flow field for full-scale nacelle
There are five key parameters which are expected to govern the flow behaviour during diversion windmilling: the
incidence angle (𝛼), the incoming freestream Mach number (𝑀∞), the altitude, the mass flow capture ratio (MFCR,
i.e. the ratio of the upstream streamtube capture area to the nacelle highlight area) and the fan nozzle pressure ratio
(FNPR, i.e. the ratio of the total pressure at the nozzle inlet for the bypass stream to ambient static pressure). The
altitude influences the local Reynolds number of the flow while the combined effect of 𝛼, FNPR and MFCR determines
the stagnation point on the nacelle. Representative values for these parameters are listed in Table 1. For the conditions
relevant to diversion windmilling, the Reynolds number based on lip thickness, Re𝑡 , is estimated to be around 3.7 × 106.

The flow field during diversion windmilling is analysed by considering the distribution of the isentropic Mach
number, i.e. the Mach number defined by the local surface pressure, on the external fan cowl surface [11]. Figure 4
presents this quantity extracted from computations of the three-dimensional full-scale nacelle at the nominal diversion
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Fig. 4 Isentropic Mach number and surface streamlines for the nominal diversion windmilling conditions in
Table 1. The non-dimensional streamwise coordinate, 𝒙∗ = 𝒙/𝑳nac, goes from 0 at the leading edge to 1 at the
trailing edge.

windmilling conditions (Table 1). This figure indicates that the flow over the nacelle forebody is transonic, with a
supersonic region terminating in a normal shock. The pre-shock Mach number is roughly 1.5, resulting in a closed
separation which is azimuthally positioned around 𝜙 = 45◦. In the axial direction, this separated region covers less than
5% of the nacelle length.

When the incoming Mach number is increased to 0.7, Fig. 5a shows that the shock moves downstream and increases
in strength. As a result, the separation length increases slightly, although it remains shorter than 5% of the nacelle
length. Meanwhile, reducing the freestream Mach number to 0.6 (Fig. 5b) causes the shock to move upstream such that
it weakens, resulting in attached flow over the entire nacelle. The flow field is also evaluated for a case with MFCR
reduced by 11% in Fig. 5c. The shock location remains roughly constant but the peak pre-shock Mach number increases.
Due to this enhanced shock strength, the extent of the separation is increased to about 20% of the nacelle length. When
the FNPR is varied from 1.15 to 1.35 (either side of the nominal value) in Figs. 5d and 5e, the flow over the fan cowl and
the extent of the shock-induced separation remain roughly unchanged. Thus, the peak cowl Mach number (which varies
between 1.4 and 1.6) and the shock strength both show a sensitivity to freestream Mach number and to MFCR but are
insensitive to FNPR.

Wind tunnel facility
The experimental rig is integrated into a blow-down transonic wind tunnel at the University of Cambridge. The
wind-tunnel assembly, which is schematically depicted in Fig. 6a, is fed from a high-pressure reservoir into the settling
chamber. Here, the flow passes through a number of flow straighteners and turbulence grids, followed by an 18:1
contraction with a round-to-rectangular transition. The test section, which is 114 mm wide and 1200 mm long, consists
of an underlying tunnel structure, marked in light gray in Fig. 6a, onto which custom-built liner blocks (dark gray) can
be bolted. The sidewalls of the wind tunnel are formed by removeable doors containing two optical-access windows
with 203 mm diameter, which are indicated in Fig. 6a. The stagnation pressure can be set up to a maximum of 200 kPa,
which permits some control over the Reynolds number of the flow in the test section.

There is an airfoil located downstream of the test section, as labelled in Fig. 6a. The flow at this point is choked
to form a “rear throat”, and the angle of the airfoil sets the effective choking area. The area ratio between this rear
throat and the test-section inlet determines the entry Mach number. In the test section itself, the nacelle model and the
contours of the tunnel liner blocks are based on a planar slice through 3D RANS simulations, as depicted schematically
in Fig. 2. Note that the geometry in Fig. 6b has been inverted for easier interface with the existing tunnel structure and
reduced curvature of the liner contours, thus preventing tunnel wall separation and unwanted supersonic regions. As
a result, the upper-bounding contour is representative of a streamline that is captured within the engine whereas the
lower-bounding streamline belongs to the region external to the nacelle.

The nacelle model splits the test section flow into two channels. In the upper channel, the ceiling contour is perturbed
to form a “bump” (Fig. 6b) which can be interchanged with one of different height to accurately control the upper-channel
area. By throttling the flow through the upper channel in this way, the mass flow split between the two channels can be
set, thus replicating variation in mass flow rate through the engine. Note that the upper channel flow is not choked, but
instead the mass flow split is controlled by making the subsonic flow respond to imposed changes in the channel area.
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Fig. 5 Isentropic Mach number and surface streamline pattern for variations from the nominal diversion
windmilling conditions in Table 1. Each plot perturbs one parameter from the nominal condition: a) increased
Mach number; b) reduced Mach number; c) reduced MFCR; d) reduced FNPR; and e) increased FNPR.

Stage 3: Detailed rig design
The detailed design of the rig uses 2D computations whose domain, presented in Fig. 7, encompasses the nacelle
aeroline and the bounding streamlines which are all modelled as viscous, adiabatic walls. The bounding streamlines are
axially extruded at the inlet and outlet by about twice the rig inlet height to improve numerical stability. Total pressure
and static pressure boundary conditions are imposed at the domain inlet and outlet, respectively. At the outlet a target
mass flow is prescribed to achieve the desired inlet Mach number. Preliminary computations capture the effect of the
ceiling bumps by controlling the dynamic head loss through a porous region marked in Fig. 7. However, there is no
porous region for the more detailed design, in which the computations use different meshes for each bump geometry
under consideration (Fig. 6b). A mesh-independence study is performed with three levels of mesh refinement using
4.3 × 104, 6.5 × 104, and 1.1 × 105 nodes. The medium of these three meshes is considered to be sufficiently mesh
independent with a grid-convergence index of 0.04% when applied to peak isentropic Mach number [8].

The nacelle model itself is based on the side aeroline from the representative nacelle model developed in Stage 1.
Due to structural rig constraints, a 1/14th nacelle model is the largest scale which can feasibly be installed into the
test section. Despite this being a pressurised facility, the Reynolds numbers for the scaled model is 𝑅𝑒𝑡 ≈ 1.2 × 106,
roughly one-third of the full-scale value, and so cannot quite replicate a full-scale nacelle in flight. The local flow
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Fig. 6 a) Schematic of the wind tunnel facility into which the nacelle rig is integrated; b) detail of test section; c)
photograph of installed rig.
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Fig. 7 Mesh for initial two-dimensional computations of the wind tunnel flow path. Later computations use the
correct bump contour on the upper wall instead of the porous region to control mass-flow split.
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b) wind tunnel flow
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Fig. 8 Intermittency extracted from transitional boundary-layer computations of a) the three-dimensional
nacelle at Re𝒕 = 3.7 × 106, and b) the wind tunnel flow path at Re𝒕 = 1.2 × 106. The intermittency takes values
from 0 (laminar) to 1 (turbulent).

intermittency from full-nacelle computations using the 𝛾 − Re𝜃 boundary-layer transitional model (Fig. 8a) indicates
that the boundary layer encountering the shock wave is turbulent. An analysis of transitional computations of the wind
tunnel flow path with a 1/14th-scale nacelle model (Fig. 8b) indicates that the transition point for the boundary layer is
very slightly downstream of the separation point, and thus the shock–boundary-layer interaction (SBLI) is likely to be
transitional in nature. Since the model size and stagnation pressure are at their maximum limits, this discrepancy cannot
be easily resolved. Instead, the nature of the incoming boundary layer needs to be monitored during physical wind
tunnel experiments in order to assess whether transition needs to be encouraged through other means.

Another consideration relating to the size of the nacelle model is the effect of the tunnel ceiling and floor on the
flow around the nacelle lip. If the nacelle model were too large, liner contours would be very close to the nacelle
surface in relative terms. As a result, the tunnel walls would likely have a substantial effect on the flow around the
nacelle lip. One way to check that these effects are not problematic for the geometry in Fig. 6b is to analyse whether the
selected bounding streamlines in the full-scale nacelle computations are perturbed as the operating conditions are varied.
Figure 9 shows that, even though the size of separation increases considerably in size as the MFCR is reduced by 11%
(Figs. 4 and 5c), the contours of the selected bounding streamlines remain almost identical. Therefore, the geometry
presented in Fig. 6b can be used to replicate changes in MFCR without the need to change wind tunnel liners.

The definitions of the ceiling and floor liner contours are based on streamlines extracted from the 3D nacelle
computations (Fig. 2). However, in order to accurately reproduce the pressure distribution imposed on the nacelle, it is
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Fig. 10 a) Comparison between isentropic Mach number distribution on the external nacelle surface for the
full-scale three-dimensional nacelle (with MFCR = 0.88 MFCRdiv) and for the wind tunnel rig flow (with bump
height normalised by tunnel height at entry, 𝒉𝒃/𝚫𝒚 = 0.227). b) Centreline Mach number distribution for the
test rig geometry with 𝒉𝒃/𝚫𝒚 = 0.227.

necessary to account for the fact that a streamline divergence ratio of 𝑛 in the vertical plane corresponds to an area
variation of 𝑛2 in the three-dimensional flow but of 𝑛 for the two-dimensional wind tunnel. Therefore, the bounding
streamlines are perturbed to correct the area ratios such that the Mach number variations from the 3D flow field are
replicated. In order to achieve this, an initial Latin hypercube sampling (LHS) with 25 samples is used to adjust the
lower bounding streamline, which follows a fully parametric description based on iCST [13]. As a result, the lower
channel area distribution is modified in order to match the pressure distribution imposed on the rig nacelle model with
the three-dimensional full-scale equivalent values (Fig. 10a).

Since the two-dimensional computations of the wind tunnel define no-slip boundary conditions on the floor and the
ceiling, the boundary layers developing along these surfaces are already taken into account. However, such computations
do not capture the boundary layers on the sidewalls which, as they develop, influence the effective flow area. In order to
account for these sidewall boundary layers, the inverse design process is therefore performed using three-dimensional
computations. These simulations are performed by extending the 2D mesh (Fig. 7) in the spanwise direction. 80 grid
points are used in this direction across the tunnel span, with near-wall refinement close to the sidewalls to resolve the
boundary layers in these regions. Viscous, adiabatic wall boundary conditions are applied to the sidewalls. Figure 10b
presents an example of the test rig flow field for one of the designed bump contours. The Mach number distribution in
the lower channel closely matches the target flow field, with a supersonic region around the nacelle lip terminating in a
separated shock–boundary-layer interaction.

III. Experimental Techniques

A z-type schlieren system with a horizontal knife-edge enables visualisation of spanwise-averaged density gradients
associated with flow features, such as boundary layers and shock waves. For each configuration, schlieren images are
captured at 6400 frames per second using a Photron Fastcam Nova S6 camera, with an exposure time of 12.5 µs. The
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infrared camera used to determine recovery temperature over the model is a liquid nitrogen-cooled FLIR SC7300 with an
integration time of 160 µs and frame rate of 50 fps. For these measurements, the optical-access window is replaced with
an equivalent window manufactured using multi-spectral grade zinc sulphide. In order to calculate surface temperatures,
which are expected to be accurate to within ±0.5 K, a paint emissivity of 94% and optical-path transmissivity of 97.6%
are assumed, based on the calibration of an equivalent setup in the same facility.

Steady-state surface pressure measurements are conducted using about fifty 0.3 mm diameter static pressure taps
connected to a differential pressure transducer (error: ±1%) [22]. To determine surface pressure distributions using
pressure-sensitive paint (PSP), the surface of interest is sprayed with a special polymer binder seeded with luminescent
molecules. When irradiated by UV light, the resultant luminescence intensity ratio (𝐼ref/𝐼 (𝑝, 𝑇)) is dependent on the
local pressure, as specified by the Stern–Volmer relation [23]:

𝐼ref
𝐼 (𝑝, 𝑇) = 𝐴(𝑇) + 𝐵(𝑇) 𝑝

𝑝ref
(1)

The luminescence is recorded using an Arducam 64MP camera, and the reference condition is taken with the wind
tunnel off (𝑝ref = 101 kPa everywhere). The pressure in the separated flowfield varies from 50 − 200 kPa; this range
of pressures is sufficiently large to provide reliable measurements [24]. In order to determine the values of 𝐴(𝑇) and
𝐵(𝑇) in the Stern–Volmer relation, in-situ calibration is performed using the static pressurue taps. This calibration
enables absolute pressure values on the target surface to be extracted from the measured light intensity. A comparison
between static tap pressures and the calibrated PSP data places an error bound of 3% on these measurements. However,
in regions where the thermal properties change (e.g. filler material or non-uniformities in the thermal conductivity of
the underlying structure), the calibration is no longer valid and a much greater error is observed.

The topology of the separated flow field is surveyed using the time-averaged skin-friction lines from surface oil-flow
visualisation. This technique involves coating the tunnel floor with a mixture made from paraffin, finely-powdered
titanium dioxide, oleic acid and lubricating oil. This is an intrusive method and there is a small error due to oil-flow
producing an inaccurate indication of separation location (by about 0.2 boundary-layer thicknesses = 0.6 mm) [25].
Nevertheless, oil-flow visualisation allows the flow topology to be determined, and comparisons of the size of separation
regions between different setups are considered to be reliable.

The streamwise and vertical flow velocities, 𝑢 and 𝑣 respectively, are measured by two-component laser Doppler
velocimetry (LDV). The flow is seeded with paraffin in the settling chamber; previous measurements of particle lag
through a normal shock have placed the seeding droplet diameter in the range 200− 500 nm [22]. The error in measured
velocities due to the finite number density of seeding particles and due to the laser optics is 2% for 𝑢 and 19% for 𝑣. In
practice, LDV is not precisely a point-measurement technique, since velocities are averaged over a nominal ellipsoidal
probe volume which spans 0.1 mm in the streamwise and vertical directions, and 2 mm in the spanwise direction. The
positional accuracy of this probe volume is, approximately, Δ𝑥 ≈ 0.2 mm, Δ𝑦 ≈ 0.005 mm, and Δ𝑧 ≈ 0.1 mm.

Boundary-layer traverses are carried out with wall-normal resolution roughly 0.1 mm. The measured boundary-layer
data is fitted to theoretical profiles. A Sun & Childs (1973) fit [26], adapted to include a van Driest compressibility
correction, is used for the outer layer; this combines a log-law of the wall region with a Coles wake function. The
viscous sublayer is modelled using a Musker (1979) fit [27]. These fitted profiles are then used to calculate characteristic
boundary-layer integral parameters. This avoids errors caused by poor measurement resolution near the wall and
therefore provides a more accurate estimate of integral boundary-layer parameters. The boundary-layer properties
are determined in their incompressible forms, as these are less sensitive to variations in Mach number and require
fewer assumptions to calculate from raw velocity data. The LDV data obtained in this study typically has around
15 measurement points within the boundary layer and the closest data point to the wall is at around 𝑦+ = 120. This
corresponds to an uncertainty in integral parameters of around 10% for an equilibrium turbulent boundary layer [28].

IV. Results & Discussion

In order to evaluate the extent to which the wind tunnel rig replicates the true diversion windmilling flow field, the
entry Mach number is set to the nominal value, 𝑀∞ = 0.65. Three bump heights are selected to cover the onset of
boundary-layer separation, with preliminary RANS computations indicating that ℎ𝑏/Δ𝑦 = 0.159, 0.194 and 0.227
correspond to attached flow, incipient separation and fully-established separation, respectively. The data collected in the
wind tunnel is used to answer two distinct questions:
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a) 𝒉𝒃/𝚫𝒚 = 0.159 b) 𝒉𝒃/𝚫𝒚 = 0.194 c) 𝒉𝒃/𝚫𝒚 = 0.227

boundary layer
supersonic

region

normal
shock

Fig. 11 Schlieren visualisation of wind tunnel flow for 𝒉𝒃/𝚫𝒚 = a) 0.159, b) 0.194 and c) 0.227.

• Is the flow field qualitatively as expected?, i.e. does the flow field feature a supersonic region with a terminating
normal shock and, over the range of mass flow splits studied, does the boundary layer go from attached to
separated?

• Is the flow field quantitatively as expected?, i.e. does the experimental data match the preliminary RANS
computations sufficiently well that the measurements can be used to develop relevant computational techniques?

Is the flow field qualitatively as expected?
Figure 11 presents schlieren visualisation of the diversion windmilling flow field for throttle valve bump heights,
ℎ𝑏/Δ𝑦 = 0.159, 0.194 and 0.227. In all three images, the dark region immediately upstream of the lip highlight is related
to the optical distortion caused by the substantial density gradients in this region. The bright area below the nacelle
model (i.e. on the external fan cowl surface of interest) is indicative of strong expansion, and the supersonic region can
be visualised by the presence of weak waves emanating from the surface. The supersonic region is terminated by a
normal shock, which appears in the schlieren images as a dark line approximately normal to the external fan cowl surface.
The boundary layer downstream of the shock can be identified as a bright region which grows along the external nacelle
surface. As the bump height is increased, representative of decreased mass flow through the engine, the supersonic
region grows in size as the normal shock moves downstream. In addition, the structure of the shock–boundary-layer
interaction progresses from a characteristic attached interaction with a smeared shock foot on Fig. 11a to a lambda-shock
structure typical of a separated SBLI in Fig. 11c. A close examination of sequential frames of the instantaneous flow
field for the intermediate case, ℎ𝑏/Δ𝑦 = 0.194, suggests that the boundary layer is incipiently separated.

The differences in flow field over nacelle’s external surface are demonstrated by the surface pressure distribution
depicted in Fig. 12. All three cases show a supersonic region terminating in a normal shock which is roughly uniform
across the span of the tunnel. There is an apparent spanwise variation in measured pressure downstream of the
shock–boundary-layer interaction. However, this feature is not physical but is instead an artefact of temperature
variations caused by the thermally-conductive steel supports underneath the resin material near the tunnel sidewalls,
which increase the local error in measured surface pressures in these regions. As the height of the bump increases and
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Fig. 12 Mach number distribution on the external nacelle surface obtained using pressure-sensitive paint for
𝒉𝒃/𝚫𝒚 = a) 0.159, b) 0.194 and c) 0.227. d) Mach number distribution along the tunnel centreline.

the stagnation point moves inboard on the nacelle, Fig. 12d shows that the supersonic region becomes larger in size. In
addition the Mach number immediately upstream of the shock increases, corresponding to a normal shock wave with
greater strength.

The separation behaviour suggested by the schlieren images is also reflected in the oil-flow visualisation presented
in Fig. 13. The position of the shock wave is evident in 13a from an accumulation of oil corresponding to a sudden
reduction in shear stress. Nevertheless the streamlines everywhere (except for a small region near the corners) are in the
streamwise direction, indicating that the boundary layer remains attached for this case. For a larger bump height, Fig. 13b
reveals separation across much of the span of the tunnel which extends roughly 0.027 𝐿nac in the streamwise direction.
In addition, noticeable corner separation has begun to develop near the tunnel sidewalls. Finally, at ℎ𝑏/Δ𝑦 = 0.227,
there appears to be more substantial separation. The streamwise separation length on the tunnel centreline has increased
to 4.4% of the nacelle length and the corner separation has also grown in extent.

The surface temperature distribution obtained from infrared thermography for ℎ𝑏/Δ𝑦 = 0.227 in Fig. 14 is affected
by a number of factors: the starting temperature of the surface is the room temperature; the heat-transfer coefficient
is affected by the boundary-layer state and the thermal conductivity of the underlying surface; and the equilibrium
wind-on wall temperature is determined by the boundary-layer state, through the recovery factor, and the local free
stream temperature, itself a function of stagnation temperature and local Mach number. Figure 14 shows that the
regions towards each sidewall are cooler than in the central section. This is due to the underlying steel supports in these
regions, which cools the surface faster than at the centre and also affects the PSP measurements in Fig. 12. Nevertheless,
the behaviour of the central region of the flow in Fig. 14 is instructive as to the nature of the shock–boundary-layer
interaction.
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Fig. 14 Temperature distribution on the external fan cowl surface, determined using infrared thermography for
𝒉𝒃/𝚫𝒚 = 0.194.
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The normal shock wave can be visualised in Fig. 14 as a sudden step change in temperature. Note that this appears
to correspond to a decrease rather than increase in temperature immediately downstream of the shock wave, despite
a reduction in Mach number, because the temperatures either side of the shock reach their equilibrium values at
different rates. There are also a number of streamwise-running streaks with a higher temperature to the surrounding
flow also visible in Fig. 14. These features correspond to a locally-increased recovery factor and so are believed to be
turbulent wedges initiated at pressure taps or other small imperfections in the nacelle surface around the stagnation line.
This suggests that the pre-shock boundary layer in the cooler regions surrounding the turbulent wedges is laminar or
transitional in nature. Although there is insufficient information to conclusively distinguish between these two options,
the significant number of turbulent wedges, the visible temperature increase ahead of the shock wave, and the angle of
the leading lambda-shock wave in schlieren images in Fig. 11, suggests a transitional shock–boundary-layer interaction.
Furthermore, the topology of the temperature distribution is consistent with a transitional interaction measured by
Coschignano et al. for a similar flow field.

Is the flow field quantitatively as expected?
A quantitative assessment of the extent to which the wind tunnel rig replicates the expected flow field involves comparing
wind tunnel data with the preliminary RANS computations used to design the rig. The geometry of these computations
corresponds to the physical flow path in the test section (Fig. 6b), except that they do not capture the nacelle holding
plates in Fig. 6c. In addition, the computations use nominal operating conditions for the rig rather than measured values.
Nevertheless, a comparison of static pressure tap data and laser Doppler velocimetry measurements against equivalent
values from these preliminary computations is believed to be instructive in evaluating whether or not the wind tunnel
flow agrees with expectations.

Figure 15 presents a direct comparison of the static pressure data on the floor, ceiling and nacelle aeroline between
experiment and CFD. The measured floor and ceiling pressure values in Figs. 15a and 15b, respectively, both show
good agreement with the computational distributions with two notable exceptions. First, Fig. 15a shows that the
lower wall Mach number distribution in computations for ℎ𝑏/Δ𝑦 = 0.227 is about 4% larger than the experimentally
measured values. Secondly, the computations predict a noticeably lower Mach number than experiment in the upper
wall region immediately ahead of the bump (Fig. 15b, which is caused by the preliminary computations not including
the nacelle-holding plates. Apart from these two exceptions, the differences in isentropic Mach number are typically
less than 1.1% on the lower wall and 2.2% on the upper wall, indicating good agreement between computation and
experiment. Specifically for the purposes of replicating the design flow field, it is important that the pressure peak at the
crest of the bump is reproduced accurately – in all three cases, Fig. 15c indicates that the measured position of this peak
matches CFD to within 5 mm = 0.02Δ𝑦 and the discrepancy in maximum Mach number is no larger than 0.02.

On the nacelle aeroline, Fig. 15d suggests that the static pressure taps located around the stagnation point of the
nacelle, roughly on the tunnel centre span, broadly agree with computational data, with a typical deviation in Mach
number of 0.02. Importantly, the location of stagnation point (i.e. the location where the isentropic Mach number
reaches a minimum at zero) matches CFD to within the tap resolution, i.e. 0.001 𝐿nac. In agreement with computations,
the measured stagnation point moves by about 1.5 mm, or 0.004 𝐿nac, around the internal surface of the nacelle, further
from the lip highlight, as the bump height is increased. The isentropic Mach number distribution along the external
surface of the nacelle also broadly agrees with CFD (Fig. 15e), with a downstream movement of the normal shock
wave and increase in shock strength as the bump height increases. For all three bump heights, Fig. 15f shows that the
measured isentropic Mach number lies within 4% of the computational values. Importantly, the shock wave position is
consistent to within 0.9 mm (≈ 0.002𝐿nac) and the pre-shock Mach number agrees with CFD to within 3%. However, the
pressure rise through the normal shock wave is significantly more smeared in computations than experiment (Fig. 15f),
which is the main contributor towards the quoted isentropic Mach number difference. Nevertheless, the overall pressure
distribution on the nacelle model is thought to accurately represent the design values.

Another measure of the extent to which the wind tunnel flow matches expectations concerns the boundary-layer
profile downstream of the shock–boundary-layer interaction. Figure 16 shows that, at 𝑠/𝐿nac = 0.09, the boundary layer
becomes thicker and less full as the bump height increases, corresponding to a more severe shock–boundary-layer
interaction. For the attached shock–boundary layer interaction with ℎ𝑏/Δ𝑦 = 0.159, Fig. 16a suggests that the entire
velocity profile is captured accurately. The corresponding boundary-layer parameters listed in Table 2 quantify this
agreement, with the freestream velocity, boundary-layer thickness, and displacement thickness correct to within 0.4%,
2% and 17%, respectively. The computed boundary-layer profile corresponding to incipient separation (Fig. 16b)
correctly predicts the freestream velocity (difference: 0.7%) and the boundary-layer thickness (difference: 6%). However,
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Table 2 Integral boundary-layer parameters for velocity profiles at 𝑠/𝐿nac = 0.09, which are presented in Fig. 16.

normalised freestream boundary-layer displacement momentum shape
bump height, velocity, thickness, thickness, thickness, factor
ℎ𝑏/Δ𝑦 𝑢∞ (m/s) 𝛿 (mm) 𝛿∗

𝑖
(mm) 𝜃𝑖 (mm) 𝐻𝑖

0.159
experiment 276 0.86 0.134 0.094 1.42
computation 277 0.84 0.157 0.105 1.50

0.194
experiment 282 1.29 0.162 0.120 1.35
computation 280 1.21 0.316 0.182 1.74

0.227
experiment 281 1.71 0.317 0.215 1.48
computation 335 2.46 0.860 0.392 2.19

the velocities within the boundary layer are significantly lower than in experiment, which causes the computational
displacement thickness to be almost twice as large as the measured value. Figure 16c, for the most-separated case
with ℎ𝑏/Δ𝑦 = 0.227, displays even more significant discrepancies, with poor prediction of the freestream velocity,
boundary-layer thickness and boundary-layer shape. The differences in these quantities are listed in Table 2 to be 19%,
44% and 170%, respectively.

Discussion
The schlieren visualisation in Fig. 11 exhibits the expected diversion windmilling flow field, with a local supersonic
region terminating in a normal shock wave. As the bump height increases, i.e. a lower mass flow through the engine, the
stagnation point moves further inside the nacelle lip (Fig. 15d). As a result, there is greater flow acceleration around
the lip and so the size of the supersonic region and the strength of the normal shock grows (Fig. 12). This causes
boundary-layer separation to be initiated and then to grow (Fig. 13) which in turn causes the downstream boundary layer
to be thicker and less healthy (Fig. 16) Therefore, the general mechanisms expected during diversion windmilling are
exhibited in the wind tunnel rig.

However, infrared thermography suggests that the shock–boundary-layer interaction appears to be transitional
(Fig. 14). This agrees with expectations from transitional RANS computations of the wind tunnel flow in Fig. 8b,
however the full-scale nacelle is believed to exhibit a turbulent SBLI during diversion windmilling (Fig. 8a). The
Reynolds number of the rig cannot be further increased through a larger model or higher stagnation pressure. It is
therefore necessary to also measure the flow with an artificially-tripped flow, such as by increasing roughness around the
nacelle lip, in order to assess how the current experiments extend to the full-scale scenario.

One possible way to assess the effect of transitional versus turbulent interactions uses the infrared image in Fig. 14,
where there could be a different shock–boundary-layer interaction in the regions with the turbulent wedges compared to
the laminar regions. However, the surface pressure distribution (Fig. 12) and the surface oil-flow pattern (Fig. 13) both
suggest that the flow field is two dimensional except near the tunnel sidewalls, although it is worth noting that the latter
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technique is intrusive. A possible interpretation of the two-dimensional behaviour is that the shock–boundary-layer
interaction behaves similarly in the laminar and turbulent regions. Further investigation of this hypothesis requires
measurement of post-shock boundary-layer profiles not just on the tunnel centreline but across the entire span.

The preliminary RANS computations, originally used for rig design, appear to generally capture the floor and ceiling
pressure distributions well for the three bump heights investigated, except in the region bounded by the nacelle-holding
plates (Fig. 6c). On the nacelle model, the location of the stagnation line, the size of the supersonic region, and the
Mach number of the normal shock all match experimental data (Fig. 15). In addition, the thickness of the boundary layer
downstream of the SBLI is also well predicted (Fig. 16). However, with the exception of the case where the boundary
layer remains attached through the SBLI, there is significant discrepancy in the velocity profile between experiment and
CFD. This observation, along with the smearing of the normal shock pressure rise in computations, is one of the known
limitations of RANS methods in predicting such flow fields targeted by the current study. The good agreement in other
aspects of the flow field suggests that the experimental rig can provide valuable reference data to develop improved
numerical techniques.

However, any such investigation requires the computations to match the physical wind tunnel flow path as closely as
possible. This involves ensuring the precise installed geometry is used as the computational domain, such as including
the nacelle-holding plates in the mesh. In addition, it is necessary to use measured operating conditions rather than
nominal values. Finally, further information on the inlet boundary conditions is required, such as the freestream
turbulence intensity and the incoming boundary-layer thickness on the tunnel walls. These inflow properties are therefore
measured directly in the rig for ℎ𝑏/Δ𝑦 = 0.194. The turbulence intensity is measured to be 0.6% using hot-wire
anemometry (Fig. 17a), whereas the boundary-layer thickness is assessed using a Pitot probe traverse at a representative
location on the tunnel sidewall. The resulting boundary-layer profile, shown in Fig. 17b, therefore constitutes valuable
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information to set up more representative computations of the test rig flow.

V. Conclusions

This paper presents a wind tunnel rig to investigate separation on the external surface of fan cowls for ultra-high bypass
ratio engines in off-design scenarios. The prohibitive drag penalty when flow detachment occurs motivates the need to
better understand its onset and underlying physical mechanisms. External boundary-layer separation is particularly
relevant to UHBR nacelles, which tend to feature more aggressive curvature around the nacelle lip compared to
traditional engine fan cowl geometries. Diversion windmilling conditions, experienced at engine shutdown during cruise,
are reproduced in a quasi-two-dimensional wind tunnel rig which is designed using a series of RANS computations.
The 1/14th-scale nacelle model in the rig uses an aeroline extracted from a representative, optimised geometry for
UHBR engines. The upper wall of the wind tunnel is based on a streamline from computations which is internal to
the engine. Meanwhile, the contour of the lower wall is defined using an inverse-design process to impose a pressure
distribution on the nacelle model which corresponds to that experienced by a full-scale, three-dimensional, installed
nacelle. The flow Reynolds number is controlled by varying the stagnation pressure at which the tunnel is operated, the
incoming Mach number is set by adjusting the effective flow area in a choked region downstream of the test section, and
variations in the mass flow rate through the engine are replicated using a set of interchangeable bumps with different
heights on the ceiling which throttle the flow in the channel above the nacelle model.

The current study aims to provide valuable information for aircraft and engine manufacturers so that they can design
nacelles for UHBR engines which will exhibit optimal aerodynamic performance even in off-design conditions. To
evaluate the extent to which the wind tunnel rig can achieve this aim, the flow field is assessed using: the maximum
Reynolds number achievable in the rig, Re𝑡 ≈ 1.2 × 106, roughly one-third of the full-scale value; the nominal diversion
windmilling entry Mach number, 𝑀∞ = 0.65; and three engine mass-flow rate scenarios. These three scenarios
correspond to attached flow, incipient separation, and well-established separation on the external fan cowl surface. The
separation behaviour is evaluated using flow visualisation and quantitative methods in order to determine whether
the rig can be used to investigate the physical mechanisms underlying external fan cowl separation during diversion
windmilling and whether experimental data from the rig is suitable to develop relevant numerical techniques.

The test rig replicates the expected flow behaviour around a full-scale nacelle, featuring a supersonic region around
the external fan cowl surface which terminates in a normal shock. For reduced mass flow rate through the engine is
reduced, i.e. an increase in bump height, it is observed that the stagnation point moves further inside the nacelle lip, the
size of the supersonic region grows, the normal shock wave becomes stronger, boundary-layer separation is initiated
then grows in size, and the downstream boundary layer becomes thicker. This general behaviour matches the flow
field thought to occur around a full-scale, installed nacelle. However, since the rig cannot quite replicate the full-scale
Reynolds number, the measured shock–boundary-layer interaction is transitional in nature, whilst the real scenario
features a turbulent interaction. Therefore, it is important to conduct further experiments with forced transition in order
to understand how the rig measurements relate to a full-scale nacelle. By also collecting data at inflow Mach numbers
either side of the nominal condition, future measurements will provide insight into the physical mechanisms governing
external fan cowl separation.

The degree to which the wind tunnel flow can be used to validate computational methods is assessed by comparing
measurements with the simple RANS simulations used to design the rig. These computations correctly predict the three
studied flow field to exhibit attached flow, incipient separation and well-established separation, respectively, suggesting
the simulations can determine the onset of separation relatively well. The measured static pressure distributions
demonstrate good agreement, although there are certain minor differences on the tunnel ceiling and floor. Importantly,
the pressure distribution on the nacelle is predicted well: the difference between measured and computational stagnation
point positions is about 0.1% of the nacelle length; the position of the computed normal shock agrees with experiment
to within 0.2% of the nacelle length; and the pre-shock Mach number matches rig data to within 3%. The post-shock
boundary layer is also well predicted in the attached scenario, although there are increasing discrepancies in the velocity
profile as the extent of boundary-layer separation increases. These observations suggest that the flow field is generally
well predicted with RANS simulations but there are some differences in areas where such simple methods are known to
struggle, such as the boundary-layer response to normal shocks at Mach 1.4 and stronger. Therefore, by comparing
the wind tunnel flow against RANS and higher-fidelity computations conducted by the ODIN consortium partners,
numerical techniques relevant to diversion windmilling will be validated and further developed.
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