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To my grandparents. . .

This is one corner. . . of one country, in one con-
tinent, on one planet that’s a corner of a galaxy
that’s a corner of a universe that is forever grow-
ing and shrinking and creating and destroying and
never remaining the same for a single millisecond.
And there is so much, so much to see.

– The doctor.





Abstract
This thesis addresses the maximum lift prediction early in the design stage. To

do so, the wing high-lift element positions is optimised to estimate the maximum
achievable lift. Aircraft design is currently done in at least two main stages: a first
high-level design work is undertaken using fast but not very reliable tools which is
then improved in a subsequent loop using more accurate tools but requiring more
computational time. The present work uses synergies between those models to quickly
estimate the maximum lift capabilities of an aerofoil with the use of a derivative-free
method along with a trust region framework to perform the multiobjective optimi-
sation while ensuring the convergence towards the most accurate tool optima.
The method is first applied on a single-objective formulation and shows significant

time saving when the aerodynamic problem is simple. A decrease in benefits is
observed when applied to the high-lift devices optimisation because of the increased
differences between the low- and the high-fidelity models and a decrease in the tools
robustness. A co-Kriging model instead of the additive correction is shown to be
beneficial for the accuracy without reducing time saving.
Two trust region definitions are compared and shown not to be equivalent: the

Euclidean trust region is more accurate but usually more expensive whereas the
step-based one uses a more approximated solution of the subproblem which de-
creases the cost. It is also shown, in accordance with literature, that the multi-
fidelity method increases the variability in convergence because it exacerbates the
suboptimiser stochastic characteristics.
The main contribution to knowledge is the extension to multiobjective problems.

Because of the low correlation between the low- and high-fidelity tools, the method
with an additive correction is shown to be dominated by the high-fidelity-only opti-
miser, albeit the multifidelity is more diversified. The use of a co-Kriging model shows
a significant improvement of the Pareto front optimality and extent. Single-fidelity
Surrogate Based Optimisation however may provide similar benefits.
A novel visualisation approach to compare two models of different fidelity is intro-

duced and a qualitative analysis of the low-fidelity accuracy effect on the multifidelity
convergence is done: the most sensitive variables should be correctly captured by the
lower fidelity model whereas the less sensitive ones will be corrected by the model
correction.
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CHAPTER 1

Introduction
1.1 Context

Over the last 40 years, the aircraft industry has improved to meet the requirements
from airliners, passengers and regulation authorities: airliners and passengers push
for low operational cost, including aerodynamic efficiency, maintenance and reliability
while authorities impose regulations and set challenging targets on emission and
noise levels (Argüelles and al. 2001; Green 2005; R. Wahls 2010). Moreover, aircraft
manufacturers are also subjected to the market and they need methods to quickly
develop new concepts to efficiently respond to market demands. Naturally, all actors
are equally concerned by safety which is also formally addressed in regulations such
as the Federal Aviation Regulations (FAR) and European Aviation Safety Agency
(EASA) regulations. Aircraft manufacturers are also planning disruptive technologies
that contain a higher degree of risk and cannot rely solely on past aircraft knowledge.
Therefore, in order to reliably and quickly produce feasible new aircraft, a complex
physic understanding relying on simulations and fast design methods need to be made
available to the designers in the near future. This is achieved with simulation models
and the use of optimisation methods to enable quick design space exploration and
efficient optimal design.

Furthermore, to reduce design time and cost, designers cannot rely solely on phys-
ical experiments such as wind tunnel and flight test. So, during the past decades
and thanks to the advent of computational power, simulation has been widely used
at various degrees of fidelity: first computational codes implemented simplified equa-
tions using empirical corrections while nowadays more complete resolution of the
flow governing equations are possible and used in day-to-day design. Those simu-
lation models do not use the same design maturity and therefore are not using the
same geometrical representation making their use relevant at various design maturity
stages. To allow for more accurate optimisation earlier in the design stage, optimi-
sation methods should rely on multiple tools to provide design hints: the concept
stage should benefit from complex simulations to decrease choice uncertainty while
detailed design can benefit from the lower fidelity tool to decrease optimisation com-
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putational time. This thesis uses the concept of multifidelity simulations to take into
consideration such aerodynamic tools pool for the aircraft aerodynamic design.
The Airbus-led Enhanced Fidelity Transonic Wing (EFT) project aims at address-

ing complex physic phenomena simulation by focusing on the:

1. wing maximum lift prediction,

2. transonic drag rise prediction,

3. wing aeroelasticity prediction for aircraft drag estimation,

4. and the use of more theoretical methods for the development of disruptive
concepts.

As part of the EFT project, this work focuses on the aircraft maximum lift predic-
tion. Maximum lift is achieved by deploying high-lift devices up- and downstream
of the wing and is required at slow speed ie for safe take-offs and landings. Early
in the design stage, before any detailed geometry is available, the maximum lift
estimation is performed by creating devices from the cruise shape, and finding the
optimum positions providing the maximum lift, lift-to-drag ratio and minimum drag.
This is achieved by performing optimisation, with multiple aerodynamic tools, hence
with the use of multifidelity optimisation. Conflicting objectives are treated with a
specific multiobjective formulation providing a set of solutions instead of a unique
compromise solution.

1.2 Aim and Objectives
The aim of this thesis is the development and assessment of an optimisation method
that takes advantage of the multiple levels of fidelity available during the high-lift
wing design process. To achieve it, the following objectives are drawn and fulfilled
in this thesis:

1. Implement a multifidelity optimiser taking into account the high-lift aerody-
namics specificities;

2. Perform a multifidelity optimisation on a high-lift aerofoil at maximum lift
conditions;

3. Extend the multifidelity optimiser definition to a multiobjective formulation to
take into account conflicting requirements;
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4. Assess the effect of the low-fidelity model on the multifidelity optimisation
convergence and optimum;

5. Apply the multifidelity optimisation to three-dimensional geometries.

1.3 Contribution to Knowledge

The methodology starts from a trust-region based multifidelity method found in
the literature and is then extended to a multiobjective context. In addition, the
multifidelity multiobjective optimisation is applied to multielement aerofoil position
optimisation which is a complex aerodynamic function. The test cases and aerody-
namic tools are representative of an industrial context. Because a picture is worth a
thousand words, figure 1.1 presents the thesis contribution to knowledge and can be
summarised as the extension of the trust-region based optimisation algorithm, that
has been proven to work well on multielement aerofoil (Alexandrov, Nielsen, et al.
2000), to a multiobjective formulation. The figure shows existing publications deal-
ing with multifidelity or multiobjective optimisation applied to multielement aerofoil.
No work is found that deals with those three topics at the same time: an in-depth
literature review supporting this claim is presented in chapter 4.
For the assessment of low-fidelity accuracy on the final solutions, visualisation

techniques are also introduced for the first time in this work.

1.4 Overview

The thesis structure is as follow:

Chapter 1 described the context of the work and defined the thesis aim and objec-
tives.

Chapter 2 is dedicated to the high-lift devices presentation. First the industrial
design process is described to identify design maturity of interest and the opti-
misation objectives are highlighted. In a second part, the mechanical systems
available are introduced to identify non-aerodynamic constraints. Finally, the
aerodynamic flow physics involved around a multielement aerofoil is explained
and used to draw the model-to-optimise specificities.
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MultiFidelity

Multi-
Objective

Multi-
Element
Airfoil

Trust Region with
1st order deriva-

tives (Alexandrov,
Nielsen, et al. 2000)

Trust Region with no
derivatives required
(March and Willcox
2012b)

Used on compres-
sor optimisation
with Tabu Search
(Jarrett and Ghisu
2012)

Sequential Multifi-
delity (Choi, J. J.
Alonso, Illan M Kroo,
et al. 2008)

Trust region + first
order: material de-
sign (Mejía-Rodríguez,
Renaud, and Tomar
2010)

Multi-Element
Airfoil Surrogate
Based Optimisa-

tion (J. Wild 2008)

MultiObjective opti-
misation of High-Lift
Aircraft Configura-
tions (Giuseppe Tra-
pani 2014)

PhD

Figure 1.1: Thesis contribution to knowledge.

Chapter 3 links the high-lift aerodynamics to the optimisation world. The chapter
first treats the models for computational aerodynamics, oriented for high-lift
aerofoils. Secondly, the optimisation definitions and state-of-the art work are
presented and finally complemented with surrogate modelling, used to alleviate
the high cost associated with the numerical optimisation of the Navier-Stokes
equations.

Chapter 4 is the literature review on multifidelity multiobjective optimisation ap-
plied to multielement aerofoils. At first the chapter defines the various aerody-
namic models that can be encountered in the literature. Then methods to fuse
the various fidelity models are presented and the distinct model managements
introduced. The last two sections are dedicated to the applications found in the
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literature on multiobjective optimisation and optimisation applied on high-lift
aerofoils.

Chapter 5 presents the multifidelity single-objective implementation developed by
the author and validate it by performing optimisation first on mathemati-
cal functions, then on a two-dimensional single-element aerofoil. Finally, the
method is applied on two different geometries using two different sets of models.

Chapter 6 extends the methodology to multiobjective problems and applies the
method to the two multielement aerofoil optimisation cases defined previously.
An extension of the method is then introduced to overcome non-optimal solu-
tion encountered.

Chapter 8 quantifies the effect of the low-fidelity accuracy on the multifidelity single-
objective optimisation by artificially introducing noise and sensitivity change in
the low-fidelity function. A visualisation technique is also introduced to analyse
the discrepancies between low- and high-fidelity functions.

Chapter 9 applies the method to a more computational expensive process: the opti-
misation of a three-dimensional wing defined by the sponsor. The flight domain
is changed: the optimisation is done at transonic conditions.

Chapter 10 concludes by summarising the findings. Future considerations are intro-
duced, especially the use of kinematics inside the multifidelity optimisation loop
to represent more accurately the constraints introduced by the real systems.
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CHAPTER 2

High-Lift Design
Aircraft manufacturers design their products to achieve the best quality for the

lowest cost. Of course, airliners operating the aircraft are also leaning towards effi-
cient aircraft that will lead to the lowest Direct Operating Cost (DOC) which is the
cost associated with everything needed to fly the aircraft. A large part of this cost
can be accounted to fuel ie aircraft efficiency, and maintenance cost (ICAO 2017).
Reduction in fuel consumption is achieved by reducing the cruise drag. To achieve

this reduction, aircraft manufacturers have reduced the wing surface. In return, to
allow landing and take-off on a reasonable runaway length, the aircraft speed must
be reduced resulting in a change in wing shape to increase the lift in this critical
operation part, without affecting the cruise shape. This is where the high-lift devices
come into play.
This chapter introduces the high-lift devices design in section 2.1, first from an in-

dustrial point of view, focusing on the as is situation. The aerodynamic quantities of
interest are studied in section 2.2 and then the complexity involved in designing high-
lift devices is highlighted, first in terms of kinematic considerations in section 2.3,
second on the intricacies brought by maximum lift prediction in section 2.4. The
thesis subject is finally formalised for an optimisation context in section 2.5.

2.1 Industrial Design Process

An aircraft can take up to 8 years to be developed, from requirements capture to
first delivery. As seen previously, manufacturers must take into account many factors
which puts constraints on the design process. To circumvent these difficulties, the
process is normally separated in 3 main stages: 1. conceptual design, 2. preliminary
design, and 3. detailed design. Using this approach allows the requirements definition
and the design features selection in an order that minimises risk. High-lift devices
design follow the same approach:

Pre-development The high-lift devices are iteratively designed based on the prelim-
inary cruise wing. This is mainly done with semi-empirical methods (lifting line
and lifting surface corrected by empirical databases). When satisfying config-
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urations are found, they are tested on simple wind tunnel models (2D effects)
followed by more finer models (including 3D effects and nacelles influence). The
selected configuration is then analysed in more details with the wind tunnel to
demonstrate the aerodynamic performance and that the safety requirements
are fulfilled.

Development This phase corresponds to the adaptation of the configuration to the
final cruise shape taking into account structures and kinematics. The position
settings and fine geometric details are optimised to improve the maximum lift
coefficient CLmax and the lift-to-drag ratio L/D. The aerodynamic performances
are estimated using Reynolds Averaged Navier-Stokes (RANS) Computational
Fluid Dynamics (CFD) and intensive wind tunnel tests; they are then scaled
to flight conditions using empirical corrections.

Pre-flight This occurs after the design freeze to create a final geometry that can
be thoroughly tested in wind tunnels. This produces high-confidence database
that will be checked in flight tests.

Hence, at each stage, a different tool is used to assess the performance of the
studied configuration. Those tools require different geometry representations, from
very coarse which defines only the planform, to very fine including the gaps between
elements. The higher the certainty on the geometry, the higher the tools accuracy.
This statement is directly linked to the aim of this work: as we progress in the design
more and more tools to estimate the aerodynamic performances are available. It
seems therefore natural to use this information in a way that can benefit the design
process steps.
Now that the availability of multiple tools for performance evaluation have been

justified, it is necessary to shed light on the objectives selected for the high-lift devices
performance optimisation.

2.2 Design Objectives for High-Lift Devices
Any aircraft used in United States of America must meet requirements defined by the
Federal Aviation Regulations (FAR) which ensure that the aircraft is safe to operate.
Similar authorities exist in other part of the world such as the European Aviation
Safety Agency (EASA) in Europe, but their guidelines are usually aligned on the
FAR. To be a commercial success, aircraft performance, operating cost, and safety
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standards must be carefully monitored and optimised. This section aims at defining
precisely the constraints and requirements for take-off and landing in terms of safety
but also in terms of operating cost.

2.2.1 Take-Off

The regulations (Federal Aviation Regulations 2002) for take-off are summarised in
figure 2.1 and require (Rudolph 1996):

1. the lift-off speed VLOF to be greater or equal to 1.1 times the minimum unstick
speed VMU which is a function of the maximum lift CLmax and also a function
of the maximum rotation allowed by the tail;

2. the speed V2, achieved after a 35 ft obstacle, to be greater or equal to 1.1
times the minimum control speed (with one engine inoperative) Vmc and also
greater or equal than 1.2 times the dynamic stall speed VSmin ≈ 95%VS1g (the
1g-stall speed); equivalently, the lift needed at V2, noted CLV 2 must be lower
than CLmax/1.142;

3. the climb rate γclimb with one engine inoperative at V2, function of the thrust-
over-weight ratio and of the lift-over-drag, to be greater or equal to 2.3% for a
2 engines aircraft (3.0% for a 4 engines aircraft).

On top of those requirements,

4. the take-off distance (as shown in figure 2.1) should be minimised in order to
access the highest number of airports and in order to reduce the noise; the
acceleration on the ground is a function of the: thrust-over-weight ratio, wing
loading, maximum lift coefficient, drag and ground friction coefficient (Reckzeh
2003), and the airborne distance being a function of the climb index.

To sum up, in terms of aerodynamic high-lift devices, the take-off requires a high
CLmax and high L/D while the drag CD and the wing loading W/S must remain as
low as possible (Reckzeh 2003).

2.2.2 Landing

Similarly, FAR requirements are summarised in figure 2.2 and require:
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35 ft

V1 VR VLOF

VLOF ≥ 1.1VMU

Ground roll distance Airborne distance

Take-off distance

V2 ≥ 1.2Vsmin

γclimb ≥ 2.3%

Figure 2.1: Take-off procedure as in FAR, from (Flaig and Hilbilg 1991).

1. the approach speed VA, to be greater or equal to 1.3 times the dynamic stall
speed VSmin . As previously, in terms of lift, it requires the approach lift CLappr

to be greater or equal to CLmax/1.54;

2. the pilot to have a good visibility while landing which limits the maximum
pitch attitude of the aircraft, also limited during the flare and touch down to
avoid tail strikes.

3. the climb index after a go-around (at a speed 1.23VS1g and landing gears down)
to be no less than 3.2% with all engines operative, which imposes a higher
lift-over-drag than for landing.

On top of that,

4. The approach speed should be minimised in order to decrease the probabilities
of an accident, to reduce the braking distance after touchdown and to limit the
tire wear (Rudolph 1996). The achievable speed is driven by the maximum lift
coefficient CLmax and by the wing loading W/S.

5. the landing distance should be minimised by minimising the landing speed and
the braking power. The approach angle has to be maximised (Reckzeh 2003),
without affecting the maximum lift (required to achieve low speed); hence the
drag has to be maximised.

The requirements presented above are summarised in table 2.1. Despite being very
dependent on the aircraft configuration, the aerodynamic design of high lift devices
aims at finding a trade-off between maximum usable lift coefficient and lift-to-drag
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35 ft

Go around

γclimb ≥ 3.2%
VF

VA ≥ 1.3Vstall

Approach distance Flare distance Ground roll

Total landing distance

γland

γland ≈ 3.0%

Figure 2.2: Landing procedure as in FAR, from (Flaig and Hilbilg 1991).

Table 2.1: Summary of requirements for take-off and landing (Reckzeh 2003)
# Function of Optimisation

T
.O

.

1. CLmax , α at CLTO max [CLmax ] and min [αCLTO ]
2. CLmax , L/D max [CLmax , L/D]
3. T/W , L/D max [L/D,max T ]
4. T/W , W/S, CLmax , CD, τg, γclimb max [T,CLmax , τg] and min [W/S,CD]

La
nd

in
g

1. CLmax max [CLmax ]
2. α at CLmax , tail min [αmax]
3. T/W , L/D max [L/D,max T ]
4. W/S, CLmax max [CLmax ] and min [W/S]
5. Reverse thrust Tr, CD, τg max [Tr, CD, τg]

ratio performances. According to Flaig and Hilbilg (1991), the aircraft maximum lift
coefficient, and hence the high-lift system complexity, is defined by the landing case.

The points developed in this section are solely focused on the objective of high-
lift devices. However to achieve those requirements, a physical system needs to be
present to actuate the devices in order to position them to produce the respective
performances. This aspect is considered in the following section.
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2.3 Existing Systems
While the high-lift devices are used to increase the maximum lift of an aeroplane
during take off and landing, they have an important impact on its overall perfor-
mances and external noise (Meredith 1991). Nowadays, in addition to maximizing
the lift, the design is focused on the decrease of the complexity and the complete
systems weight. High-lift devices complexity appears at many design levels: because
of the complex flow involved, the design and tests are time consuming and expensive.
Also, the vast amount of parts involved increases the weight, and the production and
maintenance cost (Dam 2002).
High-lift devices are usually made of two elements: the slat which once folded is

the leading edge of the main wing and the flap which once folded is the trailing
edge of the main wing. Those two parts can actually be composed of more than one
aerofoil. The actuation of those parts are of paramount importance to allow a large
variety of placement for a minimum decrease in the overall aircraft performance. An
exhaustive literature review of the systems can be found in Rudolph (1996) and C.
Niu and M. Niu (1999), the highlights are presented below.

2.3.1 Leading Edge Devices

Leading edge devices (figure 2.3) can be separated in three types from the simplest
to the most complex (J. Wild and Brezillon 2005):

Krueger is a simple flat plate deployed from the leading edge lower side. It usually
has only two positions (cruise and deployed) which makes it less effective for
take off than more complex systems. However, because of its simplicity, it is
also lighter and less expensive to maintain. Finally, when retracted, only the
lower surface presents small gaps and therefore makes it particularly interesting
for laminar flow wing (Dam 2002).

Droop nose has a more complex shape and actuation system that can only be de-
ployed by rotation, leaving no gap between itself and the main wing. Also called
sealed slats, their actuation system allows a deployment in different positions
for take off and landing.

Slat has in addition of the rotation, the possibility to be translated to leave a gap
between its trailing edge and the leading edge of the main element downstream.
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Figure 2.3: First two on the left: Inboard bullnose Kruger and outboard variable
camber Kruger on B747. Second two on the right: Slat actuation and
support mechanisms on A330/340 (Dam 2002).

Earlier designs used two positions, but nowadays three positions slats are more
common. For take off, the preferred configuration is slotted to maximize lift
and reduce drag but for landing the configuration is aeroplane dependent.

2.3.2 Trailing Edge Devices

Trailing edge devices, namely flaps, can be classified based on the number of elements
and their actuation system. The majority of aircraft uses the Fowler movement:
the aft translation movement of the flaps is resulting in an increase of the planform
area (Dam 2002). Older aircraft were using triple slotted flaps to achieve the required
lift but with the advance in total mass and aerodynamics, single and double slotted
flaps are preferred nowadays. In addition to the maximum lift, other parameters have
to be considered for the choice of the flaps configuration: the actuation system has
an important effect on the aerodynamic efficiency, from simplest to more complex:

Fixed hinge systems are very simple but present very restricted Fowler movement
which can be extended by using bigger flap fairing (resulting in more cruise
drag, figure 2.4a).

Linkage systems allow more freedom in the flap position to the detriment of a
more complex system. However the fairing can be reduced compared to fixed
hinge (figure 2.4b).

Track systems are the most permissible in terms of flap movement freedom. However
those systems are heavier than the two previous ones (figure 2.4c).

Hybrid systems combine the two previous systems to offer a compromise. This is for
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(a) Fixed hinge mechanism used to sup-
port flap on DC9/MD80/B717

(b) Four-bar linkage system used to sup-
port and actuate outboard single-
slotted flap on B777

(c) Outboard wing cross section of B737-
NG using a track system

(d) Link-track mechanism used to sup-
port and actuate single-slotted flap on
A320

Figure 2.4: Trailing edge high-lift devices systems (Dam 2002).

example the solution retained for the Airbus A320 aircraft (Flaig and Hilbilg
1991) (figure 2.4d).

2.3.3 Kinematics as Constraints

The requirements presented in the previous section are based on the fact that high-
lift devices will deploy. The reliability of such devices is therefore of paramount
importance. The more pieces needed for the kinematics, the more likely a failure will
occur. Hence, to prevent any fatal accident the maintenance must be increased. A
compromise appears: for best aerodynamic efficiency, a complex kinematics may be
needed to achieve the positions for take off and landing, but this complexity will be
paid in maintenance, cruise drag and weight increase.
Finally part of the governmental objectives for the next decades is the reduction

of aircraft noise during landing and take-off. This noise is two-fold: the direct aero-
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dynamic noise from the wing and high-lift devices, originating from pressure levels
change caused by the turbulent boundary layer, separation and vortices (Brooks,
Pope, and Marcolini 1989), and the noise from the engines depending on the aircraft
aerodynamic efficiency in take off and landing configurations amongst other (Rudolph
1996).
Therefore to be complete, a high-lift devices study should include all those aspects.

The future work section (Chapter 10.2) extends the work for such considerations, but
the rest of the thesis is focused on the aerodynamic side of high-lift devices design.

2.3.4 High-Lift Devices Parametrisation

The purpose of the kinematics is to move parts of the aerofoil in the vicinity of the
wing. This transformation causes a change in the geometry that needs to be re-
flected in the model. The aerodynamic performance estimation requires the use of
accurate geometry representation. Depending on the equations solved this required
accuracy varies and ranges from simple planform view to highly accurate 3D mod-
els. Generally, the geometry is created in a Computational-Aided Design (CAD)
software but in order to be included in an optimisation process, the geometry shape
needs to be changed according to parameters in what is called parametrisation. The
parametrisation reduces the number of variables, compared to the use of all geome-
try points, by including some physical knowledge in the relation between each point.
Thus parametrisation allows to reduce the number of variables while representing a
maximum number of feasible geometrical representations. For high-lift design, three
types can be distinguished: outline, position and shape parameters (J. Wild 2008).

Outline Parameters Outline parameters are all the parameters that define the
high-lift devices in the planform view (view from the top of the wing), see figure 2.5a.
This includes for example, the device spanwise and chord extents but also the wing
planform. This is rather a high-level definition that is preferably used in early design
phases since it does not include thickness or any shape-related characteristics.

Position Parameters Position parameters relate to the relative position of deployed
flaps and slats with respect to the main wing. This type can be divided in two
main parametrisations: Cartesian coordinates (figure 2.5b) and gap-overlap definition
(figure 2.5c).
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Slat 1

Slat 2

Flap 1 Flap 2

(a) Outline Parameters example.

δθ (+)

Gap

Overlap (−)
(b) Position parameters (gap-overlap).

δθ (+)

δy (+)

δx (-)

(c) Position Parameters (Cartesian)

Figure 2.5: High-lift devices parametrisations

On the one hand, Cartesian coordinates represent the distance between the element
trailing edge and the downstream element leading edge. By convention, the displace-
ment is positive when the leading edge is under and fore the trailing edge (Giuseppe
Trapani 2014). The third parameter is the element deflection angle relative to the
main element clean chord, counted positive for clockwise rotation. This parametrisa-
tion is more convenient for mathematical modelling, such as in computer codes since
the position is straightforwardly defined. A derivative used in optimisation is the use
of relative position with respect to the initial position.

On the other hand, the gap-overlap parametrisation relates to the flow physics.
Again three parameters are used: the gap, the overlap and as previously the deflection
angle. The gap is the radius of a circle centred on the trailing edge of the preceding
element and tangent to the following element. It is always positive. The overlap is the
distance, along the stowed chord, between the upstream element trailing edge and the
downstream leading edge. It is positive when elements are overlapping and negative
otherwise. The deflection angle is defined as for the Cartesian parametrisation. The
implementation in a computer code is no longer straightforward but requires some
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transformation to be implemented; it is however preferred by experts due to the link
between gap-lap values and underlying physics.

Shape Parameters Shape parameters define the actual shape of the devices. Al-
though, the main wing shape is usually frozen during the early phase of the design,
only the hidden part of the geometry during cruise flight is susceptible to be modified
at the high-lift devices design stage.
The choice of the parametrisation has a direct influence on the result of the op-

timisation since it will restrict the available design space. The parametrisation also
has an influence on the optimiser efficiency since for a similar design space coverage,
a different number of defining parameters are needed.
Partial Differential Equation (PDE) is an efficient parametrisation that requires

a small number of variables to describe complex 2D or 3D geometries. It is based
on the resolution of an elliptic partial differential equation, and therefore has the
drawback of having esoteric shape parameters.
Free Form Deformation (FFD) originates from computer graphics to deform models

(Sederberg and Parry 1986), FFD is increasingly used in optimisation due to the
high degree of freedom while being independent of the geometry representation. The
geometry is fitted with a lattice of control points that, when moved, will affect all
the points included inside the surface or the volume formed by the adjacent control
points. Although the link between FFD variables and their effect on aerodynamics
cannot be quantified, this approach is used in the preliminary work due to its easy
implementation and freedom on new shapes.
Polynomial and spline are more intuitive parameters. Bézier and NURBS (Non-

Uniform Rational B-Spline) are widely used in the aerodynamic community due to
the reduced number of parameters to define 2D and simple 3D geometries (Giuseppe
Trapani 2014). Unlike the FFD, the baseline geometry needs to be fitted, introducing
an error in the initial shape.
Designers usually need to understand the optimisation path, and therefore need

to link the design parameters to the flow features observed. Moreover, the adjoint
method used to obtain cheaply the sensitivities requires analytical parametrisation
methods. The most popular method in the aerodynamic community is the PAR-
SEC (Sobieczky 1999) requiring 11 aerodynamic-related parameters to define an
aerofoil. However, shapes are restricted and a method is needed to approximatively
fit the parameters to the initial geometry.
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This thesis aims at estimating the maximum lift after the shape has been frozen,
and therefore the positions parameters are used. The method is also tested on a
cruise shape for which the FFD shape parametrisation is used because of the large
shape freedom and the absence of a fitting procedure that degrades the initial shape
accuracy.
The challenge with high-lift devices design is the flow simulation around such a

complex geometry. Many interactions and difficult-to-predict phenomena are present;
the next section focuses on this aspect.

2.4 High-Lift Devices Description Through Physics
Figure 2.6 shows the main features encountered by a multielement aerofoil at high-lift
conditions. Smith (1975) dressed a list of effects that appears in such cases. They
are summarised below:

Slat effect The velocity induced by the slat, which can be considered as a vortex,
is in the opposite direction than the one of the main element (downstream).
This reduces the pressure suction peak which consequently reduces the pressure
recovery demand and finally delays the separation of the main element allowing
higher angle of attack.

Recirculation

Transition

Locally supersonic flow

Mixing layers

Separation

Figure 2.6: Flow features around a high-lift airfoil (GARTEUR airfoil) (J. Wild 2008)
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Circulation and dumping effects The downstream element (flap usually) also al-
ters the upstream flow on the trailing edge of the main element. This time the
circulation induces an increase of the velocity at the trailing edge which also re-
duces the pressure recovery demand. Moreover, to satisfy the Kutta-condition,
the circulation at the trailing edge must increase which provides an increase in
lift. This effect is also called flap effect since it mainly affects the flap (Tooley
et al. 2009).

Off-surface pressure recovery Usually the flow remains attached up to the elements
trailing edge. However the boundary layer becomes quite large and, when
leaving the trailing edge, forms a wake that develops behind the elements. For
a well-designed multi-element aerofoil, the slots between elements allow the
wakes to remain separate. The deceleration in the wake can lead to reverse
flow which is detrimental for the lift. However, it has been shown that the off-
surface recovery is more efficient than the one on a wall allowing more pressure
recovery. Finally the wakes can merge with the existing downstream elements
boundary layer or with the downstream wakes, known as confluent boundary
layer. This effect is greatly affected by the gap parameter.

Fresh boundary layer Each element starts with a fresh boundary layer that conse-
quently is thinner and can withstand greater adverse pressure gradients.

Transition As for any flow around an aerofoil, transition has a strong influence on
lift and drag. The wake from the upstream element however can contaminate
the boundary layer inducing early transition. 3D effects also have a strong
impact on transition which make the analysis of 2D flow not sufficient on its
own.

Recirculation The slat and the main element usually contain cove areas (to allow
the retraction during cruise condition) that induces permanent recirculation in
those areas (figure 2.6).

Transonic effects Despite being used at relatively low Mach number (around 0.20),
the flow becomes transonic in high-acceleration regions such as slat and main
element leading edges.

The gap-lap parametrisation gives a direct link between position parameters and
effect on the flow, explained by Brune and McMasters (1990). Considering an inviscid
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Figure 2.7: Effect of gap and lap on maximum lift on a two-dimensional aerofoil,
from Brune and McMasters (1990).

flow, Foster (1972) showed that the wing lift decreases linearly as gap increases, but
adding viscosity leads to an optimum position for maximum lift. Figure 2.7 shows
such optimum location along with the change in lift with respect to gap and overlap.
Three regions are identified, considering a small lap:

A for small gap values, the main element wake interacts strongly with the flap
boundary layer, reducing the flap suction peak, until a conventional separation;

B for intermediate gap values, the interactions between wakes are reduced, pro-
voking a separation at small angle of attack but reducing the flap suction peak
as the main element wake strength increases which delays the flap separation:
it leads to a higher maximum lift;

C finally, for very large gap values, the interactions between wakes are too weak
and the flap boundary layer cannot stay attached, provoking a large loss of lift.

2.5 From Design to Optimisation

2.5.1 Optimisation Design Process

The previous sections have shown the complex design process that is used for high-lift
devices and the reasons for such intricacies. In order to apply optimisation techniques
on such problems, the design process must be formalised as follow (J. Wild 2008):

1. Define the objective function(s) that describes the overall goal of the optimisa-
tion.
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2. Define the parametrisation that will give enough freedom to resolve the problem
in a constrained time.

3. Define the constraints to ensure a realistic solution: this should include struc-
tural, kinematic and aerodynamic requirements.

4. Define the aerodynamic solver (CFD or empirical) according to the level of
fidelity required and the available time. This includes also the meshing strategy
that has to take into account the parametrisation. The CFD needs also to be
validated and verified from a baseline to ensure satisfactory resolution.

5. Define the objectives according to the needs. The selection is explained in
section 2.2.

6. Validate and verify the final solution to confirm the superiority of the new ge-
ometry. This includes wind tunnel verification in industry but can also include
CFD polar calculations.

2.5.2 Aerodynamic Specificities

The complex aerodynamic flow around high-lift devices creates multiple challenges in
an optimisation context that need to be taken into account when selecting the opti-
misation strategy. The optimisation introduction is the subject of the next chapter; a
quick summary on the specificities of solving optimisation problem on aerodynamics
is shown below (Songqing Shan and G. G. Wang 2010a):

1. non-smooth: the underlying physical phenomenon is non-smooth due to the
unsteady behaviour of separation, and due to the CFD solver iterative nature
that produces noise leading to a non-smooth objective function,

2. contains multiple local optima: aerodynamics is highly non-linear and presents
many local optima around of, and far from the true global optimum,

3. expensive: for Navier-Stokes based CFD, a single solution can take up to several
hours to be obtained,

4. black-box : CFD software is usually used as a function without any knowledge
(and no access) to its internal working,
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5. used in high-dimension problems: geometry parametrisation requires many pa-
rameters which requires many input variables for the CFD process.

Hence, the optimisation strategy should respectively be (J. Wild 1998):

1. robust to the noise,

2. able to leave local minima and find the global minimum,

3. efficient in terms of number of objective function calls,

4. independent of the CFD solver and should not require any internal modifica-
tions on the solver,

5. able to deal with increasing problem dimensionality despite an unavoidable
performance cost.
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CHAPTER 3

Optimisation Applied to
Computational Fluid Dynamics

The thesis is dedicated to the high-lift devices optimisation to predict the max-
imum lift of a particular aerofoil. The previous chapter highlighted the complex
aerodynamics involved in the flow study around such a multielement aerofoil. The
fluid dynamic equations describing a fluid behaviour are mostly derived from the
Navier-Stokes equations, their exact solution is not known at this day: it is one of
the seven most important problems in mathematics according to the Clay Mathe-
matics Institute (Fefferman 2017). Hence it is clear that their numerical solution is a
complex problem; the first section (3.1) of this chapter is therefore dedicated to the
introduction to the equations and different approximations to provide a solution of
various fidelity (and various computational cost).
The previous chapter also connected the multielement aerofoil flow specificities

with the optimiser requirements to efficiently solve the optimisation problem. This is
the subject of section 3.2. As efficient optimisers can be, the requirement of escaping
local optima increases drastically the number of function calls. Hence, section 3.3
introduces surrogate modelling, allowing to use the real function information to pro-
duce a cheap-to-evaluate mathematical model.

3.1 Computational Fluid Dynamics
The estimation of the configurations aerodynamic performance is of primordial im-
portance during the design stages. Numerical simulations must provide enough con-
fidence at most of the angles of attack for making decisions before a sufficiently ma-
ture geometry is available to be evaluated experimentally. The flow properties were
introduced in section 2.4 from chapter 2, and the main conclusion highlights the
importance of viscosity in the flow around high-lift devices (Reckzeh 2003). Brune
and McMasters (1990) showed that high-lift aerodynamic characteristics were the
results of interactions between inviscid and viscous effects. Their prediction and cou-
pling is therefore the object of this chapter in order to present the multiple methods
developed throughout the years. First in section 3.1.1 the full Navier-Stokes (NS)
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equations are introduced and challenges to numerically solve them are discussed.
Simplifications to their modelling are introduced sequentially to form the Reynolds
Averaged Navier-Stokes equations (section 3.1.2), Euler equations (section 3.1.3), po-
tential flows (section 3.1.4), Boundary Layer Equations (section 3.1.5). The ESDU
datasheets, that introduce further assumptions and mix equations with empirical
data are also introduced in section 3.1.7. Although the high-lift devices design is a
three-dimensional problem, this thesis focuses on two-dimensional methods since the
viscosity complexity exists and makes the problem suitable for multifidelity optimi-
sation without the computational cost overhead.

3.1.1 Navier-Stokes Equations

Navier-Stokes equations have been treated in many publications (A. Jameson 1989),
and only a quick summary is presented here. The Navier-Stokes equations are cou-
pled partial differential equations representing the conservation of mass, momentum
and energy for a flow in a thermodynamic equilibrium. The mass (3.1), the three
momentum (3.2) and the energy (3.3) equations are expressed as follows (using the
summation convention):

Mass ∂ρf
∂t

+ ∂ρfuj
∂xj

= 0 (3.1)

Momentum ∂ρfui
∂t

+ ∂

∂xj
(ρfuiuj + prδij − σij) = 0, i = 1, . . . , 3 (3.2)

Energy ∂ρfE

∂t
+ ∂

∂xj
(ρfEuj + puj + qj − uiσij) = 0 (3.3)

with σij the viscous stress tensor defined in equation (3.4) and qj the heat flux.

σij = µ

(
∂ui
∂xj

+ ∂uj
∂xi

)
− 2µ

3 δij
∂uk
∂xk

(3.4)

There are 3 momentum equations and with the mass and energy equations, only 5
equations are available for 6 dependent variables: pressure pr, density ρf , temperature
(in the energy equation, part of the total energy E) and the 3 components of the
velocity ui. The remaining variables are independent: the time t, and the Cartesian
coordinates xj. To close the system of equations, an additional equation is introduced
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relating the pressure, density and temperature, called the state equation (3.5):

pr = (γ − 1)ρf (E − 1/2uiui), (3.5)

with γ the ratio of specific heat.
The momentum equation relates the transfer of energy between convection (flow

properties are transported by flow movement) and diffusion (properties transported
by molecule movement) involving viscosity and the stress tensor. The later represents
a computational challenge to be solved in a reasonable amount of time. For this
reason, many assumptions are introduced in those equations to solve them with
today’s computers. Figure 3.1 shows the different assumptions that can be made and
the methods name associated for the numerical resolution of Navier-Stokes equations.
In particular, decomposing fluctuating variables into average and fluctuation reduces
those difficulties and leads to the Reynolds Averaged Navier-Stokes equations (not
shown in figure 3.1), presented in more details in the following section.

3.1.2 Reynolds Averaged Navier Stokes

Equations To be solved numerically, all the turbulence scales in the NS equations
need to be resolved, requiring a very fine space discretisation and a small time step.
For today’s computers used in industry, the time needed to perform few time steps
is beyond any practical reach. Large Eddy Simulations methods alleviates the CPU
time required by modelling the smallest scales but still solving the largest ones. Still
out of reach for most day to day aerodynamic simulations, they tend to be used
mostly in research. To reduce further the CPU time required for the simulation,
all scales can be modelled and not resolved from the equations. Reynolds Averaged
Navier Stokes method decomposes fluctuating quantities ψ (the dependant variables:
pr, ρf , E, ui) in a time averaged term ψ̄ and its variation ψ′ around its mean value,
see equation (3.6):

ψ(x, t) = ψ̄(x) + ψ′(x, t), (3.6)

with the RANS time averaged defined in equation (3.7):

ψ̄(x, t) =
∫ t0+∆t

t0
ψ(x, t) dt (3.7)

with ∆t being large enough for the average to be independent of its value.
Substituting (3.6) in equation (3.2) yields to the appearance of the Reynolds stress
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Figure 3.1: Navier-Stokes Equations assumptions for numerical simulations, adapted
from A. Jameson (1989).
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terms: ρfu′iu′j that cannot be determined from RANS equations, leading to more
unknown variables than equations; this is known as the closure problem (Wilcox 1998)
and is commonly solved by modelling the Reynolds stress term with the Boussinesq
approximation that considers the Reynolds stress to be linearly dependant on the
mean strain-rate tensor (plus a term to obtain the correct trace (Wilcox 1998)):

ρfu′iu
′
j = µt

(
∂ūi
∂xj

+ ∂ūj
∂xi

)
− 2

3

(
ρfk + µt

∂ūk
∂xk

)
δij; (3.8)

µt is the turbulent viscosity, and k the kinetic energy, solved by using additional
transport and diffusion equations, as part of the different turbulence models pre-
sented below. The Boussinesq approximation assumes that the turbulent viscosity is
isotropic, mostly true for external flows that does not involve large boundary layer
separation.

Turbulence models Each CFD application has its own turbulence model, but for
external aerodynamic transonic flow, one-equation Spallart-Allmaras (SA) (Spalart,
Allmaras, et al. 1994) and two-equations k-ω (Chien 1982; Menter 1994; Wilcox 1988)
turbulence models are the most common due to reduced number of extra equations
to solve and their conservative (eg early prediction of stalling behaviour) nature
beneficial for aircraft design. On the one hand, SA model ignores the kinetic energy
in equation 3.8, and therefore uses a single transport equation to solve the turbulent
viscosity. SA is used since it adds a single equation to the RANS equations which
is simpler and cheaper (in the computational sense) to solve; it is also developed
specifically for external transonic flows and can handle adverse pressure gradients
with small separation although large separation are not accurately predicted. Finally,
it has successfully been used in complex multielement flows by J. Wild (2008) and
J. Wild and Brezillon (2005).
On the other hand, k-ω models have another unknown: the rate of dissipation

thus it requires an additional transport equation, effectively increasing the computa-
tional requirements. The model handles adverse pressure gradients and improves the
prediction of shock-induced separation. Despite being more suitable for separated
flows (Bardina et al. 1997), experimental data is contradicting (J. Wild 2008).
The Drag Prediction Workshop (Mavriplis et al. 2009) highlighted the effect of

the turbulence model parameters on the integrated aerodynamic coefficients, but the
aerodynamic studies in this work are purely used as part of an optimisation process;
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and as long as the flow-features are correctly captured, only the relative changes in
the aerodynamic coefficients are of interest, not the absolute values. For all those
reasons, the SA turbulence model is used in all RANS models throughout the thesis,
always considered as a high-fidelity model.

Space discretisation Solving a physical (hence continuous) problem with a com-
puter requires the discretisation of the physical space. As seen previously, flows
involved in high-lift simulation are complex and the integrated lift and drag depend
heavily on the good resolution of those phenomenon. The resolution and the cells
quality impact the accuracy. In particular, in the elements wake and in the boundary
layers, a fine mesh should be ensured to solve the complex viscous interactions. Two
meshes types can be distinguished: structured for which every cells have the same
number of neighbours, the connectivity being simply retrieved with indices, and un-
structured for which vertices have arbitrary neighbours. Combining the two method
is possible to create an hybrid mesh.

The simplest and fully automatic structured grids are Cartesian meshes (Melber-
Wilkending et al. 2005). Despite the mesh generation easiness, this type of mesh is
not suitable for viscous resolution due to a rapid increase in cells number to properly
resolve boundary layer regions. Structured mesh overcome this issue with a very fine
control on the element sizes. Moreover, because the cells location is easily retrieved
instead of being stored as for unstructured grid, the memory requirements are low.
The mesh qualities are usually better especially for the stream-wise resolution near
the leading edge and the normal direction which is particularly convenient for bound-
ary layer resolution. However, the connectivity and mesh quality comes at a price:
the meshing process requires the creation of a topology, a very time consuming and
manual process (Brezillon, R. Dwight, and J. Wild 2008). To finish with drawbacks,
the more complex the geometry, the harder the mesh creation. The automation of
such mesh strategy is therefore a complex problem that is solved in optimisation con-
text by the use of a mesh deformation: an initial structured mesh is first manually
created to ensure the best quality, and is then deformed to fit the geometry change.
Although the mesh need not be recreated at each step, the deformation is limited
to small movement to preserve the mesh quality. Diffusion is predominant in the
wake regions, and is very dependant on the mesh quality. In an optimisation, the
deformation may lead to change in the mesh quality in those regions, inconsistently
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changing the drag estimation. Such mesh deformation approach is not suitable for
high-lift aerofoil optimisation.

Newman III et al. (1999) states that triangles and tetrahedra are best suitable to
fill the space in complex geometries. Moreover, as cells have not a fixed number of
neighbours, there size can be varied independently, allowing to increase the number
of cells only where needed. Complex geometries are easier to mesh, and automation
easily implementable, especially in two dimensions (Melber-Wilkending et al. 2005).
But despite this control on the element size, unstructured mesh generally requires
more cells to reach the same level of accuracy. Cell orthogonality, very important for
accuracy in high acceleration regions, is difficult to ensure when using tetrahedrons.
This issue is overcome by using a prismatic boundary layer near the wall to have a
good orthogonality and a higher cell concentration in the boundary layer region. This
conserves the flexibility while allowing a good resolution of viscous effects. However,
the generation of this type of mesh is usually time consuming and leads to a high
number of cells, increasing the computation cost (Brezillon, R. Dwight, and J. Wild
2008). Finally, a structured mesh in simple geometric regions and an unstructured
mesh in more complex regions can be merged together to form another type of hybrid
mesh. This permits to speed up the RANS simulation while conserving the accuracy
of structured meshes at the cost of increasing meshing complexity to connect the
meshes.

A multielement aerofoil is a complex geometry: it has sharp edges where the
elements are cut (slat and rear of the main element), changes in geometry curvatures
in cove area, and elements are close to each other creating difficulties for the prismatic
boundary layer. The aerofoil has a very strong curvature, and viscosity is not only
constrained to the boundary layer but in all wake interaction regions. Thus the mesh
should be fine in the vicinity of the aerofoils and in the large wake area. Finally,
mesh deformation is ruled out requiring the automatic regeneration of the mesh at
each optimisation iteration. Two test cases are used in chapters 5 and 6, both are
using an unstructured mesh generation.

The previous chapter highlighted the aerodynamic phenomena appearing in mul-
tielement aerofoil flows: locally transonic flows where compressibility plays an im-
portant role, separation areas and wake interactions where viscosity is predominant.
Those two components must be found in the resolution method used for both fideli-
ties. RANS equations includes those features but are expensive to solve, requiring
multiple Computational Power Units (CPUs) and several hours. The next sections
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are dedicated to the presentation of alternative methods to solve NS equations with a
smaller computational power requirement at the cost of reducing the generality of the
method (more assumptions need to be fulfilled for the method to be applicable); the
following methods will be considered in the rest of the thesis as low-fidelity methods.

3.1.3 Euler

Outside the boundary layer and the wake, viscosity can be ignored while conserving
a good accuracy. Removing the viscous stress tensor and the heat conduction from
equations (3.2) and (3.3) leads to the inviscid Euler equations (3.1), (3.9) and (3.10):

Momentum ∂ρfui
∂t

+ ∂

∂xj
(ρfuiuj + prδij) = 0 (3.9)

Energy ∂ρfE

∂t
+ ∂

∂xj
(ρfEuj + pruj) = 0. (3.10)

Euler equations are computationally cheaper to solve than the NS equations since
the viscosity does not need to be solved nor modelled. A space discretisation is still
required and its quality primordial to the accuracy of the solution but unlike RANS
equations, the boundary layer, where viscosity is predominant, is not resolved. It is
clear however that the solution is not directly applicable to the study of single- or
multielement aerofoil flows, but only in regions where viscosity is not predominant:
far from the walls and the wakes. Hence Euler equations need to be coupled with
other set of equations to resolve viscosity and this is the subject of the section 3.1.6.

3.1.4 Potential Flow and Panel Method

Recall figure 3.1: we started from the top with the NS equations, added a non-
viscosity assumption to derive the Euler equations. The next step is to assume an
irrotational flow to obtain the potential flow equations. As the flow vorticity (the
curl of the velocity vector) is assumed to be null, the velocity can be expressed as
the gradient of a potential φf , see equation (3.11):

ui = ∂φf
∂xi

, (3.11)

and considering the compressibility to be negligible, using (3.11) in the mass (3.1)
and momentum (3.2) equations yield to the Laplace equation (3.12) and Bernoulli
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integral (3.13):

Mass ∂2φf
∂x2

i

= 0 (3.12)

Momentum ∂φf
∂t

+ 1
2u

2
i + pr

ρf
= f(t), (3.13)

with f a function of time. Introducing the potential φf reduces the number of un-
known, and once the solution to the Laplace equation (3.12) is found, equation (3.13)
determines the pressure everywhere in the flow.
The absence of vorticity is related to the absence of entropy production and there-

fore the use of a potential φf means the flow is isentropic (A. Jameson 1989). Aside
from viscosity, entropy is created through shocks hence the potential methods fail
to model shocks. Only weak shocks, satisfying the continuity equation but not the
momentum one, are accurately modelled. Although a flow around a multielement
aerofoil is expected to involve compressibility, its effect remains small.
The Laplace equation is linear allowing the flow to be decomposed in multiple ele-

mentary flows. This property has made this method successful to solve complex flow
around two and three dimensional geometries (Tuncer Cebeci, Besnard, and H. H.
Chen 1998; Mark Drela 1989; Le Balleur and Neron 1991), as long as the viscosity,
close to the walls, are modelled with a different method and coupled to the poten-
tial flow solution. Despite the no-vorticity hypothesis made, the singularities include
sources, doublets and vorticities. The geometry is discretised in panels, on each of
them a distribution of singularities is assumed, and control points are introduced
to apply a no-flow condition on the boundary to represent the geometry (Erickson
1990). The system of linear equations does not have an unique solution so additional
boundary conditions are applied: the Kutta condition is imposed: the rear stagna-
tion point should be on the sharp trailing edge (no flow around the trailing edge).
The condition is enforced by the addition of panels in the aerofoils wake to model
potential jump at the trailing edge. The wake position is not known a priori, and
the panel positions must be manually imposed. This is an issue in flows around a
multielement aerofoil as the wake affects the flow on downstream elements.

3.1.5 Boundary Layer Equations

When the Reynolds number is sufficiently large and the flow remains attached, the
flow around a single- or multielement aerofoil can be decomposed in a inviscid part,
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modelled by the Euler or potential equations for example, and a small viscous region
restricted to the vicinity of the aerofoils. The size of this region is considered small
compared to the scale of the aerofoil and the wake, and the Reynolds number is
considered high, translating in conditions (3.14) and (3.15):

δbl � c (3.14)
Re ≥ 1/δ2

bl (3.15)

with δbl the boundary layer thickness (part where the viscous effects are restricted to,
defined as the distance normal to the wall where the streamwise speed u = 0.99u∞),
c the aerofoil chord and Re the Reynolds number.
Using those conditions on the NS equations (3.1), (3.2) and (3.3), and restrict-

ing them to two dimensions, the boundary layer equations are derived and read as
follow: (Anderson Jr 2010):

Mass ∂ρfuj
∂xj

= 0 (3.16)

x-momentum ρfux
∂ux
∂x

+ ρfuy
∂ux
∂y

= −dpe
dx

+ ∂

∂y

(
µ
∂u

∂y

)
(3.17)

y-momentum ∂p

∂y
= 0. (3.18)

The energy equation can be found in Anderson Jr (2010); the point here is that the
stress tensor is gone, leading to a much simpler set of non-linear equations. Moreover,
the pressure is constant in the direction normal to the wall, meaning that it is fully
defined by the non-viscous flow outside the boundary layer. The equation does not
have a closed solution, so it must be solved numerically, usually with the Runge-Kutta
method.

3.1.6 Coupling Inviscid and BLE

The previous two sections presented a method to solve the inviscid part of a flow on
an aerofoil and a method to solve the viscid part. The coupling can be performed
in different manners affecting the solution robustness and accuracy (M. Drela 1986).
The most robust algorithm is usually referred as fully-simultaneous, and consists in
considering unknown variables from both the inviscid and viscid systems of equations,
solved with the Newton method. The advantage of such resolution is twofold: the
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coupling is very robust and the convergence rate rapid, marginally increasing the
inviscid calculation cost. This approach is used in the MSES solver, described in
the next paragraph. The effect of viscosity is to effectively displace the inviscid
flow by the boundary layer thickness, which first slightly increases the lift produced
by the aerofoil due to the increase in effective thickness but secondly decreases the
camber leading to a larger decrease in lift. Hence, a more loosely coupling approach
is to obtain the inviscid solution considering the displacement thickness as the new
geometry, and use the obtained pressure as boundary conditions for the direct solving
of the boundary layer equations. A new thickness is calculated and the inviscid flow
needs to be recomputed. The coupling requires a high underrelaxation coefficient
leading to a slow convergence and a high computational cost; separation is badly
handled and results in strong divergence. This iterative method is referred as direct-
coupling. A more common approach however, situated in between, is called semi-
inverse coupling, proposed by Carter (1979). In this method, the boundary layer
calculation is performed in inverse mode, the displacement thickness being prescribed.
The obtained pressure is then compared with the inviscid solution and the difference
is used to change the boundary layer displacement. The method is more robust when
separation occurs and can predict accurately high-lift aerofoil maximum lift (Tuncer
Cebeci, Besnard, and H. H. Chen 1998; Cebeci et al. 1986).
The work carried out in this thesis relies on two different implementations of a

viscid/inviscid code suitable for multielement aerofoils near maximum lift: the MSES
solver, from Professor Drela and the HiLi solver used with the sponsor.

MSES solver Professor Drela is the author of several world-famous CFD codes for
two-dimensional flow around aerofoils. He started by the development of the ISES
code during for his PhD thesis (M. Drela 1986). Initially thought to be applied to
transonic flows, the code solves the steady Euler equations to obtain the inviscid and
is coupled to a boundary formulation. The choice of the Euler equations is moti-
vated by the wish of accurately modelling the shocks. The mesh is generated using
streamlines to simplify the continuity and energy Euler equations resolution thanks
to a reduction of unknown for each grid cells. Entropy diffusion is removed as the
quantity is convected along the streamlines. The transonic shocks are handled by
the addition of a bulk viscosity and a stable Newton solver for the coupling with
the boundary layer equations. Following the ISES code, Drela worked on the MSES
solver, for multielement aerofoils (Mark Drela 1990). The same philosophy is used
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to solve the Euler equations, with streamlines that evolves during the resolution.
Moreover, the use of such streamline-based grid allows to implicitly determine the
wake positions during the Newton process, improving robustness compared to other
grids; the author emphasis again the importance of the wake position on the down-
stream flow. The boundary conditions are imposed to fill the mass defect from the
shocks and viscosity at the exit while taking into account the solution behaviour,
allowing to reduce the domain size covered by the grid. Despite the grid evolving
during convergence, an initial grid is generated prior to the iteration procedure using
an incompressible panel method. The meshing procedure requires only some param-
eters to be set by the user to obtain the best grid quality. Manual tweaks may be
needed when streamlines greatly vary during convergence leading to negative grid
cell volumes. The integral boundary layer method is used with a multilayer velocity
profile as it provides a fast and robust convergence when coupled with an inviscid
solver. Initial tests performed by Prof. Drela show a good drag prediction and a
slight over prediction of the maximum lift due to a failure to capture the slat and
the main elements’ wake merge.

HiLi High-Lift (HiLi) uses a two-dimensional panel method for the inviscid flow
coupled to a integral boundary layer method. The coupling is performed with a
semi-inverse procedure allowing prediction of moderate flow separation. Transition is
empirically predicted and the compressibility effects are included via a Karman-Tsien
correction. Finally, the cove areas need to be manually treated to avoid divergence.

Xfoil The method preliminary test is performed on a single element at low-speed.
The code used is the famous Xfoil implementation, from Professor Drela (Mark Drela
1989). The inviscid flow is modelled by a panel method: the aerofoil and wake are
discretised in panels, with a linear vorticity associated along with a constant source
strength. The equations along with the Kutta condition is solved with a Gauss
elimination. The boundary layer is modelled the same way as in MSES and the
coupling procedure is also done with a Newton method. Xfoil can model low Reynolds
flow and can predict transition from laminar to turbulent with a e9-type amplification
formulation. More suitable for low-speed flow, compressibility is implemented with
a Karman-Tsien correction.
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3.1.7 ESDU Datasheets

Another approach to predict an aerofoil maximum lift is to use semi-empirical meth-
ods for which wind-tunnel experiments are augmented with algebraic equation to in-
crease their range of applicability. The ESDU datasheet 94026 (1995b) presents the
method to compute the maximum lift increment due to the high-lift devices deploy-
ment with the help of the ESDU datasheet 94027 (1994) and ESDU datasheet 94030
(1995a) using the aerofoils geometries, deployment parameters and flow conditions.
Similarly, the ESDU datasheet 87005 (2008) and ESDU datasheet 87024 (2006) use
the same information to evaluate the drag increment at maximum lift due to the
deployment of the devices. The application of such a method is restricted to the
type of aerofoils and flow conditions tested in the wind tunnel experiments. However
it relies mainly on carpet plots and algebraic equations therefore the computational
complexity is negligible which allows a quick estimation of a configuration perfor-
mances.

3.2 Optimisation

3.2.1 Generalities

An optimisation is the research of the design variables that will give the smallest (or
largest) response while satisfying the required constraints. Mathematically speaking,
we will seek to solve the problem (3.19):

min
x∈D

f(x) Subject to
 ci = 0, i = 0, . . . ,m′

ci ≥ 0, i = m′ + 1, . . . ,m
(3.19)

Where f : D → Rl is the continuous objective function, D is a subset of Rn defining
the boundaries of the problem, x ∈ Rn is the vector of design variables and ci is
the set of equality and inequality constraints (Nocedal and Wright 1999). Generally
speaking the objective function can return more than one component and this type
of problem is called multiobjective optimisation. For single-objective and when the
objective function f is scalar, the point x1 is a better solution to (3.19) than x2 if
f(x1) < f(x2). For the multiobjective counterpart, the concept of Pareto optimality
needs to be used and is introduced in the next section.
Complex functions, such as aerodynamic-based functions, can present multiple
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regions with minima leading to the definition of local and global minima. A local
minimum x∗

loc is a point where the function is minimal in the vicinity of x∗
loc: ∀x ∈

N , f(x∗
loc) ≤ f(x), withN the neighbourhood of x∗

loc. A global minimum is the point
(or points) x∗

glob where the function has its minimal value over the whole design space:
∀x ∈ D, f(x∗

loc) ≤ f(x). Classical deterministic optimisers tend to converge quickly
to a local optimum whereas metaheuristic optimisers (defined in section 3.2.4) are
designed to approximate the global optimum (Bianchi et al. 2009). Indeed, there is
no proof that an optimiser will converge to the global optimum, one can only hope
to approach it. Before choosing the optimisation algorithm, the problem must be
defined: if an engineer wants to find some improvements on an already well-designed
configuration, a local optimiser should be used but if an engineer starts from a generic
design and wants to explore the entire design space to find the best solution(s), a
global optimiser shall be selected. As described in chapter 2, section 2.1, those two
concepts are encountered at two stages of the design process. This thesis aims at
bringing the two distinct stages together, and therefore an approach aiming at global
space exploration while ensuring a satisfactory accuracy for the optimum is sought.

3.2.2 MultiObjective

Often in aerodynamics, and many other optimisation applications, the problem can-
not be reduced to a single objective because of objectives competing between each
other, leading to the use of multiple objectives (l > 1), as demonstrated in chap-
ter 2. One way to address this issue is the use of a weighted sum (or product) of the
multiple objectives to create a single-objective problem f in equation (3.20):

f(x) =
i=l∑
i=1

αifi(x). (3.20)

Weights need be introduced to specify how much a decrease in one of the objective
is worth the increase of others. However, weights need to be chosen (manually or
automatically) involving expert judgement and introducing bias in the optimisation
problem (J. Wild and Brezillon 2005).

To keep both objectives during the optimisation and delay the choice of trade-off
between them until solutions are obtained, multiobjective optimisers are required;
most of them implement the concept of Pareto optimality stating that a solution is
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optimal if it is not possible to find a solution that increases all objectives at the same
time. It leads to the two following concepts:

Domination x1 dominates x2, if:

∀i ∈ [1, . . . , l] fi(x1) ≤ fi(x2) and ∃k ∈ [1, . . . , l], fk(x1) < fk(x2) (3.21)

Pareto equivalence If some of the f(x1) components are less optimal than f(x2)
components, and others are more optimal, the two points x1 and x2 are Pareto
equivalent.

Therefore the use of the Pareto-optimality concept no longer leads to a single solution
to the problem (3.19) but rather a set of solutions representing the different compro-
mises between each objective. The solution selection is left to the decision maker a
posteriori. The Pareto optimal set forms a curve when two objectives are considered,
but it forms a surface for three objectives. It is clear that the more objectives are
considered, the higher the number of points in the Pareto set and therefore the higher
the computational cost of the optimisation.
There exist methods based on the weighted sum that leads to a Pareto front: the

methods consist in varying the weighted parameters αi to sweep the whole Pareto
front (Hancock and Mattson 2013). First the anchor points are found by considering
each objectives independently: αk = 1, αj 6=k = 0. The line in-between anchor points
is discretised and multiple suboptimisation problems are solved from those points.
Each suboptimisation problem is independent and can be run in parallel; they can
use single-objective techniques but are limited to the Pareto front discovery in the
vicinities of the starting points.

3.2.3 Local Methods
Two philosophies for the optimisation methods can be distinguished: metaheuristic
methods, that may need randomness and do not converge to the exact optimum but
to a good approximation of the global optimum, and local methods which, for most
of them, a proof of convergence to the closest optimum exists. Those methods are
deterministic and require most of the time the function derivatives. This section fo-
cuses on the last group, local methods, and introduces the line search and trust region
strategies needed for the multifidelity chapter. The main optimisation algorithms are
introduced as well.
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Line search To solve the problem (3.19), the line search strategy chooses a search
direction, function of the first function derivative such as the steepest descent algo-
rithm or possibly of the second function derivatives —the Hessian— like the Newton
method or an approximation of the Hessian such as SQCP. Then a one-dimensional
subproblem is solved (usually approximatively) to find the step size that can yield a
sufficient decrease of the objective function (Nocedal and Wright 1999) while ensuring
stability.
Different methods exist to find the direction of search, requiring at least the first-

order derivatives and sometimes second-order ones. As an example, the steepest
descent uses the direction given by the first derivative. Despite being quite intuitive,
it is shown to exhibit bad convergence properties on difficult problems.
If the second derivatives are known, they can be used to create the Newton di-

rection. The method is derived from the Taylor expansion and uses the definite
positive Hessian matrix to correct the downhill direction. Despite being very fast
to converge, the need to have the Hessian matrix makes it prohibitive to be used
with a computationally expensive function. To overcome this issue, Quasi-Newton
search directions can be used. The Hessian is not required, and an approximation
is used instead; this approximation is done using information from previous steps:
∇2fk+1(xk+1 − xk) ≈ ∇fk+1 − ∇fk. The approximated Hessian is updated at each
step according to some formulae, the most famous ones being the symmetric-rank-one
and the Broyden-Fletcher-Goldfarb-Shanno (BFGS) algorithms.

Trust region Conversely, trust region methods can be seen as first choosing a step
size, called the trust region and then solving the subproblem to find a direction lead-
ing to an improvement. The information gathered from the function from previous
iterations is used to construct an approximation model that has a similar local be-
haviour than the true function. The trust region is selected so that the subproblem is
only solved (approximatively) in the accurate region of the model (Yuan 1999). The
trust region size is usually changed according to the agreement between the model
and the true function.
In the original trust region strategy, the approximation model mk

1 is quadratic
and defined by:

mk(xk + p) = fk + pT∇fk + 1
2p

TBkp (3.22)

where fk is usually the function value at xk, ∇fk the gradient values at xk and Bk can
1For approximatively solving the subproblem.
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be the Hessian matrix or its approximation. Finally, the usual trust region is defined
as a ball defined by the Euclidean or any other norm from the centre, whom size
is varying. The method was used for the gradient-based optimisation of a high-lift
aerofoils by Richard P. Dwight and Brezillon (2006). They concluded that the Quasi-
Newton Trust-Region (QNTR) algorithm outperforms the Conjugate Gradient (line
search) in terms of CPU time, but QNTR is more sensitive to poor quality gradients.

The trust-region method being the starting point of the multifidelity optimiser
used in this thesis, more details are provided in chapter 5.

Gradient calculation Calculating gradients is very challenging for aerodynamic
problems (see all the points from chapter 2, section 2.5.2). One way of comput-
ing the gradient is by using a finite-difference approach: for each design variable, a
perturbation is applied to the function. However it requires n + 1 function evalua-
tions to obtain an approximation of the gradient. This becomes prohibitive for high-
dimensional problems and is quite unreliable for non-smooth functions. A method
that is gaining interest nowadays is using the solution of the adjoint problem (Kim,
J. J. Alonso, and Antony Jameson 2004; Newman III et al. 1999; John C. Vassberg
and Antony Jameson 2014). The cost to compute the gradient components for one
objective is similar to the one needed to solve the flow field. Despite being very
efficient for high-dimensional problems, the implementation is complex and is usu-
ally problem-dependant which is against point 4 from section 2.5.2. To obtained the
adjoint equations, the flow solver needs to be differentiated, via hand-differentiation,
complex variable or automatic differentiation (Richard P. Dwight and Brezillon 2006).
Often, an approximation of the solver (first order discretization, thin-shear layer vis-
cous fluxes, frozen turbulence model, etc.) is used for the differentiation due to the
high complexity involved, degrading the gradients’ accuracy.

Deterministic non-gradient-based method The Simplex algorithm (Rowan 1990)
lies in the deterministic algorithm since it does not use any randomness. However,
it has the particularity of not requiring derivatives information and can avoid being
trapped in a local optimum. It is based on a simplex (a regular body) of n+1 points.
According to the vertices values, the shape is transformed (reflection, contraction,
expansion) while moving in the design space until collapsing on a single point, the
optimum. Not as efficient as gradient-based algorithms especially in high-dimensional
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spaces, the Simplex algorithm is robust against noisy objective functions (J. Wild
2008). The simplex complexity rises linearly with the number of variable and becomes
inefficient for more than 5 design variables (Rowan 1990). To overcome this issue,
the Subplex (Rowan 1990) algorithm is preferred over the Simplex. The method
uses the non-linear Simplex method on a subset of the dimensions. It also includes a
restart strategy to overcome premature convergence. According to J. Wild (1998), the
Subplex handles well the noise during optimisation and enables the Subplex optimiser
to leave local optima. The Subplex implementation from the nlopt library (Johnson
2016) is integrated within the framework.

3.2.4 Metaheuristic Methods

The second philosophy regarding optimisation usually mimics physical, chemical, bi-
ological or even sociological behaviour. The use of randomness prevents the conver-
gence provability but allows the exploration of the whole design space in order to find
approximation of the global optimum; this comes also at the price of a relatively low
efficiency. Metaheuristic combines heuristics, that searches the design space to find
a good solution (but rarely the best) and are problem specific, in algorithms that are
more generic. All those algorithms provide a different trade-off between exploration
(also called diversification) and exploitation (also called intensification) (Bianchi et
al. 2009). The following sections introduce metaheuristic algorithms that will be used
throughout the thesis.

Evolutionary Algorithm Evolutionary Algorithm (EA) are inspired by the Dar-
winian evolution theory. An iteration of this algorithm can be seen as a generation
to which certain operations are applied to generate the next generation. Those oper-
ations mimic natural selection: parents are used to create offspring through recombi-
nation. The design variables are similar to chromosomes (called strings here), and are
modified mainly by crossover (combination of parents —selected according to their
fitness— substrings to create offspring) and mutation (spontaneous modification of
the strings). Randomness can appears in both operations.
Two main algorithm classes are found in the literature: Genetic Algorithm (GA)

and Evolutionary Strategies (ES). The first one is described in the previous paragraph
while the second one includes tuning parameters in the evolutionary process avoiding
the need to tune the algorithm for each problem. If badly tuned, GA converges
prematurely and requires an excessive number of evaluations. Despite their high
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computational costs, EA are noise-resistant, more likely to find global optimum, and
they are population-based which make them suitable for multiobjective optimisation
and parallelism (K. Giannakoglou 2002).
The most famous implementation of such algorithm is the Nondominated Sorting

Genetic Algorithm-II (NSGA-II) from Deb et al. (2002) that is usually used as a
reference to be compared with. Each individual is sorted according to the domina-
tion level of the Pareto front they are belonging to, and are assigned a rank value.
Distances between individuals are also computed, referred as crowding distance. The
rank and crowding distance are then used for the parent selection. Those two prop-
erties push the solution to be Pareto optimal while preserving good diversity in the
population for global exploration and to limit early convergence. NSGA-II was ap-
plied to the design of multielement aerofoil by Trapani, Kipouros, and Savill (2012)
without reaching the MultiObjective Tabu Search performance, introduced below.

Tabu search The Multiobjective Tabu Search (MOTS) implementation (Glover
and Laguna 1997; Jaeggi, G T Parks, et al. 2008) from Cambridge University is
introduced. The algorithm uses a Hooke and Jeeves move for the local search (Hooke
and Jeeves 1961). To keep the number of function evaluation low, at each iteration,
a random subselection of all directions are tested, then compared and the best one, if
allowed, is chosen for the next iteration. To avoid being trapped in a local optimum,
MOTS uses memories:

short term memory records all the visited points. They become Tabu, meaning that
already evaluated points cannot be revisited. This allows the optimiser to climb
away from local optimum.

medium term memory records the best points found during the search. In multi-
objective optimisation, those points are Pareto-equivalent and form the Pareto
front. They are used to restart local search once no new optima are found; this
move is called intensification.

long term memory records all the visited points in order to explore under-explored
regions once no new optima are found; this move is called diversification.

MOTS presents a good compromise between global exploration and local search
while being robust against noise. It is worth noting that MOTS does not require the
function gradients which are hard to obtain for difficult aerodynamic problem.
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Particle Swarm Optimiser Particle Swarm Optimisers (PSO) are based on birds
behaviour in flocks (Eberhart and J. Kennedy 1995). As for GA, a random initial
population is required to provide a global exploration. Each particle (individual)
then evolves according to its past history (fitness function values) and the rest of
the swarm (population) with the introduction of a global leader; the role of the
global leader is to drive the swarm in the area of interest. The trade-off between
cognitive and social behaviour is controlled when the particle velocities are updated
which define their position evolution between iterations. Application to aerodynamic
optimisation is done by Wei and Meijian (2014) and Jansen and Perez (2011).
The PyOpt library (Perez, Jansen, and Martins 2012) only provides a single-

objective implementation of its Swarm optimiser. To use the strength of PSO
within the author’s multifidelity framework, a new implementation of the multi-
objective PSO algorithm is done by the author and Spyridon Kontogiannis according
to Alvarez-Benitez et al. (Alvarez-Benitez, Everson, and Fieldsend 2005) without
constraint handling. The main algorithm is presented in algorithm 1 and the particle
position and velocity update in algorithm 2. A succinct overview of the implemen-
tation is shown in figure B.1.
The optimisation starts with a Latin Hypercube Sampling (LHS) with nswarm points

to create the initial particle population P . During the optimisation, a global leader
is selected from the Pareto front PF with one of the following method:

prob the number of points dominated by each Pareto front point is counted and used
as weights to select randomly the new global leader,

round the number of points dominated by each Pareto front point is counted and
the point with the minimum value is used as the global leader,

maxdist prob the distances between each consecutive Pareto front point are com-
puted and used as weights to select randomly the new global leader,

maxdist the distances between each consecutive Pareto front point are computed
and the point with the maximum distance is used as the global leader,

random a uniformly random point is selected and used as the new global leader.

Then the position and velocity of each particle are updated according to algorithm 2
with the personal c1 and social c2 factors controlling the effect of the particle and the
swarm best positions; the parameter w being the inertia, re the relaxation parameter
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for the position update and εt the random turbulence parameter to avoid being stuck
in a local optimum but remains set to zero in this study. Each particle best position
is also updated accordingly and a new iteration can start.
Table 3.1 shows the results of performing a multiobjective optimisation on func-

tions (3.23) and (3.24) with MOSPO using various leader selection techniques and
swarm sizes. The performance is evaluated in terms of hypervolume indicator2 value,
introduced later in chapter 6, section 6.1.5, averaged for 10 runs and of standard
deviation to evaluate the robustness of the random process. The results are also
compared against the commercial MACROS tool, introduced in the next section;
the latter is deterministic. The higher the value, the more optimal the Pareto front.
Regarding the leader selection, the deterministic selection round is the one giving the
worst results, with a higher variation. Maxdist-prob seems to give the best results,
but when tested on a more complex function (chapter 6, section 6.4), important parts
of the Pareto front are partially missed. Overall, the prob leader selection is selected
and a study on the swarm size effect is performed on a similar function. The larger
the swarm size, the more accurate and more consistent the Pareto front, but the more
function evaluation is needed. As a compromise a size of 10 individuals is selected.

f1(x0, x1) = exp
(x0 − 1√

2

)2

+
(
x1 − 1√

2

)2
 (3.23)

f2(x0, x1) = exp
(x0 + 1√

2

)2

+
(
x1 + 1√

2

)2
 (3.24)

3.2.5 MACROS

MACROS v2.4 GTOpt (DATADVANCE 2016) is an optimisation library from Datad-
vance that blends different optimisation algorithms through an automatic selection.
MACROS optimisers (GTOpt) can be split into two main categories: classical gradi-
ent based optimisers for standard problems, and Surrogate Based Optimisers (SBO)
for optimisation involving expensive functions. GTOpt SBO uses a surrogate to
model the expensive function after an automatic sampling. Depending on a user-
specified input, MACROS is alternating between global search, which involves maxi-
mum expected improvement criteria, and local search with a Quasi-Newton (Gill and

2The signification of the hypervolume indicators are introduced in section 6.1.5, but here we simply
consider it as a measure of performance, the closer to 1 the better.
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Algorithm 1 MultiObjective Particle Swarm Optimiser
X0 ← LHS(nswarm) {LHS sampling}
F0 ← evaluate(X0)
V0 ← 0
P ← create_particle(X0,F0,V0) {Create the swarm of particles}
for i = 0 to maxiter do
PF ← get_pareto_front(P ) {Obtain non-dominated points}
for p in P do
leader ← get_leader() {Obtain swarm leader}
p.update_particle(leader) {See Algorithm 2}
p.evaluate(p.x) {Evaluate particle fitness value}
p.get_best(p)

end for
end for

Algorithm 2 Particle position and velocity update at iteration k
Require: leaderk
r1 ← uniform(0,1)
r2 ← uniform(0,1)
vk+1 = wvk + c1r1(p.leaderk.x− p.xk) + c2r2(leaderk.x− p.xk)
for i in [0, . . . , n− 1] do {Limit velocities within bounds}
if v(i)

k+1 ≥ v(i)
max then

v
(i)
k+1 = v(i)

max

else if v(i)
k+1 ≤ v

(i)
min then

v
(i)
k+1 = v

(i)
min

end if
end for
p.xk+1 = p.xk + revk+1 + εt
for i in [0, . . . , n− 1] do {Limit positions within bounds}
if x(i)

k+1 ≥ x(i)
max then

x
(i)
k+1 = x(i)

max

else if x(i)
k+1 ≤ x

(i)
min then

x
(i)
k+1 = x

(i)
min

end if
end for
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Name Swarm size Value Std
MACROS 0.529
MACROS expensive 0.525
MOPSO Round 10 0.487 0.055
MOPSO Maxdist-prob 10 0.537 0.007
MOPSO Maxdist 10 0.532 0.015
MOPSO Random 10 0.529 0.015
MOPSO Prob 5 0.452 0.087
MOPSO Prob 10 0.529 0.021
MOPSO Prob 20 0.546 0.003

Table 3.1: Hypervolume indicator values and standard deviation (Std) for different
MOPSO parameters and comparison with MACROS.

Murray 1972) gradient-based optimiser; the local searches for SBO and for non-SBO
as well are using a Quasi-Newton method.

The MACROS GTOpt philosophy in a multiobjective problem context is to “avoid
evaluation away from the Pareto front”. It relies on two search types: a local search,
using a Quasi-Newton method extended to the multiobjective concept, and a global
search using the concept of diffusion along the Pareto front according to the following
sequential algorithm (Pospelov and Gubarev 2014):

1. Anchor search: each objective is first optimised independently to find the an-
chor points. The search is performed as an iterative process to ensure not to
find only weak Pareto optimal points (if objective f (i) is optimised, some other
points could lead, for the same f (i), to smaller f (j), j 6= i, see figure 3.2).

2. Diffusion: from a Pareto point, a small shift is performed in the direction of
the Pareto set tangent plane (in the design space) as shown in figure 3.2. A
local search is then performed to find the Pareto-optimal point from the shifted
point (in blue in figure 3.2).

The final number of point on the Pareto front is an input from the user; MACROS
then deduces a step size for the shift (ε in figure 3.2) according to the user input and
to the anchors extent.
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f1
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f ∗
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x∗

x = x∗ + εt
t

Figure 3.2: MACROS GTOpt anchors search

3.3 Surrogate Modelling

Despite the numerous methods to obtain an approximate solution to the Navier-
Stokes equations, the low-fidelity methods cannot solely be used because of the dif-
ferences in confidence between results. Nowadays the industry relies on the RANS
solutions for the multielement aerofoils design, but their high computational cost
associated makes it intractable inside an optimisation loop. To alleviate this cost,
a mathematical model using sparse points of the true simulation can replace the
expensive model. The points are usually selected via a sampling process, presented
in section 3.3.1. Various models are found in the literature but can generally be
categorised into parametric models, assuming a fixed form of the underlying func-
tion, and non-parametric models without prior knowledge of the function. First
parametric models are quickly introduced in section 3.3.2 and the focus is made
on non-parametric models with the Radial Basis Functions in 3.3.3, Kriging mod-
els in section 3.3.4 and co-Kriging models in section 3.3.5. Their implementation
is described through a simplified Unified Modelling Language (UML) diagram in
figure B.2.

3.3.1 Sampling Methods

To construct a metamodel, information from the true function is required. This is
done by sampling the function to be approximated, with what is called a Design
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of Experiments (DoE), at smartly chosen points so that the amount of information
gathered is maximised. Since the overall objective is to obtain a good approximation
(in terms of accuracy and space exploration) at a fraction of the original cost, the
sampling needs to be reasonably used (Ruichen Jin, Wei Chen, and Sudjianto 2002).

Typical methods include full factorial (Forrester, Sóbester, and Andy J. Keane
2008), Latin hypercube (Lian, Oyama, and Liou 2010) which is the most widely used
thanks to its good behaviour in high dimension spaces, and more advanced techniques
based on optimality (Forrester, Sóbester, and Andy J. Keane 2008; Ye 1998). Full
factorial technique splits each dimension in a fixed number of bins, and the full
grid is used as sampling points. It provides the best uniformity but the number of
points increases sharply with the space dimension. For that reason, when a design of
experiments is required in this thesis to initialise a population or to build a complete
surrogate, the Latin Hypercube Sampling technique is used. Instead of using the
complete grid, for each bin, one point per dimension is selected, so that the projection
on each axis is uniform. This work uses the pyDoE implementation (Baudin et al.
2017), and specifically the maximin criterion that maximises the minimum distance
between points to select the best LHS sampling.

3.3.2 Parametric Models

Parametric models assume a fixed form of the underlying function reducing the re-
quired number of points to train the model. Polynomial models (linear, quadratic
or higher orders) are the most used ones; they are computationally inexpensive but
limited in terms of flexibility. Therefore, those models are usually preferred for local
approximation or when the underlying function form is known a priori (Songqing
Shan and G. G. Wang 2010b).
A polynomial model of order k for the scalar function f : R→ R can be expressed

as:
f̂(x) = w0 + w1x+ w2x

2 + . . .+ wkx
k =

k∑
i=0

wix
i. (3.25)

The model training requires the estimation of the w = {w0, w1, . . . , wk}T with a least
square method. It is important to note that this is a non-interpolating method thus
estimate is not exact at interpolation points.
This method can be generalised for multivariate functions. Let us consider f :
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Rn → R. The second-order expression of f̂ becomes:

f̂(x) = w0 +
n∑
i=0

wixi +
n∑
j=0

wjjx
2
j +

n∑
i=0

n∑
j=0

wijxixj. (3.26)

The importance of each variable can be estimated (screening) by examining the
coefficients (R. Jin, W. Chen, and Simpson 2001). Also, when using relatively low-
order polynomials, the noise can be eliminated. On the contrary, using high order
polynomials may result in an overfitted model: the model predicts correctly the points
used for the training but fails to predict independent points (Forrester, Sóbester, and
Andy J. Keane 2008). Finally, as the order increases, the number of parameters to
determine increases also largely; this prevents the use of polynomial regression for
high-dimension problems.

More flexible, non-parametric models do not assume any general shape of the
function to model. Requiring more internal parameters to determine as part of the
training, they are usually more complex to train but very promising for the prediction
of unknown non-linear function. The following sections introduce the models used in
the rest of the thesis.

3.3.3 Radial Basis Functions

To approximate an one-output function with no prior information, a linear combi-
nation of basis functions is used so that the expression of the model prediction ŷ

is:
ŷ(x) =

p−1∑
k=0

λkφ(‖x− dk‖) = λΦ. (3.27)

The training involves the estimation of the vector λ so that the combination is
exact at the p interpolation points {d0, . . . ,dp−1}:

y(di) = y(i) =
p−1∑
k=0

λkφ(‖di − dk‖), i ∈ [0, . . . , p− 1] (3.28)

which can also be written as a linear system in (3.29) and since Φ, called the Gram
matrix, is positive definite (Forrester, Sóbester, and Andy J. Keane 2008), the inverse
can be calculated:

Y = λΦ ⇔ λ = Y Φ−1, (3.29)
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with Y = [y(0), . . . , y(p−1)], Φ = {φi,j | i, j ∈ [0, . . . , p− 1]2}, φi,j = φ(‖di − dj‖) and
λ = [λ0, . . . , λp−1].
Radial basis function values depend only on the norm from the origin; the Eu-

clidean norm is consistently used in this work. However the introduction of the same
norm for each variable may be unsuitable if the variables are representing quantities
of different magnitude. Radial Basis Function does not address the scaling issue
since the same parameter controlling the norm scaling applies to all directions. It
is therefore expected that the model will not perform consistently in each direction
(each variable); but the negligible training time remains a strong incentive to initially
work with RBFs.
Various basis functions can be found in the literature such as the linear, Matern

and Gaussian. The linear basis function (φ(‖x‖) = ‖x‖) diverges to infinity for high
distances which is not suitable for a correction. The Matern and the Gaussian basis
functions showed to provide similar robustness in approximation. In Wild’s RBF
implementation (S. M. Wild, Regis, and Shoemaker 2008) a linear tail is added to
prevent the Gram matrix to be ill-conditioned but Gutmann (2001) shows that the
Gaussian RBF does not require such tail. The Gaussian basis function without linear
tail is therefore used (equation (3.30)), with the correlation factor εc set equal to the
mean distance between points and is computed during the training.

φ(‖x‖) = e−
‖x‖
εc (3.30)

The RBF method can also be considered as an artificial neural network: its form is
similar to a single-layer neural network, with an input layer, a single hidden layer and
an output layer with a single unit (Haykin 1999). Typical neural networks require
many parameters to be optimised which necessitates more training points than RBF.

3.3.4 Kriging

The original Kriging model considers that the unknown function f to approximate
is the realisation of a Gaussian process, even though the computer code is deter-
ministic (Forrester, Sóbester, and Andy J. Keane 2008). It is assumed that, at the
p sampling points [d1, . . . ,dp], the function values {yi = f(di), i ∈ [1, . . . , p]} are
correlated with each other according to the Gaussian correlation function (Forrester,
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Sóbester, and Andy J. Keane 2008; Sacks et al. 1989; Walter 2014):

cor[yi,yj] = exp
(
−

n−1∑
k=1

ξ(k)|d(k)
i − d

(k)
j |qk

)
, i, j ∈ [1, . . . , p] (3.31)

with ξj and qj the Kriging hyperparameters in the jth direction. They are estimated
by maximising the concentrated ln-likelihood (Jones 2001) of y, as in equation (3.32):

max
ξ,q

ln(L). (3.32)

The concentrated ln-likelihood ln(L) is defined in equation (3.33):

ln(L) ≈ −n2 ln(σ̂2)− 1
2 ln |Ψ| (3.33)

with Ψ the correlation matrix of the sampling data defined in equation (3.34) and
σ̂ the maximum likelihood estimate of the variance defined in equation (3.35) where
µ = 1µ is the vector containing the mean of the random outputs y on all its rows.

Ψ = (cor [yi,yj])1≤i≤p,1≤j≤p (3.34)

σ̂2 = (y − µ)>Ψ−1 (y − µ)
p

(3.35)

Similarly, the maximum likelihood estimate for the mean µ̂ can be expressed by
equation (3.36):

µ̂ = 1>Ψ−1y

1>Ψ−11 . (3.36)

The maximisation of (3.32) is usually a difficult problem since the ln-likelihood
is most likely multimodal (Rasmussen 2006; Sacks et al. 1989). Heuristic optimi-
sation algorithms are preferred to solve such problems (Forrester, Sóbester, and
Andy J. Keane 2008); my implementation uses the Augmented Lagrangian Parti-
cle Swarm Optimizer (ALPSO) algorithm (Jansen and Perez 2011) from the PyOpt
library (Perez, Jansen, and Martins 2012).

Finally, to calculate the prediction from the model at the point x, the maximum
likelihood estimate ŷ expression (Forrester, Sóbester, and Andy J. Keane 2008) is
used, defined in equation (3.37):

ŷ(x) = µ̂+ rΨ−1 (y − 1µ̂) , (3.37)
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with r is the correlation vector between the new prediction and the sampling point
as shown in (3.38):

r = (cor [f(di), f(x)])1≤i≤p . (3.38)

3.3.5 Co-Kriging

The co-Kriging method is an extension of the Kriging interpolation method but
correlates different sets of data (M. C. Kennedy and O’Hagan 2001) associated with
different confidence levels: the low- and high-fidelity functions flow and fhigh outputs
can be correlated to improve the prediction. We use the auto-regressive model,
assuming that the high-fidelity model does not have any error embedded and only
the low-fidelity model has inaccuracies (Forrester, Sóbester, and Andy J. Keane 2007,
2008; M. C. Kennedy and O’Hagan 2001): no information can be extracted from the
low-fidelity function when the value of the high-fidelity is known.
As for ordinary Kriging interpolation (Anand Amrit et al. 2016; Cressie 1992;

Demange, A. Mark Savill, and Timoleon Kipouros 2017b; Lam 1983; O’Hagan 2006),
the unknown one-output (the error surrogate model ek assumes that the outputs are
independent so that one surrogate for each objective can be constructed at the same
time) functions flow : Rn 7→ R and fhigh : Rn 7→ R to approximate are seen as
Gaussian processes (respectively Glow and Ghigh), even though the computer codes
are deterministic (Forrester, Sóbester, and Andy J. Keane 2008). Let’s define the ph
sampling points Dhigh = [dh,1, . . . ,dh,ph ] having the high-fidelity functions values:

yhigh = {yhigh,i = fhigh(dh,i), i ∈ [1, . . . , ph]} = fhigh (Dhigh) (3.39)

and the pl sampling points Dlow = [dl,1, . . . ,dl,pl ] having the low-fidelity function
values:

ylow = {ylow,i = flow(dl,i), i ∈ [1, . . . , pl]} = flow (Dhigh) . (3.40)

All the high-fidelity points are sampled with the low-fidelity function such that
Dhigh ⊂ Dlow; the two output vectors are concatenated to a single one: y =[
y>lowy

>
high

]>
. The high-fidelity function is approximated by a linear combination

of the low-fidelity Gaussian process and a second one representing the difference as
shown in equation (3.41):

Ghigh = ηGlow +Gdiff. (3.41)

According to Forrester, Sóbester, and Andy J. Keane (2007), the expression of the
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Gaussian processes leads to the construction of four covariance matrices —(3.42),
(3.43), (3.44) and (3.45)— expressing the covariance of the low-fidelity data between
itself and the high-fidelity one, and of the high-fidelity data between itself and the
low-fidelity one.

cov (ylow,ylow) = σ2
l Ψl (Dlow,Dlow) (3.42)

cov (ylow,yhigh) = ησ2
l Ψl (Dlow,Dhigh) (3.43)

cov (yhigh,ylow) = ησ2
l Ψl (Dlow,Dhigh)> (3.44)

cov (yhigh,yhigh) = η2σ2
l Ψl (Dhigh,Dhigh) + σ2

dΨd (Dhigh,Dhigh) , (3.45)

It results in the following square covariance matrixC of dimension (pl+pp)×(nl+np):

C =
 σ2

l Ψl (Dlow,Dlow) ησ2
l Ψl (Dlow,Dhigh)>

ησ2
l Ψl (Dlow,Dhigh) η2σ2

l Ψl (Dhigh,Dhigh) + σ2
dΨd (Dhigh,Dhigh)

 . (3.46)

The correlation matrices Ψz (Dhigh,Dlow) , z ∈ [l, d] is defined in equation (3.47):

Ψz (Dhigh,Dlow) = (corz[ylow,i,yhigh,j])1≤i≤ph,1≤j≤pl

=
(

exp
(
−

n−1∑
k=1

ξ(k)
z |d

(k)
h,i − d

(k)
l,j |qz,k

))
1≤i≤ph,1≤j≤pl

. (3.47)

Similarly to the Kriging method, the hyperparameters ξl, ql for the low-fidelity
model and ξd, qd, η for the difference model are determined by maximising the con-
centrated likelihood. Since the low-fidelity model is assumed independent of the high-
fidelity one, the low-fidelity hyperparameters are found by maximizing (3.48) (For-
rester, Sóbester, and Andy J. Keane 2007):

ln(Ll) ≈ −
pl
2 ln(σ̂2

l )−
1
2 ln |Ψl (Dlow,Dlow) |; (3.48)

with the maximum likelihood estimates for the variance σ̂2
l and for the mean µ̂l being

expressed by equations (3.49) and (3.50):

σ̂2
l = (yl − 1µ̂l)> ·Ψl (Dlow,Dlow)−1 · (yl − 1µ̂l)

pl
, (3.49)

µ̂l = 1> ·Ψl (Dlow,Dlow)−1 · yl
1> ·Ψl (Dlow,Dlow)−1 · 1

. (3.50)
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The high-fidelity parameters ξd, qd, η are then determined by maximising the dif-
ference model likelihood function (Forrester, Sóbester, and Andy J. Keane 2007):

ln(Ld) ≈ −
ph
2 ln(σ̂2

d)−
1
2 ln |Ψd (Dhigh,Dhigh) |. (3.51)

This time, the maximum likelihood estimates for the difference model variance σ̂2
d

and mean µ̂d is expressed by (3.52) and (3.53) respectively:

σ̂2
d = (∆− 1µ̂d)> ·Ψd (Dhigh,Dhigh)−1 · (∆− 1µ̂d)

ph
, (3.52)

µ̂d = 1> ·Ψd (Dhigh,Dhigh)−1 ·∆
1> ·Ψd (Dhigh,Dhigh)−1 · 1

. (3.53)

with the vector of differences ∆ defined by equation (3.54) at the high-fidelity sam-
pling points:

∆ = yhigh − ρflow (Dhigh) . (3.54)

The same method as in the previous section is used for the maximisation of (3.48)
and (3.51). Despite the matrix C not appearing in equation (3.51), its quality is
of primal importance to compute the new points. Therefore, the matrix numerical
quality is checked during the maximisation, and the hyperparameters leading to bad
matrices are discarded.

Once the more likely parameters are found with the successive likelihood maximi-
sations, the estimated prediction mean µ̂ is evaluated with equation (3.55):

µ̂ = 1> ·C−1 · y
1> ·C−1 · 1 . (3.55)

Finally, to calculate the prediction from the model at the point x∗, the maxi-
mum likelihood estimate ŷ expression is used, defined in equation (3.56) (Forrester,
Sóbester, and Andy J. Keane 2008):

ŷ(x∗) = µ̂+ r(x∗)> ·C−1 · (y − 1µ̂) , (3.56)

with r is the correlation vector between the already known outputs (our random
variables used to construct the model) and the new prediction considered as a random
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variable having Ghigh(x∗) = y∗ as output:

r(x∗) =
 ρ̂σ̂2

l corl[yl, y∗]
ρ̂2σ̂2

l corl[yh, y∗] + σ̂2
hcorh[yh, y∗]

 . (3.57)

The prediction from the co-Kriging is used to estimate the corrected function for
each output fcorr(x∗) = ŷ(x∗) such that: fcorr = [ŷ(1), . . . , ŷ(l)]>.
The co-Kriging method provides as well an estimation of the error from the sam-

pling at the point x∗ with the mean squared error ŝ2(x∗), defined (Forrester, Sóbester,
and Andy J. Keane 2008) in equation (3.58):

ŝ2(x∗) ≈ ρ2σ̂2
l + σ̂2

h − r(x∗)> ·C−1 · r(x∗) + 1− 1> ·C−1 · r(x∗)
1 ·C−1 · 1 (3.58)

Once the model is trained, no information relative to the prediction reliability is
available. How could we be sure that the parameters we chose give a good approxima-
tion? Since all available points are used for the training, the prediction capabilities
need to estimated via a cross-validation (Jaeggi, Geoffrey T. Parks, et al. 2008). In
the p-fold cross validation, the training set of points is divided into p subsets. Then,
leaving each time a different subset, a model is fitted to the remaining p− 1 subsets.
Predictions at the excluded points is then compared to the true training points with
any error metric. This is repeated for each subset. If all subsets of size k are tested,
this is called the leave-k-out but is more computational expensive than the p-fold
method. For RBF, G. G. Wang and S. Shan (2006) showed that k = 1 provides a
good error prediction. For the Kriging method, a value taking into account the size
of the training set is preferred (eg. k =

√
N or k = 0.1N). However, the leave-one-

out method should be considered with care since rather than estimating the absolute
accuracy of the model, the method evaluates the sensitivity of the loss of a training
point.

3.3.6 Curse of Dimensionality

As the problem dimension increases, the computational cost also rises. This is known
as the curse of dimensionality (Songqing Shan and G. G. Wang 2010b). Also called
the problem of size by Lewis (1996), this issue appears on three levels. Firstly, it is
seen on the number of variables: more variables are needed to be sampled and the
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optimiser needs to vary more the design variables; this leads to a loss of efficiency
but also accuracy. Secondly, the number of simulations is exponentially increased,
particularly excruciating for expensive simulations. And thirdly, the optimisation
space for the parameters defining the model increases in complexity, requiring more
time to train and reducing chances to find the best global optimum.
Solutions are proposed in the literature to tackle this issue. Songqing Shan and

G. G. Wang (2010b) compiled an exhaustive literature review which can be sum-
marised as follow:

Decomposition This includes three types of decomposition: product decomposition
which divides the problem into physical components, process decomposition
which includes the design process and problem decomposition which aims at
simplifying a complex problem by solving simpler subproblems; this is what is
traditionally used for multidisciplinary problems.

Screening By identifying design variables relative effect, it is possible to identity
the predominant ones and to drop the ones with the smallest effect. Screening
should be used with care as it has a direct effect on accuracy (Schonlau and
William J Welch 2006).

Mapping Mapping aims at reducing the dimensionality of a problem by creating a set
of uncorrelated variables from the original correlated ones. The goal is to reduce
the number of design variables while keeping most of the initial information such
that the true optimum is kept unchanged. This includes non-linear mapping
and projection. This method category is also used in multifidelity analysis as
presented in the next chapter.

Space reduction The individual range of each design variable can be adjusted to
limit the space exploration. This can be achieved by sampling few points and
reduce design space accordingly. This method is at the heart of any trust region
based optimisation algorithm (Alexandrov, Dennis, et al. 1998).

Visualisation Designers are at the best position to reduce dimensionality of a prob-
lem thanks to their experience. Visualisation techniques can also help them to
direct the optimisation toward the most promising places. This is a hot topic
in the research world.

Figure 3.3 shows the recommended process for performing an optimisation on a
high dimensional problem using expensive function. To deal with those functions,
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Figure 3.3: High dimensionality problems optimisation using meta-models, adapted
from Songqing Shan and G. G. Wang (2010b).

it can be necessary to use surrogate models to lighten the computational power re-
quirements. The first three boxes in figure 3.3 were already described in the previous
sections. The last one, which is at the heart of the project presented here, contains
two ways of dealing with the optimisation: the first one is only with the help of
a model approximation and the second method is using multiple levels of approxi-
mations to solve the physical problem. Those methods are the subject of the next
chapter.

3.4 Implementation
The tools used in this work is a collection of publicly and commercially available
tools, as stated in this chapter, but also the author’s own implementation (described
in Appendix B). In particular, the author implemented the following codes:

1. The MultiObjective Particle Swarm Optimiser (MOPSO), with the contribu-
tion of Spyridon Kontogiannis;

2. The Radial Basis Function, Kriging and co-Kriging surrogate models;

3. The single- and multiobjective multifidelity optimisation frameworks;

4. The plotting library providing automatic plotting capabilities from the multi-
fidelity optimisation results file.
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CHAPTER 4

Multifidelity Literature Review
The previous chapter introduced the aerodynamic models mainly based on the

Navier-Stokes equations. Because of their non-linearities, they are extremely expen-
sive to solve with computers. Approximations can be introduced to alleviate this
cost at the expense of decreasing the model domain of applicability and reducing
the level of accuracy. A compromise needs to be made between computational cost
and overall accuracy. This chapter will answer the following question: how can the
synergies between those approximations be used in the optimisation world? It is
important to note that the following sections are an attempt of providing a classi-
fication of the different methods, but as any classification, some methods could be
classified differently, and subjectivity had to be introduced.

4.1 Introduction
Multifidelity, also known as variable-fidelity, encompasses any method that uses at
least two models representing the same quantities of interest. The term model needs
to be defined as well: as introduced in Peherstorfer, Willcox, and Gunzburger (2016),
we will consider that a model is anything that relates the outputs (quantities of
interest) to the inputs. For example in CFD, a RANS simulation of an aerofoil is a
model that, given the geometry and the flow conditions, will return the lift of such
aerofoil. Similarly, using a surrogate as presented in chapter 3, section 3.3 is as well
a model relating the training data (e.g. the shape of the aerofoil) to the surrogate
response (e.g. the lift). Section 4.2 will describe those models more in details to
answer the question: what are the different fidelities?
Figure 4.1 shows the process of using multifidelity for optimisation. It has 3 sec-

tions, that will be explained in details below. After having chosen the different mod-
els, they need to be blended together: methods range from simple filtering, where the
low-fidelity substitute the high-fidelity in certain region where it is deemed accurate
enough, to surrogate models inherently integrating multiple levels of fidelity such as
the co-Kriging method. Section 4.3 is focusing on the different methods and answers
the question: how to fuse multiple fidelities?
Most of the time the goal of the multifidelity is to rely on the accuracy of the
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higher fidelity model while importing cheap (in the sense of computation cost) infor-
mation from a lower fidelity model. Ideally, one would want to have the high-fidelity
accuracy with the low-fidelity computation cost. This will rarely be achieved but
multifidelity will bring improvement anywhere in-between. At present, multifidelity
is used for problems where the model needs to be used recurrently and according to
Fernández-Godino et al. (2016) the main ones are: 1. optimisation, 2. uncertainty
quantification, 3. optimisation under uncertainty. This thesis is solely focused on the
use of multifidelity for optimisation hence the final section, section 4.4 presents more
in details the use of multifidelity applied to optimisation to answer the question: how
to use multifidelity for optimisation?

4.2 Fidelity Types

Literature has many definitions for the term multifidelity. As an example, Fernández-
Godino et al. (2016) presents a non-exhaustive table with the work done under the
name of multifidelity for fluid mechanics, and they come to 4 main groups, described
more in details below: 1. variation in the modelling of the physics, 2. variation in the
numerical accuracy of a particular model, 3. the use of surrogate model, and 4. the use
of experiment along with numerical models. The fidelity in the geometry can also be
added to this classification although it can be distributed to all the other categories
since having a coarse geometry is forcing the use of a coarser physic simulation.

4.2.1 Physics

Physics-based multifidelity is very popular because of the history of numerical com-
putation: as explained in chapter 3, section 3.1, CFD has always been challenging to
numerically model due to the huge computational resources required. Hence many
types of simplification were used in early models in order to be suitable to the avail-
able computational power. Nowadays, those models are well understood and most
of the time finely tuned with previous flying aircraft reinforcing their presence in
industry. Using different models (with or without viscid effects, with or without
compressibility, with or without unsteadiness, . . . ) gives access to a large range of
fidelity as shown in figure 3.1 from chapter 3. The most common models are RANS,
Euler and potential methods (Han, Görtz, and Zimmermann 2013). However, any
model presented in section 3.1 can be considered as a different model fidelity includ-

58



4.2 Fidelity Types

Fidelities
What is fidelity?

Numerical
Accuracy

Surrogate

ExperimentsPhysics

Fidelity fusion
how to fuse multiple fidelities?

Corrections SurrogateSpace
mapping

Hierarchical
M
ul
tip

lic
at
iv
e

A
dd

iti
ve

C
om

pr
eh
en
siv

e

Surrogate

Model management
How to use the fu-

sion for optimisation?

Trust regionFiltering SBO

physics in the loop no physics
in the loop

Figure 4.1: The 3-parts process to use multifidelity for optimisation.
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ing Large Eddy Simulations that could be used as a high-fidelity model if unsteady
features are important in the problem considered. As an example, Huang, Gao,
and Zhang (2013) used a full potential method with a coupled boundary layer as
low-fidelity model and a RANS simulation as high-fidelity for the three-dimensional
optimisation of an aircraft. But a low-fidelity model can as well be considered high-
fidelity for a different application: Umakant et al. (2007) used an inviscid model as
high-fidelity and an oblique shock theory as low-fidelity.
The multifidelity work presented in this thesis (chapters 5, 6 and 8) relies partly on

the physics-based multifidelity: the high-fidelity will use RANS simulations and one
of the low-fidelity model will be MSES, presented in chapter 3, section 3.1.6, which
uses an Euler solver along with a 2-equations boundary layer solver.

4.2.2 Numerical Accuracy

Despite their wide availability, the use of multiple numerical models in multifidelity
optimisation requires the creation of separate pre- and post-processing procedures.
It also requires, amongst other, a space (and time) discretisation, and using a single
model with different parameters avoids duplicate work. From a reference model, the
accuracy, and most of the time the wall-clock time, can be artificially decreased by
varying the main parameters of the numerical schemes, namely (non exhaustive list):
space (and/or time) discretisation, order of the numerical scheme, turbulence model,
residuals tolerance of the iterative process (Peherstorfer, Willcox, and Gunzburger
2016). An example of such multifidelity optimisation can be found in Madsen and
Langthjem (2001) and Mifsud, MacManus, and Shaw (2016) where a coarser mesh
discretisation is used and Jonsson et al. (2015) and Courrier, Boucard, and Soulier
(2014) where a relaxed convergence is used. The main drawback of this approach
is that the meshing and the iterative process are not avoided for the low-fidelity
model, forcing to use the heavy CFD process (meshing, pre- and post-processing,
iterative solution) for both fidelities. It therefore involves a wall-clock time but also
a disk space burden. Chapter 9 is using such approach for the optimisation of a
three-dimensional wing.

4.2.3 Surrogate

The term multifidelity is not only used when the low-fidelity model relies on physics
or numerical simplifications but also when the model is created from scratch only

60



4.3 Fusing Fidelities

based on the high-fidelity model at some control point locations. Two different types
of surrogate models can be distinguished (Peherstorfer, Willcox, and Gunzburger
2016): data-fit and dimension reduction. Data-fit models uses the high-fidelity model
as a black-box and requires only few sampling points, as described in section 3.3
(chapter 3). Depending on the problem considered and the high-fidelity function
shape knowledge, polynomials, RBFs or Gaussian processes can be used. This type
of approach is generally called Surrogate Based Optimisation (SBO) in the literature.
As a single model is required, this method is popular in the literature: Queipo et al.
(2005) used a polynomial model on the optimisation of a liquid-rocket injector, A. J.
Keane (2003) reduced the computational cost of a wing optimisation using a Kriging
model, and similarly Emmerich, K. C. Giannakoglou, and Naujoks (2006) optimised
a RAE aerofoil to demonstrate the capabilities of a Gaussian Process. Dimension
reduction models are used when more underlying information about the function is
known. Proper Orthogonal Decomposition (POD) (Berkooz, Holmes, and Lumley
1993) is popular amongst the CFD literature due its wide range of applicability and
relative good performances for non-linear problems despite its linear procedure. The
main idea is to find a lower-dimension orthogonal basis that can express the main
properties of the function considered. This method includes as well the Principle
Component Analysis (PCA), the Karhunen-Loève Decomposition (KLD) and the
Singular-Value Decomposition (SVD) (Liang et al. 2002). Examples are as well
widely spread in the literature (D. Alonso, Vega, and Velazquez 2010; Epureanu
2003). This approach will not be considered in the present work.

4.2.4 Experiments

On the other side of the spectrum of physics fidelity is the use of data fusion involving
experimental data. The data can either be used as a high-fidelity source if the
experiment is specific to the case studied and remains in its range of applicability,
or used as a low-fidelity model when converted to carpet plots useable for a wide
range of geometries, sometimes augmented by simplified method as employed in the
Engineering Sciences Data Unit (ESDU) datasheets; this kind of approach is usually
referred as semi-empirical models. Experiments require a considerate amount of time
and can hardly be part of an optimisation loop, which makes their use not relevant
in the present work. However, chapters 5, 6 and 8 are using ESDU datasheets,
introduced in section 3.1.7 (chapter 3), as low-fidelity model and are compared to
the MSES approach.

61



Chapter 4 Multifidelity Literature Review

4.3 Fusing Fidelities

This section focuses on the methods to fuse the multiple levels of fidelity. We will
restrict our self to the use of only two fidelity models. Figure 4.1 presents in the center
a summary of the fusing methods: 1. hierarchical, 2. correction 3. space mapping and
4. pure surrogate models.

4.3.1 Hierarchical

The most intuitive method consists in using only one model at a time. Most of the
time, the low-fidelity model helps reducing the design space and when criteria are
met, the model management sequentially switches to a more accurate model (Choi,
J. J. Alonso, and Ilan M Kroo 2009; Choi, J. J. Alonso, Illan M Kroo, et al. 2008;
Dalle and Fidkowski 2014). More than two model fidelities can be used in this
case, but each model needs to have the same trends in order not to discard good
design in the exploration phase. Sefrioui, Srinivas, and Periaux (2000) extended
the method to the use of evolutionary optimisers. The method, called Hierarchical
Genetic Algorithm (HGA), uses a tree-like structure where the top node, the more
accurate, is fed by the node below with their best candidates. The lower nodes use
models with a lower fidelity which allows to reduce the exploration cost while the
upper nodes contribute to the exploitation with the same accuracy as traditional
EA (K. Giannakoglou 2002).
Hierarchical methods rely solely on the model without the use of any surrogate.

The following methods use a surrogate model to blend the low-fidelity with the high-
fidelity models.

4.3.2 Correction

To use the low-fidelity model for each point evaluation in order not to rely only
on a mathematical model, a surrogate model can be used to match at some high-
fidelity control points the two models. The most common method available in the
literature is using an additive, multiplicative or a combination of both correction
models. In the case of an additive correction, at each high-fidelity sampled points,
the low-fidelity function is as well evaluated and the difference between each model
is used to construct a surrogate of the error e(x). The correction function value is
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then obtained with equation (4.1):

fcorr(x) = flow(x) + e(x). (4.1)

Similarly, the ratio between the low- and high-fidelity functions can be computed
instead of the difference, and a surrogate r(x) can be used, as in equation (4.2):

fcorr(x) = flow(x) · r(x). (4.2)

Finally, combining both approaches, the corrected function can be obtained according
to equation (4.3):

fcorr(x) = flow(x) · r(x) + e(x), (4.3)

referred as comprehensive method in the literature (Fernández-Godino et al. 2016).
An example of such corrections is shown in figure 4.2 on a one-dimensional function.
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4.3.3 Space Mapping

The previous approach focuses on correcting the function responses. Alternatively,
space mapping techniques (Bandler et al. 1994) are designed to solve similar problem-
atic but acting on the design variables. A space mapping technique can be described
as follow:

fSMcorr(x) = flow(ζz(x)), (4.4)

with ζz(x) = ζ(x, z) the transformation function parametrised by z, usually found
by solving the least-square minimisation showed in equation 4.5 (Leifur Leifsson and
Slawomir Koziel 2015):

z = arg min
r

p∑
k=1
‖fhigh(xk)− flow(ζr(xk))‖. (4.5)

The method is applied to CFD application to predict an aerofoil lift and drag for
two mesh sizes in Leifur Leifsson and Slawomir Koziel (2015), but as pointed out by
Alexandrov and Lewis (2001) space mapping is applicable to problem where the low-
and the high-fidelity function show similar behaviour and trends. As the correction
is applied on the design space, it also supposes that the low-fidelity models the same
quantity as the high-fidelity and uses a similar parametrisation, but there is also no
guarantee that such a transformation exists.

4.3.4 Surrogate

Methods introduced above always keep the simulation model in the prediction loop.
It has the advantage of keeping the physics in the prediction leading to a better
understanding of the corrected model. However the major drawback is the increase in
the prediction time if the low-fidelity computational time is not negligible (more than
a couple of seconds for example). To alleviate this problem, but as well to improve
the correction of the low-fidelity model in order to reach the high-fidelity model
accuracy, multifidelity surrogate models have been proposed. The most popular is
the co-Kriging model, already introduced in section 3.3.5 in chapter 3. This model
uses statistical tools to better capture the correlation between the low- and the high-
fidelity models generally leading to a good prediction quality (Forrester, Sóbester,
and Andy J. Keane 2007). Despite reducing the evaluation cost of the corrected
function (since the low-fidelity model is not used in the loop anymore), the model
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training cost must be considered as a computational overhead each time new low- or
high-fidelity points are added.

4.4 Model Management Strategy

Previous sections were directed toward the definition of fidelity and the different
methods to blend them. But the optimisation requires many model evaluations and
the multifidelity method aims at using the low-fidelity model for speed up and the
high-fidelity for the accuracy. Hence a proper model management is needed to balance
the different fidelity models use. The model management is also required to obtain
the optimisation convergence to the high-fidelity optimum. This section is focusing
only on the use of a model management for optimisation, but different methods are
also available for uncertainty quantification and statistical analysis.
The lower part of figure 4.1 shows the three main management techniques: 1. fil-

tering that uses some sort of criteria on the low-fidelity confidence to switch to the
high-fidelity model, 2. trust-region method that uses a trust-region to define accurate
design space regions in order to decide when to sample the high-fidelity model, and
3. Surrogate Based Optimisation (SBO) that uses only a surrogate model that is
being refined at each iteration.

4.4.1 Filtering

Aircraft industries rely already on the use of multiple levels of fidelity. Most of the
time, the lower fidelity models are used in the preliminary stages and the more con-
fidence in the configuration the higher the fidelity model. Hence a natural approach
in using multiple levels of fidelity for the optimisation of aerodynamic function is to
extensively use the lower-fidelity model to down select configuration in the regions
the low-fidelity model is known to have a good accuracy, and then use the higher
fidelity models to increase the low-fidelity model application range. One example of
such method is provided by Choi, J. J. Alonso, and Ilan M Kroo (2009) where a two-
stages optimisation is used: first a gradient free optimisation is performed on a large
design space with the low-fidelity model to select most promising configurations, then
followed by a more detailed optimisation with a local gradient-based algorithm per-
formed on the high-fidelity method. The method provided improvements compared
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to existing designs but the study concluded that the sequence of low and high-fidelity
steps needed to be selected carefully.

4.4.2 Surrogate Based Optimisation

When a surrogate model is constructed, from a set of training points, a natural
approach is to perform the optimisation on the model directly without using the true
model. Despite the speed of the optimisation, the optimum found is not the true
model optimum. If the surrogate is accurate enough, the direction will be correct.
To alleviate this problem the surrogate model can be updated with the real model
at each new candidate; such approach is referred as adaptive sampling or Sequential
Approximate Optimisation (SAO) in the literature. But as explained by March
and Willcox (2012a), without a proper model management method, also called infill
criteria in the context of SBO, there is no guarantee to converge to the real model
optimum.
Global optimisation, that is the search of an optimum in the whole design space,

does not usually have a proof of convergence. It will always be possible to find an es-
oteric function where the minimum can be located only by a full design space search.
However to alleviate the convergence problem arising from the adaptive SBO meth-
ods, Jones, Schonlau, and William J. Welch (1998) proposed an Efficient Global
Optimisation (EGO) method that balances exploration and exploitation with the
help of stochastic processes (Björkman and Holmström 2000). Models that are built
by considering them as the realisation of a stochastic process, such as Kriging and
co-Kriging models, provide on top of the mean prediction, the standard error at any
point. Those two quantities can be combined to force the exploration of promising
design space regions by constructing the Expected Improvement (EI) E[I(x)] (For-
rester, Sóbester, and Andy J. Keane 2008; Jones, Schonlau, and William J. Welch
1998), according to equation (4.6):

E[I(x)] = (ymin − ŷ(x))
[

1
2 + 1

2erf
(
ymin − ŷ(x)

ŝ
√

2

)]

+ ŝ
1√
2π

exp
(
− (ymin − ŷ(x))

2ŝ2

)
, (4.6)

with erf being the error function: erf(x) = 2√
π

∫ x
0 e
−t2 dx. As pointed out by Forrester

and Andy J. Keane (2009), the expected improvement is most likely the best infill
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criteria for finding the global optimum explaining its popularity for expensive black-
box functions optimisation (Meunier 2009; Timme, Marques, and Badcock 2011). A
drawback of such method is the need for an accurate model over the whole design
space, and therefore, as the optimisation progresses, the number of points will in-
crease leading to a higher model construction complexity favouring the appearance of
singular matrices during the model training (Jones, Schonlau, and William J. Welch
1998). Finally, since the simulation models (low- or high- and low-fidelity) are not
used within the infill selection process, the surrogate must be constructed on the
whole design space from scratch; a design of experiments must therefore be used
prior starting the optimisation, even in locations that are not promising.
Literature is replete with SBO examples. Iuliano (2017) presents a methodology

using a Proper Orthogonal Decomposition (POD) supplemented by a RBF surrogate
model. The model management is performed with a EI-like method: since no variance
prediction is provided by the RBF, a similarly shaped function is used for the EI
calculations. The methods is applied on a traditional two-dimensional aerofoils such
as the RAE 2822 aerofoil, providing similar accuracy than EGO or genetic algorithm
for 5% of the computational cost. Another example is given in (D. Wang et al. 2014)
where a Kriging model is used along with a genetic algorithm.

4.4.3 Trust Region

In chapter 3, the section 3.2.3 presented the trust-region optimisation concept: it is
usually based on a quadratic approximation of the single-fidelity model for solving
the subproblem inside an expendable and shrinkable region. Lewis (1996) generalised
this idea to any type of approximation while proving the same convergence properties
(true local optimum). The same management can be applied to multifidelity opti-
misation as demonstrated in the work of Alexandrov, Lewis, et al. (2001) where a
first-order Approximation and Model Management Optimiser (AMMO) is presented.
Using a generic model enhanced by the gradients gives a first-order accurate model
that, when part of a trust region management, converges to the true optimum. The
method is applied to various problems including a 2-elements aerofoil optimisation
where the low- and high-fidelity models do not necessary presents the same trends
due to the viscosity (Alexandrov and Lewis 2001; Alexandrov, Lewis, et al. 2001).
Chapter 2 explained the reasons the gradients are not easily accessible. We there-

fore require a method that can use multiple fidelity models that presents different
trends but that do not necessarily require gradient informations. AMMO is extended,
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along with the proof of convergence, to the use of general multifidelity approxima-
tion models without the use of gradients to form a 0th order model. Starting with
Oeuvray and Bierlaire (2009), the trust region method has been extended so that
the convergence to the high-fidelity value is still verified but without the need of
explicitly matching the derivatives. To obtain such agreement, Conn, Scheinberg,
and Vicente (2009) proved that the model and its sampling needed to verify some
constraints that have been implemented in the ORBIT framework by S. M. Wild,
Regis, and Shoemaker (2008) and S. M. Wild and Shoemaker (2013) using a RBF
interpolation as surrogate. This work was extended by March et al. with a Bayesian
approach for the model calibration ie the surrogate parameters (March and Willcox
2012a,b). Here again the surrogate used was the RBF with Gaussian basis functions.
The method was also successfully applied to a supersonic aerofoil design with more
than two levels of fidelity using a maximum likelihood estimator. A downside of
this approach is the model creation that becomes increasingly difficult as the input
dimension increases (Alexandrov and Lewis 2001).
This approach while converging to a local optimum can also be combined with

an expected improvement criterion to allow a more global exploration. In addition,
the low-fidelity model can be kept in the suboptimisation for the candidate selection
in the initial optimisation stage when not enough points are available to build the
surrogate model; there is therefore no need to perform a design of experiment prior
the optimisation, and all points evaluated are suggested either by the high- or the
low-fidelity model information. Due to the versatility of such approach, the method
is retained for the remaining of the thesis. The method available in the literature is
presented in chapter 5 and extended to multiobjective application in chapter 6.

4.5 Multifidelity Multiobjective

Aerodynamic problems can be considered multiobjective when conflicting quantities
are used (J. Wild 2002). Thus to extend the use of multifidelity optimiser in the
aerodynamics community, the methods should be used with the concept of Pareto
optimality. Benini, Ponza, and Massaro (2011) and G. Trapani, T. Kipouros, and
A.M. Savill (2012) showed that the design of multielement aerofoil in a multiobjective
context allows a greater freedom for the decision maker. It is thus natural to look
for multiobjective application of multifidelity optimisation. Yang, Yeun, and Ruy
(2002) present an Adaptive Approximation in Single Objective (AASO) optimiser
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which is described by the SBO box of figure 4.1 but also an Adaptive Approximation
in Multi Objective (AAMO) optimiser. The method is built around a MultiObjective
Genetic Algorithm MOGA: a sampling is first done on the high-fidelity function and
an approximation model is constructed; MOGA is then run on this model and some
of the Pareto points are validated with the high-fidelity model (taking care that no
clustering in a single portion of the design space appears); then the new points are
used to update this model and finally the MOGA is re-run starting from the previous
Pareto front. A single objective optimisation is also performed on the final Pareto
points to increase the exploitation. This does not use any physics based low-fidelity
tool but the method can be extend to include it.

More than two models can be used either for single- or multiobjective optimisation.
Singh et al. (2017) used a three-level multifidelity co-Kriging model that blended an-
alytical, CFD and experimental models of a cyclone separator. They used a EGO
multiobjective implementation, namely the Efficient Multiobjective Optimisation
(EMO), from Couckuyt, Deschrijver, and Dhaene (2014) to manage the SBO. How-
ever the whole optimisation was performed offline, without any adaptive sampling.

A standard approach for multiobjective optimisation is the use of evolutionary
algorithms as presented in section 3.2.4 from chapter 3. Such optimisation cost is
prohibitive for expensive function optimisation such as CFD. L. Leifsson, S. Koziel,
and Tesfahunegn (2016) uses a space mapping technique to build a model approximat-
ing the high-fidelity function on which the evolutionary optimisation is performed.
The model is then regularly updated with the new Pareto candidate points until
termination criteria. This approach does not use a model management and therefore
one cannot expect to find the exact high-fidelity Pareto front.

Output space mapping technique is extended to multiobjective in the work of S.
Koziel et al. (2017). The Pareto ranking bisection algorithm (PRBA) method is
used to find the new Pareto candidate points. The mapping uses a second order
polynomial method, applicable only for similar low- and high-fidelity function. A
similar work applied on an aerofoil optimisation using a Euler equation solver for 2
mesh sizes is presented in (A. Amrit, L. Leifsson, and S. Koziel 2017). The Pareto-
front is sequentially approximated with a Kriging model and refined with a co-Kriging
multifidelity model. They show that the multifidelity framework provides the same
Pareto front for a lower computational cost. The framework is quite complex and
involves simple aerodynamic solver and objectives. It may be difficultly applicable
to problems involving more complex aerodynamic features.
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Zhu, Y.-J. Wang, and Collette (2014) extended their initial work with a physics-
based low-fidelity tool including a modification so that the Pareto points chosen for
validation fill their cluster available slots in order to use the maximum computational
power available. The link between the low and the high-fidelity tools is ensured by a
Kriging model.
Finally, Mejía-Rodríguez, Renaud, and Tomar (2010) implemented a trust region

based multiobjective optimisation. However the necessity to compute the gradients
to obtain the first order agreement makes it hardly applicable to expensive functions
with inaccurate gradients.
No extension of the trust-region-based multifidelity optimisation method to mul-

tiobjective problems was found in the literature. It seems that such approach would
alleviate the computational cost of evolutionary algorithms while preserving better
convergence properties. These methods were applied to various problems ranging
from mathematical functions to marine structure optimisation but they remain to
be tested on more challenging problems that is the aerodynamic high-lift aerofoils
design.

4.6 Multifidelity Applied to High-Lift Devices
Optimisation

The flow around an high-lift configuration involves many complex flow features as
described in chapter 2. March and Willcox (2012b) highlight the fact that trust-
region based multifidelity methods are sensitive to the low-fidelity tool quality. Since
it is harder to find a reliable tool for multi-element aerofoil especially at maximum
lift angle of attack, application of multifidelity methods to multi-element design op-
timisation is particularly challenging.
Some attempts of using multifidelity for high-lift design has been done. Regard-

ing Surrogate Based Optimisation, Kanazaki et al. (2006) performed an expected
improvement optimisation on a Kriging metamodel using RANS simulation as the
high-fidelity model. They used statistical methods to highlight the importance of
the flap deflection and gap on the multielement aerofoil maximum lift without con-
ducting any optimisation. Regarding multifidelity using two models, the work of
Alexandrov, Lewis, et al. (2001) shows an application of their first order consistent
method in (Alexandrov, Nielsen, et al. 2000) to a two-elements configuration com-
prising a main element and a flap. The optimisation focuses on drag improvements
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by modifying the angle of attack and the y displacement of the flap. The low-fidelity
model is an Euler solution whereas the high-fidelity one is using a RANS model,
both are using unstructured tetra meshes. The sensitivities needed for first order
agreement are obtained with the adjoint method. Despite the high dissimilarities
between the models, the method yields a 5 times reduction on the number of high-
fidelity calls. Results are encouraging but the evaluation of the sensitivities remain
a challenge nowadays. Moreover, high-lift aerofoil design should involve high-angle
of attack as encountered during take off and landing for maximum lift identification.
Increasing the angle of attack increases the discrepancies between Euler and RANS
solver due to the increase in separation and wake interaction.
Finally, Greenman and Roth (1999) performed another work on multielement aero-

foil but without the use of low-fidelity based models. They used a neural network
to serve as a surrogate model. Incompressible CFD with a Spalart-Allmaras model
is used for estimating the lift. The objective is the lift maximisation and the design
variables are the flap position and deflection, and the angle of attack. An empirical
correction is also used for estimating the maximum lift value, but no information
on the integration is given. Despite the inherent design space sampling necessary to
train the model, large reduction in terms of high-fidelity calls are achieved.

4.7 Method Choice
The method will be based on the zeroth-order trust region based method because:

• the first order version was successfully applied to high-lift aerofoil optimisation;

• the method keeps the physics in the centre of the suboptimisation, rendering
an initial design of experiments not necessary, amongst other;

• the method remains efficient in terms of high-fidelity function calls while con-
verging to the optimum;

• the method is modular: it is not bound to any particular surrogate model,
aerodynamic solver nor optimiser;

• the correction model can be adjusted depending on model correlations;

• the method can be extended to multiobjective problems.
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CHAPTER 5

Multifidelity Optimisation
Methodology: Application to
Single-Objective Optimisation

Prior to the introduction of the multiobjective concept to multifidelity optimisa-
tion, the method from the literature is implemented and applied to a single-objective
optimisation. The trust-region based multifidelity method specificities are described
in section 5.1, followed by the details on the Python implementation in section 5.2.
To demonstrate the possibilities and the method correct behaviour, the optimisa-
tion of one- and two-dimensions functions are shown in section 5.3. Then, a simple
test case from the literature is used to introduce aerodynamic optimisation into the
problem, in section 5.4. This includes as well a study on the initial trust region
effect, not found in the literature. The novelty of the chapter is as well to bring
derivative-free trust-region based multifidelity optimisation to the complex aerody-
namic optimisation of a multielement aerofoil. This is done on an academic test case
in section 5.5 and then on an industrial one in section 5.6. Finally, conclusions are
drawn in section 5.7.

5.1 Method

Two approximations of the aerodynamic physics are used in order to speed up the op-
timisation convergence while retaining accuracy from the most accurate model. The
first model is relatively fast (less than a minute to obtain the converged solution) but
relies more on empirical corrections; it will be called the low-fidelity estimator. One
can argue that this model includes many empirical correction that are more accurate
in terms of physics than purely numerical solutions, yet the accuracy decreases when
going away from the applicability range; this is when the higher fidelity predictor,
which has a more consistent response, will come into play. This model is more ac-
curate than the low-fidelity one but requires more time to run (from 15 minutes for
single point 2D simulations to several hours for industrial applications requiring a
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full polar and 3D computations); it will be referred in the rest of the document as
the high-fidelity estimator.
Let’s define the low-fidelity function as flow : Rn → Rl and the high-fidelity

function as fhigh : Rn → Rl; where n is the design space size and l is the objective
space size which is equal to 1 in this chapter: l = 1. The goal is the minimisation
(or maximisation) of the high-fidelity function as defined in equation (5.1), where
x is a vector of dimension n and D is a subset of Rn defined by the user-provided
optimisation boundaries:

min
x∈D

fhigh(x). (5.1)

Similarly to the standard trust-region optimisation algorithm presented in chap-
ter 3, section 3.2.3, instead of directly solving the high-fidelity problem, an approx-
imation model is used. However, in contrast to the standard trust region, since the
gradients are not easily and accurately obtainable, the derivative-free trust region
method is used as a starting point. At iteration k the problem (5.2) is solved under
a trust region Tk:

min
x∈Tk

fcorrk(x). (5.2)

The trust region can either be defined in the design variables space or in the objective
space; more details on the implementation is given in section 5.1.4.
The model fcorrk : Tk → Rl is defined by equation (5.3) at iteration k. It is formed

by the sum of a surrogate model ek representing the difference between the low- and
the high-fidelity functions (the error in other terms) and of the low-fidelity function.

fcorrk(x) = flow(x) + ek(x) (5.3)

Figure 5.1 shows the method flowchart; the following sections focus on each ele-
mentary procedure. The low-fidelity information is available from the beginning of
the multifidelity optimisation which, unlike SBO methods, makes an initial sampling
of the high-fidelity function not mandatory. Therefore, the method starts with a sin-
gle sampled point, the datum, provided by the user, defining a constant correction
at iteration 0. The subproblem (5.2) needs to be solved at each iteration in the trust
region. Section 5.1.1 deals with the surrogate model ek that provides the correction
to the low-fidelity function, and section 5.1.2 presents the suboptimiser. Once the
suboptimisation is solved, the predicted improvement needs to be compared to the
actual improvement by sampling the high-fidelity function at the problem (5.2) so-
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Figure 5.1: Single-objective multifidelity optimisation framework.

lution point; this part is explained in section 5.1.3. According to the high-fidelity
value, the trust region size needs to be updated (section 5.1.4) and the next iteration
starting point needs to be selected (section 5.1.5).

5.1.1 Surrogate Model

Standard trust-region algorithm uses a local quadratic approximation (first two terms
from the Taylor-series expansion) that requires the gradients. To circumvent the
lack of gradients, more generic surrogate models are used. The surrogate model that
corrects the low-fidelity function must be constructed with sparse data points since a

75



Chapter 5 MF Optimisation Methodology: SO Optimisation

limited number of high-fidelity sampled points is available in the first iterations. Most
of the computation cost must be in the high- and the low-fidelity models evaluation,
hence the surrogate model should not require a significant time to evaluate new
points nor to be constructed. Moreover, the data used to build the surrogate comes
from CFD near maximum lift, a non-steady phenomenon; the convergence achieved is
usually lower than for a steady flow, introducing noise to the results. RBF methods
are well suited for highly non-linear functions (Fang and Horstemeyer 2006) and
cheap to tune (setting the correlation parameter) but only one variable is used for
all directions reducing their ability to model complex high-dimensional functions.
The simplicity of the training procedure and the good performances makes them
suitable to solve the subproblem until a more advanced surrogate is required. In
the work done for sections 5.5 and 5.6, RBF showed limits in accuracies requiring a
more advanced correction model. To extend the RBF method, and more specifically
the Gaussian RBF, different parameters for each direction (variable) can be used to
provide fine control on the Gaussian functions width in all dimensions. Furthermore,
the Gaussian kernel exponent, fixed at two for the Gaussian RBF, can be replaced
by a different value for each direction. That’s why a Kriging model, described in
chapter 3, section 3.3.4, is included and used in the more complex cases.
No sampling is performed prior the optimisation but the Kriging model is used

when at least two points are available. When the database is composed of only one
suitable point, the error e0 is constant across the whole design space and its value
is: e0(x) = fhigh(d0)−flow(d0). When more points are available, they are filtered so
that the distance between each point is greater than εneigh in order to avoid points
clustering and to reduce numerical instabilities (Lian, Oyama, and Liou 2010). The
remaining points, used as training points, are called base points because they define
the basis for the surrogate model.

5.1.2 Subproblem Optimiser

The subproblem optimisation solves the problem (5.2) with the error surrogate being
constructed for the objective function as described in section 5.1.1. For each function
call, the surrogate is evaluated at the current point to obtain ek(x) along with the low-
fidelity function at the same point. The corrected function fcorrk is obtained by adding
for each objective the low-fidelity function and the correction model (equation 5.3).
Once the trust region is is exceeded or the suboptimiser convergence criteria fulfilled,
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the subproblem is considered solved and the point, considered as a candidate point
for the trust-region management algorithm, is fed back to the master script.
The method is not bounded to any particular suboptimiser. So any optimiser

can be used to fit any problem considered. As highlighted previously, the problem
types considered in this thesis involve most of the time multiple minima and complex
functions, therefore advanced optimisers are to be used to provide a good trade off
between design space exploration and local search in order to get closer to the global
optimum, without requiring gradients that are difficult to obtain. Finally, since the
low-fidelity (that may need a minute to evaluate) is still in the loop, the optimiser
should be efficient relative to the number of function evaluations.
The different optimisers used throughout the thesis were presented in chapter 3

and will not be reintroduced here.

5.1.3 Ratio of Improvement Computation

Once the subproblem (5.2) is solved, the candidate point is evaluated by the high-
fidelity function in order to compute the ratio of improvement at the heart of the
trust-region based algorithm. A candidate point xk is accepted or rejected and the
trust region size is increased or decreased according to the ratio of improvement ρk,
defined as the actual improvement over the predicted improvement:

ρk = fhigh(xk)− fhigh(xs)
fcorrk(xk)− fcorrk(xs)

. (5.4)

An improvement of the function fhigh translates to a ratio of improvement greater
than zero, meaning that for ρk < 0, the corrected function does not have the correct
trends but becomes more accurate as the ratio tends to one. Typically, for complex
aerodynamic functions, this ratio will stay relatively low, meaning that the corrected
function will rarely be perfectly accurate.

5.1.4 Trust Region Management

The trust region is usually defined as an Euclidean ball in the design space, centred
on the subproblem initial point (Conn, Scheinberg, and Vicente 2009; Nocedal and
Wright 1999). However this definition is local and does not apply well to multi-
objective problems, when the points are scattered over the design space. A second
definition based on the number of improvements of the corrected model is used (Jar-
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Figure 5.2: Illustration of the Euclidean (a) and of the step (b) trust regions in the
design and objective spaces.

rett and Ghisu 2012): the trust region is defined as the number of improving points
found, or for a multiobjective objective optimisation, the number of dominating or
Pareto-equivalent points found during the suboptimisation. The distance in the de-
sign space, from the subproblem starting point, is no longer fixed but in this case,
the model is trusted only for a certain number of improvements. On the one hand,
figure 5.2a illustrates the Euclidean trust region that applies on the design space and
the other hand figure 5.2b illustrates the step-based trust region applying on the
objective space. The latter requires more explanation: starting from the subproblem
initial point (in green), the first move in the design space leads to an improvement,
increasing the counter. The second move does not provide any improvement and
therefore the counter remains at 1. Each improvement increases the counter, until
the limit, in this example 4, is reached. The step-based trust region is particularly
suited to step-based optimisers such as Tabu Search since the design and objective
spaces are related. However, nothing prevents its use with more generic optimisers.

For both methods, when the trust region is violated (limited space is exited or
the number of improvements required is exceeded), the subproblem is considered as
resolved and the new optimum point is returned to the master optimiser for the ratio
of improvement computation. The trust region size is then increased or decreased
according to the ratio of improvement value as follow:

∆k+1 =


∆k/γs if ρk ≤ ρbad (bad prediction)
∆k if ρbad < ρk ≤ ρgood (moderate prediction)
∆k × γe if ρk > ρgood (good prediction)

. (5.5)
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5.1.5 New Point Selection

Finally, the ratio of improvement is used to select the next iteration subproblem
starting point (see (5.6)): if the ratio of improvement is too low (below ρbad), the
corrected function is not accurate enough and the suboptimiser was led in the wrong
direction. Therefore, the trust region algorithm dictates that the corrected function
must be improved, which is done by the high-fidelity point already sampled for the
ratio of improvement calculations. The suboptimisation is also restarted from the
previous optimum. Alternatively, if the high-fidelity function was correctly approx-
imated, the new point xs is accepted and used as the next iteration subproblem
starting point.

xk+1 =
 xs if ρk > ρbad

xk if ρk ≤ ρbad
(5.6)

5.2 Implementation

The method implemented is aimed to be used with various aerodynamic and surro-
gate tools. The code is made with the objective of being extensible and modular.
Appendix B.3 presents multiple UML diagrams of the trust-region-based multifi-
delity single-objective framework implementation, done in Python (see figures B.3,
B.4 and B.5).
The multifidelity core program is designed to run in an academic environment with

the Tabu Search (TS) C++ implementation. Hence only the TS job submission,
monitoring and results parsing is implemented in the run_optim_and_wait method.
The correction model is handled by the suboptimisation process. The Multifidelity
core however handles all the files output (for data transfer to the suboptimisation,
and for logging purposes), the CFD (low- and high-fidelity) and the trust-region
algorithm. Each CFD function has a cached version in order to avoid rerunning
points already evaluated. Finally, the Multifidelity core can restart an optimisation
after the maximum number of iterations is reached or if a unexpected problem stops
the process before completion.
The method is as well used in the industrial sponsor environment. To adapt

the program to any environment, the Multifidelity core class can be inherited and
specific methods can be overridden: in this case, the CFD functions are rewritten
to fit the industrial system (software and queue system are different). The run_-
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optim_and_wait method is also entirely rewritten to include the suboptimisation
and the surrogate model for the correction1. Lastly, new class methods are included
to perform high-fidelity- or low-fidelity-only optimisations.

5.3 Mathematical Test Functions

To demonstrate the single-objective multifidelity trust-region algorithm behaviour,
firstly a one-dimensional and secondly a two-dimensional test functions are minimised
in this section. Both examples are using a RBF model for the correction and the
Nelder-Mead Simplex optimiser (see chapter 3).

5.3.1 One-Dimensional Example

The test function from Forrester, Sóbester, and Andy J. Keane (2008) is used, as
well as its low-fidelity counterpart, see equations (5.7) and (5.8):

fhigh(x) = (6x− 2)2 sin(12x− 4), (5.7)

flow(x) = 1
2fhigh(x) + 10(x− 1

2)− 5. (5.8)

Those functions have a local minimum and a different global minimum, as shown on
the left hand side of figure 5.3. The low-fidelity function presents similar trends but
accentuates more the local minimum than the global one.
The function is optimised with both trust-region definitions and with the optimiser

calling only the high-fidelity function. Figure 5.3 presents the convergences compar-
ison: the Euclidean-based optimisation converges to the local minimum due to the
small initial trust region and due to the local behaviour of the low-fidelity function.
Increasing the initial trust region size allows to find directly the global optimum.
The step-based optimisation however finds quickly the global optimum thanks to the
liberty offered by the trust region defined on the objective space.

5.3.2 Two-Dimensional Example

The demonstration is done as well on the two-dimensional Rosenbrock function
(Rosenbrock 1960), with the low-fidelity function being a polynomial, according to

1The same methods were reimplemented in Python.
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equations (5.9) and (5.10):

fhigh(x1, x2) = 100(x2 − x2
1)2 + (x1 − 1)2, (5.9)

flow(x1, x2) = x4
1 + x2

2. (5.10)

The optimisation is started from the point x0 = [−2, 2] for all methods, the lower
bounds are both set to −3 and the upper ones to 3. The high-fidelity-only optimi-
sation is done with the Simplex algorithm, which is as well the suboptimiser for the
multifidelity runs.

Figure 5.4 shows the convergence of both trust regions definitions compared with
the high-fidelity-only one. On the left, the convergence is shown with respect to the
number of high-fidelity function calls and no matter the trust-region definition, the
multifidelity requires less function calls, at the expense of more low-fidelity function
calls. On the right, the convergence is shown with respect to the elapsed time: no time
difference is visible between the two trust-regions. In this case both low- and high-
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fidelity function are very fast to compute, and are not considered expensive functions
since their computational time is negligible. The overhead time induced by the
multifidelity method to build the surrogate (including point sorting and duplicated
points removal) and to perform the suboptimisation prevents any wall-clock time
comparison against the high-fidelity-only optimisation.

The Rosenbrock function is difficult to optimise efficiently because of the shallow
curved valley that leads to the optimum, shown in figure 5.5. The figure shows as
well the low-fidelity function and its optimum: the direction is correct on the valley
left side (relative to the low-fidelity optimum) but gets inverted in the right hand
side. The optimisation paths are shown for each method: the faster convergence
from the multifidelity comes from the help of the low-fidelity function that points in
the right direction from the beginning whereas the high-fidelity-function-only opti-
misation struggles in the first iterations to find the right direction. The step-based
optimisation path explores the high-fidelity function once on the low-fidelity optimum
whereas, the Euclidean trust region optimisation, being more local, explores and cor-
rects the low-fidelity function first and then follow the valley to the high-fidelity
optimum.
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Table 5.1: NACA 23012 optimisation parameters from (Jarrett and Ghisu 2012).
Parameters Notation Value
Reynolds number Re 1.8 · 106

Mach number M 0.18
Fixed Angle Of Attack α 4 [deg]

5.4 Single Element Aerofoil Test Case

Rising in complexity, the framework is first applied to a simple aerodynamic case
from the literature (Jarrett and Ghisu 2012): the lift-over-drag ratio optimisation of
a single-element aerofoil at low-speed. First the optimisation problem is presented
along with the aerodynamic tools used in section 5.4.1. Then results are shown in
section 5.4.2, first comparing the convergence against the high-fidelity-only optimi-
sation, then showing the effect of the initial trust-region size.

5.4.1 Problem Formulation

The objective is the lift-over-drag ratio L/D maximisation of a NACA 23012 aerofoil
at low speed with the flow conditions presented in table 5.1. The parametrisation
is done with a Free Form Deformation (FFD) method (Sederberg and Parry 1986),
the grid is made of 6 points on the x axis and 2 points on y axis, as presented in
figure 5.6. The first and last two points are fixed to keep the chord constant and
to prevent any angle of attack modification. Hence, 16 design variables are used to
deform the initial shape. The quarter- and the half-chord thicknesses are constrained
(minimum equal to the baseline thickness) to prevent the aerofoil thinning.

High-fidelity function The high-fidelity estimation is performed using the com-
mercial code Fluent (ANSYS, Fluent 14.5 2013b) and its associated mesher ICEM-
CFD (ANSYS, ICEM CFD 14.5 2013) from ANSYS. The geometry is relatively
simple but may suffer large variation of shape. Hence the meshing philosophy re-
tained is a C-grid structured mesh that is regenerated for every new candidate. The
mesh is around 30,000 cells including a fine boundary layer resolution (y+ = 1). The
flow is considered fully turbulent. Lift-over-drag comparison between CFD and wind
tunnel (Abbott, Von Doenhoff, and Stivers Jr 1945) is in figure C.1 (appendix C.1):
the high-fidelity function represents accurately the wind tunnel experiment, but may
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Figure 5.6: NACA 23012 FFD parametrisation: red dots are fixed FFD control points
and blue ones are the design variables. The thickness contraints are shown
in red.

Table 5.2: Multifidelity parameters for the NACA test case.
Parameter Min/shrink Initial/Value Max/grow
Eucl. trust region size 0.1 0.1 to 1.0 5.0
Step trust region size 2 2 to 70 inf.
Eucl. TR ratio 2.0 1.5
Step TR ratio 2 2
Number of DVs 16
Correction surrogate RBF
Suboptimiser Tabu Search
Low-fidelity XFOIL
High-fidelity ICEM & Fluent

not be accurate near maximum lift-over-drag conditions. The transition was free in
the experiment, which may explain the discrepancies.

Low-fidelity function The low-fidelity analysis is performed with XFOIL (Mark
Drela 1989), presented in chapter 3, section 3.1.4, with a transition location fixed at
x/c = 0.3.

Subproblem An RBF surrogate model is used for the correction and the Tabu
Search optimiser is used in this test case.
The main parameters for the multifidelity optimisation are summed up in the

table 5.2.
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5.4.2 Results

The original Tabu Search algorithm performs a full Hook & Jeeves move at each
iteration (Glover and Laguna 1997) which requires 2×number-of-variables function
evaluations. Consequently, each iteration requires a large number of function evalu-
ation. The implementation used in this work reduces this high computational cost
by evaluating only a random selection of those moves. This, however, introduces a
stochastic behaviour into the optimiser. Moreover, diversification and intensification
moves use randomness for the selection of their respective regions. The optimisa-
tion is therefore performed once with the high-fidelity-function only with a sufficient
number of iterations to remove this stochastic effect from the Tabu Search. The left
side of figure 5.7 shows the averaged convergence history from the two trust regions
implementations: the one using the Euclidean distance, marked as Eucl., and the
one using the number of improvements, marked as Step. As concluded in Jarrett and
Ghisu (2012), the convergence is faster by a factor of two for a fixed computational
cost of 500 iterations. The two different trust region implementations have the same
behaviour but the Euclidean implementation is more accurate.
Unlike the results presented in (Jarrett and Ghisu 2012), the high-fidelity-only

optimisation is left running for 2000 function evaluations. After 700 function evalua-
tions, the high-fidelity-only optimisation decreases more the objective function than
the multifidelity method. The best value from the high-fidelity-only optimisation is
compared in table 5.3 along with the time estimation for the whole optimisation:
the improvements are also visible in terms of time. Even though the final optimised
value is lower than the optimum found by the high-fidelity-only optimiser, the shapes
shown in the right side of figure 5.7 are very similar: the camber and the leading
edge radius are increased to increase the lift. The main trends are captured by the
multifidelity optimiser. The same optimum geometry are obtained as in (Jarrett and
Ghisu 2012). It is important to note also that the new optimum geometry may not
be robust with respect to small condition variations such as the angle of attack. A
multipoint optimisation should be performed to ensure a robust optimum; this would
remove the specific waves on the aerofoil lower surface.
A study on the influence of the initial trust region size is performed. Figure 5.8

presents the mean history convergences, based on 10 identical runs, for 4 initial trust
region sizes for the two trust-region implementations; the standard deviation is as well
shown. Both implementations present a relatively high variability in the convergence:
the fastest and the slowest convergences are different in terms of number of high-
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Figure 5.7: Mean and standard deviation convergence history for one initial trust
region (TR) size using Eucl. and step trust region management compared
to fhigh-only optimisation on the left and optimised geometries on the
right.

Table 5.3: Comparison between high-fidelity-only and multifidelity optimisations for
the NACA test case. Multifidelity values are averaged over 10 runs.

Multifidelity
Initial High-Fidelity Eucl. TR Step TR

L/D 42.13 72.14 70.41 68.81
Time (h) 48.1 13.2 13.5
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fidelity function calls but also in terms of accuracy. Jarrett and Ghisu (2012) showed
also that the multifidelity was increasing the variability in convergence compared to
the high-fidelity-only optimisation. This is a drawback of using a stochastic optimiser
but thanks to the non-deterministic behaviour, the global optimum is more likely to
be found.
Unlike the one-dimensional example, the Euclidean trust region is insensitive to

its initial value which is not true for the step one. The smallest trust region leads
to a slower convergence (but still faster than the high-fidelity-only) since the high-
fidelity function is evaluated much more often than with a higher initial trust region.
Conversely, using the largest initial trust region leads to the quickest convergence:
this happens because the low-fidelity function is accurate relative to the high-fidelity
one and therefore provides accurate direction, despite the low level of correction
in the first iterations. Finally, the trust region insensitivity to its initial size is a
hint that the function may have a single optimum. The Euclidean trust-region was
not used in (Jarrett and Ghisu 2012), nor the effect of the initial trust region size
analysed; hence the conclusions drawn here cannot be compared to previous work
and is considered as an original analysis.
Figure 5.9 shows the trust region convergences for both trust region definitions

with various initial sizes and confirms that the Euclidean trust region is not sensitive
to its initial size: all trust regions quickly converge to zero meaning that most of the
improvements are done at first (as shown in figure 5.8), albeit small initial sizes lead
to a trust region size increase around iteration 25, explaining the higher variance for
small trust regions in figure 5.8. The step-based trust region behaviour is different:
small initial trust regions fails to find improvements (trust regions increase) while
larger ones decrease from first iterations at the expense of reaching a lower value
latter. Overall the variance observed in figure 5.8 is similarly found in the trust
regions convergence. Finally, as for the Euclidean one, the trust regions convergence
to zero confirming the convergence observed in figure 5.8.

5.5 Multielement Aerofoil Academic Test Case

As presented in chapter 1, the multielement aerofoil optimisation is of interest both
in the industrial and the academic world. Applying the multifidelity methodology
to such difficult optimisation case is one of the objective of the thesis. Hence, now
that the framework has been demonstrated on simple mathematical and aerodynamic
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Figure 5.10: Two-dimensional GARTEUR aerofoil geometry at take-off with the flap
and slat parametrisation (including optimisation boundaries), oriented
in positive values.

test cases, it is applied on a 3-element aerofoil with the tools available at the uni-
versity. Section 5.5.1 introduces the geometry and the optimisation set-up. Then
section 5.5.2 presents the aerodynamic tool used for the optimisation along with the
CFD validation. Finally, section 5.5.6 deals with the results and draws conclusion.

5.5.1 Geometry, Parameterisation and Objective

The multielement geometry used in this part is the GARTEUR aerofoil (Thibert
1991). Used during an intensive test program involving Airbus, this geometry has
been subject to a lot of studies, including intensive wind tunnel validations. Based
on the Airbus A310, the geometry is a realistic and relevant test case for high-lift
devices aerodynamics. The geometry representing the take-off configuration is used
as a baseline and is plotted in figure 5.10.
We are focusing on the position optimisation of the high-lift devices: the aerofoils

shape are considered fixed. The Cartesian parametrisation is used for both the slat
and the flap as shown in figure 5.10, oriented in positive values. During deployment,
element clashing is checked with a sweep line algorithm (Shamos and Hoey 1976)
and clashed configuration are considered unfeasible. The optimisation boundaries,
plotted in figure 5.10, are selected such that the kinematics that support and deploy
the devices remain feasible. Despite not being the subject of the thesis, section 10.2
shows an example of an optimisation including kinematics.
As described in chapter 3, the lift-over-drag ratio is of interest for positioning the

high-lift devices at take-off. Hence the single objective fso is the multielement aerofoil
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Table 5.4: High-lift optimisation aerodynamic parameters.
Parameters Notation Value
Reynolds number Re 4.10 · 106

Mach number M 0.20
Fixed Angle Of Attack αclmax 24 [deg]

lift-over-drag ratio:
fso = −L

D
. (5.11)

The flow conditions for the optimisation are the same as for the wind tunnel
tests done in the ONERA F1 wind tunnel (Manie, Piccin, and Ray 1989), shown in
table 5.4. The angle of attack is fixed and set to the angle at maximum lift for the
initial take-off configuration, estimated in section 5.5.2.

5.5.2 High-Fidelity CFD Solver

The commercial tool ANSYS, Fluent 14.5 (2013b) is used as the reference tool (in
terms of accuracy) for the academic study, along with its associated mesher ANSYS,
ICEM CFD 14.5 (2013). As described in section 3.1, multielement aerofoils are
complex geometries, even in two-dimensions. Furthermore, the movement from the
slat and flap induces large distance variation between elements: this prevents the use
of traditional mesh deformations and complicates the automatic meshing procedure.
Lastly, the flap and slat can move freely and may be very close to the main element;
this can cause problem for an automatic mesher to create a regular boundary layer
of good quality needed for an accurate RANS simulation. Therefore an unstructured
mesh is used and, to reduce the chance of failure during the meshing procedure, the
Fluent Enhanced Wall Treatment is used to blend automatically the viscous layer
model according to the y+ value (ANSYS, Fluent 14.5 2013a). Hence the mesh is
designed to have a y+ of the order of 100 and the logarithmic formulation is used to
resolve smaller scales. The grid domain starts 20 chords upstream the slat leading
edge and extends to 50 chords downstream with 30 chords above and below to ensure
free stream conditions at the boundaries. This leads to a relatively coarse mesh of
280, 000 elements. It is important to recall that for optimisation, the CFD is used
to compare configurations relative to the baseline as opposed to provide absolute
accurate values; thus to alleviate the optimisation clock time, a coarse mesh is used.
A grid convergence analysis is performed and is shown in figure C.2 (appendix C.1):
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increasing the number of elements reduces the error, but for an optimisation, the
medium-sized mesh is of sufficient quality; this mesh will be the same throughout
the thesis.
RANS simulations are the industry workhorse (Rumsey and Ying 2002) to obtain

accurately and relatively quickly the aerodynamic performances. Those equations,
along with a Spalart-Allmaras turbulence model (J. Wild 2008), are used. An upwind
second-order solver is used for all equations from iteration 500 to reduce divergence
at the beginning. The flow is considered converged when residuals fall below 10−5, or
if the number of iterations is greater than 20002. Because convergence is not always
achieved, the lift and drag coefficients are averaged over the last 100 iterations. The
RANS simulation is run on 8 cores during 722 wall-clock seconds, or 12 minutes and
13 seconds.
The simulation with the initial geometry is validated with experimental data from

the ONERA F1 wind tunnel (Manie, Piccin, and Ray 1989), with the conditions
shown in the table 5.4. Firstly, the integrated values are compared for angles ranging
from 0 to 27 degrees in figure 5.11. The difference between maximum lifts and an-
gles of attack at maximum lift is relatively small, and before stall, the lift curve fits
experimental data; only after stall, CFD deviates as expected due to the separation
that is source of numerical error in RANS solution. Although the drag polar presents
discrepancies, the general trends are respected, until separation occurs. The discrep-
ancies are most likely coming from the coarse discretisation in the wake. Secondly,
the pressure coefficients are compared to experiments for two angles: 12.2 and 20.4
degrees in figure 5.12. For the lower angle, the match is perfect for all elements, con-
firming the good lift match before separation. However, the higher angle of attack
presents a lower suction peak on the slat leading edge but without consequences on
the other elements. This explains the relatively delayed stall prediction from CFD.

5.5.3 Low-Fidelity CFD Solver

The MSES software from Professor Drela, presented in section 3.1.6 (chapter 3), is
used as the low-fidelity estimator.
When used in challenging aerodynamic cases, such as high-lift conditions, a single

point evaluation requires up to 2 minutes on a single core. Massive separation, that
can easily appear from bad designs generated during optimisation, produces diver-

2This may be not enough to have fully converged flow but is sufficient to capture most of the flow
physics
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Figure 5.11: Polar comparison between experimental data, Fluent, MSES and ESDU
simulations for the Garteur test case.

gence in the coupling procedure. This phenomena is amplified by the discretisation
quality used to solve the Euler equations. Despite the attention given to the mesh
points distribution on the profile, divergence occurs for bad designs resulting in a
restricted design space.
Figure 5.11 includes as well the polar computed by MSES for the baseline configu-

ration. MSES over-predicts the maximum lift value although the maximum lift angle
is well estimated. Finally, the drag is slightly under-estimated but presents the same
trends. The trends are respected but the absolute values are not as accurate as our
RANS reference method. It will therefore perfectly play its low-fidelity tool role.

5.5.4 Very Low-Fidelity CFD Solver

To reduce the time needed by the low-fidelity estimator, the ESDU datasheets (see
chapter 3, section 3.1.7) are implemented to predict the maximum lift and its as-
sociated drag. Although the time required for this estimation is very small (of the
order of 500 ms), leading to a large reduction in the subproblem resolution time,
the method applicability is restrictive, as it relies extensively on experimental carpet
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Figure 5.12: Pressure coefficients distribution from CFD on the GARTEUR aerofoil
in take-off configuration for two angles of attack and comparison with
experimental data.
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Table 5.5: Multifidelity parameters for the Garteur single-objective test case.
Parameter Min/shrink Initial/Value Max/grow
Eucl. trust region size 0.1 2.5 5.0
Step trust region size 2 6 inf.
Eucl. TR ratio 1.5 2.0
Step TR ratio 2 2
Number of DVs 6
Correction surrogate Kriging
Suboptimiser Tabu Search
Low-fidelity MSES / ESDU
High-fidelity ICEM & Fluent

plots. Outside its design bounds, the method provides either incorrect trends, or no
trends at all. The estimated maximum lift and corresponding drag value are plot-
ted in figure 5.11. This method clearly underestimates both maximum lift3 and the
corresponding drag value to the advantage of having a negligible run time.

5.5.5 Suboptimisation

Multiple tests were done and the RBF model used for the correction showed shortfall
in terms of accuracy and optimum consistency as shown in Demange, A. Mark Savill,
and Timoleon Kipouros (2016b). Therefore, the more advanced Kriging model is used
to provide the correction. The same Tabu Search optimiser is used as in the previous
test case. The main multifidelity parameters for this test case are summed up in
table 5.5.

5.5.6 Results

Due to the stochastic nature of Tabu Search, 10 optimisations using only high-fidelity
function calls are performed to establish a comparison. The convergence history in
terms of number of high-fidelity function calls is shown in figure 5.13a (left) and
in terms of wall-clock time in figure 5.13a (right); only the mean convergence µr
and the convergence standard deviation σ2

r are showed instead of the 10 individual
runs. The convergence is compared to the multifidelity cases: each trust region

3The method implemented does not provide an estimation of the angle at maximum lift, but
estimates the maximum lift coefficient possibly achievable from the configuration.
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method (Euclidean and step) is tested for both low-fidelity tools: the ESDU method
in figure 5.13a and the MSES method in figure 5.13b; multifidelity optimisations
are as well run 10 times. Although the single-fidelity optimisations show different
convergences, they all reach the same optimum, but the number of CFD calls and
therefore the time to reach the optimum can varies from 10 to 55 hours.

Regardless of the low-fidelity tool used, the Euclidean trust region method provides
more consistency in the convergence than the step-based one. Using either MSES
or ESDU tools, the Euclidean trust region optimisations always converge to the
same value, similar to the high-fidelity-only one, whereas the step-based trust region
optimisations always find a relatively worse optimum with a bigger range of variability
in its final value. Furthermore, the number of CFD calls needed for convergence
remains in the same range for the Euclidean trust region method unlike the step-
based one. The same comment can be made on the elapsed time.

We can now compare figure 5.13a and 5.13b: the optimisations performed with
MSES are more consistent than the one with ESDU, especially for the step-based
trust region. Observing the graphs on the left, it seems that MSES allows the step-
based trust region optimisations to be faster than the high-fidelity-only ones but
because of an increased time spent in the suboptimisation, this conclusion cannot be
drawn on the elapsed time (right graph). However, using MSES over ESDU allows
the Euclidean based trust region to be faster than the high-fidelity-only optimisation,
despite a longer low-fidelity run time; the increased accuracy improves the subopti-
misation predictions reducing high-fidelity function calls need. Finally, using MSES
reduces the differences in convergence for both the Euclidean and the step-based trust
region methods to the point where the multifidelity convergences show less variability
than the high-fidelity-only ones.

Differences in the optimum objective value are seen between the methods, but are
those differences coming from a different slat and flap placement or is it only due to
the numerical noise? To answer this question, the pressure coefficients and the best
optimum geometries for each run are plotted in figure 5.14. All optima reduces greatly
the suction peak from the slat, reducing its generated lift, in order to obtain a stronger
acceleration on the main element leading edge; the slat wake is as well reduced,
decreasing its drag. The deceleration are identical between each configuration, but
despite having large discrepancies in the flap position, the deflection angle is always
reduced to keep the pressure coefficient distribution similar to the datum. Finally
figure 5.14 shows as well the lift and drag coefficients for each configuration. All
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configurations had their lift reduced, especially the high-fidelity-only one. The drag as
well is reduced but all multifidelity optimisations remain close to each other whereas
the high-fidelity-only optimisation is slightly more offset towards the lower lift and
drag region.
To conclude the single objective optimisation Garteur test case, the multifidelity

framework allows a more consistent and occasionally faster optimisation than us-
ing only the highest fidelity. Increasing the low-fidelity model accuracy, despite the
increased computational time for a single run, allows a decrease of the overall optimi-
sation time since the optimiser will rely more on the physics than on the correction
model. From the two trust regions presented, the Euclidean trust region provides
the most consistent and accurate optimum but the step-based trust region could be
faster if less time was spent in the suboptimisation.
The multifidelity optimisation benefits are not significant when applied to a mul-

tielement position optimisation compared to the previous case. The increase in aero-
dynamic modelling complexity is first found on the function responses that are noisier
and less similar but also in the low-fidelity accuracy-to-speed ratio.

5.6 Multielement Aerofoil Industrial Test Case

The method, as well as the implementation, allows the use of any objective function,
optimiser and surrogate model. Hence, the method is as well applied to a test
case provided by the industrial partner. The geometry and optimisation set-up are
presented in section 5.6.1 followed by the low- and high-fidelity solvers introduction
in section 5.6.2 and 5.6.3 and the suboptimisation details in section 5.6.4. The
multifidelity optimisation is then done in three steps: first only two variables are used
in section 5.6.5, second the small boundaries are used with the six design variables in
section 5.6.6 and third the extended boundaries problem is treated in section 5.6.7.

5.6.1 Geometry, Parameterisation and Objective

The geometry, showed in figure 5.15 in the datum position, is more representative
(as much as a two-dimensional section can be) of aerofoils used in modern transport
aircraft. It features a slat that can move freely, a large recirculation area in the rear
of the main element and a relatively simple flap that can as well move freely.
The parametrisation chosen for the slat and flap positioning uses the gap and over-

97



Chapter 5 MF Optimisation Methodology: SO Optimisation

0 50 100 150 200 0 20 40 60 80 100

MF ESDU µr (Eucl.)

MF ESDU µr (Step)

fhigh-only µr Tabu Search

MF ESDU σr (Eucl.)

MF ESDU σr (Step)

fhigh-only σr Tabu Search

L
/D

Number of high-fidelity function calls Elapsed Time, hours

(a) ESDU as low-fidelity tool

0 50 100 150 200 0 20 40 60 80 100

MF MSES µr (Eucl.)

MF MSES µr (Step)

fhigh-only µr Tabu Search

MF MSES σr (Eucl.)

MF MSES σr (Step)

fhigh-only σr Tabu Search

L
/D

Number of high-fidelity function calls Elapsed Time, hours

(b) MSES as low-fidelity tool

Figure 5.13: Convergence (mean µr and standard deviation σr) comparison between
high-fidelity-only optimisations and multifidelity optimisation using ei-
ther ESDU (a) or MSES (b) with either an Euclidean- or step-based
trust region, in terms of number of high-fidelity function calls on the
left and in terms of overall time on the right.
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Figure 5.14: Pressure coefficient plots and shapes associated (below) for the multifi-
delity optimisations, compared with the high-fidelity-only optimum and
the datum configuration. Lift and drag coefficients breakdown is also
shown.
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Figure 5.15: High-lift two-dimensional profile used for the industrial optimisation in
datum configuration. 2 sets of boundaries, and the parametrisation are
plotted.

Table 5.6: Normalized optimisation boundaries values for the industrial test case.
Slat Flap

Gap Lap Defl. Gap Lap Defl.
Min. −1.0 −1.0 −1.0 −1.0 −1.0 −0.5
Max. 2.0 2.0 2.5 2.0 1.4 3.0

lap definitions shown in figure 5.15; the deflection is defined positive for nose down
rotation. The standard workflow for slat and flap positioning at the sponsor involves
the low-fidelity tool to set the overlap and gap without running the low-fidelity aero-
dynamic model. A total of six design variables are used for the optimisation. The
initial values are noted gs0 , ls0 , and θs0 for the slat and gf0 , lf0 , and θf0 for the flap.
The normalised bounds for the optimisation are shown in table 5.6 relative to the
starting values, and are plotted in figure 5.15.
Objectives are chosen to be representative of the high-lift design process. If we

look at the take-off conditions, Rudolph (1996) highlights that the high-lift system
should allow a good compromise between lift capability and lift-over-drag efficiency.
For take-off, the Federal Aviation Requirements (FAR) requires the lift coefficient at
climb speed to be equal or less than CLmax/1.142. Only the maximum lift-coefficient
is used in this case:

fso = −clmax . (5.12)
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Table 5.7: High-lift aerodynamic parameters for the industrial test case.
Parameters Notation Value
Reynolds number Re 6.0 · 106

Mach number M 0.20
Multiple angles α 0.0 to 27.0 [deg]

The maximum lift is obtained by computing the aerofoil aerodynamic polar with
two points in the linear region and 6 points in the remaining non-linear part. The
maximum angle of attack is set to 27 degrees to ensure a complete polar. The
remaining flow conditions are similar to the previous test case, representative of a
take-off (see table 5.7).

5.6.2 High-Fidelity CFD Solver

The high-fidelity function is chosen to represent the most common model used in
industry: solutions to the RANS equations. The unstructured DLR-TAU flow solver
(Schwamborn, Gerhold, and Heinrich 2006) is used to solve the equations. Turbu-
lence is modelled with the one-equation Spalart-Allmaras with Edwards modification
(SAE) model (Edwards and Chandra 1996). A central discretisation scheme is used
along with a multigrid acceleration. The flow is first converged at 0.0 degree angle
of attack using different CFL numbers for 10,000 iterations, then each angle is con-
verged for 7,500 iterations from the previous solution; this allows convergence for
most angles except the last ones that are fully stalled.

Rather than a mesh deformation, a regeneration procedure is favoured to avoid
stretched cells due to the large slat and flap movements. The mesh is made of
roughly 200,000 points and it includes a viscous region of at least 30 layers with a y+

of 1 to properly resolve this region. The mesh is automatically generated from the
best practices available at the sponsor, and no validation is therefore added to this
section.

A single polar run on the Airbus High Performance Computer (HPC) takes 74,937.62
CPU time seconds on 8 cores. Including transfer times, the polar takes 9,400 wall-
clock seconds or 2 hours and 37 minutes.
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Figure 5.16: Baseline configuration aerodynamic polars for the Airbus test case from
TAU and HiLi.

5.6.3 Low-Fidelity CFD Solver

To lower the computation cost at the early design stage, Airbus uses a viscid/inviscid
coupled method for the prediction of the high-lift aerofoils aerodynamic perfor-
mances. The tool is HiLi and uses a panel method coupled with a boundary layer
equation (see chapter 3, section 3.1.6 for more details). The run time varies signif-
icantly depending on the case convergence. The polar is run on a single core, and
takes between 30 seconds to 2 minutes.
The lift and drag polar is compared in figure 5.16 for both TAU and HiLi. The

latter remains accurate in the linear region but fails to predict the aerofoil stalling
characteristics. We hope to use the higher fidelity TAU solver to correct it.

5.6.4 Suboptimisation

A RBF surrogate model is used to provide the correction implemented in Python this
time. Since the suboptimiser is directly called from Python in this implementation,
different optimisers can be tested and compared. Hence, this test case uses a Sub-
plex implementation from the NLOPT library. To increase the global exploration,
the Particle Swarm Optimiser from the PyOpt library (ALPSO) is also used; both
algorithm were introduced in chapter 3. Table 5.8 sums up the different multifidelity
parameters used in this test case.

102



5.6 Multielement Aerofoil Industrial Test Case

Table 5.8: Multifidelity parameters for the industrial single-objective test case.
Parameter Min/shrink Initial/Value Max/grow
Eucl. trust region size† 0.1 0.05 5.0
Step trust region size 2 6 inf.
Eucl. TR ratio 1.2 1.3
Step TR ratio 2 2
Number of DVs 6
Correction surrogate RBF
Suboptimiser SBPLX / PSO
Low-fidelity HiLi
High-fidelity Solar & TAU
† in % of design space

5.6.5 Initial 2-Variables Optimisation

The method is first applied on the two-variable problem, presented in this section
which leads to the development of a restart strategy. Then the full six-design variables
case is run and results presented in section 5.6.6.
The initial tests are performed on a quicker problem than the original one: the flap

gap and overlap optimisation with the lift-over-drag ratio as objective. Convergence
of the method is shown in figure 5.17. The optimiser quickly gets stuck and stops
progressing.

Restart Strategy The commercial toolbox MACROS (see chapter 3, section 3.2.4),
performing a SBO, is used to serve as reference; its convergence is as well shown in
figure 5.17. The multifidelity optimisation is stalling in a different location than the
high-fidelity-only one. Similarly to Tabu Search (Jaeggi, G T Parks, et al. 2008), a
restart strategy is implemented to escape those “numerical” minima. The number
of iterations that do not lead to an improvement is counted and when a specified
trigger is reached, the restart move is done. The strategy retained is a restart from
the second best optimum: the new suboptimisation starting point is chosen to be the
second best optimum encountered so far. The trust-region is also reset to its initial
value. This allows the optimisation to start from a known location, and therefore
accurate, but with a better correction in its vicinity. The suboptimiser is therefore
following a new path and does not find the same local minimum.
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Figure 5.17: Multifidelity convergence on the 2-design variables optimisation with
and without restart strategy. Left is the convergence with respect to the
number of function calls, right is with respect to the wall-clock time.

Restart visualisation Figure 5.18 shows the same two-dimensional optimisation
path (on the design space) after 20 iterations. At point 3, the suboptimiser does
not find any improvement and is therefore stuck in one portion of the design space.
The optimisation therefore restarts from the second best, and a new path is created
(shown in green in the figure 5.18). The convergence is also shown in figure 5.17
with respect to the objective function: as expected, the restart allows a better design
space exploration (a better lift-over-drag ratio), and in addition the wall-clock time
is lower, since the restart is performed after only 3 iterations leading to a totally new
path, following more closely the high-fidelity function.

High- and low-fidelity behaviour In figure 5.19 is shown the two-dimensional prob-
lem high- and low-fidelity functions (L/D); the functions output are normalised hence
the optimum is toward region of highest values. The high-fidelity function seems to
have its optimum in the region of high overlap and low gap (upper left). On the
contrary, the low-fidelity function behaviour is opposite and the optimum seems to
be in the low-overlap (lower region) with less effect from the flap gap. Our two func-
tions do not agree in this case, leading to difficulties for the multifidelity to efficiently
converge to the high-fidelity optimum.
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Figure 5.18: Two-dimensional design space showing the path of the multifidelity
optimisation.
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Table 5.9: Optimisation starting and boundaries values for the initial boundaries
case, normalised by variable range.

Slat Flap
Gap Lap Defl. Gap Lap Defl.

Min. 0.0 0.0 0.0 0.0 0.0 0.0
Max. 1.0 1.0 1.0 1.0 1.0 1.0
Start 0.5 0.5 0.5 0.5 0.5 0.5

Table 5.10: Running time spent in the suboptimisation and in CFD for both
Euclidean- and step-based trust regions using SBPLX optimiser.

All times in minutes Euclidean step

Optimisation mean 134.1 21.2
standard deviation 77.4 21.1

CFD mean 219.9 281.4
standard deviation 195.6 167.3

5.6.6 Results: Small Boundaries

The first 6-variable design optimisation is first performed on relatively restricted
boundaries —shown in table 5.9— when the design space region is known and only
fine tuning is required.
The two trust region definitions are compared between each other. The Euclidean

trust region is defined as a ball centred on the starting point in the design space while
the step-based one counts the number of improvements in the corrected objective
space.
The convergence is shown in figure 5.20 both in terms of number of iterations and

elapsed time. The first remark to be made is the similarities between the two trust
region definitions convergence with respect to the number of iterations. However,
in terms of elapsed time, the Euclidean trust region is much slower, confirmed by
looking, for each iteration, at the time spent in the suboptimisation and in the
CFD for the SBPLX optimisations in table 5.10: the Euclidean-based trust region
optimisation spends a much higher time in the suboptimisation than the step-based
one since it is exploring more thoroughly the close vicinity of the suboptimisation
starting point.
Similar remarks can be made on the optimisations performed with the ALPSO
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Figure 5.20: Convergence of high- and multifidelity initial, and extended (EB),
boundaries optimisations with respect to the number of high-fidelity
function calls (left) and in terms of elapsed time (right).

optimiser, displayed as well in figure 5.20. Again improvements in time are seen
with the step-based trust-region multifidelity but also with the Euclidean one, albeit
it gets stuck at a lower final optimum. The time improvements are slightly less:
in the order of 7 days for the step-based method. However, one can observe that
the PSO with only the high-fidelity optimisation finds a better optimum than any
of the multifidelity optimisations. It seems that the multifidelity limits the global
exploration of the design space, even when the trust region is not defined on the
design space but on the corrected objective one.

Finally, the optima design variables can be compared for all optimisations pre-
sented above; this is done in the parallel coordinates plot shown in figure 5.21, fo-
cusing on the initial boundaries runs. Firstly the flap positioning is very consistent
across all methods, except the best configuration found by PSO on the high-fidelity
function only; this maximisation problem therefore seems to have multiple distant
minima. Secondly, although the same trends are also observed on the slat positions,
the solutions are more scattered. Only the slat deflection, with a maximum down
pitching movement is consistent across all methods in order to enable the maximum
energy extraction from the flow. The lower clmax from the multifidelity Euclidean
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Figure 5.21: Parallel coordinate displaying the optima solutions from multifidelity
and high-fidelity-only optimisations for the small and extended (EB)
boundaries cases. The ranges are the extended one and the small bound-
aries are shown shaded.

PSO can be attributed to the lower flap deflection and lower slat gap. Despite the
high maximum cl obtained from the multifidelity Subplex optimisation (probably
thanks to a slightly larger flap deflection), their slat gap value is close to the starting
point; it pushes us to question this variable sensitivity with respect to the maximum
lift coefficient.

5.6.7 Results: Extended Boundaries

From figure 5.21 for SB, it is clear that the optimisation boundaries are preventing the
optimisers from achieving better performances. The bounds are therefore increased
according to table 5.11, and are as well shown in figure 5.15.
Running a similar optimisation on the extended bounds leads to a premature con-

vergence: the high-fidelity-only optimisation and the multifidelity with a step trust
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Table 5.11: Optimisation normalised starting and boundaries values for the extended
boundaries case.

Slat Flap
Gap Lap Defl. Gap Lap Defl.

Min.† −1.0 −1.0 −1.0 −1.0 −1.0 −0.5
Max.† 2.0 2.0 2.5 2.0 1.4 3.0
Start* 0.5 0.5 0.43 0.5 0.63 0.3
† Relative to initial bounds
* Relative to extended bounds

region using both PSO are run and their convergences are shown in Figure 5.20 with
the convergence entitled (EB). With those bounds, the high-fidelity only optimisation
reaches a significantly better optimum than the multifidelity method. However the
multifidelity optimisation reaches its optimum in a smaller number of CFD calls and
a shorter time. Figure 5.21 shows as well the two optimum configurations. Despite
having the same directions, and for most variables a very similar positioning, the
slat deflection and flap gap are lower for the multifidelity. The flap deflections are
similar, but the lower slat deflection prevents an effective flow preparation for such
high flap deflection, which leads to higher maximum lift generated from the optimum
high-fidelity-only configuration. It is hard to conclude that multiple minima exist,
but we can conclude that the multifidelity optimisation leads to a different solution,
despite having very similar trends: the function we are trying to optimisation is
highly complex.

5.7 Conclusion

From the first aerodynamic test case, we have proven that the method provides a
large decrease in time to reach the optimum, albeit a decrease in the exploration is
observed. The step-based trust-region convergence was identical to the work found
in the literature: a large decrease in the required high-fidelity function evaluation
but a larger variability in convergence than the high-fidelity-only. We showed that
the two trust region definitions were not equivalent: the Euclidean one finds a better
optimum, is insensitive to its initial size in terms of speed but is sensitive in terms
of optimum whereas the step-based trust region convergence time is sensitive to its
initial trust-region value but its optimum value is not affect by the initial trust region.
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The multielement academic test case showed that this kind of problem is much
harder and depends on the low-fidelity model used. A faster convergence is not
always seen and the variance in convergence can be substantial, especially for the
step-based trust-region. A large decrease in accuracy is as well found when using the
step-based trust-region. An increase in the low-fidelity accuracy provides as well a
better and faster convergence.

Finally the last test case, using tools from the aerospace industry, shows differ-
ent results (with a different optimiser): large time-improvements are seen when the
boundaries are kept small, but the multifidelity method loses quickly the subproblem
optimiser global exploration capabilities. Because the boundaries are increased, the
flow is more likely to be detached; the aerodynamic tools therefore works in a area
where they were not designed to be accurate (see the wrong stalling characteristics
predicted by HiLi).

There is therefore a consistent decrease in accuracy of the optima found between
the multifidelity and the high-fidelity-only optimisations, that seems to depend on
the low-fidelity accuracy. Four sources of inaccuracies can be distinguished. First,
the captured physics are different between the tools and we saw that the low-fidelity
tool was providing wrong directions in certain cases. For example, close to max-
imum lift, HiLi does not capture the stall characteristics seen by the high-fidelity
tool. Although the correction is expected to reduce the issue, its quality may not
be sufficient, and the additive correction may create artificial local minima that will
disappear only with an extensive sampling of the design space. A more thorough
analysis on the effect of the low-fidelity captured physics is done in chapter 8. Sec-
ondly, and related to the previous point, the suboptimiser is expected to find the
global optimum, possible only with an extensive search. But this cannot be guar-
anteed with metaheuristic optimisers since their purpose is to efficiently explore the
design space. The function to optimise is more complex due to the introduction of
the correction, increasing the non-linearities (when the low- and high-fidelity models
greatly differ). Hence the multifidelity may get trapped in a local minimum, and
to solve this issue, a more aggressive globalisation strategy should be implemented.
Thirdly, the suboptimiser rely on the low-fidelity value to find the subproblem so-
lution. However it may happen, particularly seen with MSES, that the low-fidelity
tool converges only for certain configurations that depends on the mesh and flow
physics (large separation, wake interaction). If the low-fidelity does not converge,
the region is ignored and will never be considered as a candidate solution for the
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trust-region optimiser. It is therefore important to ensure that the low-fidelity tool
robustness matches, at least, the high-fidelity one in order not to restrict the search
space. Fourthly and finally the correction model is constructed on points from the
optimisation path. The points uniformity is not guaranteed and clusters may appear
which translates into instabilities in the model construction. They are limited with
the use of filtering as described in the chapter but still remain present. Those in-
stabilities reduce the accuracy of the corrected function. This is already seen on the
two-dimensional function presented in this chapter when comparing the single- and
multifidelity optimum values.
The next chapter focuses on the method extension to multiobjective optimisation

problems and improvements on the subproblem correction.
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CHAPTER 6

Multifidelity Multiobjective
Optimisation Methodology

The previous chapter introduced the methodology, based on the existing literature.
The application to the maximum lift prediction for a multielement aerofoil appears to
be challenging. However, the picture showed is only a partial solution to the original
thesis aim. Chapter 2 introduced the multiple objectives to consider when treat-
ing such problems, including both lift and drag. To address such problems, specific
methods are used that can provide the full Pareto set of solutions. This chapter aims
at extending the multifidelity trust-region based method to implement the concept of
Pareto-optimality within the suboptimisation and trust-region algorithm and assess
the strengths and weaknesses of such approach on the high-lift device design. Sec-
tion 6.1 introduces the modification to the algorithm and then is applied to the two
previous test cases: the academic (section 6.2) and industrial (section 6.3) problems.
The performances are not achieving an acceptable level, explained in section 6.4 and
discussed is section 6.5; the following chapter proposes improvements to the method.

6.1 Method Extension
Increasing the number of objectives imposes an extension of the trust-region method:
first, the solution of the suboptimisation is no longer a single point but rather a set
of points forming a Pareto front. Second, each point has at least two objective values
that need to be considered when computing the ratio of improvement.
In this chapter, we now consider that the high- and low-fidelity functions have

more than one output: flow : Rn → Rl, fhigh : Rn → Rl with l ≥ 1. The same
notation as in chapter 5 is used and the problem considered is still defined by (5.1).

6.1.1 Main Process

Figure 6.1 shows the main process framework that is very similar at first to the single-
objective one, presented in the previous chapter (figure 5.1): the first step is still the
evaluation of the starting point with both the low- and the high-fidelity functions.
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Similarly, the first iteration uses a constant correction across the design space, and
then a surrogate model comes to model the error between the various models. The
main difference aroses during the suboptimisation: the suboptimiser must encompass
the notion of Pareto-dominance in order to count the number of the non-dominated
points needed by the step-based trust-region formulation. The optimiser must as
well return a set of Pareto equivalent points instead of a single optimum point.
Multiobjective optimisation provides a set of solutions that minimises all objec-

tives. Usually, this set is spread over the design space, and not constricted to a single
region. The standard trust region, as presented in section 3.2.3, converges when the
trust region tends to zero, in one point. It is clear that this cannot hold for a multi-
objective optimisation as the solution is a region in the design space, different from
the empty set. Thus this chapter is focusing on the step-based trust region, even
though the Euclidean one will as well be considered.
Continuing the process from figure 6.1, the ratio of improvement needs to be com-

puted for each point. The process is described in the following section (section 6.1.2),
followed by the trust region management in section 6.1.3, and the new starting point
selection in section 6.1.4.

6.1.2 Ratio of Improvement Computation
The framework is extended to parallelise the high-fidelity function computation in
order to soften the wall-clock time overhead introduced by the higher number of
points given by the suboptimiser. This is used to compute, for each point and for
each objective, the ratio of improvement ρk = [ρ(1)

k , ρ
(2)
k , . . . , ρ

(l)
k ] defined by

ρ
(i)
k =

f
(i)
high(xk)− f (i)

high(xs)
f

(i)
corrk(xk)− f

(i)
corrk(xs)

, i ∈ [1, . . . , l]. (6.1)

Depending on the problem considered but also on the optimiser type (population-
based, diffusion-based, . . . ), the candidate Pareto front will have different numbers
of points. Because each point evaluation has a high time cost, and because high-
fidelity points are used to correct the function via a surrogate model, the number of
points to evaluate must be limited. This is achieved by filtering the candidate Pareto
front based on the Euclidean distance between each point. All unsuccessful points
(configurations that result in a failed high- or low-fidelity function evaluation) are
discarded. The remaining ones are retained to be compared with the actual Pareto
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front and to be used at a later stage to construct the surrogate models. The author
would like to highlight the increased number of high-fidelity points computed at each
suboptimisation iteration compared to its single-objective counterpart: this leads
to a faster correction of the design space for a similar running time, increasing the
accuracy of the correction.

6.1.3 Trust Region Management
In order to handle the increased number of points and the concept of Pareto equiva-
lence, memories are implemented: one coming from the suboptimiser (called current
Pareto set), one for the overall optimisation (called overall Pareto set), and the cur-
rent point that is the suboptimisation starting point, trust region centre; this point
changes only after successful iterations and is therefore a Pareto-optimal point.
Since each point of the current Pareto front is evaluated with the high-fidelity func-

tion, the front is updated accordingly: some points that would be Pareto equivalent
using fcorr won’t have the same status once compared with fhigh. Figure 6.3 shows,
with star markers, the Pareto front obtained from the suboptimiser using values from
the corrected function fcorr in the objective space. In the subiteration presented, no
points are filtered out. Each candidate point is then updated with its high-fidelity
value depicted in figure 6.3 with arrows joining fcorr and fhigh. Red markers represent
the Pareto-optimal points using the high-fidelity function; only those points are kept
for the iteration status determination.
The ratio of improvement definition is extended according to equations (6.1) in

order to be used with multiple objectives as follow:

• for each candidate point pk = [f (1)
high(xk), . . . , f

(l)
high(xk)] in the objective space,

– if the number of objectives having their ratio of improvement greater than
ρbad is higher or equal to the trigger nf , the point pk is marked moderate;

– if the number of objectives having their ratio of improvement strictly
greater than ρgood is higher or equal to the trigger nf , the point pk is
marked good;

– otherwise, the point is marked bad.

• If the number of points pk marked:

– moderate is greater than the trigger np, the overall iteration is considered
moderate,
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Figure 6.3: Multifidelity suboptimisation results with ESDU model and step trust
region, at iteration 8. Datum is the overall optimisation starting point.
Points coming from the suboptimiser are marked with a star and use their
corrected function values; points kept after filtering are circled. High-
fidelity values are plotted with gray circles; an arrow links the corrected
and high-fidelity functions points. High-fidelity points that are Pareto
equivalent are marked with red circles. Finally, the overall Pareto front
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– good is greater than the trigger np, the overall iteration is considered good,

– otherwise the iteration is considered bad.

The trust region is expended or shrank according to the current iteration status
of the according to equations (6.2):

∆k+1 =


∆k − γs |{pmoderate}| < np (bad prediction)
∆k |{pmoderate}| ≥ np (moderate prediction)
∆k + γe |{pgood}| ≥ np (good prediction).

(6.2)

6.1.4 New Point Selection

The current Pareto front is then merged with the overall one, noted P , and the
number of points improving the Pareto front is counted. If at least one point improves
the Pareto front, a new point xs is randomly chosen from the overall Pareto front,
otherwise the suboptimisation is restarted from the same point with a more accurate
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corrected function:

xk+1 =


xs if |{pgood}| ≥ np

and ∃p ∈ {pgood} ,∀p0 ∈ Pk ∃i ∈ [1, . . . , l], f (i)
high(xp) < f

(i)
high(xp0)

xk else,
(6.3)

with xp and xp0 being the coordinates in the design space of the respective points p
and p0, and Pk being the overall Pareto front at iteration k.
The random selection is biased towards low-density part of the Pareto front in

order to allow its entire exploration. To do so, the Euclidean distances di between
each consecutive point from the Pareto front P = {p1, . . . ,pf}, containing f points,
are computed according to equation (6.4):

∀i ∈ [1, . . . , f − 1], di = ‖pi+1 − pi‖, (6.4)

and then used as weights for the random selection.

6.1.5 Hypervolume Indicator
The multiobjective multifidelity evaluation requires many Pareto fronts to be bench-
marked after termination (convergence or allowed wall clock time exceeded) but also
while the optimisation is running. In the following analysis, the Pareto front will
be plotted, but due to the number of different suboptimisers, a single indicator is
conjointly used to show the Pareto front evolution compared to each other.
According to Cao, Smucker, and Robinson (2015), the hypervolume parameter

can help providing this information, and will be used in the rest of the document.
This indicator represents the objective space volume (surface for 2 objectives) that
is weakly dominated by the Pareto front, bounded by a reference point given by
the user. Depending on this reference point position, the indicator is giving more
importance to the number of points forming the Pareto front (diversity) and its
Pareto-optimality, or to the extreme points of the Pareto front. Figure 6.4 shows the
definition of such indicator. The Pareto front, which is normalised, is made of the
red points that are all Pareto equivalent. The reference point is chosen slightly less
optimal than the nadir point (point having as coordinates the objective values upper
bounds): by doing so, the indicator uses information from the most extreme points
along with the diversity inside the Pareto front. The volume is then computed using
the area coloured in figure 6.4.
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A potential choice for the reference point rp = (r1, r2) is presented in Cao, Smucker,
and Robinson (2015) and is summarised in (6.5).

|r1| = |r2| > 2 extremes points favoured
|r1| = |r2| ∈

[
1 +

√
2

mp−1 , 1 +
√

2
]

diversity favoured
(6.5)

The paper also introduces a contribution rate that helps comparing multiple Pareto
fronts via the hypervolume indicator. Let’s consider that np Pareto fronts (PF1, . . . ,

PFnp) need to be compared; the procedure is as follow:

1. Combine all Pareto fronts into a single one, keeping only the non-dominated
points. This will give the best Pareto front achievable (if the true Pareto front
is not known). This Pareto front will be called the surrogate Pareto Front, PFs.

2. For each Pareto front, keep only the intersection between PFi and PFs: PF ′i =
PFi ∩ PFs.

3. Normalise the surrogate Pareto front and the PF ′i .

4. Compute the hypervolume indicator for each PF ′i : Ih = Ih(PF ′i , rp) and for
PFs: Ih(PFs, rp) = Ihs, relative to the same reference point rp.

5. Compute the contribution rate cr for each PF ′i according to (6.6):

cr = Ih(PF ′i )
Ihs

. (6.6)

The closer to 1 is the ratio, the closer to the surrogate is the Pareto front.

6.1.6 Implementation
The same philosophy as in the single-objective framework is used: the program core
is implemented in the MultiFidelity_MO class. More information are shown in ap-
pendix B.4. In the core MultiFidelity is implemented: the whole multifidelity algo-
rithm, the files management, the restart strategy and the specific implementations
for low- and high-fidelity models depending on the use-case. The core class also con-
tains the cached version of the various fidelity model methods that keeps track of all
high- and low-fidelity function calls and return a saved value if a point is reevaluated.
In this implementation, all the results are stored in a single XML file, which is used
at a later stage to produce the analysis plots.
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Figure 6.4: Hypervolume definition from a normalised Pareto Front
{pi, i ∈ [0, . . . ,mp]} and a reference point rp.

Because the suboptimiser returns a Pareto front rather than a single point, each
point is evaluated in parallel. The master script, handling the workflow, and the
suboptimisation can submit on the HPC queue system multiple high-fidelity function
jobs to be run in parallel in order to reduce the wall-clock time.
Each new case requires the creation of a new class inheriting from the core Mul-

tiFidelity_MO. Appendix B.4 presents multiple UML diagrams of the trust-region-
based multifidelity multiobjective framework implementation, done in Python (see
figures B.6, B.8 and B.7). The biggest change is coming from the suboptimisation
method that implements the surrogate creation as well as the suboptimisation.

6.2 Academic Test Case

The test case presented in the previous chapter in section 5.5 is used as is, with
the same conditions. Two objectives (6.7) and (6.8) are now used in the problem
formulation:

f (1)
mo = − cl

cldatum

, (6.7)

f (2)
mo = cd

cddatum

. (6.8)
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Table 6.1: Multifidelity parameters for the Garteur multiobjective test case.
Parameter Min/shrink Initial/Value Max/grow
Step trust region size 2 6 inf.
Step TR ratio 2 2
Number of objectives required 1
Number of points required 2
Number of DVs 6
Correction surrogate Kriging
Suboptimiser Tabu Search
Low-fidelity MSES / ESDU
High-fidelity ICEM & Fluent

New parameters for the multifidelity optimisation are needed compared to the
single-objective one. They are reminded in table 6.1.

The following section focuses on the suboptimisation inner workings by looking at
a particular iteration. Then section 6.2.2 presents the final Pareto front along with
the convergence behaviour. Section 6.2.3 shows the results obtained when the opti-
misation is performed only on the low-fidelity model. Finally, section 6.2.4 compares
three solutions from the Pareto fronts.

6.2.1 Suboptimisation

Figure 6.3 presents a result from the 8th suboptimisation: MOTS returns a Pareto
front that contains points that should improve both objectives when considering
the corrected function (shown with stars). After evaluation with the high-fidelity
function (with grey points, and arrows pointing from the corrected function to the
high-fidelity one), those points move on the objective space: only 4 points are Pareto
equivalent; the others are discarded but still used to improve the corrected function
for the following iterations. Out of those 4 points, 3 do not improve the overall Pareto
front, depicted in blue in figure 6.3, but because the top left point improves it, this
iteration is considered successful and a new point will randomly be selected from the
set of solutions for the next iteration according to section 6.1.4.
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Figure 6.5: Iteration statuses distribution during the ESDU and MSES multifidelity
optimisations. Numbers in bracket on the left hand side are the exact
number of iteration for each category and the total number on the right
hand side.

6.2.2 Convergence and Final Pareto Front

The optimisation is run using either ESDU or MSES. Figure 6.5 shows the sub-
optimisation status distribution with respect to the iteration for both multifidelity
optimisations: depending on conditions presented in sections 6.1.3 and 6.1.4, the
iteration can be considered as bad, meaning the corrected function did not provide
a good approximation; restart, if despite having a good correction, the Pareto front
is not improved; or new point if the Pareto front is improved and a new starting
point should be selected. Both multifidelity optimisations start similarly with a high
number of new point statuses, endorsing the values used for the initial trust region
size and its growth. Both then obtain balanced behaviour between bad, restart and
new point: once the exploration is achieved, thanks to the low-fidelity model, more
exploitation needs to be done with less chance of finding improvements.
The method validation is accomplished by comparing the Pareto front obtained

by the fhigh-only optimisation to those obtained with the multifidelity framework.
This is shown in figure 6.6 after the same1 number of high-fidelity function calls
(CFD calls, as opposed to function evaluations —eval— that contains also database
recalls). Although the multifidelity optimisations do not reach the same accuracy as
the high-fidelity optimisation (similar outcome as for the single objective optimisa-
tion (Demange, A. Mark Savill, and Timoleon Kipouros 2016b)), the Pareto front

1The number of CFD calls is slightly different since one iteration requires the evaluation of multiple
high-fidelity points
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is more spread out providing the upper and lower parts of the solution more quicly,
dominating the high-fidelity Pareto front. Moreover, the multifidelity optimisation
using the MSES model dominates both the high-fidelity-only and ESDU multifidelity
optimisations in the high-cl region. In the low-drag region, both low-fidelity models
provide the same Pareto front.

The optimisation convergence is first analysed by plotting in figure 6.7 the Pareto
fronts at 6 stages of the optimisations. Results observed in Demange, A. Mark
Savill, and Timoleon Kipouros (2016b) cannot be extended for the convergence of this
optimisation. From the beginning, the multifidelity optimisations are more extended
but are dominated by the high-fidelity-only optimisation in the central part. Thanks
to the higher accuracy of MSES close to the starting point compared to ESDU,
the former obtains a dominating Pareto front up until 100 CFD calls. Then both
multifidelity optimisations perform similarly despite a small dominance with MSES
in the high-lift part. It is only after 500 CFD that Tabu Search using only the high-
fidelity function extends its Pareto front, but 1000 CFD calls are not enough to reach
the same level of exploration than the multifidelity optimisations after only 500 CFD
calls. It is as well important to note that the high-fidelity-only optimisation has
a denser Pareto Front. This multifidelity optimisation framework inherently keeps
the Pareto front density low: two points very close on the Pareto Front have a high
probability of being close on the design space. The use of multifidelity optimisation
is directed to identified the most promising spots on the design space, and therefore
there is no need in having many points in a single location; this helps reducing the
optimisation cost.

Figure 6.8 shows a second method to compare the convergence behaviour of many
optimisation methods. It is based on the hypervolume indicator introduced previ-
ously in section 6.1.5. The left plot shows the same convergence as the previous
plot: only the number of high-fidelity function calls is taken into account. The sur-
rogate Pareto Front represents the Pareto front from all optimisation methods and
is an approximation of the ideal Pareto Front that could be achieved. The figure
confirms that Tabu Search with high-fidelity function only starts quicker but gets
dominated by the multifidelity runs from iteration 40. The wall-clock time on the
right of figure 6.8 shows a completely different picture: the high-fidelity-only optimi-
sation is much faster and shows a more advanced convergence (convergence achieved
after 1000 CFD) at large elapsed time. We clearly reduced the number of high-fidelity
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Figure 6.6: Pareto front after the same number of high-fidelity calls for the fhigh-
only and both multifidelity optimisations (ESDU and MSES). The bigger
markers are the configurations used for the deeper analysis.
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Figure 6.7: From top left to bottom right: Pareto front after 10, 50, 100, 250, 500
and 1000 CFD calls for both the high- and multifidelity optimisations.
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Figure 6.8: Hypervolume indicator convergence for the Garteur multiobjective opti-
misation with respect to the number of high-fidelity function calls (left)
and to the wall-clock time (right).

function calls at the expense of a consequent time spent in the suboptimisation which
penalise the multifidelity wall-clock time.

Despite having reduced the number of CFD calls, the multifidelity optimisation
is slowed down by the suboptimisation process that requires the creation of the
Kriging model and multiple low-fidelity model evaluations. Figure 6.9 shows the
multifidelity time distributions between CFD and suboptimisation for each iteration.
The first iterations (up to iteration 15) show a very small amount of time spent in
suboptimisation compared to the time cost of the high-fidelity function; this can be
compared with figure 6.5 which shows a good success rate in the optimisation early
stage. Afterwards, the Kriging requires more time to train (since more points are
used giving bigger matrices) and more low-fidelity functions evaluation id needed
to obtain a sufficient improvement as shown by the green line in figure 6.9. This
large increase in the number of low-fidelity function calls is the main reason for the
difference between the convergences considering the number of high-fidelity function
calls and the wall-clock time.

Figure 6.10 presents, for the three optimisations, the Pareto points with a parallel-
coordinates plot: each vertical axis represents a variable (the first six are design
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Figure 6.9: Wall-clock time distributions of the multifidelity optimisations between
CFD and suboptimisation. On the left is the multifidelity optimisation
performed with ESDU and on the right with MSES. The green line rep-
resents the number of low-fidelity calls for each suboptimisation

variables and the last two are the objective variables), and each coloured line repre-
sents a point in the 8-dimensions space. All variables are located in the same part of
the design space. The lack of extent of the high-fidelity optimisation can primarily
be explained by the small flap deflection compared to the multifidelity optimisations.
Tabu Search is a discrete optimisation method relying on variable step size: this is
visualised on the parallel coordinates plot with a discrete set of position for each
variable. This behaviour is corrected with the multifidelity optimisation and the
positioning of the slat is more continuous. Despite having a similar Pareto front
between multifidelity optimisations, one can observe that the ESDU one uses a dif-
ferent flap positioning: both x and y being lower. This translates on the geometry as
a flap with a bigger gap (distance between main trailing edge to closest flap point)
and higher overlap: this configuration allows more flow re-energisation over the flap
while benefiting more from the main element wake. Nonetheless, the slat position is
consistent between all methods, with the multifidelity ones having a larger extent to
accommodate the larger flap deflections.
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fidelity objectives. All objectives values are from the high-fidelity
function.
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6.2.3 Low-Fidelity Effect

To understand the low-fidelity effect on the final multifidelity solutions, figure 6.10
presents as well the Pareto front and design variables associated with the optimisation
performed directly on the ESDU model2. Firstly, none of the Pareto equivalent points
improve the datum configuration (visible on the parallel coordinates by the inverse
relation between cl and cd compared to all the other runs): the low-fidelity does
not give reliable information in the high-cl and low-cd part of the objective space.
Secondly, we can focus on the design space regions found with the low-fidelity-only
optimisation. The flap positions are well estimated since ESDU tends to push the
flap downstream, behind the main element, similarly to the high-fidelity position
and the multifidelity ones. However, the slat positioning is opposite which explains
the lower maximum lift and high drag due to the flow not being prepared for the
high-energy extraction done by the flap. Thus, ESDU method is relatively accurate
for positioning the flap, which accounts for most of the lift gain, but fails to position
the slat in the required position to prepare the flow for the aggressive flap position;
this results in a flow that cannot stay attached, and therefore results in a loss of lift.
This illustrates the complicated objective space resulting from the highly non-linear
behaviour of the Navier-Stokes equations. The multifidelity framework is successful
at correcting the low-fidelity estimation, especially seen on the slat position, but does
not sufficiently utilise this information, particularly on the x-axis for the flap.

6.2.4 Three Configurations Analysis

To further understand these discrepancies, the flow around the optimised geometry
is compared for three positions shown with bigger markers in figure 6.6. They are
selected to represent respectively: the maximum lift, the minimum drag and the com-
promise solution of the high-fidelity-only and multifidelity optimisations. The two
extremes are the anchor points approximation and define the solution set bounds.
Those two points also define the utopia point (Marler and Arora 2004) Pu, which is
the point having as objective space coordinates the corresponding anchor’s coordi-
nates:

Pu = {P (i)
u , i ∈ [1, . . . , l]} with P (i)

u = min
x∈D

f
(i)
high(x). (6.9)

2The final Pareto points are evaluated with the high-fidelity model.
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This point is approximated with the Pareto front obtained: P (i)
u ≈ P (i)

uapprox = minp∈P p(i)

with P the Pareto front. Similarly, the nadir Pn point can be approximated with
P (i)
napprox = maxp∈P p(i).

The compromise point Pc is then estimated by using the closest Pareto-front point
in the sense of the Euclidean distance after normalising each point with the anchors:

Pc = min
p∈P
‖p̃− Pu‖ (6.10)

with P being the Pareto front and p̃ = [p̃(1), . . . , p̃(l)]:

p̃(i) =
p(i) − P (i)

uapprox

P
(i)
napprox − P (i)

uapprox

. (6.11)

The approximated anchors and compromise points are shown with a parallel-
coordinates plot in figure 6.11 for the three optimisations with the corresponding
geometries below. Each optimised configuration presents a similar slat placement
with the x and y positions being very consistent; they are as well consistent with
the datum that represents an already optimised configuration for a different angle
of attack. The slat deflection varies more albeit it is higher for all configurations.
Oddly, the highest deflection for the slat are used for the compromise and low-drag
points rather than the high-lift configuration which requires a higher flap deflection.
The high-fidelity-only optimisation however, appears to use this highest deflection
for the high-lift. As pointed out earlier, the latter does not have the same large flap
deflection since its exploration is not yet finished.

Figure 6.12 shows the high-fidelity and multifidelity optimisations’ lift and drag
breakdown for each element, with the values normalised with the baseline configu-
ration. Globally, the optimised solutions tend to unload the slat, but load more the
main and flap elements regardless of the selected point (high-lift, low-drag or compro-
mise). In more detail, the slat loading is reduced for all methods and for all selected
points compared to the datum, but its drag is higher for the high-lift configuration
obtained by the high-fidelity-only and the multifidelity with MSES optimisations.
The main element is more loaded by all methods and for all points with a constant
loading for the high-fidelity-only configurations, whereas the multifidelity configura-
tions tends to load more the main element to get more total lift, although the drag
is reduced for all configurations. The main differences between the points arise from
the flap drag due to the higher deflection angle from the multifidelity optimisations.
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for the high- and both multifidelity optimisations; on bottom: selected
configurations geometries.
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Figure 6.12: Lift and drag coefficients breakdown for both high- and multifidelity
optimisations, for the selected configuration (high-lift, compromise —
compr.— and low-drag). Values are normalised by and relative to the
baseline configuration.

The high-fidelity-only configurations load the flap more than the multifidelity ones.
Strangely, configurations resulting from the MSES low-fidelity model have a constant
flap loading, even for the low-drag configuration, which results in a large loading in-
crease compared to the datum. Despite the difference in flap drag, all methods follow
the same pattern: a large drag increase for the high-lift configuration, a moderate
one for the compromise, and a drag reduction for the low-drag ones.

To conclude this section, all methods tend to unload the slat and increase the main
and flap elements loading while restricting the drag increase from the flap, thanks
to more wake interactions between the slat and the main elements. Also, although
the low-fidelity model gives opposite trends in some locations, the correction allows
a more reasonable placement of the slat and flap. However, some trend differences
depending on the low-fidelity model used still exist.
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6.3 Industrial Test Case
Similarly to the single-objective chapter, the same method is applied on the second
problem, defined in the industrial environment, using a different geometry, subopti-
miser and different aerodynamic tools. The same geometry, conditions and parame-
ters as in section 5.6 are used. Another objective is added to transform the problem to
a multiobjective one; the two objectives (minimisation) are shown in equations (6.12)
and (6.13), justified in chapter 2:

f (1)
mo = − clmax

clmax, datum

, (6.12)

f (2)
mo = − L/D

L/Ddatum
. (6.13)

6.3.1 Suboptimisation

The method implemented so far is independent of the suboptimiser as long as it
provides a Pareto front for the multiobjective problem. Hence, this section compares
three optimisers:

• the commercial optimiser from Datadvance, Macros representing the state of
the art SBO optimisers,

• the Multiobjective Particle Swarm Optimiser developed as part of this work
and presented in section 3.2,

• and the well-proven NSGA-II algorithm from the DEAP library3 (Fortin et al.
2012).

All the multifidelity corrections are done with the Kriging model.

6.3.2 Convergence and Final Pareto Front

The optimisation process has not changed since the last section and there is therefore
no need to dive into the suboptimisation inner workings. The final Pareto front after
approximatively the same number of CFD calls is shown in figure 6.13. The CFD
limit is set according to Macros that stopped once it achieved its exploration for a
minimal number of CFD evaluations.

3Itself included in the Airbus optimisation toolbox openDACE.
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Focusing first on the traditional single-fidelity optimisation (with stars in fig-
ure 6.13) it is clear that the genetic algorithm NSGA-II is not suitable for such
expensive simulation: due to the random initialisation, and the slow random pro-
gression, the Pareto front points, including the anchors, are dominated by the other
methods. Oppositely, the MultiObjective Particle Swarm Optimisation handles very
efficiently the problem considered. It has a similar accuracy compared to Macros
SBO. Only the anchor point towards the high-cl is not as good. Not shown on this
graph, is the tendency of MOPSO to prematurely converge in some runs.

Considering the multifidelity optimisation, different behaviours are observed. When
used with MOPSO, as previously, the exploration is reduced and both the Pareto
front extent and optimality are reduced. Since the optimisation design space is re-
stricted by the trust region, the MOPSO parameters (population size, speed, . . . )
should be adapted for best performances. The MOPSO parameters study within
a multifidelity trust region algorithm should be the subject of future works. On
the contrary, NSGA-II is improved when used within the multifidelity framework.
Despite a very limited number of points forming the Pareto front, the multifidelity
solution dominates its single fidelity counterpart. The multifidelity trust region re-
stricts the exploration and forces the genetic algorithm to explore more thoroughly
the regions close to the optima. Two population-based optimisers having different
performances when used in a single-fidelity optimisation perform however similarly
within the trust-region. It is important to keep in mind that both optimisers are rely-
ing on randomness which is being smoothed by the multifidelity due to the numerous
suboptimisation starts. Finally using Macros as-is in the multifidelity process, leads
to a high concentration of points in the high-clmax region. The trust-region method
requires a small number of points to be evaluated during the subproblem optimi-
sation that must lead to an improvement of the corrected function. Macros SBO
mainly performs a DoE around the starting points and therefore cannot explore the
regions far from it, leading to restrictive exploration.

In order to have more insight in the multifidelity process, the iteration statuses
for each multifidelity optimisations are presented in figure 6.14. As mentioned pre-
viously the SBO approach within the trust-region multifidelity leads to many failed
iteration due to the lack of sampling points available for each suboptimisation. The
two population-based optimisers have few iterations leading to a Pareto front im-
provement: most iterations provide points improving the suboptimisation starting
point but not sufficiently to provide Pareto-dominating points.
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Figure 6.14: Multifidelity iteration statuses for the three optimisations.

More globally, considering SBO and MOSPO single-fidelity as reference, none of
the multifidelity run managed to match their accuracy and their extent. The largest
discrepancy appears on the upper left corner, in the high-L/D region.

6.4 Problem Identification
Because differences in the results between the academic and the industrial work are
seen, the shortfall of the correction needs to be understood. To do so, one surrogate
for the high- and one for the low-fidelity functions are created in order to:

1. have a fast model so that its value can be known anywhere and the optimisation
can be left until convergence,

2. keep both functions as close as possible to real CFD,

3. and keep the low- and high-fidelity functions behaviour.

Both models are constructed and validated with the commercial software MACROS
from Datadvance (see table 6.2). The High Dimensional Approximation (HDA)
method is selected by the decision tree due to the high number of training data,
coming from all the previous optimisation gathered points. The method consists of a
decomposition of the approximation with different basis functions, similar to a neural
network using sigmoid activation functions (Belyaev and E. Burnaev 2013).
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Table 6.2: Surrogate information constructed by Macros to replace CFD expen-
sive functions for test purposes. HDA stands for High Dimensional
Approximation.

fhigh flow

Sample size 1371 19613
Technique HDA HDA
RMS (obj. 1 / obj. 2) 0.0132 / 0.464 0.0232 / 5.108

The test sample is automatically split into data for training and data for validation.
The resulting Root Mean Squared Error (MSE) is shown in the table 6.2: only the
low-fidelity model RMS error for the lift-over-drag ratio is high, but considering the
testing purpose of the model, this value is considered satisfactory.
To find an explanation for the lower performances induced by the multifidelity, the

same 3 optimisers are used: the MOPSO, the NSGA-II optimiser and the commercial
tool Macros SBO, all introduced previously. All function evaluations, still labelled
as high- and low-fidelity are only done via the surrogate model.
Figure 6.15 shows the evolution of the hypervolume indicators during convergence;

the surrogate Pareto front indicator defined in section 6.1.5 is also represented. The
figure presents a quick overview of the Pareto fronts quality and their convergence
at the cost of not differentiating between Pareto-optimality and extremes location.
First, all the single-fidelity (high-fidelity) Pareto fronts present the best indicators,
with Macros SBO and MOPSO being very similar although MOPSO seems faster
to converge at first, but does not reach the same final value; NSGA-II is slower
but finally converges to the same indicator value, still after 1000 “CFD calls”4. In
this case MOPSO performs particularly well at first, thanks to the random global
initialisation and the smoothness added to the objective functions from the HDA
surrogate that works as a regression and hence reduces the modelled function noise
and fluctuations.
Second, the multifidelity optimisations, as found on the real industrial case, do

not reach the same level of convergence: the final indicator values are far lower than
their high fidelity counterparts (from 16% for MOPSO up to 40% for NSGA-II).
More details can be obtained from figure 6.16 that presents the Pareto front ob-

tained after approximatively 700 CFD calls (except Macros SBO that stops after 238

4“CFD calls” refers here to the number of function calls needed by the optimiser, the function
being for testing purposes a surrogate of the CFD.
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Figure 6.15: Hypervolume indicator evolution during convergence of all optimisers
shown in figure 6.16. The surrogate PF is made from all surrogates
obtained, keeping only non-dominated points.

CFD calls, when its convergence criterion is reached). Indeed, the high-fidelity-only
Pareto fronts are more optimal than the multifidelity ones. MOPSO has many more
points than Macros SBO mostly due to its internal working and extra CFD points
evaluation. More differences between those two can be seen on the Pareto front than
with the hypervolume convergence: Macros SBO has less points in the extremes part
but is more optimal in the high maximum-lift region. This reflects its inner working:
finding first the anchors, and then splitting the design space accordingly to perform
a limited number of SBO local searches.

As in the real case, the multifidelity Macros has the tendency of clustering in
medium-high maximum-lift region but misses completely the medium-high lift-over-
drag one. This medium lift-over-drag region seems also to be missed by the other
multifidelity runs confirming that this portion is the most challenging Pareto front
part. Multifidelity using MOPSO however managed to get a relatively good point
in the high lift-over-drag ratio part, not present in the previous real case due to the
randomness involved in the swarm behaviour. Finally, the multifidelity using NSGA-
II gives the worst results with only one point at the extreme high maximum-lift, and
few points in the mid part; all the other points are dominated by the other methods.
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We can draw better conclusions on the effect of each variable with a more thorough
Pareto front analysis with the parallel coordinates shown in the bottom part of the
figure 6.16:

Slat gap The very high maximum-lift part of the Pareto front is made only of point
with very high slat gap whereas the points with medium to low value occupies
the rest.

Slat overlap All the points are at proximity of the slat overlap lower bound. How-
ever, some methods such as NSGA-II (high-fidelity-only and multifidelity) and
few multifidelity Macros points miss the exact boundary which cost them the
Pareto-optimality. This highlights the design variables high sensitivity on the
Pareto front.

Slat deflection Similar comments can be made on the slat deflection since most
methods use a high deflection except NSGA-II that presents slightly lower
deflection, but still in the same region.

Flap gap Two regions can be identified: the lower half that is occupied only by
the high-fidelity-only MOPSO and some high-fidelity-only Macros SBO, and
the upper half, occupied by all other methods. If the focus is made on high-
maximum lift (high flap deflection), it can be seen that the position philosophy
used by MOPSO gives a much lower lift-over-drag for the same maximum lift
performances.

Flap overlap The best Pareto points are obtained for very low flap overlap values,
attained by the Macros SBO (both in high-fidelity-only and in multifidelity),
and few MOPSO high-fidelity-only and multifidelity points. More approximate
methods however, such as NSGA-II do not reach the boundary and find them-
selves far away from the optimal Pareto front.

Flap deflection A perfect corresponding between high-deflection and high maximum-
lift is found as well as low-deflection corresponding to high-L/D regions. This
behaviour is expected since the functions output are the most sensitive relative
to this region.

To conclude this section, it seems that methods that do not provide accurate
optima such as the evolutionary algorithms cannot reach the same Pareto front op-
timality since the design variables do not reach the boundaries. Moreover, we can
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Figure 6.16: Pareto front (top) and parallel coordinates (bottom) obtained by each
optimiser with and without multifidelity. The optimisers are left running
for 700 “CFD calls” approximatively (“CFD calls” refers to function
calls).
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conclude that depending on the design space portion found, the Pareto front shape
can differ. Regarding the multifidelity method, the multifidelity NSGA-II does not
reach the same Pareto front due to the extra number of function calls required by
the method during the suboptimisation compared to the other optimisers. The mul-
tifidelity Macros got clustered in a specific Pareto front region. Last but not least,
the multifidelity runs are struggling in the high lift-over-drag ratio region.
To identify the problem, and since the surrogate high- and low-fidelity models are

very cheap to evaluate, each corrected objective can be plotted against its high-fidelity
counterpart. The resulting plot is shown in figure 6.17. The left hand side shows the
first objective (the maximum lift) with a dotted black line showing the perfect match.
The circles represent prediction made within the sampled area whereas the crosses
represent the prediction made outside, that is when Kriging works in extrapolation.
Apart from few predictions, most of the corrected values are well matched against
the high-fidelity ones. On the right hand side, the picture is completely different:
the correction range is far greater than the high-fidelity one. The match is bad and
explains the issues encountered in the high lift-over-drag ratio region, seen previously.
Finally, from this figure, it is important to highlight that the prediction accuracy does
not change whether the Kriging interpolates or extrapolates.

6.5 Discussion

This chapter is dedicated to the application of the multifidelity trust-region based
optimisation to multiobjective problems. First the extension to the single-objective
was presented and tested on the academic test case, then on the industrial one. The
outcome of the first application is that the multiobjective multifidelity optimisation
converged to a similar Pareto front (in terms of shape), more extended than the
high-fidelity-only optimisation albeit dominated. Secondly, the low-fidelity wrong
trends were corrected by the multifidelity approach but leading to various slat and
flap placements. The application to the second test case provided a different answer
because the optimisers, the low- and high-fidelity tools were changed. First of all
the optimiser is switched from Tabu Search, a method starting locally followed by
a Pareto front extension, to the MOSPO, a method starting randomly and work-
ing more globally from the beginning. Consequently the Pareto front extent is not
improved by the multifidelity method. But as previously, the Pareto front does not
reach the same optimality and is dominated by the high-fidelity only method. Despite
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Figure 6.17: Comparison between corrected and high-fidelity objectives (left is max-
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this consistency between the use of TS and MOPSO for the multifidelity subproblem,
the conclusion is not extended to the NSGA-II that is improved by the multifidelity
method, this method being the slowest one to converge, even in single-fidelity formu-
lation.
We have found that the multiobjective multifidelity optimisation is deteriorating

the convergence of most of the optimisers tested. The additive correction reaches its
limit due to the low-fidelity model not always positively correlated to the high-fidelity
ones. The noise present in both CFD methods is also combined when calculating the
difference between low- and high-fidelity models leading to a noisy response of the
RBF and Kriging correction models.
The next chapter presents the use of a more advanced surrogate model to provide

the correction.
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CHAPTER 7

Improvements with a co-Kriging
Model

The previous chapter showed that the correction provided by the Kriging model
was not enough to correct the inaccuracies from the low-fidelity model. A surrogate
model combining both fidelities without using an additive correction is used in this
chapter. The modifications in the method are shown in section 7.1 and the results
with the two test cases are provided in sections 7.3 and 7.4.

7.1 Method Extension

A co-Kriging model as presented in section 3.3.5 is implemented in the framework
to provide a better correction. As pointed out by Forrester, Sóbester, and Andy J.
Keane (2008), a co-Kriging is more suitable than previous additive corrections to
model complex relationship between low- and high-fidelity functions. It provides the
interpolation of a high-fidelity function by using as well information from the low-
fidelity one. Therefore equation (5.3) does not hold anymore, and we have instead:

fcorrk(x) = ŷcokri(x). (7.1)

Previously the correction construction was requiring points where both the high-
and the low-fidelity functions were known. The co-Kriging interpolation however
can also use the low-fidelity where the high-fidelity function is not known. During
a multifidelity optimisation, as the low-fidelity is cheap, a high number of points is
available although the co-Kriging performances decrease when used with more than a
few thousand points (E. V. Burnaev and Zaytsev 2015) due to the matrix inversions.
In the framework, only the thousand closest points from the suboptimisation starting
point are used. However, due to the use of a co-Kriging inside the suboptimisation,
the low-fidelity model does not need to be evaluated; the low-fidelity model needs
to be evaluated at a different step. To alleviate this problem without increasing
the wall-clock time, for the academic case, every time the high-fidelity function is
evaluated through the queue system, the master script, that is only waiting for the
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high-fidelity to finish running, is performing a design space sampling with the low-
fidelity function. Despite increasing the total CPU time, the elapsed time one is still
defined by the high-fidelity cost.
Finally, since the co-Kriging requires more parameters to be tuned, its minimum

number of training points is higher than for the RBF which prevents the use of co-
Kriging from scratch, when no DoE is provided. To overcome this restriction, the
RBF additive correction is used until the number of points is sufficient to use a co-
Kriging; the limit is set to 2 · (n+ 1) with n the design space dimension. Hence, the
good exploration capability that relies on the direct use of low-fidelity is kept but
once a sufficient number of points is available, the more accurate metamodel (but
not using the low-fidelity tool during the suboptimisation) provides the corrected
function.

7.2 Application on Surrogate Optimisation

The test surrogate models for the low- and high-fidelity functions introduced in chap-
ter 6 are again used for validations. Only the best-performing optimiser is kept:
the MOPSO. The only difference being the single-fidelity Kriging correction model
replaced by the multifidelity co-Kriging. Macros SBO, performed only on the high-
fidelity function, is used for comparison.
Figures 7.1 and 7.2 show respectively the convergence with the hypervolume in-

dicators and the resulting Pareto front. Comparing the multifidelity convergences
to the one showed in figure 6.15 (chapter 6), it is clear that the co-Kriging allows a
better convergence, of the same order than the SBO: the multifidelity run performs
as well as Macros SBO until 170 CFD calls. However, the convergence performance
is, at first, still lower than the MOPSO on the high-fidelity-function only. This is
most likely due to the suboptimisation that needs to restart the swarm evolution at
each iteration, when the standalone MOPSO uses the whole swarm past experience.
To finish with the hypervolume indicators convergence, it is worth noting that the
multifidelity performs well in the very first iterations (up to iteration 10), since the
low-fidelity function provides direction to the optimiser whereas both Macros SBO
and the high-fidelity-only MOPSO are still sampling the design space.
Focusing on the Pareto front, it is hard to consider a method better than the other,

as seen with the final hypervolume indicators. The multifidelity optimisation is more
consistent all over the front whereas the high-fidelity-only MOPSO and Macros SBO
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with the co-Kriging correction.
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present some concessions close to the anchor points: MOPSO with high-fidelity-
only is dominated by the other methods in the high-lift region but Macros SBO is
dominated in the high lift-over-drag region.

Figure 6.17 that showed the prediction problem on the second objective is updated
in figure 7.3. The correlation between low- and high-fidelity is more exploited with
the co-Kriging resulting in a better prediction for both objectives. The maximum
lift objective is closer to the perfect match line and only the prediction made outside
the convex hull are deviating from this line. The biggest benefit is visible on the
second objective: the lift-over-drag ratio. Most of the points are now close to the
line representing a perfect match, albeit a small region tends to under-predict the
high-fidelity value, no matter if the surrogate works in or outside the convex hull.
Therefore, the co-Kriging is sufficient to alleviate the prediction issue encountered
on the lift-over-drag ratio.

To conclude this preliminary optimisation, it is clear that the use of the co-Kriging
correction fixes the problems encountered with the additive correction found on the
high-L/D, at least on this test function.
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The next section confirms the finding on the real CFD functions to ensure that
the multifidelity optimisation performs better than its high-fidelity counterpart both
in terms of accuracy and of time: the co-Kriging model training has a time cost
compared to the Kriging model.

7.3 Results on the Academic Test Case

Chapter 5 showed that the Euclidean trust region was providing better results than
the step-based one. Those results were not confirmed on the industrial test case.
Moreover, it was shown that the Euclidean trust region was slowing down the con-
vergence process on the single-objective industrial test case due to the high number
of low-fidelity function evaluations required to solve the subproblem. Adding an ob-
jective increases in any optimisation problem the number of function evaluations to
obtain a Pareto front; it can be extended to the subproblem optimisation as well.
The introduction of a multifidelity surrogate model, the co-Kriging model, allevi-

ates the issue since the model evaluation requires a much shorter time. An imple-
mentation of the Euclidean trust region is added to the framework and this section
compares the convergence and the final Pareto front obtained with the Euclidean and
the step trust regions with the co-Kriging model providing the corrected function.

7.3.1 Convergence and Final Pareto Fronts

First the hypervolume indicators are plotted with respect to the number of CFD
calls (left) and to the elapsed time (right) in figure 7.4. Focusing on the number of
CFD calls, the multifidelity optimisations seem to require less CFD calls to reach the
same dominated volume. Only the Euclidean-based multifidelity with MSES seems
to struggle between 100 and 350 CFD calls. The step method, independently of the
low-fidelity tool used, explores very quickly the Pareto front leading very quickly to a
high hypervolume indicator. This behaviour does not seem to affect the convergence
after 200 CFD calls. In terms of domination, the Euclidean-based multifidelity using
ESDU has the same hypervolume indicator as the “ideal” one (the surrogate PF)
meaning that it dominates almost all the other Pareto fronts (if there were merged).
However, when ESDU is used with the step approach, the final hypervolume indicator
value is lower, and the method with MSES as low-fidelity model provides a better
hypervolume indicator. As explained in previous sections, the indicator higher value
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Figure 7.4: Convergence indicators against the number of CFD calls (left) and against
the elapsed time (right) for the academic test case using a co-Kriging
correction.

can be explained by a dominating Pareto front or a more extended one; the next
paragraph is using the final Pareto fronts to understand where those differences are
coming from. Focusing on the right hand part of figure 7.4, similar conclusions are
seen, although the Tabu Search on the high-fidelity-function-only does not have the
surrogate model construction time overhead and the hypervolume indicator difference
between high-fidelity-only and multifidelity is smaller. Also, the behaviour differences
between step-based and Euclidean trust-region is clearly seen: the Euclidean-based
one is much slower than the step-based one due to the longer time spent to solve
the subproblem. Finally, table 7.1 quantifies the savings provided by the use of
multifidelity optimisation: an average of 71% CFD calls and an average of 50% of
time reduction can be achieved.
Figure 7.5 presents the statuses at each iteration for the four multifidelity optimisa-

tions (defined in section 6.1). The Euclidean trust region with MSES, from iteration
23 (136 CFD calls) to 35 (257 CFD calls), has a high number of bad iterations. They
are alternating between bad ratios of improvement (the corrected function not ac-
curate) and Pareto front not improved (good prediction from the corrected function
but not improving the global Pareto front). The suboptimisation starts from a single
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Table 7.1: Savings provided by multifidelity to achieve an hypervolume indicator of
0.55 for the number of CFD calls and 0.60 for the time.

Method CFD saved Time saved

Step ESDU 78% 63%
MSES 70% 63%

Eucl ESDU 83% 77%
MSES 53% 0%

Bad iteration

Pareto not improved: restart

Start from new point

0 20 40 60 80 100

Step ESDU

Step MSES

Eucl MSES

Eucl ESDU

Iteration

Figure 7.5: Iteration statuses for all multifidelity optimisation convergence (academic
test case with co-Kriging corrected model). Status levels: top is start
from new point, middle is Pareto not improved: restart and bottom is bad
iteration.

point and the ratios of improvement are calculated between the candidate points and
this starting point. Obtaining a ratio of improvement greater than 0 for at least one
objective guarantees that the points improve the starting point but does not guar-
antee Pareto optimality with respect to the other global Pareto front points. This is
what happens to the Euclidean MSES optimisation between 130 and 250 CFD calls.
Focusing on the other optimisations, the Euclidean ESDU and step-based MSES has
the same status convergence behaviour: the first 20 iterations alternates between
success and failure, corresponding to the rough correction of the low-fidelity model,
followed by a very high number of successful iterations (the suboptimisation returns
points improving the global Pareto front); the correction being accurate enough to
represent the high-fidelity function. Finally, from those statuses, no similarities are
seen between the step-based and the Euclidean trust regions.

To extend the multifidelity optimisation time convergence analysis, the figure 7.6
shows the time breakdown for the multifidelity with MSES, including both trust re-
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gion definitions. The top plot shows the time breakdown between suboptimisation
(model training and optimisation) and CFD for each iteration for the step-based trust
region on the left hand side and for the Euclidean trust region on the right hand side.
First, until iteration 30, the suboptimisation is cheaper than a CFD call, but after,
the increased number of points used for the surrogate model training increases, lead-
ing, towards the end of the optimisation, to a higher training cost by a factor of 2 to
3. Clearly, using a more advanced and efficient co-Kriging training strategy would de-
crease this loss of efficiency. Let’s note also that because the low-fidelity model is not
used during the suboptimisation, infill points are generated during the high-fidelity
sample. This clearly leads to a quick increase in low-fidelity points which creates a
burden for the co-Kriging training. Tests have been done without performing the
low-fidelity sample other than at high-fidelity sampling points and it was shown that
no significant reduction in accuracy appears but a reduction in training time occurs
(figure C.4). Secondly on figure 7.6 lower part, the trust region size evolution and
the number of corrected function calls are plotted: for the step-based trust region,
the increase is almost linear until reaching the maximum size; for the Euclidean
trust region however, the size is relatively small until the suboptimisation returns
only improving points, leading to a quick increase of its size (until the maximum).
Consequently the number of corrected function calls increases as well greatly with no
noticeable consequences on the suboptimisation time. But the cost associated with
the low-fidelity function calls is making this approach impossible when an additive
correction is used (as in section 6.2). The same behaviour is observed with the ESDU
low-fidelity tool, as shown in figure C.3.

The hypervolume indicators only present a partial view; the final Pareto fronts
after the same number of CFD calls are shown in figure 7.7 to understand whether
the difference comes from a dominated Pareto front or from a less extended front.
The Pareto fronts for each method are showed in figure 7.7 with the anchor and
compromise points highlighted. The Tabu Search with high-fidelity-function-only
hypervolume low-score is explained by the small Pareto front portion discovered
compared to any multifidelity method; the reason being the increased number of
function evaluations needed to get the same extent. The lower Pareto front region
is however dominating the multifidelity optimisation solutions, and the upper part
is dominated. The multifidelity using an Euclidean trust region with ESDU domi-
nates the other solutions. The low hypervolume indicator for the Euclidean MSES
multifidelity optimisation is explained by the low extent and the domination close
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to the anchor points. The multifidelity anchor points are Pareto equivalent in the
low-cd part but their extent varies whereas the extent is similar in the high-cl part
but ESDU multifidelity dominates its MSES counterparts. Finally, the Pareto front
shape and position are very similar and consistent between each multifidelity and
between the single- and multifidelity solutions. Hence, the multifidelity optimiser
reduces the time (and in a bigger extent the number of CFD calls) to discover the
Pareto front, no matter the trust region definition or the low-fidelity tool used. Fi-
nally, the Pareto front from the previous Chapter is also shown in the figure. Despite
having less iterations, the Pareto front is less defined (less points) and the low-cd
and mid regions are clearly dominated by the new method using a co-Kriging. The
co-Kriging model definitely improved the method.
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7.3.2 Three Configurations Analysis

In order to get a better insight on the solutions, the anchor and compromise points are
selected (shown with markers on figure 7.7) and their design variables and objective
values are shown in a parallel coordinates plot in figure 7.8; the geometries are
also represented. Reading from left to right, the slat position consistency is first
seen: no matter the method nor the objective (compromise, low-cd or high-cl) the
slat is always positioned more forward (δx more negative), lower and with a higher
deflection. The deflection is the slat parameter having the highest variance, due
first to the point considered: the lowest deflection is for the high-cl points but also
due to the low-fidelity tool used: the MSES solver seems to provide a lower slat
deflection compared to ESDU or to the high-fidelity only. Second, the flap position
has differences depending on the method used. For example, the low-cd x position
is consistent between all multifidelity (closest to the main element) but not with the
high-fidelity only: this is explained by the lack of exploration performed by the high-
fidelity only optimisation at this stage. Indeed this positioning associated with the
lowest deflection enables to achieve the lowest drag. The flap deflection being the
most sensitive variables for lift and drag, the optimum values are consistent between
the methods, except the high-fidelity-only that has not explored the whole deflection
space yet.
In this section a co-Kriging model is used to provide the corrected function instead

of an additive correction. The problem highlighted in chapter 6 is no longer seen:
despite an increase in training time for the co-Kriging model, especially towards the
end of the optimisation (when lots of low- and high-fidelity points are used for the
training), the time needed to find the full Pareto front is reduced by 50% in average.

7.4 Results on the Industrial Test Case
Similarly, the results from section 6.3 need to be updated with the co-Kriging correc-
tion; but before, the improvements are compared on the single-objective optimisation
from section 5.6.7, with the extended bounds.

7.4.1 Single-Objective Optimisation

Section 5.6.7 concluded that the increase in the optimisation design space size pre-
vented the multifidelity optimisation to reach the same optimum as the high-fidelity
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parallel coordinates plot on top and with the final geometries on bottom.
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Table 7.2: Trust region parameters for the single-objective extended bounds multifi-
delity optimisation.

Number of objectives 1
Number of objectives required 1
Number of points required 1
Initial trust region size 8
Trust region grow/shrink ratio 2.0

only optimisers. Hence the Kriging correction is replaced with the co-Kriging model
constructed from both the low- and the high-fidelity models. The same multiobjective
implementation is used with a single-objective and with the parameters described in
table 7.2.
The multifidelity convergences are compared with 2 single-fidelity optimisations:

the SBPLX, and the ALPSO optimisers. The multifidelity suboptimisation is also
done with a Particle Swarm Optimiser, but with the multiobjective implementation
presented in section 3.2.4. In addition to the step-based and Euclidean trust regions
multifidelity optimisations, an expected improvement multifidelity method is imple-
mented: instead of using the co-Kriging for the corrected function, the expected
improvement defined in section 4.4 (SBO) is used to drive the subproblem optimiser.
The co-Kriging function estimate is then used to compute the ratio of improvements.
The E[I] implementation also differs from the other implementations for the initial
sampling. In order to rely from start on the co-Kriging model, an initial sampling
of 10 points is done. The standard multifidelity co-Kriging runs start with a sin-
gle sampled point, and until a sufficient number of points is obtained relies on the
low-fidelity model corrected by the Kriging model.
Only the extended bounds convergence is shown in figure 7.9; for reference, the

small boundaries convergence is shown in the previous chapter, figure 5.20. The pre-
vious Kriging implementation is also plotted and is the only one not converging to
the optimum value, as seen in the previous chapter. Only the E[I] and high-fidelity
only optimisations do not start from the same value due to the initial random sam-
pling; the others starts from the datum configuration. Apart from the Kriging run,
the other optimisations reach the same optimum in terms of objective function value,
representing an improvement of 24%. The two single-fidelity optimisations are slower
to converge both in terms of number of high-fidelity calls and in terms of elapsed
time. The SBPLX run takes longer at first but quickly finds a relatively promis-
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Figure 7.9: Convergence of high- and multifidelity EB boundaries optimisations with
respect to the number of high-fidelity function calls (left) and in terms of
elapsed time (right).

ing region, whereas the single-fidelity only PSO converges at a more steady pace
due to a balance more focused on exploration than exploitation. Regarding the co-
Kriging multifidelity, their convergences are similar with respect to the number of
high-fidelity function calls, both reducing by 80% the number of fidelity simulations
required. However, the E[I] implementation is faster with respect to the elapsed
time since the standard implementation spends a lot of time escaping the first region
found. The standard definition reduces by 70% the required time to reach the 24%
improvement compared to the single-fidelity optimisation whereas the E[I] imple-
mentation saves 80% of elapsed time. The time increase due to the co-Kriging is
seen in the first 50 iterations but does not impact the final objective found.

To conclude the single-objective comparison, the optima parallel coordinates are
plotted in figure 7.10, with the initial small bounds shaded to highlight that most of
the variables take advantage of this design space size increase. Despite its less opti-
mal objective value, the Kriging implementation optimal positions are not different
from the other configurations; the biggest difference being the lower flap deflection,
reducing the produced lift. Also, the SBPLX converges to a very different final solu-
tion: the slat gap is much higher and its deflection lower. This modified arrangement
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still allows the same flap deflection as the other configurations, leading to a similar
lift-over-drag ratio.

7.4.2 Multiobjective Optimisation

Moving forward, the multiobjective problem is now optimised with the improved
implementation. The parameters defining the trust region size behaviour are shown
in table 7.3.
Similarly to the single-objective EB optimisations, an expected improvement for-

mulation is also compared to the standard implementation. The multifidelity multi-
objective subproblem (5.2) minimisation is undertaken by the MOPSO algorithm for
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Table 7.3: Trust region parameters for the multiobjective multifidelity optimisation.
Number of objectives required 1
Number of points required 2
Initial trust region size 6
Trust region grow/shrink ratio 2.0

all methods. The optimiser is also run only with the high-fidelity function to show
the savings; finally the Macros SBO is used as the reference SBO method.

Convergence and final Pareto fronts The figure 7.11 presents the hypervolume
indicator for each method, at all the multiobjective optimisations stages. The ex-
pected improvement method balances exploration and exploitation, the former one
is directly beneficial to the initial Pareto front discovery: the best start is provided
by the multifidelity expected improvement method up to 100 CFD calls. Macros
SBO takes the lead from 150 CFD calls until its own convergence, at 250 CFD calls,
explained by the specific behaviour of SBO: an initial design of experiments slows
down the initial Pareto front exploitation, but then once the model provides accurate
directions, the exploitation allows to discover the whole Pareto front; however, the
SBO may only approximate the Pareto front. All multifidelity optimisations then
reach the same coverage after 300 CFD calls. When the same optimiser (MOSPO)
is used but only with the high-fidelity function, a significant time is initially spent
to explore the design space while the particles learn. But once they find promis-
ing regions, the convergence indicator recovers to reach the same coverage than the
multifidelity one between 330 to 500 CFD calls. Finally, it is worth noting that the
surrogate Pareto front (the Pareto front made from all the non-dominated optimisa-
tions points) is never equal to the one from a single optimisation, meaning that all
methods are complementary.
Each optimisation requires a significant time for the full convergence due to the

significant time spent in CFD computations. In a large scale cluster, transfer and
maintenance problems have made impossible to run the optimisation in a single
run; optimisation restarts were therefore used but the elapsed time could not be
measured accurately. Figure 7.11 shows therefore the complete CPU time for each
optimisation. For the multifidelity runs, it takes into account the CFD (run on 8
cores) and the suboptimisation, including co-Kriging training and suboptimisation
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Figure 7.11: Hypervolume indicator convergence for the multiobjective multifidelity
optimisation against the number of high-fidelity calls on the right and
against the elapsed time on the left.

wall-clock times. Only the CPU time for each CFD calls is taken into account for
the high-fidelity-only and Macros SBO. One aspect not shown with the CPU time
is the capability to run in parallel CFD calls (that reduces the wall-clock time), but
all the methods tested, except Macros SBO, can be set up to run in parallel. The
hypervolume indicators convergence is the same when considering the CPU time:
MOPSO calling only high-fidelity is much slower to reach the converged indicator
than all other methods. Table 7.4 shows the CPU time savings to reach two different
hypervolume indicators, when compared to the high-fidelity-only optimisation. The
first indicator is achieved by all methods, and the commercial tool Macros SBO
provides the best savings (50%) whereas the multifidelity methods provide savings
between 20 to 30%. A second indicator is chosen for comparison, but not achieved
by Macros SBO (having converged prematurely). Similar savings are observed by
the multifidelity: between 15 to 25%.
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Table 7.4: Savings provided by each methods compared to high-fidelity-only to
achieve an hypervolume indicator of 0.64 and 0.66 for the number for
the CPU time (industrial case).

Method h = 0.64 h = 0.66
Macros SBO 51.9% -

MF
Direct 29.7% 24.2%
E[I] 19.2% 15.2%
Eucl. 19.2% 21.6%

To analyse more in depth the time spent in the suboptimisation versus the time
required for evaluating the CFD, figure 7.12 shows for both multifidelity trust region
definitions, the total time for each iteration with a breakdown between CFD and
suboptimisation. Unlike the previous case, the CFD requires more time since a full
polar is needed. The time spent in the suboptimisation is now small compared to
the CFD time, and hence, despite a linear increase in the suboptimisation time (for
model training and subproblem resolution), the total time remains constant, largely
dominated by the CFD. On the utmost right hand side of figure 7.12 is shown the CPU
time against the number of CFD calls for both the step-based multifidelity and high-
fidelity-only optimisation. The linear curves show that although the multifidelity
method needs to solve the subproblem, the time increment is negligible, and the
CPU time required to perform 550 CFD calls is the same between the multifidelity
and the high-fidelity only methods.

The number of CFD calls savings is greater than in terms of elapsed time for the
academic case, whereas the industrial test case presents the same convergence and
savings. First, the CFD calls in the industrial case are much larger and they represent
the major part of the CPU time. Second, the figure 7.13 shows the suboptimisation
elapsed time in function of the number of high-fidelity function points used for train-
ing. Clearly, for the academic test case, an increase in high and low-fidelity points
has a linear effect on the training time whereas for the industrial case, this increase
is closer to a logarithmic increase. The industrial test case is only using low-fidelity
points evaluated in the first stages of the optimisation (when co-Kriging is not yet
available) and during the high-fidelity function evaluation. Hence the number of low-
fidelity points is lower in the industrial case which affects the matrices inversion both
in the Kriging training for the low-fidelity estimator (part of the co-Kriging model)
and the co-Kriging training.
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The final Pareto front obtained after approximately 580 CFD calls is shown in
figure 7.14. Macros did not reach this number of function calls as its convergence
criteria was triggered after 250 CFD calls. All methods converge to a similar front,
all improving the datum configuration. The largest discrepancy appears at the high-
clmax region where the step-based direct1 multifidelity finds the best maximum lift
for the highest lift-over-drag ratio whereas Macros SBO finds the same maximum-lift
but for a lower lift-over-drag ratio. The Pareto fronts discrepancies are also high in
the rest of this region; but no method seems to be globally better, explaining the
very similar hypervolume indicators. Overall, the direct multifidelity has the most
advanced front albeit being dominated in the high-L/D region, by all methods.

Three Configurations Analysis Although all the optimisations have very similar
anchor and compromise points, they are compared between each other in figure 7.15
(top) to confirm that the same flow physics is present. The parallel coordinates
plot (Inselberg and Dimsdale 1991) shows the normalised values for each variables
on the first 6 vertical axes, and the normalised objective values on the last two vertical
axes. Each configuration is represented by a coloured line associated to an unique
marker.
As expected, the clmax and L/D are inversely correlated and it exists a clear corre-

lation between the flap deflection angle and the achieved maximum lift and lift-over-
drag ratio. Similarly consistent is the slat deflection which is lower for the low-drag
configurations and on the boundaries for the others, requiring more flap deflection.
Only the multifidelity with standard error for the compromise point has a lower value
despite having similar lift and lift-over-drag ratio. This lower slat deflection is allevi-
ated by the slat gap which is higher than the other compromise points. Apart from
this point, all the others methods have consistent slat gap with large gaps for large
flap deflection, to get a fresher flow, and smaller gaps for the low flap deflection, to
get more wake interactions. Another particularity to point out is the overlap for all
configurations: no matter the lift or drag demanded, the overlap will always remain
on (or close to) the lower boundary; this value is still positive and therefore the flap
leading edge is still in front of the main element trailing edge. As for the single-
objective optimisation performed on the small bounds, they should be increased to
larger values to reach a better optimum although, it will have an impact on the
kinematics size and complexity.

1direct: use the co-Kriging estimator directly, without using expected improvements.
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On the bottom of figure 7.15 is shown the deployed geometries for the different
methods at the anchor and compromise points. All the positions are very consistent,
and as in the parallel coordinates plot, only the gap varies between methods. Since
the overlap is very consistent, the main variability is seen on the vertical positioning,
but compared to the academic case, this variability is much smaller. Finally, the two
test cases show the same trends for the high-cl and compromise configurations: a
small increase in the slat deflection to prepare the flow for the larger flap deflection,
higher for the high-lift and a small increase for the compromise configuration. Both
cases and configurations lead to the flap aft movement, much larger for the academic
case. The flap low-drag configuration is not consistent: in the academic case, most of
the solutions have a forward flap movement (increase of negative overlap) whereas in
the industrial one, the movement is aft. This reflects the different second objective:
the academic case was used to minimise the drag where the industrial case is used
to minimise the lift-over-drag. Since a reduction in drag affects both objectives, the
decrease in flap deflection is seen in both cases, but the lift requirement on the second
case leads to a higher acceleration for a higher lift.

As a verification, the high-clmax configurations (in green in figure 7.15) can be com-
pared to the single objective with small bounds optimisations, showed in figure 5.21
from section 5.6. The low overlap values are indeed consistent along with the slat
and flap deflections which are the most sensitive variables for maximum lift. However
the gaps positioning are different especially for the flap: for the multiobjective opti-
misation, they are spread over the design space whereas they are more concentrated
in the upper values for the single-objective SB optimisations. A comparison between
the clmax optima for the single-objective with small bounds and for the multiobjective
optimisation is shown in figure 7.16. Since the optimisers had more iterations during
the multiobjective optimisations hence more chance to explore the design space, the
best maximum lift coefficient found by the multiobjective case is better than using
the single-objective formulation; only MOPSO without multifidelity finds an objec-
tive slightly lower than the multifidelity single-objective with the Subplex. Let’s now
analyse the plot in the context of maximum lift prediction: as seen throughout the
two test cases, the maximum lift estimation is a difficult problem for RANS. The
accuracy reached is enough to predict the maximum lift coefficient with an accuracy
of roughly 0.5. But the various optima shown in figure 7.16 are all within this value.
Despite the small differences in numerical values, it is not expected to see differences
in real conditions. All the solution can therefore be considered equivalent.
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7.5 Discussion

In this chapter we first showed that the use of a co-Kriging metamodel can improve
the corrected function estimation when a sufficient number of points is available.
Secondly, the chapter is dedicated to the results update with the multifidelity co-

Kriging method. The Pareto front obtained on the academic case is greatly improved,
providing a more extended Pareto front with the same Pareto dominance than the
high-fidelity-only optimisation. Despite a linear increase in training time (observed
with respect to the number of high-fidelity points available), the multifidelity ap-
proach provides 50% time savings to reach the same dominated area than with the
high-fidelity-only optimisation. Finally, the first test case successfully used the Eu-
clidean trust region definition in a multiobjective context by using the co-Kriging
model since its evaluation cost is low. The second test case provided a confirmation
of this behaviour: the use of the co-Kriging metamodel gives between 15 to 30%
CPU time savings compared to its high-fidelity only counterpart. The commercial
Macros SBO method shows the same convergence speed, but the final Pareto front
obtained is dominated by the multifidelity approach. As highlighted in chapter 4,
SBO methods are multifidelity methods, but using a single source of information.
Using a second model allows a better Pareto front.
Also, the conclusions from the single-objective chapter (chapter 5) are updated

with the use of the co-Kriging correction. This multifidelity model within the trust-
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region framework provides between 70% to 80% savings both in terms of number of
high-fidelity calls and in terms of total elapsed time.
Finally, the two different cases optimisation results show the same trends in the

devices placement but a change in the low-fidelity tool affects greatly the optima con-
figurations between methods as seen in the chapter 5. However, the small differences
in accuracy between the methods will not have any effect in real flight conditions due
to the inaccuracies introduced by RANS at maximum lift conditions.
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CHAPTER 8

Influence of the Low-Fidelity Tool
Accuracy on Convergence

Multifidelity surrogate models such as co-Kriging assume that the low- and the
high-fidelity functions are correlated in some way (M. C. Kennedy and O’Hagan
2001). Similarly, the trust-region based multifidelity optimisation strategy requires
the low-fidelity function to be a sufficient approximation of the higher one in order
for the surrogate model to correct the low-fidelity sensitivities to the high-fidelity
ones (March and Willcox 2012b).
First, a visualisation method is introduced in section 8.1 to allow the function

trends difference visualisation in a high dimension space. Then, the low-fidelity
model used in the industrial test case is modified, first by changing the low-fidelity
variables effect on its response (section 8.2). Secondly, various noise levels are added
to the low-fidelity model in section 8.3. Those low-fidelity alterations will be used
to quantify the low-fidelity model accuracy on the trust-region based multifidelity
single objective method.

8.1 Trend Agreement Visualisation

Alexandrov, Lewis, et al. (2001) compare the low- and the high-fidelity functions
(and constraints) shapes. Despite having a 15-dimension problem, the comparison is
performed only on 2 variables, using two contour plots: one for the high-fidelity and
one for the low-fidelity. The trends are very similar and are easily seen on the two
plots. However, considering now a more complicated shape function, this comparison
is no longer possible, especially if all dimensions need to be considered. Alexandrov,
Lewis, et al. (2001) highlight as well that the absolute values (and a fortiori the
optimum values) are not similar; only the shape is similar.
To combine two function plots in a single contour one, a visualisation technique

needs to be found in order to show trends difference without considering the absolute
values. First we consider multidimensional function contour plots and then we present
a method to visualise the trends.
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Figure 8.1: Three dimensional function with cuts organised in a contour matrix plot,
coloured by high-fidelity function value.

8.1.1 Matrix Contour Plot

A contour plot is a representation of a three dimensional shape on a two-dimensional
plane. It is usually used to represent a function response with respect to two inputs.
An example of such plot has already been show in figure 5.19.
If more dimensions need to be represented, parallel coordinates plot is traditionally

used, but they can only show the points in this high-dimensional space, without the
visualisation of the function trends; correlations can be identified but the actual
variations are hard to grasp. Another solution is through the use of two-dimensional
cuts. A drawing of such solution is shown in figure 8.1: on the left is a three dimension
space (only input variables are represented, the function value would use another
dimension, hard to represent) which has been cut by three planes intersecting at a
single point; on the right is represented each plane, with a contour plot of the function
value. In this example, each subplot considers the variation of two inputs while the
third one is fixed to the green point.
If we now consider the case studied, the high-fidelity function is expensive to

evaluate, and therefore cannot be evaluated on a grid for each subplot. To overcome
this problem, a surrogate model of the high-fidelity function is created and used to
generate the contour plots. The only drawback of this method is the restriction of the
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8.1 Trend Agreement Visualisation

visualisation on the planes intersecting at the selected point, but this is inherent to
high-dimension visualisation; only an interactive tool would alleviate this restriction.
This kind of plot, in addition of giving a representation of the function, also gives

a quick overview of each variable sensitivity with respect to the output. Indeed, the
normalised colour bars share the same range between all plots and therefore, when
colours are varying greatly, the output is very sensitive to the inputs, and alterna-
tively, when the colours are uniform, the inputs have no influence on the output; this
is true only for the selected point however, and can vary at different cut locations.
The contour matrix plot of the industrial high-fidelity function, namely the maxi-
mum cl from TAU presented in section 5.6.1, is shown in figure 8.2. The six design
variables are used and the colours are representing the maximum lift coefficient. The
intersecting point is the datum configuration. According to the plot, the flap gap,
slat lap and gap have minor influence on the maximum lift coefficient whereas the
flap lap and deflection angle explain most of the function response variance.
Finally, it is important to remember that the contour plots are only as good as the

surrogate model, and it becomes therefore important to validate the model to build
confidence in the contour matrix plot.

8.1.2 Multidimensional Trend Visualisation

The contour matrix plots only give information regarding the output shape with
respect to the inputs for a single function. If one wishes to see two functions, as for
the application to multifidelity visualisation, two contour plots could be superimposed
but this will quickly lead to esoteric plots with lines crossing anarchically and most
of the visual information will be lost. This section focuses on the new visualisation
technique to alleviate this problem by plotting the trends difference instead of the
two function values.
Starting from two one-dimensional functions, on the left of figure 8.3 is showed the

different situations that can be encountered when considering two functions trends
and absolute values: 1. if the functions are similar, both the values and the trends
(gradients) agree, 2. if the functions are different, both the values and trends can
be expected to be different, 3. but similar values while different trends could also be
encountered.
A multifidelity optimisation requires the low-fidelity function to give hints on the

optimum location, or at least on the direction of the optimum region. Absolute
values are not required to be similar, since the correction model easily correct this
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Figure 8.2: Contour matrix plot of the high-fidelity function (TAU) at the datum
point.
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8.1 Trend Agreement Visualisation

constant error. Hence, to help visualising the difference between the high- and the
low-fidelity functions, the tool should distinguish the trend differences, no matter
the absolute value discrepancies. This is done by using the gradient sign at each
discretised location in the contour plot: for each direction (since the contour plots
have two input variables, two directions need to be considered) a marker is plotted
if the gradient signs are equal. More formally, if the first variable is noted x and the
second noted y in each subplot, a marker is plotted in the direction x (respectively
y) if δx(x, y) = 1 (δy(x, y) = 1), otherwise no marker is plotted. δx (δy) is defined in
equation (8.1) (equation (8.2)):

δx(x, y) =

1, if sign
(
∂fhigh
∂x

(x, y)
)

= sign
(
∂flow
∂x

(x, y)
)

0, otherwise
, (8.1)

δy(x, y) =

1, if sign
(
∂fhigh
∂y

(x, y)
)

= sign
(
∂flow
∂y

(x, y)
)

0, otherwise
. (8.2)

On the right of figure 8.3 is shown an example of such plot for a three-dimensional
function (only considering the slat position). The contour plots represent the high-
fidelity function while the markers represent the difference in trends between the low-
and the high-fidelity functions. Areas where no markers are present show the regions
where the low-fidelity function has opposite trends in both direction, areas with “+”
markers show the regions where the low-fidelity function has the same trends as the
high-fidelity one, regions with “–” show where the low-fidelity function has similar
trends on the abscissa but opposite on the ordinate, and regions with “|” where the
low-fidelity function trends are similar on the ordinate but opposite on the abscissa.
The full multifidelity contour plot for the functions presented in section 5.6.1 is

shown in figure 8.4. The contour plots show the high-fidelity clmax from TAU and
the trends are compared with the low-fidelity prediction from HiLi. The gradients
are obtained directly from the surrogate model (analytically differentiated) created
with the commercial toolbox MACROS (see table 6.2 for model information). First,
focusing on the slat, the graphs show that HiLi provides good trends with respect to
the overlap through the whole design space, good trends except in the centre region
with respect to the slat deflection but relatively bad trends when considering the gap,
despite being a sensitive variable (with respect to TAU clmax prediction). Clearly, the
flap deflection is the most sensitive variable: it provides the greatest change in clmax

value. HiLi trends are as well the most accurate for this variable, especially when
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Figure 8.3: Multifidelity trends visualisation in high-dimension space and analogy
with one-dimension function.

considering flap gap and overlap plots. The gap overlap, as for the slat, is not well
predicted by HiLi, explained by the very small sensitivity. To conclude, HiLi seems
to predict accurately the most sensitive variables.

8.2 Sensitivity Removal on the Low-Fidelity Model

To quantify the low-fidelity tool inaccuracies effect on the multifidelity method con-
vergence, two modifications are tested in this chapter: inverting trends for some
design variables and adding a smooth random noise in the low-fidelity response; this
section deals with the first modification. As we saw in the previous section, close to
the starting point, the low-fidelity tool has trends that differ from the high-fidelity
one. Those differences are difficult to isolate but some variables seem more affected
than others.

The following section presents the modification done to the low-fidelity model
to simulate different sensitivities for different groups of input variables. Then the
single-objective multifidelity optimisation is performed with the modified low-fidelity
function. The case studied is the industrial one, presented in section 5.6.
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8.2.1 Modification on the Low-Fidelity Model

To simulate differences in the trends, the low-fidelity design variables are modified
in two different ways:

Lack of sensitivity: the assumptions to the Navier-Stokes equations made in the
lower fidelity models mean that some flow features cannot be resolved. It is
thus sound to assume that some design variables will have less effect or no effect
at all on the aerodynamic objective due to this simplification. To quantify this
effect, the low-fidelity model is modified according to equation (8.3) for the slat
and equation (8.4) for the flap:

f̃low, ns(gs , ls , θs , gf , lf , θf) = flow(gs0 , ls0 , θs0 , gf , lf , θf), (8.3)
f̃low, nf(gs , ls , θs , gf , lf , θf) = flow(gs , ls , θs , gf0 , lf0 , θf0); (8.4)

with g the gap, l the overlap and θ the deflection angle; subscript s is relative
to the slat, subscript f to the flap and subscript s0 describes the slat initial
variable value, and f0 the initial flap position.

Reverse sensitivity: similarly, it can be found that some variables have an opposite
action on the objective value between the low- and the high-fidelity functions.
Thus, to quantify this effect, the low-fidelity function is modified according to
equation (8.5) for the slat and equation (8.6) for the flap:

f̃low, rs(gs , ls , θs , gf , lf , θf) = flow(−gs ,−ls ,−θs , gf , lf , θf), (8.5)
f̃low, rf(gs , ls , θs , gf , lf , θf) = flow(gs , ls , θs ,−gf ,−lf ,−θf). (8.6)

8.2.2 Visualisation

The multifidelity matrix contour plots for the modified low-fidelity tool are in ap-
pendix C.3. Interestingly, removing the slat effect (figure C.5) from the low-fidelity
shows a better trend match on the matrix contour plots, especially in the low-
sensitivity regions. It is important to remember however that those plots are highly
dependent on the surrogate model quality: this may explain the difference of trends
between the flap variables when the slat is fixed.
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Reversing slat trends on the low-fidelity model (figure C.7) increases the trends
discrepancies with the high-fidelity model, once again not only for the slat variables.
Figure C.6 shows the effect of removing the flap sensitivity. More regions with

missing trends between the low- and the high-fidelity models are present but, due to
the surrogate, some regions still have concordant sensitivity for the flap. A similar
observation is done on figure C.8.
To conclude, altering the low-fidelity model is seen through the multifidelity ma-

trix contour plots but due to the surrogate modelling, some of the changes are not
perceived in those plots. However, the fidelity is decreased and an effect on the
multifidelity optimisation should be seen.

8.2.3 Multifidelity Optimisation Results

The multifidelity is first run with a non-modified low-fidelity model. The optimisation
is as well performed with the high-fidelity function only to provide a reference. The
multifidelity optimisation is then run with the modification presented in section 8.2:
the figure 8.5 shows the convergences. The problem boundaries are quite large, and
the low-fidelity model must be used in configuration for which it was not intended
to. This is reflected in the convergence of the normal multifidelity that is, at first
faster than the high-fidelity-only optimisation but then, slows down.
Focusing on the no- and reverse-slat movement effects, the convergence history

clearly shows that reversing the slat has a negative effect whereas, not using the
slat information from the low-fidelity is beneficial in terms of convergence speed and
optimum value. To explain this behaviour, we need to look at the suboptimisation
behaviour. At the first iteration, when only one point is sampled, the Subplex is per-
formed only on the low-fidelity. In the absence of information on the slat movement,
the suboptimisation only varies the flap position, which has the greatest effect on
the objective function (clmax). However, when the slat effect is reversed, the Subplex
focuses on optimizing the slat, without changing the flap position. This behaviour is
repeated throughout the following iteration up to iteration 6 when a sufficient number
of points is available to reverse the corrected function trends thanks to the correc-
tion. The following iterations deflect the flap giving a large high-fidelity function
decrease, conform to the slat deflection found previously. However, the deflection is
so high that the flow is mostly separated leading to a loss of maximum lift compared
to the other optimisation cases: figure 8.6 presents this optimal configuration in a
parallel-coordinates plot. Alternatively, the lack of sensitivity on the slat pushed
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Figure 8.5: Normalised convergence with respect to the number of high-fidelity func-
tion calls (left) and to the wall-clock time (right) for the sensitivity mod-
ifications on the low-fidelity model.

the trust-region methods to perform as a traditional Surrogate Based Optimisation
(SBO), progressively moving the slat according to the enhanced surrogate model
prediction.

Modifying the flap sensitivity however, shows a different behaviour. Since the flap,
and more specifically, the flap deflection is the most sensitive variable with respect
to the maximum lift coefficient, altering the low-fidelity model is detrimental to the
convergence in both cases. Nonetheless, removing the flap movement sensitivity im-
proves the initial multifidelity optimisation convergence mainly because the problem
dimension is reduced (the optimiser will not vary a variable that has no effect) and
the best slat position for the initial flap deflection is found quickly. Due to the nature
of the Subplex that performs multiple simplexes on variables subset and due to the
inner working of the step-based trust region optimiser, the flap position during the
Normal multifidelity optimisation is rarely varied until iteration 28. Only the flap
gap is varied, giving a slight advantage to the normal run compared the no flap one.
However, not having any prior sampling and only relying on the optimisation path
for the correction model training, especially when the low-fidelity lack sensitivity for
some variables, shows its limitation: the no flap flap lap and deflection variables
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Figure 8.6: Parallel-coordinates plot showing the normalised optimum for each
optimisation.
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are not varied throughout the optimisation (see figure 8.6). Using a more advanced
technique such as the expected improvement (Jones, Schonlau, and William J. Welch
1998) would be beneficial here as it would help to sample the underexplored regions.
If the low-fidelity model has incorrect sensitivities, the convergence is slower since
the optimiser must “make mistakes” in order to reverse the sensitivity. Despite the
convergence not being complete, the convergence history shows that the multifidelity
with reversed flap converges to better values that the reverse slat, probably due to
the higher sensitivity of the flap leading to a better exploration of the flap movement
than of the slat one.
To summarise, no matter if the low-fidelity has opposite or no trends at all, its

effect on the optimisation depends on the variable considered. The most sensitive
variables must be well captured by the low-fidelity: a lack of sensitivity will lead to
an early convergence whereas a wrong sensitivity will result in a slower convergence.
If the less sensitive variables are not correctly captured, it seems that no sensitivity
at all is beneficial since the correction will act as a surrogate model.

8.3 Noise Addition on the Low-Fidelity Model

MSES for example requires a full convergence to have a meaningful result. Similarly,
Euler, or RANS solutions require a reasonable convergence to have an accurate re-
sult. If it is not achieved, the solution is parasitised by numerical error; despite not
being random since the computer code is deterministic, it could be considered as a
noise when the results are used within a surrogate and/or an optimisation process
(Giunta et al. 1994). Therefore, to quantify the noise effect on the convergence of
the multifidelity optimisation, an artificial noise is added to the low-fidelity objective
space according to the following process.

8.3.1 Modification on the Low-Fidelity Model

In order to get a smooth noise, a set of ñcp control points {ci, i ∈ [1, . . . , ñcp]} are se-
lected using a Latin Hypercube Sampling (LHS) over the design space (Lian, Oyama,
and Liou 2010). For each control point, a random number ri is generated between
−ζ and ζ from a uniform distribution as in equation (8.7):

ri = −2ζU(ci)− ζ, i ∈ [1, . . . , ñcp]. (8.7)
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Then, to have a continuous noise function η(x), a RBF with a linear kernel is fitted
on the control points. The same method as in section 3.3.3 is used with the kernel
function φ(‖x‖) being defined in equation (8.8):

φ(‖x‖) = ‖x‖. (8.8)

Finally, the modified low-fidelity function f̃low,ζ is defined by equation (8.9):

f̃low,ζ(gs , ls , θs , gf , lf , θf) = [1 + η(gs , ls , θs , gf , lf , θf)] flow(gs , ls , θs , gf , lf , θf), (8.9)

giving a modified low-fidelity function within the following bounds:

f̃low,ζ ∈ [flow − ζflow , . . . , flow + ζflow ] . (8.10)

The noise generated being random and affecting the whole design space, the mul-
tifidelity contour matrix plots are not used for this modification.

8.3.2 Multifidelity Optimisation Results

The second study consists in adding a random noise on the low-fidelity function as to
simulate computational noise arising from badly converged simulations or discretiza-
tion error. Figure 8.7 shows the convergence for different levels of noise as defined
in section 8.3. The same normal and fhigh-only convergence histories as in the pre-
vious section are shown. All noisy low-fidelity runs perform better than the normal
multifidelity run, except for the highest level of noise, representing noise level as
high as the low-fidelity response. When the noise levels are relevant (lower than the
response amplitude, less than 50%), the low-fidelity function pushes the trust region
optimisation to explore more the design space, which allows a better optimum and
a quicker exploration.

8.4 Discussion

A summary of the results are presented in figure 8.8. To quantify as well the con-
vergence speed differences, the area between the reference multifidelity run (normal)
and the other runs are computed. It is clearly visible that the noise is beneficial
to the optimisation until a level of 50%, both in terms of convergence speed and
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optimum accuracy. However the trends in the effect from the sensitivity change is
harder to highlight: we can only encourage the trends to be as close as possible to
the high-fidelity one to help the convergence.
Trust-region multifidelity methods are dependent on the accuracy of the low-fidelity

model: the final optimum and the convergence speed is affected by its accuracy
relative to the high-fidelity one. This chapter aimed at quantifying the effect of
inaccuracies from the low-fidelity on the final optimum and its convergence speed.
Two aspects are proposed: different sensitivities from certain variables between the
low- and the high-fidelity models and random noise in the low-fidelity model. The
first approach aims at quantifying the effect of removing or reversing the sensitivity
of a group of variables on the low-fidelity model response in order to model a wrong
prediction of the flow physics, while the second aims at quantifying the effect of noise
emanating from bad convergence or bad discretisation of the low-fidelity model.
The study showed that depending on the group of variables modified, the effect

did not induce the same negative effect on the convergence. For the highest sensitive
variables, a lack of sensitivity will result in an early convergence since the design
space won’t be explored and hence won’t be corrected while a wrong sensitivity will
result in a slower convergence, since the correction will take time to be trained. If
the less sensitive variables are not correctly captured, it seems that no sensitivity at
all is beneficial since the correction will act as a SBO.
Regarding the effect of noise on the low-fidelity model, adding a relative small

noise (relative to the response) will not result in a bad convergence: on the contrary,
the convergence will be improved since the exploration of the design space will be
facilitated leading to a better correction. The convergence will be worsen only if the
noise becomes comparable to the response in terms of amplitude.
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CHAPTER 9

Three-Dimensional Transonic Wing
Optimisation

The previous chapters were dedicated to low-speed aerodynamics on a two dimen-
sional aerofoil. However the methodology is not only bound to this area and can be
applied to any problem. During the time at the sponsor, some interest was shown for
the application of multifidelity optimisation to a three-dimensional geometry (3D).
However, 3D high-lift wing involves many intersecting parts when moved (between
each other or with other components such as the fuselage) and the transformation
from the CAD to the mesh requires a lot of manual work. Similarly, the mesh re-
quires the intervention of a designer, especially when the geometry topology changes
for different positions. Therefore the 3D application is done on a transonic wing,
without any fuselage nor engines. This chapter does not aim at extracting informa-
tion from an optimised wing shape but rather at analysing the effect of using such
test case on the multifidelity framework. The geometry and optimisation problem
are defined in section 9.1 and the high-fidelity only and multifidelity optimisation
results are presented in section 9.2, first for the Kriging correction and then for the
co-Kriging one. Conclusions on this case are finally drawn in section 9.3.

9.1 Geometry, Parametrisation and Objective

The geometry used in this chapter is the XRF11 wing which is used as a common
research model inside Airbus and his partners.
The goal of this chapter is the wing twist optimisation to minimise the total drag

at cruise speed. The flow is therefore transonic and the flow parameters are described
in table 9.1. To prevent the optimiser from reducing the lift to reduce the drag, the
lift must be constrained. This is achieved by a penalty method as the framework does
not handle constraints yet in a more integrated manner. Openings are given in the
future work chapter (chapter 10) to include constraints within the trust-region based
algorithm. The objective, in our case the drag, is penalised where the constraint is

1eXternal Research Forum: including Airbus, DLR, ONERA and QinetiQ (Ghazlane 2012).
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Table 9.1: Aerodynamic parameters for the XRF1 wing.
Parameters Value
Reynolds number 6.5 · 106

Mach number 0.83
Angle of attack 3.02 deg

not ensured. Therefore the objective is defined in equation (9.1), with a targeted
lift of 0.5. The lift to constraint is directly used in the penalty function providing
feasibility information and, more importantly, keeping the function continuous, a
mandatory requirement for the error correction. The constraint weight is selected to
put sufficient emphasis on the targeted lift considering the accuracy of the CFD. The
use of the power of two also ensures that the penalty rises quickly as the constraint
is violated, to prevent constraint violation.

fso = Cd + 105(Cl − 0.5)2. (9.1)

In order to keep a smooth twist through the wing and to keep the number of
variables low, a twist law is used: only 4 variables are used to control the 8 wing
sections. The top-view geometry along with the twist parametrisation are shown in
figure 9.1. The initial and boundary values are shown in table 9.2. The bounds are
purposely taken large to prevent any restrictions.
In the previous chapters, different models for the flow physics were used for the low-

and the high-fidelity functions. In the literature, multifidelity encompasses as well
the use of the same model but with some relaxed criteria to reduce its computational
cost, entitled numerical accuracy in figure 4.1. As an example, Dalle and Fidkowski
(2014) uses a coarser mesh discretisation for the low-fidelity model. This is the choice
used in this chapter.
Both models are relying on the RANS model solved by the structured solver elsA

used in Airbus (Cambier and Gazaix 2002) with the one-equation Spalart-Allmaras
turbulence model. The solver uses a structured mesh and because the twist move-
ments are relatively small compared to the wing size, a mesh deformation is used
to produce the new candidate geometry mesh. Both coarse and fine meshes are run
with a multigrid acceleration and for 5,000 iterations2. The high-fidelity model uses
a mesh of 5,505,835 points and requires 3 hours and 40 min to run on 24 cores. The

2Enough to provide convergence at 10−4 for Cl.
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1 2 3 4 5 6 7 8

y

Twist x1
x2 x3

x4

Figure 9.1: XRF1 coarse mesh top-view with the twisted section in red, the twist law
variables xi in black in an example configuration.

Table 9.2: Initial and boundaries values for the XRF1 test case.
Variable Min (deg) Initial (deg) Max (deg)
x1 -10.0 0.0 10.0
x2 -10.0 0.0 10.0
x3 -10.0 0.0 10.0
x4 -10.0 0.0 10.0
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Table 9.3: Datum integrated aerodynamic coefficients for both meshes. The drag is
given in drag counts.

Coefficient Fine Coarse
CL 0.499 0.499
CD 216 237

low-fidelity model uses a mesh of only 252,928 points but runs only in 5 minutes and
38 seconds on 24 cores due to a better mesh balance on the cores. Hence, the low-
fidelity function, despite using the same model, is around 40 times quicker and should
provide the correct trends at first but be less accurate when reaching the optimum.
The meshes top-view are shown in figure C.9. The initial lift and drag coefficients
are given in table 9.3. Both meshes compute the same lift, but the drag, calculated
with a farfield approach, is different. This is expected since larger cells affect the
numerical cell diffusion which has a direct effect on the downstream pressure.
The multifidelity framework considers the low- and the high-fidelity functions as

black box: the proven Airbus process handling the different steps. From the de-
sign variables, the process generates a geometry with an in-house kernel, and the
differences between the initial and the new geometries are computed and fed to the
mesh deformation tool. The mesh fitted on the new geometry is then used by elsA
to solve the RANS equations. Finally the post-processing returns the integrated lift
from the pressure integration and the wing total drag from a farfield approach. The
test case is a wing created for academic partners, and the aerodynamic simulations
fully validated by Airbus. The exercise intended here is to consider the low- and
the high-fidelity models as pure black-boxes, that take the wing twist distribution as
input and return the total integrated lift and drag.

9.2 Results
Although the Airbus framework is fully differentiated, the multifidelity framework
was not developed to use gradients. The optimisation is therefore performed without
gradients. As a reference method, the Nelder Simplex method, already presented in
section 3.2 is used. Initially, the single-objective multifidelity framework is used with
a Kriging model providing the error correction (section 9.2.1). As a second step,
the improved multiobjective co-Kriging framework is used with a single objective in
section 9.2.2.
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Table 9.4: Multifidelity parameters for the initial XRF1 optimisation.
Parameters Values
Trust-region Step
Initial TR 2
TR expend 1
TR shrink 1
Suboptimiser Simplex
Initial variables (all) 0 deg
Bounds (all) −10 / 10 deg

9.2.1 Single Objective Framework

The single-objective framework is used with a Kriging correction. The suboptimisa-
tion is, as for the high-fidelity-only optimisation, undertaken by the Simplex, and the
trust-region defined in number of steps. The remaining parameters are in table 9.4.

Figure 9.2 shows the multifidelity convergence compared to the high-fidelity-only
one. It is clear that the multifidelity optimisation does not provide the same improve-
ments. To understand this limitation, the figure 9.3 shows the corrected function
evolution during each suboptimisation. For better distinction a different colour is
used between even and odd global iterations. By definition, the initial point of each
suboptimisation is exact, that is, it has the same value than the high-fidelity func-
tion. Furthermore, the same figure presents the low-fidelity function evolution for
the same suboptimisations. The first iteration provides most of the improvements:
the low-fidelity function value decreases, and the high-fidelity function improves. It
is clear that, at first, the low-fidelity function provides good information to decrease
the objective. The second iteration provides as well a similar convergence, and the
final corrected function is very close to the true high-fidelity function. However, from
the third suboptimisation, the correction function decreases but the low-fidelity func-
tion increases: the correction inverses the low-fidelity trends in the vicinity of the
low-fidelity optimum. During the subsequent subiterations, the corrected function
varies more than the low-fidelity until the last iterations. On the left side of figure 9.3
is shown the error distribution (between high- and low-fidelity functions at sampling
points): the error does not show high variations, partly explained by the proximity of
each suboptimum but also because the design space location is smooth in the region
close to the datum, where lift constraint is fulfilled.
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Figure 9.2: Convergence comparison between multifidelity (single-objective formula-
tion) and high-fidelity-only XRF1 optimisations with respect to the num-
ber of iterations on the left and with respect to the elapsed time on the
right.
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To finish with the multifidelity analysis, the parallel coordinates plot showing the
high- and multifidelity convergences is presented in figure 9.4. When the lift con-
straint is not respected, the objective value increases sharply. Only the high-fidelity-
only evaluated such points, and those high values are clipped (only on fhigh axis)
to allow comparison with the multifidelity ones. The multifidelity approach avoids
high-fidelity function evaluation in infeasible regions or regions of low interest. Fo-
cusing first on the high-fidelity convergence, the lowest objective function values are
reached for the high numbers of iterations, as expected with a single-fidelity opti-
miser. The design variables were spread between −5 to 5 degrees but the converged
ones prescribe a twist down for the first control point, almost no change for the sec-
ond and third and a relatively large twist up for the last section; the explanation of
such change are presented in section 9.2.2.
Focusing secondly on the multifidelity, the twist law is inverted, except for the

tip that is also twisted up, but in a smaller extent. The multifidelity optimisation
however only focuses on the same region, and no high-fidelity evaluations are done
that result in high objective values. Because of the penalty imposed on the lift,
changing design space region is difficult as it will most probably lead to a change in
lift and therefore a large increase in the objective value. This is exacerbated by the
trust-region since any point that does not lead to an improvement of the high-fidelity
function is rejected. The improvements obtained in section 7 may be beneficial to
increase the exploration despite the penalty constraint. The remaining of this section
focuses on using the multiobjective framework, along with the co-Kriging model, but
using a single objective.

9.2.2 Multiobjective Framework

The objective function has a complex shape mostly because of the lift penalty con-
straint. Therefore to increase the global exploration limited by the trust region with
the Kriging correction, the multiobjective framework is used in this section. This
framework mostly brings the co-Kriging model within the trust-region framework.
Not considering tractability, any number of objectives can be specified in the frame-
work, including a single one. The common parameters for all multifidelity runs are
shown in table 9.5.
The optimisations convergence are displayed in figure 9.5, for different formula-

tions of the multifidelity optimiser; the high-fidelity-only optimisation is the same
as previously. First, in green, is displayed the multifidelity optimisation convergence
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Figure 9.4: Parallel coordinates plot for single- and multifidelity XRF1 optimisation
convergences. High-fidelity-only is coloured by iteration number and fhigh
axis is clipped at 300.

Table 9.5: Multiobjective multifidelity framework parameters for the XRF1 single-
objective optimisation.

Parameters Values
Trust-region Step
Correction co-Kriging
Initial TR 2
TR expend 1
TR shrink 1
Number of objectives 1
Number of points for successful iteration 1
Suboptimiser Simplex
Initial variables (all) 0 deg
Bounds (all) −10 / 10 deg
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when both the co-Kriging and the low-fidelity models are used. As presented in the
chapter 6, the co-Kriging model is used only when a sufficient number of points is
available, in this case, that is after 9 high-fidelity points. To solely use the co-Kriging,
an initial sampling of 10 high-fidelity and 60 low-fidelity points is performed prior
starting the optimisation. Despite the objective function not representing a phys-
ical quantity, the combined use of co-Kriging and low-fidelity information provides
the same optimum as the high-fidelity-only optimisation but in a reduced number of
iterations. The elapsed time however is greater since in addition to the co-Kriging
expensive training, the low-fidelity model needs to be evaluated at each suboptimi-
sation candidate points.

To quantify the effect of the initial sampling, the next two runs are done without
(orange) and with (blue) an initial sampling of 10 high-fidelity and 60 low-fidelity
calls. First, when no sampling is provided, only the Kriging model is used, the
same convergence as in the previous section is observed: the trust region converges
quickly to the low-fidelity minimum and cannot escape, the exploration being very
limited. Adding an initial sampling unlock the convergence, and the true high-fidelity
optimum is found. However, this time, because of the initial sampling and the time
to train the co-Kriging model, the convergence is slowed down, providing the same
performances than the high-fidelity-only optimisation.

Lastly, an expected improvement criteria (see equation 4.6) is used instead of the
traditional corrected function. The initial sampling permits the use of the co-Kriging
from scratch, and the predicted error is used to predict where the improvements are
most likely to be. Despite reducing greatly the number of high-fidelity calls, once
again the burden imposed by the co-Kriging training is reflected on the convergence
elapsed time.

The parallel coordinates plot presenting the optima points for the various multi-
fidelity runs along with the initial sampling are shown in figure 9.6. The penalty
constraint renders the function to optimise very complicated with high variations in
some regions and lower sensitivity close to the optimum, as seen in the large values
encounter during the sampling but the proximity of the optima points. Thus, it is
a difficult problem for surrogate modelling such as for the co-Kriging used in the
framework. This explains the long time required for the model training and the high
number of high-fidelity calls to approximate the optimum. In terms of optimum, the
final converged values are shown in table 9.6 along with the percentage of improve-
ment between datum and the high-fidelity only optimum. Despite the large bounds
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Figure 9.5: Convergence comparison between multifidelity (multiobjective formula-
tion) and high-fidelity-only XRF1 optimisations with respect to the num-
ber of iterations on the left and with respect to the elapsed time on the
right.

used, the multifidelity reaches indeed the same optimum values except for the one
without initial sampling and therefore the one not using the co-Kriging correction.
To finish with the parallel coordinates plot, the final configurations can be anal-

ysed. And apart from the co-Kriging without sampling, that is behaving as in the
previous section, the other methods lead to the same arrangement as the high-fidelity
only optimum: a small negative twist close to the root section and a large positive
twist for the tip. The resulting spanwise distribution is shown in figure 9.7: again
the use of Kriging leads to a different spanwise lift. Both the multifidelity without
sampling and the single-objective framework (MF+Kriging) reaches the same distri-
bution, less optimal since it is wavy and deviates more from the ideal elliptical one.
However, despite the variable differences, the results are close: a reduced lift at the
root section and an increased one at the tip. To understand the effect of such lift
distribution change on the optimum objective values, the table 9.6 shows the lift and
drag variations in percentage compared to the datum configuration, along with the
source of drag change. First, we focus on the constraint: the lift variation is small
but all optimum configurations loose 0.7% of lift, which has a small effect on the ob-
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Figure 9.6: Parallel coordinates plot for single- and multifidelity optima from XRF1
optimisations.

Table 9.6: Optimum configurations lift and drag for XRF1 optimisation.
fhigh CL CDff CDf CDvp CDi CDw

Datum 216.2 0.4986 216.07 37.140 32.020 111.52 35.390
fhigh-only Simplex 209.7 0.4950 206.88
LF + Kriging 211.5 0.4951 209.12 37.210 31.260 108.18 32.470
LF+co-Kriging 209.5 0.4950 206.93 37.100 30.910 106.56 32.360
co-Kriging w samp. 209.4 0.4948 206.63 37.110 30.810 106.52 32.190
co-Kriging w/o samp. 211.0 0.4961 209.66 37.170 31.360 108.19 32.940
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jective value and does not explain the drop in drag. Indeed, the total drag, computed
with a farfield approach, is reduced by more than 4%, representing 9 drag counts,
except for the Kriging-based ones which have an improvement of 3%, representing
7 drag counts. This change in drag is mainly explained by a drop in induced and
wave drag. The twist down change on the inboard sections and the twist up on the
outboard sections changed the lift distribution which reduced the induced drag. The
twist down movement induces a larger wave drag drop compared to the outboard
increase (see figure C.10).
In addition to the high-fidelity only optimum, the low-fidelity one is also plotted in

figure 9.6: it has been found by performing the optimisation solely on the low-fidelity
function, and evaluating the optimum with the high-fidelity function for comparison.
Despite the objective values being different, the low-fidelity model, providing enough
iteration are performed, indicates the same design space region for the optimum
configuration. However, the final values are different leading to a less optimal ob-
jective. The different configurations obtained with the use of the Kriging correction
is explained by a change of the objective function as part of the process. It exacer-
bates the local optimum in this region and only the use of a co-Kriging model with
the initial sampling permits to eliminate this phenomenon. Since the low-fidelity
provides similar trends as the high-fidelity model, a higher initial trust region size
would provide most of the improvements from the low-fidelity but will impose most
of the computational cost from the low-fidelity function. The multifidelity framework
presented in this thesis requires a quicker low-fidelity model to increase the ratio be-
tween the number of high- and low-fidelity function calls while ensuring that most of
the computational cost lies in the high-fidelity function evaluation. Thus using the
coarse mesh as the reference model and a quicker quasi-3D method as low-fidelity
model may provide more time savings than keeping the fine mesh in the loop for a
minimal optimality decrease.

9.3 Conclusion

This chapter applied the multifidelity optimisation to a three-dimensional geometry
at transonic conditions. A different variation of the fidelity definition was used: a
different discretisations of the same model was used for the high- and the low-fidelity
models providing a time ratio of 40. For transonic design, the drag is of primary
interest and is set as the objective to minimise. However the wing lift is usually
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Figure 9.7: Spanwise lift distribution for the XRF1 optimum configurations.

fixed and set by the aircraft maximum weight. Hence a target lift is ensured which is
possible in the multifidelity framework only with the use of a penalty function. The
shape change is done by a mesh movement and parametrised by four twist variables.
The lack of exploration and the complex function shape prevented the initial single-

objective multifidelity optimisation to escape the first local minimum induced by the
correction. Performing the same optimisation directly with the high-fidelity function
with a Simplex optimiser ended in a different optimum. Results are similar but less
optimal when performing the optimisation solely on the low-fidelity model.
The co-Kriging model enabled the convergence to the same optimum as the high-

fidelity-only albeit not providing any saving in terms of elapsed time due to a longer
training time.
Because of the similarities between the low- and the high-fidelity functions along

with the complex objective function shapes induced by the penalty constraint, the
multifidelity optimisation presents no gain over the high-fidelity-only optimisation.
In this case, an optimisation on the coarse mesh for the high-fidelity function and
a rapid method such as MSES coupled with a lifting line would provide more time
savings.
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CHAPTER 10

Conclusion & Future Work
10.1 Conclusion

The thesis aimed at developing and assessing a multifidelity multiobjective optimisa-
tion framework for maximum lift estimation. Hence the various objectives set to fulfil
the aim were: 1. implement the multifidelity methodology, 2. apply it to a single-ob-
jective multielement aerofoil optimisation, 3. extend the framework for multiobjective
optimisation on a similar case, 4. asses the effect of the low-fidelity accuracy on the
multifidelity methodology, and 5. apply the framework to a three-dimensional case.
The method is based on a zeroth order trust-region-based multifidelity framework
introduced in the literature. Because the solution of the Reynolds-Averaged Navier-
Stokes equations at high lift conditions are not accurate, the function gradients are
not available; the framework therefore does not require such gradients.

Correction model The low-fidelity correction is initially ensured by a Radial Ba-
sis Function method that lacks independent control of the norm for each variable.
However, the element movements and deflections do not have the same range and
need to be controlled independently. The Kriging model was shown to be more accu-
rate albeit more costly to train since it has more parameters to tune. Similarly, the
additive correction (ensured by the Kriging model) was shown not to be sufficient
for the multiobjective optimisation. A co-Kriging model, again more expensive to
train, is shown to provide a more accurate correction because it computes the corre-
lation between the low- and the high-fidelity data, improving in fine the multifidelity
prediction.

Trust region definition Two trust region definitions were introduced: the Euclidean-
and the step-based trust regions; no work existed in the literature that compared the
two formulations. The former is found to be more expensive because it solves the
subproblem more accurately and hence requires more low-fidelity function calls. The
latter, however, is shown to be less accurate in terms of optimum found. This is
explained by the subproblem resolution that is more approximatively solved.
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Application to multielement aerofoil The suboptimisers used throughout the the-
sis has a stochastic component to improve the global exploration while limiting the
increase in the number of function evaluations. Accordingly to the literature, the
multifidelity optimisation decreases by more than 50% the number of high-fidelity
function calls to obtain a converged optimum albeit, it also increases the variability
in convergence because of the high number of subproblem resolutions that increases
the randomness effect. No literature existed on the use of zeroth order trust region
based algorithm on the complex aerodynamic problem of maximum lift prediction,
but the first-order method has been shown to provide significant savings. This was
not seen in the present work that uses the zeroth order formulation on two more
complex multielement cases. A reduced accuracy in the optima and a higher vari-
ance between multiple runs were shown but a clear time saving on the second case
with reduced boundaries was observed. An analysis of the effect of the initial trust
region size was also done as it has not been found in existing literature. The Eu-
clidean trust region was shown to be insensitive to the initial size whereas it affected
the step-based trust region convergence: large number of steps allow the corrected
function to leave areas where the corrections has an effect whereas the correction
affects the whole Euclidean trust region (the whole design space).
Therefore an increase in problem complexity was translated as a decrease of the

method performance. The reasons are multiple:

• the models accuracy differ due to different levels of flow physics captured which
requires a more complex correction to capture the non-linearities;

• more local optima (different slat and flap positions lead to local good solutions)
are present which requires a more thorough globalisation strategy;

• because the optimiser makes less progress, the sampled point distribution is
less uniform which introduces numerical noise in the correction, limiting again
the accuracy of the multifidelity method;

• the low-fidelity tools may be less robust than the high-fidelity ones because they
are designed to work for specific conditions and may diverge when outside. The
multifidelity solutions will always be limited by the low- and high-fidelity tools
domains of validity.

An improved correction, using a co-Kriging multifidelity model as part of the
trust-region optimisation (and not requiring low-fidelity evaluation as part of the

202



10.1 Conclusion

suboptimisation), led to a convergence improvement of 80% both in terms of number
of function calls and in terms of elapsed time on the second single-objective test case.

Extension to multiobjective The main contribution to knowledge is the exten-
sion of the zeroth-order trust-region-based multifidelity method to multiobjective
problems as no trust-region-based multiobjective optimisation was found in the lit-
erature. Applied on the same test case and despite a quicker Pareto front discovery,
compared to the direct optimisation on the high-fidelity function, the final Pareto
front was found to be dominated. The reason is that the additive correction is not
sufficient to capture the differences in trends between the low- and the high-fidelity
models at maximum lift conditions due to large non-linearities.
For the multiobjective formulation also, replacing the low-fidelity function and

its correction by a single surrogate model such as a co-Kriging improves greatly
the correction quality and hence the multifidelity Pareto front. The conclusion is
a savings between 15 to 30% of CPU time compared to the optimisation on the
high-fidelity model only. A second multifidelity approach from the literature was
used as a reference method. It relies only on an adaptive surrogate model (Surrogate
Based Optimiser —SBO) trained on the high-fidelity model. The trust-region-based
multifidelity approach reached a better Pareto front (some points dominate the SBO
approach) for a similar elapsed time. It is also believed that improvements can be
brought to the correction model implementation and training.

Effect of the low-fidelity accuracy on the single-objective multifidelity optimiser
As pointed earlier, the low-fidelity model affects the multifidelity convergence speed
and accuracy. An original contribution of this thesis is a quantitative analysis of the
low-fidelity model accuracy on the implemented zeroth order trust region method on
such complex aerodynamic problem. To do so, the low-fidelity model was artificially
modified, first by changing the slat or flap variable effects, and second by adding
various noise levels in the low-fidelity response. The more sensitive the variables
group, the more detrimental the effect. For less sensitive variables, such as the
slat, the optimisation behaves similarly to a SBO. Adding noise to the low-fidelity
response however increased the tool accuracy since it provides more exploration until
the noise amplitude reaches the model response one. As part of this work, a novel
visualisation tool to understand the differences in sensitivities between the low- and
the high-fidelity tools was introduced.
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Three-dimensional geometry Finally, the method was applied to a single-objective
multifidelity optimisation using a three-dimensional case at transonic conditions be-
cause of the complexity required to implement three-dimensional high-lift devices
auto-meshing. The problem definition was not suitable to multifidelity surrogate-
based optimisation due to the penalty constraint introducing discontinuities in the
function to optimise. Despite this problem, the multifidelity optimisation showed
that a similar convergence was possible, and improvements in the model implemen-
tation and robustness would certainty provide time savings.

Summary

• The method behaves as in the literature when applied to simple, in the sense
of robust and accurate aerodynamic simulation tools, test case;

• More complex aerodynamic problems reduce the savings in single-objective be-
cause of more discrepancies in the model fidelities (physics is not correctly
captured by the low-fidelity tools) and less robust tools (more inclined to di-
verge);

• The Euclidean trust-region is more accurate but more expensive than the step-
based one because of the different levels of resolution of the subproblem;

• The method is extended to multiobjective problems but the additive correction
is shown not to be enough;

• A co-Kriging model to fuse low- and high-fidelity function is shown to be enough
to correct the low-fidelity tools for maximum lift estimation;

• With a co-Kriging model, the multifidelity multiobjective method performs
better than the single-fidelity one: the Pareto front is more diversified and is
not dominated;

• The low-fidelity model accuracy is shown to have effect on the multifidelity
convergence: the most sensitive variables should be correctly captured by the
low-fidelity one whereas the less sensitive variables can be accurately captured
by the correction;

• Because a surrogate model is used for the correction, penalty-based constraints
should be avoided.
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10.2 Future work
Despite all the work achieved in this work, many improvements and validations should
be performed to conclude the study and definitely conclude on the suitability of the
trust-region based multifidelity approach to the application to complex aerodynamic
optimisation. The various research axis are:

Method improvements: point selection For the multiobjective multifidelity trust-
region-based optimisation, after each successful iteration, a new point is se-
lected. Various point selections, inspired by the Particle Swarm Optimiser
world, were introduced based on domination and crowdedness. However, some
regions may not have enough points due to the Pareto front shape which may
result in the point selection always selecting the same region. A memory can
be implemented, as done in MOTS implementation, to prevent reselecting the
same region too many times and forcing the exploration of other regions.

Method improvements: surrogate model The surrogate model quality is strongly
coupled to the training point distribution. To improve the model quality, a
more uniform sampling can be performed instead of a single point, in parallel.
Parallel execution were tested in the single-objective formulation, using the first
three best solutions. Using the best and few points around it may lead to an
improvement in the model quality.

Adaptive trust region Initial work to adapt dynamically the trust region size was
started without results. This lead should be explored more in details to allow
a faster convergence when the model is known to be accurate, and slower steps
when the region is known to be inaccurate. Variance information, provided by
the Gaussian Process-based methods (Kriging, co-Kriging), should be used to
calculate uncertainties in the trust region.

Suboptimiser High variations in the multifidelity optimisation were seen depending
on the optimiser used; Such optimisers included Tabu Search, Particle Swarms,
genetic algorithms, and Simplex-based methods. Most of those optimisers re-
quire parameters to be set according to the problem solved. A parametric study
on the effect of each parameter (population size, cognitive-social behaviour,
step sizes, . . . ) should be performed in order to highlight the best optimisation
technique for the subproblem optimisation.
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Gradients Gradient-based methods were discarded from the beginning because of the
function to optimise that could not provide them accurately. The last test-case
however can be used with such algorithm to enhanced the correction models for
example. A gradient-based method can also be used to solve the subproblem
for the multielement aerofoil case when the co-Kriging model is used. Since
no noisy simulations are used in the suboptimisation, the analytical gradients
from the co-Kriging can directly be used to efficiently optimise the corrected
function. Care needs to be taken to ensure a noise-free co-Kriging.

Constraints The last case showed that penalty constraints should not be used within
a multifidelity optimisation (including SBO and physics-based multifidelity) as
it cannot be modelled by the surrogate. Hence, constraints should be imple-
mented in the trust-region formulations adapting the Trust Region Sequential
Quadratic Programming (TRSQP) for example (Nocedal and Wright 1999).

Maximum lift estimation from clean configuration The work final goal is the pre-
diction of an aerofoil maximum lift, but wings and aerofoils are designed for
cruise conditions. Therefore, to be complete, the maximum lift capabilities
should be estimated from the clean configuration in two steps: 1. creation of
the high-lift devices from the clean configuration and 2. maximum lift estima-
tion by high-lift devices position optimisation. Work has already been initiated
as part of the thesis and is presented in appendix D.
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APPENDIX B

Code Implementation
B.1 MultiObjective Particle Swarm Optimiser JS

MOPSO JS

*

*

Swarm

dim_obj : int
dim_space : int
emergency_disinfection : bool
filtered_pareto_front : list
initial_swarm : list
number_particle_pareto_front_dominates : list
objective_function
parallel_objective_function
parameters : dict
pareto_front : list
particles : list
size : int

do_backup()
filter_pareto_front()
get_leader()
get_pareto_front()
get_weights_max_dist()
initialise_swarm()
is_dominating()
reload_swarm()
run()
weighted_choice()

Coach

list_of_passengers : list
parallel_objective_function

evaluate_all()
get_on()

Particle

best_f : array
best_x : array
dim_obj : int
f : array
max_min_v : array
max_min_x : array
objective_function
parameters : dict
v : array
x : array

evaluate()
get_best_personal()
update()

Figure B.1: MOPSO JS simplified UML diagram.
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Appendix B Code Implementation

B.2 Surrogate Models

Gaussian-Based Surrogate Models

HF

LF

RBF

Base : list
Func_values : list
RBF_coeffs : array
. . .

compute_coeff()
cross_valid()
euclidean_norm()
gaussian()
get_rbf_at_x()
in_hull()
linear()
load_state()
min_distance()
save_state()
set_base()

Kriging

Base : list
Func_values : list
dim : int
ps : list
thetas : list
. . .

compute_likelihood()
corr()
cross_valid()
get_kriging_at_x()
high_speed_corrXY()
inverse_svd()
maximize_likelihood()

CoKriging

Base : list
Func_values : list
HF : Kriging
LF : Kriging
. . .

compute_complete_covariance_matrix()
compute_likelihood_expensive()
get_cokriging_at_x()
maximize_likelihood()
maximize_likelihood_cheap()
set_base()
update_base()

Figure B.2: Surrogate models simplified UML diagram.
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B.3 Single-Objective MultiFidelity

B.3 Single-Objective MultiFidelity

Multifidelity Single-Objective Optimiser

Multifidelity

MultifidelityCranfield MultifidelityAirbus

MultifidelityAirbusTestFLwithNoise

MultifidelityAirbusXRF1
MultifidelityAirbusTestFL

Figure B.3: Single-objective multifidelity code simplified UML diagram.

Multifidelity Single-Objective Optimiser

MultifidelityAirbusTestFLwithNoise

lf_mod : float
rbf_noise : RBF

create_noise_surrogate()
run_LF_CFD()

MultifidelityAirbusXRF1

run_dir : string

run_HF_CFD()
run_LF_CFD()
run_WORMS_CFD()
run_n_HF()

MultifidelityAirbusTestFL

lf_mod : list

run_LF_CFD()

Figure B.4: Single-objective multifidelity code detailed UML diagram.
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Appendix B Code Implementation

Multifidelity Single-Objective Optimiser

Multifidelity

counter : int
options : dict
start_time : float

copy_CFD_files()
do_optim()
get_HF_LF_sampled()
get_TR_from_step()
get_all_LF()
get_all_LF_database()
get_cached_HF_CFD()
get_cached_LF_CFD()
get_counter_restart()
get_diversification_start()
get_dv_last_fh_accepted()
init_base()
print_params()
read_TS_optima()
read_last_n_optima()
run_HF_CFD()
run_LF_CFD()
run_cached_HF_CFD()
run_cached_LF_CFD()
run_n_HF()
run_optim_and_wait()
update_base_files()
write_design_vec
. . .

MultifidelityCranfield

counter : int
hf_samples_values : list
lf_samples_values : list
run_dir : string

copy_CFD_files()
deploy_hl()
do_HF_optim()
do_LF_optim()
do_MF_SBO_optim()
is_valid()
run_HF_CFD()
run_LF_CFD()
run_n_HF()
run_n_LF_local()
run_optim_and_wait()
. . .

MultifidelityAirbus

counter : int
hl : HL
hf_samples_values : list
lf_samples_values : list
run_dir : string

copy_CFD_files()
deploy_hl()
do_HF_optim()
do_LF_optim()
do_MF_SBO_optim()
is_valid()
run_HF_CFD()
run_LF_CFD()
run_n_HF()
run_n_LF_local()
run_optim_and_wait()
. . .

Figure B.5: Single-objective multifidelity code detailed UML diagram (end).
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B.4 MultiObjective MultiFidelity

B.4 MultiObjective MultiFidelity

MultiFidelity MultiObjective Optimiser

xmlroot
memories

MultifidelityMO

MultifidelityMOAirbus MultifidelityMOCranfield

ElementTreeMultiFidelityPoint

MultifidelityMOAirbusSurrogate

MultifidelityMOAirbusXRF1
MultifidelityMOCranfieldTS

Figure B.6: MultiObjective multifidelity code simplified UML diagram.
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Appendix B Code Implementation

MultiFidelity MultiObjective Optimiser

MultifidelityMO

counter : int
list_times : list
memories : dict
nCFDEval : int
nFuncEval : int
options : dict
start_time : float
xmlroot : XML

add_point_to_xml()
add_time_to_xml()
compare_pareto_set()
do_optim()
do_sampling()
expand_TR()
get_cached_HF_CFD()
get_cached_LF_CFD()
get_count_dominates()
get_counter_restart()
get_dominator()
get_new_starting_point()
has_point_already_failed()
init_base()
init_xml()
new_iteration_in_xml()
print_params()
run_HF_CFD()
run_LF_CFD()
run_cached_HF_CFD()
run_cached_LF_CFD()
run_n_HF()
run_n_LF()
run_optim_and_wait()
shrink_TR()
update_base_files()
update_history_pareto()
update_pareto_set()
weighted_choice()
write_xml()
. . .

MultifidelityMOAirbus

counter : int
hl : HL
list_times : list
nCFD : int
nFuncEval : int
run_dir : string
start_time_HF : float

copy_CFD_files()
denormalise_vector()
deploy_hl()
do_HF_optim()
do_LF_optim()
do_MF_SBO_optim()
get_all_LF()
get_diversification_start()
get_diversification_start_old()
get_times_tau()
is_valid()
normalise_vector()
redirect_stderr()
redirect_stdout()
run_HF_CFD()
run_LF_CFD()
run_n_HF()
run_n_LF_local()
run_optim_and_wait()

MultifidelityMOAirbusSurrogate

surr_hf : string
surr_lf : string

generate_database_from_sampling_and_init()
run_HF_CFD()
run_LF_CFD()
run_n_HF()

Figure B.7: MultiObjective multifidelity code detailed UML diagram (end).
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B.4 MultiObjective MultiFidelity

MultiFidelity MultiObjective Optimiser

MultifidelityMOAirbusXRF1

nCFD : int
nFuncEval : int
run_dir : string

is_valid()
run_HF_CFD()
run_LF_CFD()
run_n_HF()
run_n_LF()
run_n_WORMS_CFD()
. . .

MultifidelityMOCranfield

counter : int
run_dir : string
start_time_HF : float

copy_CFD_files()
denormalise_vector()
do_HF_optim()
do_LF_optim()
do_MF_SBO_optim()
get_all_LF()
get_diversification_start()
get_diversification_start_old()
normalise_vector()
redirect_stderr()
redirect_stdout()
run_optim_and_wait()

MultifidelityMOCranfield

denormalise_vector()
do_HF_optim()
do_LF_optim()
do_MF_SBO_optim()
normalise_vector()
run_optim_and_wait()

MultiFidelityPoint

cputime : float
dv : list
err : list
fcorr : list
fh : list
fl : list
is_good : bool
is_moderate : bool
rho : float

__eq__()
__init__()
__ne__()
__repr__()
__str__()
is_valid()
single_error()

Figure B.8: MultiObjective multifidelity code detailed UML diagram.
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APPENDIX C

Extra Figures
C.1 Multifidelity Single-Objective Optimisation
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Figure C.1: Fluent (high-fidelity) and wind tunnel validation.

0.00
0.05
0.10
0.15
0.20
0.25
0.30
0.35
0.40

1.5 2 2.5 3 3.5 4 4.5 5 5.5 6
20.0

20.5

21.0

21.5

22.0

22.5

23.0

×105

%
er

ro
r

in
c l

%
er

ro
r

in
c d

(w
ak

e)

Number of elements

Lift Drag

Figure C.2: Grid convergence for the Garteur Fluent CFD.
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C.2 Multifidelity Multiobjective Optimisation
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Figure C.3: Time repartition for the multifidelity optimisation when ESDU is used
as low-fidelity tool (top) and trust region size along with number of high-
fidelity function calls.
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Figure C.4: Time repartition for the multifidelity optimisation when MSES is used
as low-fidelity tool without low-fidelity sample (top) and trust region size
along with number of high-fidelity function calls.
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C.3 Influence of the low-fidelity tool accuracy on
convergence

C.3.1 Lack of Sensitivity
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Figure C.5: Multifidelity matrix contour plot (starting point) for the maximum cl for
TAU (high-fidelity) and HiLi with no sensitivity on the slat (modified
low-fidelity)
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Figure C.6: Multifidelity matrix contour plot (starting point) for the maximum cl for
TAU (high-fidelity) and HiLi with no sensitivity on the flap (modified
low-fidelity)
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C.3.2 Reverse Sensitivity
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Figure C.7: Multifidelity matrix contour plot (starting point) for the maximum cl for
TAU (high-fidelity) and HiLi with reverse sensitivity on the slat (modified
low-fidelity)
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Figure C.8: Multifidelity matrix contour plot (starting point) for the maximum cl for
TAU (high-fidelity) and HiLi with reverse sensitivity on the flap (modi-
fied low-fidelity)
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C.4 Three-Dimensional Transonic Wing Optimisation

Figure C.9: Coarse and fine meshes of the XRF1 wing.
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C.4 Three-Dimensional Transonic Wing Optimisation
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APPENDIX D

Maximum Lift Estimation from Clean
Configuration

D.1 Generating High-Lift Aerofoil From a Clean
Configuration

An aircraft initial design is usually done by the planform definition and the high-
level aircraft performance estimations. To increase the fidelity of the maximum lift
prediction, a geometry needs to be created prior the CAD shapes definition. The
clean aerofoil and the high-lift devices are created with parametrisations originating
from previous proven designs and used with different aerodynamic tools for the per-
formances prediction. The rough outline of the framework is described in figure D.1
and rapidly enumerated below:

1. Clean aerofoil: for each section described by the planform, a two-dimensional
aerofoil is created. In the work implemented, aerofoils are based on Bezier
shapes. The shape could also be fixed and defined by the clean geometry. Here
already, potential for optimisation is present.

2. Cut-outs: from the clean aerofoil, high-lift devices need to be created accord-
ing to chapter 2 description. In the work implemented, the cut outs are also
parametrised by Bezier curves, and can also be optimised as part of a multifi-
delity optimisation. Figure D.2 shows an example of such cuts for a slat and a
flap1.

3. Deploy devices: this step has extensively been described in this thesis: it cor-
responds to the free optimisation of the flap and slat positions to obtain the
maximum lift.

4. Create kinematics: once optimal maximum deployment has been found, the
kinematics need to be fitted. Depending on the number of positions to fit
(eg for take-off or landing), the kinematic type (see chapter 2) is selected and
optimised. An example of drop hinge slat and flap fitted on a maximum de-
flection configuration is shown in figure D.3 for two gap, overlap and deflection
configurations.

5. Loads: from the aerodynamics, the loads could be extracted and propagated in
the kinematic system for sizing.

1Notice the first order continuity between slat, main and flap elements.
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The final result of such integrated framework would be the maximum achievable lift,
the best devices positions, the kinematics that suits the best, the loads for actuator
sizing and the CFD databases.
A part of figure D.1 can be covered by multifidelity optimisation. This is the

subject of the final section.

D.2 Kinematics and Multifidelity Optimisation
The high-lift devices position is crucial for take-off and landing but it influences
greatly the systems used for the deployment. However the major part of the flight is
spent in cruise and therefore deployment systems have to be chosen so that it does
not impact significantly the cruise performances. Indeed, the more freedom in the
position, the more complex the system is, and a more complex system means a higher
weight, power and size which impact the overall aircraft. Therefore the deployment
systems must be considered during the optimisation. A first step towards this can
be achieved by including kinematics inside the optimisation loop.
The simple drop hinge implementation is firstly presented and then a method to

include it in the optimisation is sketched.

Simple drop hinge In its review, Rudolph (1996) highlights that most of the com-
mercial aircraft are using a three-position slat that have different deployment settings
for take-off and landing. This can be achieved with tracks like in recent Airbus air-
craft (Reckzeh 2003) despite their complexity but also with a single hinge located
underneath the wing. This system has the advantage of being simple and therefore
not costly to maintain, however it is quite restrictive on its deployed positions.
To include the kinematics in the aerodynamic design of the high-lift devices, one

can first find the maximum deflected position, optimised on gap and lap, which
targets the landing configuration (maximum lift), to find the hinge position. Once
known, an intermediate deflection can be optimised for take-off, that usually requires
compromise between maximum lift and lift-over-drag ratio. The method to find the
hinge point h is shown in figure D.4: the hinge location is found with the stowed
(blue) and deployed configuration (red).
A framework was developed, initially for the sponsor, to generate a high-lift profile

for any deflection angle according to the single-hinge kinematics law. The framework
uses as input a one-element profile and few parameters. The slat and flap are then
generated according to the parameter and input geometry. The flap and slat can be
deployed according to a hinge point, either manually given, or from a stowed and
deployed configuration (as shown in figure D.4). Then the flap and slat are moved
around the hinge point to generate the intermediate geometries.

Multifidelity kinematics-aerodynamics optimisation As stated previously, an op-
timisation on high-lift devices requires the kinematic to be industrially feasible.
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Figure D.1: High-level framework for load and maximum lift estimation from a clean
aerofoil.
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Figure D.3: Example of two maximum deflection configurations leading to two single
hinge positions.
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Figure D.4: A single drop hinge geometrical construction from stowed (blue) and
deployed (red) configuration.

Therefore, the final goal of the multifidelity multiobjective high-lift devices opti-
misation is its application to a kinematic-aerodynamic optimisation. For such task,
the methodology presented in figure D.5 is considered. The multifidelity suboptimi-
sation is performed on a single design variable problem: the flap and slat deflection
optimisation. Both optimisations are independent and can be conducted in parallel.
Another optimiser is required to optimise the hinge point position according to the
suboptimiser output. Ultimately, the method gives a Pareto front of maximum lift
versus lift-over-drag, where each point relates to different hinge point and a single
point relates to two different deflections.
Figure D.6 shows preliminary results performed on a limited surrogate trained on

the high-fidelity CFD model. A Pareto front is obtained and the point with best
clmax + L/D is represented on the right with, in blue the deflection angle providing
the best lift-over-drag and in red the configuration providing the best maximum lift.
Unfortunately the slat position is not physical due to the surrogate that provides
information in this region only by extrapolation and cannot be relied on.
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Initial hinge point: h0

Optimisation
maxδ clmax

Optimisation
maxδ L/D

maxhinge point clmax , cl/cd

clmax , δclmax cl/cd, δcl/cd
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Kinematics defined: δ = f(h)

- Deflection angles at maximum clmax and cl/cd
- Maximum clmax and cl/cd
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Optimisation on surro-
gate, CFD (RANS) or
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Figure D.5: Proposed aerodynamics multifidelity multiobjective optimisation frame-
work for single-hinge including kinematics.

Figure D.6: Multiobjective kinematic optimisation initial results: positioning for the
point highlighted on the Pareto front and hinge point position on the
left and Pareto front on the right.
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